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Over 300 million people world wide suffer from rare diseases. Genetic testing
plays a key role in the diagnostics of rare diseases. The process of genetic testing
includes manual interpretation of the clinical test results. This interpretation is
laborious, and creating new tools to make the work of geneticists more efficient
makes genetic testing available for a wider public, ultimately saving lives.

The Human Phenotype Ontology (HPO) reports a variety of gene-phenotype
connections for over 16 thousand phenotypes as they are known to literature.
These associations can be used in the interpretation of genetic results. Tagging
free-form clinical text with HPO terms is an essential step in the interpretation of
genetic testing results. An algorithm that does this sort of tagging could be used
to create an assisting tool to speed up the work of geneticists. Alternatively, such
an algorithm could be used for data mining purposes to find new, yet unknown
gene-phenotype connections. This could be done by tagging clinical data with
known genetic test results with HPO terms and performing statistical analysis.
However, such an algorithm should be able to understand if a phenotype was
reported absent or on a relative of the primary test subject.

In this thesis I will present a combined system of a BERT-based context classifier
and a dictionary-based tagger to create an algorithm that can find HPO terms
from free-form text and understand their context.
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TIIVISTELMÄ
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Pääaine: Complex Systems Koodi: SCI3042

Valvojat: Professori Jari Saramäki
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Harvinaissairauksista kärsii yli 300 miljoonaa ihmistä ympäri maailman. Gee-
nitestit ovat keskeinen osa harvinaissairauksien diagnostiikkaa. Geenitestauk-
seen kuuluu merkittävä määrä tulkintatyötä. Tämän tulkintatyön tehostaminen
erinäisin tietoteknisin apuvälinein auttaisi useampia pääsemään geenitestauksen
piiriin. Parhaimmillaan näin voidaan pelastaa henkiä.

Human Phenotype Ontology, eli ontologia ihmisen fenotyypeistä on verkosta
löytyvä tietokanta, jossa on listattu yli 16 tuhatta ihmisellä havaittua fenotyyp-
piä. Fenotyyppien lisäksi kannassa on listattu lukuisia yhteyksiä geenien ja fe-
notyyppien välillä. Näitä yhteyksiä voidaan käyttää geenitestien tulosten tulkit-
semiseen. Fenotyyppi-ilmausten poimiminen vapaasta tekstistä algoritmien avul-
la nopeuttaisi geneetikkojen työtä. Tällaisen algoritmin avulla voitaisiin luoda
avustavia työkaluja geneetikoille. Niitä voitaisiin myös käyttää datan louhin-
taan käymällä algoritmin avulla läpi vanhoja kliinisiä raportteja, joiden geenites-
tien tulokset tunnetaan. Näin voitaisiin löytää uusia geeni-fenotyyppiyhteyksiä.
Tällaisen algoritmin pitäisi kuitenkin osata huomioida, että löydetyt fenotyypit
koskevat todella koehenkilöä. Esimerkiksi koehenkilön sukulaisia koskevia löytöjä
sekä poissaolevia löytöjä on teksteissä mukana.

Tässä diplomityössä esitän kahden mallin yhdistelmää, jossa BERT-pohjainen
asiayhteysluokittelija suodattaa koehenkilöä koskemattomat tekstit pois, ja
jäljelle jäävistä teksteistä poimitaan fenotyyppi-ilmaukset talteen sanakirjaver-
tailua käyttäen.

Asiasanat: luonnollisen kielen käsittely, BERT, fenotyypit, vapaan teks-
tin käsittely

Kieli: Englanti
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Chapter 1

Introduction

Rare diseases are diseases that impact at most one individual in 2000. Ap-
proximately 30 million people in the EU, and up to 300 million people world
wide suffer from rare diseases. Genetic testing plays a key role in the diag-
nostics of rare diseases. There is, however, a significant amount of manual
labor in the interpretation of the results of genetic testing. Creating assist-
ing tools for geneticists to ease their work with interpretation can make the
process more accurate and efficient, making genetic testing more accessible
to a wider public.

The Human Phenotype Ontology (HPO) is a project that aims to create
standardized and controlled vocabulary for conditions observed on human
patients [1]. The 2021 version of HPO reports over 16 thousand connections
from observed phenotypes to genes that are known to affect them, which
makes it a key tool for geneticists in interpreting the results of genetic tests.
Blueprint Genetics Oy has worked for over ten years with providing genetic
testing to practitioners. The company wants to create their own tool for
extracting HPO terms reported in free-form clinical text. Using such a tool on
medical reports would speed up the work of geneticists as they interpret the
genetic testing results. Additionally, this sort of tool could be used as a data
mining tool to enrich the database of genetic testing results with matching
HPO terms. Together with the genetic testing results, these HPO terms could
be used to find new gene-phenotype associations using the company’s own
data via statistical analysis. Furthermore, the tool could be eventually offered
in the customer interface to help customers provide as accurate information
as possible. This could be done, for example, by giving a prompt in the user
interface after the customer has uploaded a medical record with the order to
have them confirm if certain phenotypes are observed on the test subject.

To use the company’s own data to further validate or find new connections
between reported genes and phenotypes, an automated tool is needed to
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CHAPTER 1. INTRODUCTION 2

mine the matching HPO terms out of free-form clinical summaries. These
summaries are written by the geneticists at the end of the genetic testing
process and provided to the customer together with the results. What makes
automated recognition of HPO terms from such summaries hard is that the
summaries use various ambiguous synonyms and acronyms to describe the
patients’ conditions. Thus, the solution should be robust to paraphrasing
and able to generalize on unforeseen expressions. This aspect of the problem
makes the use of rule-based solutions less tempting, as it’s not feasible to
create an exhaustive set of rules to capture the variety of natural languages.
On the other hand, the more recent advances in using Neural Networks in
Natural Language Processing (NLP) seem to perform well in such tasks.
More specifically, solutions built upon the model called BERT, an acronym
for Bidirectional Encoder Representations from Transformers, have reached
state-of-the-art in various NLP tasks [2].

In 2019, Amin et al worked on a multi-label classification system on Non-
technical summaries of animal tests and ICD-10 codes. ICD-10 stands for In-
ternational Classification of Diseases, and the codes are similar to HPO terms
even if they classify diseases and not phenotypes. They compare six different
systems, namely a simple term-frequency inverse document frequency (TF-
IDF) support vector machine (SVM), three different convolutional neural
networks based systems, an attention based neural network and one BERT
based solution. They report the highest score, a 82.9% F1-score for their
BERT-based solution, as well as an even higher score of 84.67 for the com-
bined system of BERT and CLSTM [3].

In 2020, Luo et al. conducted their research creating the tool called
PhenoTagger [4]. PhenoTagger is a combined system of a dictionary-based
matching method and a BERT-based deep learning based tagger. They cre-
ate a dictionary-based lookup system by collecting together the terms and
synonyms reported in the HPO database. Then, using the dictionary-based
lookup system, they create a distantly supervised training set for a BERT-
based classifier. The classifier assigns text excerpts into classes of number
equal to the number of distinct HPO codes with the addition of a None class.
Then they combine the results of both the classifiers to benefit both from
the accuracy of the dictionary-based system and the neural networks ability
to generalize on unforeseen data. They report 79% precision and 72% recall
for the tool on GSC+ HPO recognition task [5].

Feng & Qi conducted a study in 2021, creating a tool called PhenoBERT
[6]. They constructed a combined system of a two-level hierarchical convolu-
tional neural network (TLH-CNN) and a BERT-based similarity score model.
Their approach differs from the PhenoTagger system in that instead of clas-
sifying text excerpts directly into classes, they narrow down the search space
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of HPO terms using the TLH-CNN and then compare the similarity scores
of the excerpt to the HPO terms in the limited HPO term space, classifying
each text excerpt into either similar or not similar. Such a procedure is more
demanding on the computational side but exceedes 80% precision and 66%
recall in their analysis.

In addition to finding the HPO terms presented in the summary, the algo-
rithm should also be able to understand if the reported phenotype concerns
the primary test subject. The reports contain negative findings, where a
certain phenotype is reported absent on the test subject. Additionally, the
reports contain relative findings, i.e. phenotypes as they are observed on the
test subject’s relatives. The above studies into finding HPO expressions from
free-form text do not take context into consideration.

In this thesis, I present a combined method of algorithmically finding the
reported phenotypes from free-form summaries written by the geneticists
and evaluating the context in which the terms appear. This is done by
classifying text segments into positive, negative and relative using a BERT-
based context classifier. The negative and relative text segments are filtered
out before proceeding to extract HPO expressions using a dictionary-based
lookup system. To support my solution, in Chapter 2, I present an overview
of the field of Natural Language Processing (NLP) with the focus on the
modern, machine learning and neural networks based solutions that have
recently achieved the state-of-the-art. In Chapter 3, the selected methods
are presented and motivated and the available sources of data to use with
the algorithms are introduced, as well as the main data source of interest, the
clinical summaries. In Chapter 4, the results are presented and discussed.
Both the methods separately and the performance of the combined system
are discussed. Finally, in Chapter 5, the future directions of this project
and the possible reasons for the shortcomings of the presented methods are
discussed.



Chapter 2

Background

This chapter gives an overview of the problem as well as the relevant tech-
nical background to understand the selected methods for solving the prob-
lem. First, the Human Phenotype Ontology and its relevance in the task
is explained. Then, the rough outlines of Natural Language Processing are
presented, followed by a brief overview of the basic principles behind machine
learning and the key mechanisms of deep learning. Finally, the subtleties of
neural networks in natural language processing are discussed.

2.1 Human Phenotype Ontology (HPO)

The Human Phenotype Ontology is a project created to standardize vocab-
ulary of professionals working with various human conditions [1]. Each term
defines a phenotype observed on human subjects. Examples of such phe-
notypes would be ”fever”, ”short finger” or ”diabetes mellitus”. The HPO
is of interest to Blueprint Genetics, because for each phenotype, a varying
number of known gene-phenotype associations are listed. These reported as-
sociations can be used to shortlist the most probable gene variants based on
what phenotypes have been observed on the test subject.

The HPO database offers names and a varying number of synonyms for
each term. The database is constructed in an acyclic, connected, hierarchi-
cal, tree-like directed graph. Nodes can be reached through multiple paths.
The root node of the graph is linked to all terms in the structure. It has
six children, Phenotypic abnormality, Clinical modifier, Mode of inheritance,
Past medical history, Blood group and Frequency. Of these, only the terms
under Phenotypic abnormality are relevant for the task in this thesis. The
nodes can have multiple parents and children, meaning that each node may
be reached through one or more paths from the root node. For example the
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CHAPTER 2. BACKGROUND 5

Figure 2.1: Example of the HPO tree structure

term ”Abnormality of head blood vessel morphology” has two parents ”Ab-
normality of the vasculature” and ”Abnormality of the head”. Additionally,
the term has three synonyms listed, including the official name: ”Abnor-
mality of blood vessel of head”, ”Abnormality of vasculature of head” and
”Abnormality of head blood vessel”. This example is illustrated in Figure
2.1. Most but not all terms also have a description. For ”Abnormality of
the head blood vessel morphology” the description states ”An abnormality
of a blood vessel of the head, including branches of the arterial and venous
systems of the head.” The terms can also contain comments of some sort.
For example, the term Retinal arterial occlusion has the comment ”Retinal
artery occlusion can manifest as painless loss of monocular vision.” Finally,
the terms have gene and disease associations listed. For abnormality of head
blood vessel, 78 gene associations and 68 disease associations are listed. The
data excluding the gene-disease associations can be downloaded from the
HPO website [1]. A Python module named pronto provides tools to work
with various ontologies, including the Human Phenotype Ontology [7].

Other relevant ontologies that would be of use in this project are the
ORPHA [8] and OMIM [9] ontologies. These two ontologies contain the
gene-disease associations visible through the HPO web interface. ORPHA is
a database collecting information about rare diseases, including some known
gene-disease associations. OMIM contains additional associations linking
phenotypes to genes and variants. While these ontologies would be widely
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useful in this thesis, they are, unfortunately, not licenced to be used com-
mercially, and were thus not eligible for use in this thesis.

2.2 Natural Language Processing

Natural Language Processing (NLP) is the study of using computers to un-
derstand human languages in contrast to machine readable languages such
as programming languages or binary code. NLP is an interdisciplinary field
that combines many fields from the study of language and human behaviour
to computation, artificial intelligence and data science. [10]

The first technical solutions of NLP date back to the 1950s. They were
knowledge-based rationalist systems that emulated expert decision making.
Rationalist approaches would perform well in narrow-domain tasks, but as
such would solve only a limited amount of problems. Later, in the late 1990s
and 2000s, a second wave of NLP solutions came about. These empirical
approaches exploited the accumulating amount of electronic data and large
text corpora using statistical and shallow machine learning solutions. They
mostly displaced the previous rationalist systems. These systems would base
on discriminative models, with features engineered by humans. As such,
feature engineering became the bottleneck of the field. These models would
also generalize poorly on unseen data. [10]

The third wave of NLP is the rise of deep learning in 2010s. Deep neural
networks don’t require specifically engineered features. Instead, the network
learns hidden representations of the data it is fed during training. Modern
deep learning networks are trained using vast electronic corpora, such as the
entirety of Wikipedia, the books corpus [11] and especially in the context of
this thesis, the PubMed abstracts corpus [12]. These deep neural networks
structures are easier to design than earlier wave feature based systems, and
they have by-and-large achieved state-of-the-art in most if not all NLP tasks.
They do, however, require vast amounts of data and computing power to
perform well, which is what makes the availability of data in appropriate
format the limiting factor. [10]

The task of interest in this thesis is two-fold: First, we’re interested in
finding all the phenotypes mentioned in the text excerpt. A helpful feature of
the English language is that words are not inflected. This makes string-based
matching less prone to miss words than it would in for example Finnish. In
the context of HPO terms, some of them are clearly clinical language and
have little variance in how they’re expressed in free-text. An example of
such a term would be, for example, hypertrophic cardiomyopathy. It has no
common speech alternative, and is basically a diagnosis in itself. These sort of
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expressions are easy to pick out from the text using basic string comparison.
The other kind of HPO terms are the more descriptive terms that have various
common speech alternatives. An example used in the PhenoTagger article
is the term ”cupped ear” [4]. The HPO database lists the synonyms ”Cup-
shaped ears”, ”Cupped ear”, ”Simple, cup-shaped ears”, ”Capuchin ears”,
”Cupped ears”. It is, however, clear that this listing is not exhaustive of the
ways a similar condition could be expressed in a text written by a human.
A multitude of such examples exist in the database. Moreover, as there are
over 16 thousand unique terms in the HPO database, trying to come up with
exhaustive lists for the synonyms of each of these terms would eventually
result in an evergrowing dictionary of synonyms. This would also come at
a greater computational cost of string comparisons. Thus, more robust and
flexible solutions are needed to capture most terms.

Whereas the string-based comparison is unable to generalize on unfore-
seen expressions, neural networks based solutions can do exactly that. These
neural networks used in NLP can create latent high-dimensional vector rep-
resentations of words and wordpieces. In this high-dimensional latent space,
the network is able to do similar deductions and pattern recognition as hu-
mans would. A more detailed description of how this is done is presented in
Section 2.5.1. Lately, attention-based deep learning solutions have evolved
into neural networks models such as transformers and BERT, both of which
are explained in more detail later in this chapter. For example, BERT is able
to distinguish the distinctively different meanings of the word ”bank” in the
sentences ”river bank” and ”bank robber”, yet simultaneously understand-
ing that in the expressions ”bank robber” and ”bank vault”, the meaning is
similar [13]. This sort of contextual understanding of language can be used
to deduce if an expression in text is similar to an HPO term. If we consider,
for example, the HPO term ”short finger”, a human can clearly draw the
connection from ”small finger” to ”short finger”. Similarly, the BERT-based
vectorized representations should contain a large amount of similarity be-
tween the words ”short” and ”small”. Using such systems is more robust to
the variance present in free-form human language.

The second half of the task is finding whether the expression found in the
text does in fact mean that the phenotype has been observed on the primary
test subject or not. The text can include various expressions of phenotypes
observed to be absent or observed on a relative of the primary test subject.
Filtering out these sort of expressions calls for the ability to understand the
context in which the terms are expressed. The modern attention-based neu-
ral network models are able to create connections between different words in
the text they are given. Through the attention mechanism, the vector rep-
resentations of the word meanings can collect additional information from
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other vector representations in the text. The novel question in this regard
is, whether it is possible to distinguish a present and absent phenotype from
each other just by looking at the attention-based representations of input
text. In theory, a BERT-based classifier could be taught to understand that
”short fingers” is similar to ”small fingers” and dissimar to the expressions
”No short fingers observed” or ”patient’s mother has short fingers”. What
is certain, however, is that the BERT-based classifier can be trained to clas-
sify aggregates of input sentences into multiple classes. For example, in the
PhenoTagger article [4], their BERT-based classifier learns to classify these
sentence aggregates into one of over 16 thousand classes. Compared to this
vast amount of classes, teaching a BERT-based classifier to simply classify
aggregates of text segments into either positive, relative or negative, mean-
ing observed on patient, observed on a relative or observed absent, should be
feasible.

Deep learning based solutions have reached the best results in most NLP
tasks. They are also able to generalize on unforeseen data and create con-
textual understanding of text. This makes them the most fitting direction
for the purposes of this thesis, and the focus will be mostly on them. The
principles of Deep Learning are explained in more detail in section 2.4.

2.3 Machine Learning

Before jumping into neural networks, I present the basic principles of ma-
chine learning in general. In machine learning, the objective is to make an
algorithm learn from data to perform certain tasks. According to Mitchell
et al., machine learning is the process of the algorithm learning from expe-
rience E with respect to some task T and with measurable performance P
that improves with respect to E [14]. In the context of this thesis, experience
is the provided data, namely the clinical summaries and task is recognizing
phenotypes reported on the test subject.

There are a multitude of ways to measure the performance of an algo-
rithm, and the best metrics depend on the task. When these metrics are
used to train an algorithm, they are called loss functions. A loss function
can be any function that the algorithm is designed to optimize with regard
to experience. For example, the loss function used for linear regression is the
Mean Square Error (MSE), defined as

MSE =
1

m

∑
(ŷ − y)2, (2.1)

where m is the number of samples, y = ax + b is the predicted value with
learned parameters a, b and ŷ is the observed value in the data corresponding
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to the location of x. In other words, the algorithm learns the parameters a
and b of the linear function in such a way that the sum of the squares of the
distances from the calculated y to the empirical instances ŷ is as small as
possible. Then, if the value of x is known, the value of y can be estimated
using the parameters a and b learned through minimizing MSE [15].

Learning through experience is either supervised, when entries are di-
rectly linked to certain target values, or unsupervised, when there are no
preassigned targets for the data [15]. Alternatively, tasks can be considered
semi-supervised, if there are some elements of both supervised and unsu-
pervised learning in the data. Unsupervised learning is usually based on
clustering, a method of finding ways to group similar entities close to each
other and farther away from different ones. The main challenge with super-
vised learning is finding adequate amounts of data of sufficient quality to
train the algorithms. Unsupervised learning tasks, on the other hand, are
harder to design but can result in powerful solutions.

In the context of this thesis, labeled data does not exist unless it is specif-
ically curated for training such an algorithm. There are, however, external
datasets such as the GSC+ phenotype recognition dataset [5] or the data
extracted from the HPO database. these datasets, however, are not entirely
similar to the clinical summaries, as the set does not contain negative or
relative training instances. They could still be used in training an algorithm,
and the algorithm could then be trained to adapt to the domain of clinical
summaries. Training an algorithm in one source domain and adapting it to
a separate target domain is called Transfer learning. A variety of transfer
learning techniques exist, but they are outside the scope of this thesis. They
are, however, considered promising future directions and some of them are
discussed in Chapter 5.

2.3.1 Defining the task

The Deep Learning book [15] lists a number of different tasks for machine
learning including but not limited to Classification, Regression, Transcrip-
tion, Translation, Anomaly detection, Synthesis and sampling, Denoising and
Density Estimation. Refer to the book chapter 5.1.1. for more information.

The task of this thesis can be approached in multiple ways. Classification
is defined in the Deep Learning book as a task of specifying to which of k
categories an input belongs to [15]. The classification task can be posed as
is the meaning of the two input text segments similar to each other, as was
done in the PhenoBERT project [6]. In this case, the number of classes k
would be two: yes or no. Alternatively, the classification task can be posed
as classifying a text segment to what is the closest phenotype expression
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for the text segment, as was done in the PhenoTagger project [4]. The
number of classes in such an example would be the number of HPO terms,
over 16 thousand. Such a task would be called multi-class classification, as
there are more than two classes. Moreover, the task should be defined as
multilabel classification, as the task is assigning any number of labels to a
longer text segment. The other classification definitions can be used at most
in the subtask definitions. See section 2.5.4 for more detailed descriptions of
PhenoBERT and PhenoTagger.

In addition to classification, the task could be posed as a Named Entity
Recognition (NER) task, a common task in the field of NLP. In NER, the
task is to assign a predefined category to each section in the text, recognizing
for example persons, locations and organizations as distinct roles in the text
[16]. Similarly, a NER system could be taught to recognize HPO terms as a
distinct class in the text.

For classification, some supervised datasets are available online to use as
training material, such as the GSC+ dataset [5]. This dataset contains ab-
stracts from PubMed articles and manually annotated HPO terms that are
found in the text. The main caveat of the dataset is that it only contains
roughly 500 unique HPO terms out of the 16 thousand. Nevertheless, this
dataset can be used in supervised training of a classification algorithm. On
the NER side of the task, one could, for example, try and train an algorithm
to cluster segments of clinical summaries to try and see if one of the classes
the algorithm learns is close to the definition of HPO term on its own. This
would be an example of an unsupervised training of a NER algorithm. There
are, however, many open questions in the design of such a system: How to
determine the boundaries of text segments? How many distinct classes can
there be? How is the string format data handled to produce presentations
of the data for which distances can be calculated in the first place? Alterna-
tively, one could manually curate large amounts of data, where HPO terms
would be picked out as their own class. Quite good tools for curating NER
data exist, but the task is laborious regardless. The NER approach, tempt-
ing as it is, was excluded from the analysis due to the fact that I would have
had to curate the dataset myself. It remains, however, a possible direction
for future research.

2.4 Deep Learning

This section describes the background and theory required to understand
how neural networks function. The first subsection presents a brief overview
of how neural networks are designed and trained. The most relevant archi-
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tectures in the field of NLP are presented after the general overview. The
following subsections will dive deeper into how certain neural network ar-
chitectures function in increasing order of complexity. The strengths and
weaknesses of the algorithms are discussed as well.

2.4.1 Neural Networks Overview

Deep Learning has its roots in biology and how neural circuits process in-
formation. The network consists of individual cells and links between them.
The cells are organized in layers. The links can either point forwards, as
in Feedforward Networks (FNN), or they can form cycles, as in Recurrent
Neural Networks (RNN). The networks can also produce new values through
summation, averaging or pooling of multiple previous layer values. These
networks are called Convolutional Neural Networks (CNN). Considering a
simple FNN, the first layer of cells is called the Input Layer, and it is the
layer receiving raw data. The format of the data defines the extent of this
layer. For example, a FNN processing 256x256 pixel images would have 2562

cells in the input layer to be able to process a whole image in one pass. Each
cell in the input layer would then be assigned a value, such as pixel intensity
in a gray-scale image. The links represent how the cells of following layers are
related to the cells in previous layers. The layers in between the input and
output layers are called hidden layers. The following layer cells values are
formed by taking the weighted averages of the related previous layer values

zi =
∑

wijxj, (2.2)

where the weights wij define the relationship between each node j in the
previous layer to each node i in the next layer, and zi and xj are the numeric
values of the nodes. After the weighted averaging some sort of non-linear
mathematical operator called the activation function is applied to the data
to obtain the following node’s final value. After all layers and links have been
similarly followed to the end, the network produces an output vector with
the dimension matching the output layer. Finally, this output is interpreted
depending on the task it was designed to solve. During training, a loss
function is used to measure the networks performance and either minimized
or maximized depending on the function to make the network learn. After
the network has been trained, the output should produce sensible results if
the training was successful. A simple, 4-layer FNN is presented in 2.2. [17]
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Figure 2.2: Example of a simple Feed-Forward Network [17]

2.4.2 Building blocks of Neural Networks

The composition of a neural network is often referred to as network architec-
ture. It is a collection of functions and parameters by which the network can
be recreated. For example, the network in Figure 2.2 has four layers, with
sizes 3, 4, 3, 2 from input to output, and an activation function f after each
layer. These numbers are referred to as hyperparameters; parameters that
are not learned through optimization but something selected prior to train-
ing. While the input and output sizes are typically defined by the task, the
remaining choices for the architecture are by and large open to experimenta-
tion. Things to consider are at least but not limited to the number of layers,
the sizes of layers, the direction the layers are pointing to, the pooling strate-
gies of the layers, the selection for activation functions and regularization
methods.

Typically, many different architectures can reach comparable results, and
the differences are hard or impossible to explain. Choosing hyperparameters
has some rules of thumb but no consensus has been found in what the best
parameters are for most tasks. A deep neural network with thousands of
neurons contains a vast number of tweakable parameters. In some cases, this
can result in a scenario, where the network learns to remember its training
data. This would result in what is known as overfitting, where improvements
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in the training data result in hindered performance outside training data. To
avoid such behavior, the network size should be limited to be smaller than
the number of data points in the input data. Additionally, a method called
Dropout is often applied, where a predefined proportion of the neurons are
artificially shut down before forward propagation, resulting in more resilience
to overfitting.

2.4.2.1 Activation functions

Adding a non-linear activation function into the architecture of a neural net-
work makes it capable of learning more complex, non-linear decision bound-
aries. A Neural Network with non-linear activation functions is also known
as a Universal Function Approximator, which means that it can compute and
learn any function necessary. An activation function must be differentiable,
or else the backpropagation algorithm required for training the network can’t
be optimized. Backpropagation and updating the iterative updating of the
weights are explained in more detail in section 2.4.3. The different activa-
tion functions are sometimes interchangeable and only have minor impact on
the performance of the network. In this section, I present some of the most
common activation functions with focus on the ones mentioned later in this
thesis.

Sharma et al. present 10 different activation functions: Binary Step Func-
tion (BSF), Linear, Sigmoid, Tanh, ReLU, Leaky ReLU, Parametrized ReLU,
Exponential Linear Unit, Swish and SoftMax. The different activation func-
tions are visualized in Figure 2.3. [18] The most common and relevant activa-
tion functions are the Sigmoid, ReLU, Swish and Softmax functions. Sigmoid
is a popular activation function defined as

f(x) =
1

e−x
. (2.3)

As the sigmoid function translates values of the input x ∈ (−∞,∞) to
output values values y ∈ (0, 1) in a monotonic manner, it is a common
means to transform output values into something that can be interpreted as
confidence or probabilities.

The rectified linear unit, also known as ReLU, is zero when x < 0, x
otherwise. It is typically defined as

f(x) = max(0, x), (2.4)

or it can have a slope factor associated with x to alter the learning rate of
the function. The property of ReLU that the value goes to zero can make
neurons shut down, i.e. the gradient goes to zero in some cases. This leaves
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Figure 2.3: Different activation functions

the weights untouched during backpropagation and allows for more complex
behaviour for the network. However, sometimes during training a neuron
may shut down prematurely. ReLU doesn’t allow for the neuron to restart,
which is why the Swish function has by and large replaced ReLU.

The swish function differs from the other alternatives in that it’s not
monotonic, but instead introduces a dip to the negative side before stabilizing
at zero in the negative side of the x-axis. It is defined as

f(x) =
x

e−x
. (2.5)

Finally, there is the softmax function. The softmax function takes in a vec-
tor x with K values and logarithmically normalizes the input values into a
probability distribution of the same size. It is defined as

σ(x)i =
exi∑K
j=1 e

xj

for i = 1...K, (2.6)

where K is the number of classes in the classification task. It is mainly used
as the final layer of activation in classification problems, where the output
values of Softmax are typically interpreted as predicted probabilities for the
classes. The class with the highest output value from the softmax would then
be predicted as the output of the classification task, i.e. the predicted class.
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2.4.2.2 Loss functions

This section follows closely to the chapter 5.5 from the book Deep Learning
by Goodfellow et al. [15]. They state that most modern neural networks are
trained according to maximum likelihood, also known as Maximum Likeli-
hood Estimation (MLE). This means finding the distribution θ from which
the observed data x is most likely sampled, or more formally maximizing the
likelihood function known as

θMLE = arg max
θ

f(x|θ) (2.7)

= arg max
θ

m∏
i=1

pmodel(xi|θ) (2.8)

= arg max
θ

m∑
i=1

log pmodel(xi|θ), (2.9)

where pmodel(x|θ) is a function that maps any observed sample x into an
estimate of the probability of drawing the data x from the distribution θ.
The function arg max does not change by scaling, so the above formula can
be expressed as

θMLE = arg max
θ

Ex∼p̂data log pmodel(x|θ), (2.10)

where Ex∼p̂data is the expected value of x based on observed data. This
formula can be viewed from the perspective of minimizing the dissimilarity
between the modelled distribution to the observed distribution in terms of
KL divergence, defined as

DKL(p̂data∥pmodel) = Ex∼p̂data [log p̂data(x) − log pmodel(x)]. (2.11)

As the left term on the right hand side of the above formula is not dependent
on the model, the minimization can be performed only on the right term in
the equation. Thus, the KL divergence can be minimized by minimizing the
term

− Ex∼p̂data [log pmodel(x)]. (2.12)

This corresponds to minimizing cross-entropy between the distributions, and
is the gold standard method to train neural networks.

In classification tasks, the neural networks based models are trained to
put out probabilities on how likely the algorithm deems each class for the
sample that has been processed. Practically any means to obtain numeric
values between zero and one can be interpreted as probabilities in this sense.
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These could be obtained using the Softmax function or Sigmoid in the case
of multi-label classification. Cross-entropy loss (CE) is then defined as

CE = − 1

n

n∑
i=1

log(pi), (2.13)

where n is the number of samples and pi is the probability prediction the
model puts out for the known label for the sample. When the predicted
probability for the correct class equals 1, the term log(1) = 0 is minimized.
Equivalently, the smaller the predicted probability is for the correct class, the
larger the value of the loss function is. A close relative of CE is the Binary
Cross-entropy loss (BCE). It is defined as the ensemble of all classification
tasks in a multi-class classification task:

BCE = − 1

n

n∑
i

m∑
j

yij log pij, (2.14)

where n is the number of rows, m is the number of classes, yij is 1 if the row
i belongs to class j and pij is the probability for row i belonging to class j
as predicted by the model.

2.4.3 Training a Neural Network

The learning process for a Neural Network is updating the weights in the
weighted average steps in the network to create decision boundaries based
on seen data. The issue is understanding what sort of impact each weight has
on the loss function. The solution is known as the backpropagation algorithm
developed by Rumelhart et al. [19].

The following description of the backpropagation algorithm follows sec-
tion 6.5 in the book Deep Learning [15]. The Neural Network is practically
a series of interdependent functions. The output of the network is produced
in the process called forward-propagation, where the data is fed from one
layer to the next according to the network structure. The network puts out
a vector at the end of forward-propagation. From this output, a scalar cost
J(θ) can be computed according to the selected loss function. After the
forward-propagation is done, backpropagation follows.

Recall the simple neural network in Figure 2.2. The value of each neuron
in the layers is formed as a weighted average of post-activation values of the
neurons in the previous layer. In the backpropagation step, the gradient
of each weight with respect to the loss function is calculated and updated
to optimize the loss function. The gradient of each weight can be obtained
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using the chain rule of calculus. Let us define functions z(y) and y(x). The
derivative of z with regard to x can then be expressed as the product

dz

dx
=

dz

dy

dy

dx
(2.15)

Using this rule one can calculate the gradient of any function with regard
to the loss function in an arbitrary amount of chained functions. This chain
rule can be generalized to work with vectors too in the form

∂z

∂xi

=
∑
j

∂z

∂yj

∂yj
∂xi

, (2.16)

which is equivalent to

∇xz = (
∂y

∂x
)T∇yz. (2.17)

Here the ∂y
∂x

is the Jacobian matrix of function z. Thus, for any variable x we
can calculate its gradient by multiplying the Jacobian matrix by a gradient
∇yz.

To bring some context to the above formulas, we can think of the loss
function as the function z(y), where y defines the values of the last layer. In
a classification task, these values would be the probabilities for each class as
predicted by the algorithm. Similarly, the last layer y can be thought of as
a function of the previous layer’s values x, y(x). The gradient of the layer
y, with respect to the loss function z would then be dz

dx
= dz

dy
dy
dx

. Following
this pattern, the gradient of each piece of the neural network with respect
to the loss function can be calculated by multiplying the previous gradient
with the Jacobian matrix of the operation that produced z. When multiple
links lead to a singleton node, the gradients arriving from different directions
are simply summed up. Finally, when all the gradients in the network are
known, the parameters of the network can be tweaked to the direction of the
calculated gradients, i.e. the direction that minimizes the loss function. This
procedure is then repeated until the loss can not be further minimized and
the function that the neural network approximates converges with respect to
the loss function.

As the appropriate step size for each tweak is unknown, it is typically
predefined as a hyperparameter for the training procedure. This process of
taking parametrized steps down the gradient direction is called Stochastic
Gradient Descent (SGD). One typical problem with SGD is that, in a multi-
dimensional space, the function estimated by the neural network weights
can get stuck in a local minimum and never find the global minimum, i.e.
the function converges prematurely. These local minima can be avoided by
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experimenting with different learning rates or by using more sophisticated
learning strategies, such as the Adam optimizer [20]. The Adam optimizer
implements a moving average mechanism to the updating of weights in the
SGD problem, where the step size by which the weights are updated is pro-
portional to the gradients as they were calculated in previous iterations.
More recently, the AdamW optimizer has by-and-large displaced the Adam
optimizer [21]. Refer to the original articles for details about optimizers.

2.5 Natural Language Processing with Neu-

ral Networks

This section provides a walk through of central Neural Network architectures
in NLP. First we go through how neural networks understand written lan-
guage. Then we move on to attention modelling, which is a central concept
in transformers, the base of state-of-the-art methods for semantic process-
ing of language. Finally, we move on to Bidirectional Encoder Representa-
tions from Transformers (BERT), which is the state-of-the-art architecture
for most NLP tasks. In the end, we will go through two variations of BERT
that are relevant to this thesis.

2.5.1 Language Models and Embeddings

Neural Networks work with numbers, how can one make them function with
words? Two key concepts define language models: vocabulary and the em-
bedding of the vocabulary into a numeric vector space. A simple example of
an vocabulary would be the words ”no” and ”yes” combined into a vocab-
ulary [0, 1] respectively. This vocabulary is very limited in terms of what
problems it can handle without running into out of vocabulary (OOV) is-
sues. A mapping from an arbitrary number of words into the same amount
of numbers can be created. However, trying to fit all the words found in a
corpus into a vocabulary would make it huge and runs into the curse of di-
mensionality. To answer this problem, the WordPiece model [22], developed
by Google AI in 2016 segments text into words and wordpieces, using data
to determine the optimal words and wordpieces in the vocabulary. With this
method, it is possible to create a reasonably sized vocabulary that is optimal
with respect to the data and never runs into out of vocabulary problems.
It is also the one used in BERT, and the most relevant such model in the
context of this thesis.

Let us go through the process of generating a WordPiece model. The
model is created using a corpus that can be any collection of words. First,
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WordPiece tw al wo ur ln et eu or rk ra ne
score 1.0 1.0 1.0 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5

Table 2.1: WordPiece scores as calculated after the initialization of the vo-
cabulary on the corpus ”neural network”. The preceding continuation marker
## omitted for clarity’s sake, but all tokens except for ”ne” are considered
continuation wordpieces.

all individual characters of the corpus are extracted to form the initial Word-
Piece tokens. These tokens then define the initial vocabulary of the model.
The tokens are considered either starting tokens or continuation tokens,
where starting tokens begin a new word and continuation tokens are related
to their preceding tokens. Continuation tokens are marked by a preceding
double hashtag ##. Practically this means that all letters of the alphabet
both as starting the word and as continuation characters (a, ##a, b, ##b,
...) are added to the vocabulary if the corpus is large enough. After the ini-
tialization, new words or wordpieces are added to the vocabulary iteratively
one by one until a predefined size of the vocabulary is achieved. The added
wordpiece is found by combining the two wordpieces i, j in the vocabulary
that maximize the occurrence of the pair µij proportional to the occurrence
of the individual wordpieces µi, µj, i.e.

arg max
i,j

f(i, j) =
µij

µi × µj

, i, j ∈ S, (2.18)

where S is the set of previously added wordpieces. For example, if the corpus
was ”neural network”, the initial vocabulary would be {n, ##e, ##u, ##r,
##a, ##l, ##t, ##w, ##o, ##k}, where ”n” is a starting token and the
rest are continuation tokens. When adding the next token to the vocabulary,
a score would be calculated using the formula in Equation 2.18. The highest
scores would be on the tokens ”##tw”, ”##al” and ”##wo”, obtained by

µwo

µw × µo

=
1

1 · 1
= 1, (2.19)

and similarly for ”tw” and ”al”. Since all of these pairs and all of these
individual tokens only occur once in the corpus and only occur together, it
would then be deemed that the token ”t” is always followed by ”w”, ”w”
is always followed by ”o” and ”a” is always followed by ”l”. They would
be all added to the vocabulary. The scores of all pairs are presented in
Table 2.1. This process is repeated, until a vocabulary of predefined size is
achieved. Finally, each token is assigned a numeric value in the s in the range
s ∈ [0, d], where d is the size of the vocabulary. Any given text could then
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be tokenized using this vocabulary by finding the longest word or subword
for each segment in the text and assigning them the numeric identifier as
defined by the language model. Wu et al. report that vocabularies of size 8
to 32 thousand wordpieces perform well in most NLP tasks [22].

Numeric identifiers don’t tell much about the words or wordpieces behind
the numbers. To enable the language model to exhibit natural-language-like
semantic features, the numeric identifiers are embedded into k dimensional
vectors. Many competing methods exist to perform such embeddings. Lai
et al. list and compare six such methods: the Skip-gram [23], Continuous
Bag of Words (CBoW) [23], the Order model [24], the Log-Bilinear Language
model (LBL) [25], the Neural Network Language Model (NNLM) [26] and
Collbert & Weston (C&W) model [27]. These models are shallow neural
networks trained based on the hypothesis that words that occur in similar
contexts have also similar meanings. All but C&W of these models use
the context vector c to predict the word vector w. The context vectors are
typically obtained as linear combinations of word embeddings. For example,
the NNLM model aims to maximize the log-likelihood of

p(wn|w1, ..., wn−1), (2.20)

where wn is the target word to be predicted, and the words w1, ..., wn−1 are
the preceding words. The context vector c is created as a linear combination
of preceding word embeddings

c = tanh(d + Hx), (2.21)

where x is the vector of word embeddings, tanh is an activation function
defined as

tanh(y) =
e2y − 1

e2y + 1
, (2.22)

d is a bias term and H is a weight matrix. The word embeddings can be ini-
tialized either as uniform vectors (all words have the same meaning), one-hot
encoded vectors (all words have different meanigns) or randomly as anything
in between [24]. An illustration of the NNLM model architecture is in Figure
2.4.

Training such models with large corpora has shown that vector repre-
sentations of words can learn and create semantic meanings from data. For
example, Mikolov et al. have shown that performing arithmetic operations
on word vectors can replicate human-like understanding of how the semantics
of the operation work. They demonstrated that deducing the word vector
“Man” from the word vector “King” and adding “Woman” resulted in a vec-
tor similar to the word vector “Queen” [29]. Alternatively, Chris McCormick
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Figure 2.4: Illustration of the NNLM model of Bengio et al. [28] following
the presentation by Lai et al. in their article [24]. The system learns simul-
taneously to create embeddings from words and context from embeddings of
words to predict subsequent words. The layer c = tanh(d + Hx) is a feed-
forward layer and the predicted probabilities of the next word words wn are
composed into the vector y using a Softmax function. The model is trained
minimizing the log-likelihood of the word wn.

and Nick Ryan present in their tutorial how a deep neural networks based
model can learn the semantic difference in meaning of the word “bank” in
the contexts of “river bank” and “bank robber”, resulting in a cosine sim-
ilarity of only 0.69 for the two homonyms, whereas the similarity in “bank
robber” and “bank vault” would be as high as 0.94. This goes to show that
the language model understands the context in which the word is presented,
not only its written form. Cosine similarity is defined as

cos(θ) =
A ·B

∥A∥∥B∥
, (2.23)

where A and B are vectors. [13]



CHAPTER 2. BACKGROUND 22

2.5.2 Attention modelling

Attention modelling has risen to be one of the most prominent approaches in
NLP tasks. Attention, as deep neural networks understand it, was developed
by Bahdanau et al. in 2015 [28]. The explanation in this section closely
follows their original paper. The attention model is essentially a collection of
word-wise weighted averages of bidirectional recurrent neural network hidden
states, where the weights are generated by a shallow neural network that is
trained simultaneously with other neural network structures in the system.

Previously, Recurrent Neural Network (RNN) based NLP models would
be so called encoder-decoder systems. In these systems, the encoder’s job is
to process the input sequence and encode its relevant features into a latent
representation, typically called the context vector c. The decoder would then
use this encoded representation and the input sequence to produce an output.
More formally, the decoder predicts the next word yt in a sentence using only
the context vector c generated by the encoder and words previously generated
by the decoder y0, ..., yt−1

p(yt|y0, ..., yt−1, c) = g(yt−1, st, c), (2.24)

where st is the hidden state composed by the RNN by sequentially processing
the previously generated words and updating the state vector respectively,
and g is a nonlinear activation function. Note that here c is a universal con-
text vector for all target words generated by the encoder-RNN via processing
the whole sentence before decoding anything. Bahdanau et al. propose a new
method to be used in machine translation of text from one source language
to another target language. Their approach teaches the model to simultane-
ously align and translate sentences. In their method, the model first creates
state vectors hi for each source word i separately using a bidirectional RNN
(BiRNN). The decoder uses an RNN, and creates a context vector ci as a
weighted average of individual state vectors hi. The predictions are then put
out by combining the hidden state of the decoder RNN si, the previously
translated words y1, ..., yi−1 and the weighted context vector ci as

p(yi|y1, ..., yi−1, x) = g(yi−1, si, ci). (2.25)

This weighted averaging of context vectors is what they understand as paying
attention to important words in the source sentence.

Let us present the same idea more mathematically. The decoder calcu-
lates probabilities in equation 2.25 using the hidden states si of the RNN at
time i as

si = f(si−1, yi−1, ci), (2.26)
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where y1,...,i−1 are the words already generated, and context vectors ci are
defined as

ci =
Tx∑
j=1

αijhj, (2.27)

where Tx is the number of words in the source sequence and the weights αij

are calculated using a similarity metric implemented by a Feed-forward Neu-
ral Network (FNN) as defined below. This weighted average is used to create
the key element in attention modelling: the context vectors ci. It consists of
two parts: The annotations hj are produced by the encoder. The encoder is
a BiRNN that reads sentences in both directions. It creates hidden states in
both forward direction and backward direction, and the corresponding for-
ward and backward hidden states are concatenated to create the annotations
hj for each word j. This way, the annotations contain both the summaries
of previous and following words. The weights αij are calculated as

αij =
exp(eij)∑Tx

k=1 exp(eik)
, (2.28)

where eij is an alignment model that scores how well the inputs around
position j match the output at positions i. It is defined as

eij = a(si−1, hj). (2.29)

The model is parametrized by an FNN a, which is trained jointly with the
rest of the system. In practice, a measures the similarity of the hidden state
of the decoder si−1 just before the next word is put out to any word-specific
context vector cj.

2.5.3 Transformer

The Transformer was first introduced in the article Attention Is All You Need
[30]. In the article, a group of Google scientists abandon the use of RNNs
altogether, and focus solely on attention. They also propose retrieving the
attention scores using scaled dot-product attention instead of using a neural
network as in section 2.5.2. A Transformer consists of N stacked encoder and
decoder blocks. All encoder blocks and decoder blocks are similar to their
counterparts. Their model processes the whole input sequence in a non-
sequential manner using multiple heads of attention. Transformers create
a universal similarity metric using scaled dot-product attention and a novel
structure called Multi-Head Attention (MHA). The following description of
transformers follows the articles [31] and [30].
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Let us go through the principles of the transformer following Figure 2.5.
The left side represents the encoder blocks, the right side the decoder blocks.
First, the input is embedded using a language model as described in 2.5.1.
Then, since the transformer doesn’t otherwise understand positions of the in-
put, a positional encoding is added on top of the embedding. Two sinusoidals
are used:

PE(pos,2i) = sin(pos/100002i/dmodel) (2.30)

PE(pos,2i+1) = cos(pos100002i/dmodel), (2.31)

where pos is the position of the word in the sentence counting from the
beginning, dmodel is the number of dimensions in the embedding. The number
10000 is simply a large number to give each position a unique encoding. When
the number of words in a sequence grow much larger than this number, the
positional encoding starts repeating itself. These encodings are collected into
a matrix PEk×dmodel , where k is the length of the text segment, and summed
to the embedding. This adds an additional signal into the input data that
the model can then learn to use in its predictions.

Figure 2.5: The transformer architecture as presented in the article Attention
is All You Need [31].
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The embedded and positionally encoded input is then fed to the encoder.
The first layer of the encoder is the Multi-Head Attention layer (MHA).
The attention model used in MHA is known as scaled dot-product attention
(SDPA). It is defined as

Attention(Q,K, V ) = softmax(
QKT

√
dk

)V, (2.32)

where the inputs are called Query (Q), Key (K) and Value (V), and dk is
the dimension of keys and queries. The names of the inputs refer to an
information retrieval analogue [32]. The intuition of this analogue is that
the target sequence performs a query Q to the keys K relating to the words
in the source sequence. Each of these keys has a unique distribution of
how related they are to the values in the matrix V. Softmax is then used to
extract a normalized distribution of attention scores. A new, attention-based
meaning for each word is then composed as a weighted average of sentence
word meanings, where the weights are the attention scores. Refer to section
2.4.2.1 for details about the softmax function.

Each of Q, K and V are different learned projections of the embedded
sequences. In the case of self-attention as used in the encoder, they are all
different projections of the same input sequence into the same feature space.
On the contrary, in the middle-layer of the decoder, the Value matrix can
be a projection to a different feature space, enabling the model to translate
from one domain to another.

In the first encoder of the encoder stack, the input is an embedded and
positionally encoded input sequence. In the subsequent encoders in the stack,
they would be the output of the previous encoder, i.e. the updated attention-
based meanings of the words. In MHA, as the name suggests, the same inputs
are processed in multiple different heads. Each head headi is an SDPA with
different, learned weights. This enables the model to simultaneously pay
attention to different parts of the input. The MHA output is composed by
concatenating these heads, as

MultiHead(Q,K, V ) = Concat(head1, ..., headh)WO, (2.33)

where headi = Attention(QWQ
i , KWK

i , V W V
i ), (2.34)

where each of WQ
i ,WK

i ,W V
i are different, learned linear projections from

the input vectors to different attention spaces and WO performs a linear
combination of the attention heads. The process of SDPA and MHA are
illustrated in Figure 2.6. After each layer in the model, a skip connection is
applied. In the skip connection, the input values of the layer are added to
the output and the result is normalized before proceeding to following layers.
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The output s of the MHA are fed into a simple FFN. The FNN consists
of two fully connected layers with a ReLU activation in between. Refer to
section 2.4.2.1 for details about ReLU. After N encoders, the output of the
encoder stack is fed into the decoder.

Figure 2.6: Illustration of the Scaled Dot-Product Attention (left) and Multi-
Head Attention (right) [31]

The decoder has much in common with the encoder with a few key dif-
ferences. Firstly, the decoder takes as input the outputs produced by the
stack, generating output words one by one, starting from none, and itera-
tively adding them to its own input. The first layer of the decoder block is
a masked MHA. The masking determines which positions the MHA can pay
attention to, i.e. the words preceding the one it is processing. The second
layer of the decoder is an ordinary MHA that takes in the input keys and
queries from the output of the encoder stack, and values are the output of
the Masked-MHA. The third layer is a position-wise fully connected FNN
similar to the one in the encoder.

Transformers on their own are no longer that common in NLP applica-
tions, but they are a key part of the most promising NLP models, such as
BERT. In the next section, we will dive deeper into the details of BERT,
how it employs transformers and what it can be used for.

2.5.4 BERT

Bidirectional Encoder Representation from Transformers, known as BERT
is an algorithm developed by Google in 2018. It uses multiple layers of
transformers as an encoder and combines the output into various forms with
a task-specific layer. Since its release, BERT-based solutions have reached
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Figure 2.7: BERT architecture as represented in the original paper [2].

the state-of-the-art in most NLP tasks. The following description of BERT
follows the original paper on BERT. [2]

BERT is composed of two parts. The first part is a transformer encoder.
It contains L layers of sequential transformers. The transformer architecture
as described in section 2.5.3 contains a masked MHA, which makes the de-
coders first layer only focus on earlier words in the sequence, i.e. directional.
The transformers in BERT, however, don’t use masks, and are considered
non-directional. This alteration to the transformers makes BERT able to
learn to interpret sequences of text as a whole, leaving sequential processing
to the past. Previously, BiRNNs have been used in attention modelling to
enable the model to pay attention to both preceding and subsequent words.
Training a stacked BiRNN, however, would run into the problem that through
the two-directional learned predictions, the model would be able to see the
solutions through the opposing structure. This problem can be overcome by
using a Masked Language Model (MLM) task for training, because the solu-
tions are masked from both directions. The transformers can then be stacked
and considered non-directional. The MLM task is explained in detail later
in this chapter.

The second part of the architecture is the output layer. The output layer
is different for each task, for example a Softmax for classification, but the
transformer encoder is universal. Refer to section 2.4.2.1 for details on the
softmax function. These universal pretrained models are then fine-tuned to
specific tasks. This is called transfer learning. The main benefit of transfer
learning with BERT is that the pretraining of the model is very costly in
terms of computational power, while the fine-tuning can achieve good results
with much less effort. The BERT architecture is visualized in Figure 2.7.

The training of BERT is done in two parts: pre-training and fine-tuning.
During pre-training the network is trained with two tasks. The first task is
masked language modelling. The network is fed a large corpus, where 15%
of the inputs are replaced with a [mask] token. The network then learns to
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predict the missing words. The second task is next sentence prediction. The
input data is prepared to contain two sentences A and B separated with a
special [SEP] token and starting with a classification token [CLS]. 50% of the
sentences are actually subsequent sentences, and the rest are not. The model
then learns relationships between sentences that are not directly present in
any language model. Pre-trained BERT models are freely available online.
The models use the BooksCorpus and the English Wikipedia, altogether 3,3
Million words. In fine-tuning, the task-specific heads and loss functions are
used to train the model in an appropriate manner. Depending on the task,
either the individual output tokens of the transformer encoder or the sen-
tence aggregate [CLS] token are fed to another neural network, for example
a classifier.

Some specialized variations of BERT exist as well. BioBERT is a domain-
specific version of BERT specializing in biomedical language [33]. The biomed-
ical domain is challenging for general purpose algorithms, and the specialized
version has proved significant improvements in biomedical tasks, such as re-
lation extraction, named entity recognition and question answering. Recall
the wordpiece language model presented in section 2.5.1. BioBERT uses
PubMed abstracts and full texts to create a vocabulary more fitting for un-
derstanding biomedical texts, as well as an embedding where the biomedical
terms and their meanings are more accurately presented in comparison to
the base version of BERT.

The BERT architecture has shown to be the state-of-the-art approach
to most NLP tasks. It is capable of learning to understand the context of
words in the input it is fed. It is also promising in classifying both longer
segments into classes as well as composing wordpieces in a human-like man-
ner to generalize its understanding onto unforeseen expression. This makes
BERT a fitting neural networks based model for the NLP task presented in
this thesis.



Chapter 3

Methods and data

To solve the problem of contextually finding HPO terms from free-form clini-
cal text, I propose a combined system of a BERT-based deep neural network
classifier to filter out text segments that should not be considered positive
findings, and a dictionary-based string comparison algorithm to find the HPO
expressions from the relevant text segments. In this chapter I will first present
an overview of where the input data comes from. Then, the individual parts
of the system are presented and motivated, followed by a description of the
combined model. In the later chapters, I present some of the ideas that
should work based on literature but didn’t result in functional models in my
experiments, followed by discussion why this might have been the case.

There are two different use cases for automatically finding HPO terms.
Firstly, such methods could be used as an expert system that recommends
fitting options for humans using the software. This system would speed up
and ease the work of geneticists as well as help customers make more precise
orders by giving better information about the test subject. This sort of an
expert system benefits from low computational complexity and proposing
false positive labels is not as problematic, since a human will always double-
check the results.

The second application data mining. Tagging collected data algorithmi-
cally with HPO terms for research purposes with no human in between should
minimize false positive labels and only report true positive labels. Predicting
false positive labels could lead to false understanding of gene-phenotype con-
nections, whereas false negatives at most hinder the process of finding new
connections. Thus, it’s very important to tune the algorithm conservatively
with regard to false positives. Furthermore, the data contains negations and
phenotypes reported on primary test subjects relatives that are not linked
to the reported genes and should not be, which is why contextual reading is
required.

29
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3.1 Data and resources

The summaries to be tagged are written by the geneticists. The process that
leads to these summaries is as follows: First, a customer orders a genetic test
on the test subject. The test subject gives a gene sample, which is shipped to
the Blueprint Genetics laboratory. The sample is processed in a sophisticated
bioinformatics pipeline. The details of the pipeline are outside the scope of
this thesis. The results of the bioinformatics pipeline in combination with
the clinical note sent alongside the order are used to infer the most proba-
ble gene variants responsible for the condition observed on the test subject.
Finally, a geneticist writes a report to be filed back to the customer. The
report contains the genetic findings, if such likely variants are found, and
their estimate of how pathogenic the variants are. Additionally, the reports
contain an overview of the considered, relevant phenotypes observed on the
test subject. All of this is Protected Health Information (PHI) and the data
can not be disclosed to the general public. In addition to the summary, the
corresponding gene findings are listed. In the below paragraph I present a
computer generated sample summary that is reminiscent of real data but all
the reported phenotypes and personal information are randomly generated.

”Patient is a 70-year-old man with clinical suspicion of enlarged parathy-
roid glands and elevated circulating deoxyuridine concentration. Family his-
tory: patient’s family - uraciluria, skipped heartbeat, peripheral retinal neo-
vascularization and acetabular dysplasia.”

In the above paragraph, for example, the algorithm should report the
HPO terms ”Enlarged parathyroid glands” and ”Elevated circulating de-
oxyuridine concentration” but not the ones listed in the second sentence,
since those are not observed directly on the test subject even though they’re
mentioned in the excerpt. This particular example is quite simple in terms of
contextual reading. Both sentences have a single subject that the phenotype
expressions link to. The whole sentence can thus be regarded as either rele-
vant or irrelevant, and the expressions can be discarded from the irrelevant
sentences. All text in the database, however, is not as clearly structured, and
problems in proper segmentation arise.

3.2 Dictionary-based HPO matching

To extract labels from free-form text using dictionary-based matching, the
input text is first split into ngrams. Then, the ngrams are compared to a
dictionary of HPO terms and synonyms. Only exact matches are considered
correct findings. Finally overlapping and ancestral terms are filtered from
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the end result. The dictionary-based matching algorithm is deterministic and
leaves no room for speculation why some results were extracted and others
not. The process is illustrated in Figure 3.1. The segmentation process is
discussed in section 3.4.

Figure 3.1: Illustration of the dictionary-based matching algorithm.

The dictionary-based matching follows closely the example of Luo et al. in
their tool called PhenoTagger, a hybrid method for concept recognition using
HPO [4]. The first part of the hybrid method is a dictionary-based tagger.
For this purpose, they have extracted ontology terms and their synonyms
from the HPO database and created a dictionary of terms. They’ve aug-
mented the dictionary with lemmas created with Natural Language Tool Kit
(NLTK), a python software for natural language processing [34]. The second
part of the hybrid method is a deep learning based tagger using BioBERT.
Due to challenges in training the deep learning models, my proposed system
does not apply a deep learning based tagger, but complementing the pro-
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posed dictionary-based HPO matching with deep learning based features is
possible and left as a future direction for the project. This topic is further
discussed in the section 3.5.

Following the example of the PhenoTagger, a dictionary was created for
recognition of HPO terms with the notion that the end users of this algo-
rithm could be provided with an interface to supplement the dictionary with
missing and relevant expressions as they work with the algorithm. After fil-
tering out the irrelevant terms, meaning ones not originating from the node
”Phenotypic abnormality”, and combining the names and synonyms, a dictio-
nary with altogether 36559 unique expressions for phenotypic abnormalities
was created, matching to 16354 unique phenotypic abnormality names. The
number of synonyms available per HPO term is heavily biased, where most
terms only have a single variation reported and some have up to 32 expres-
sions for the same condition. The distribution is presented in Figure 3.2.
This bias will most likely show in the end results as a lower probability of
finding a term with less synonyms. Thus, terms with fewer synonyms will
be underrepresented in the extracted labels compared to those with multiple
synonyms. There is no easy pattern to be recognized in what sort of terms
have many or few synonyms available. For example, the term ”Abnormal
ear morphology” has no synonyms, but the term ”Abnormality of the outer
ear” has 8 synonyms. This uneven and unpredictable number of synonyms
per term could make the model’s performance unreliable.

(a) all terms (b) only terms with many synonyms

Figure 3.2: Histograms of synonym counts in the HPO database

Similar to the PhenoTagger [4] and PhenoBERT [6] studies, ngrams of
length 1-10 words were extracted for the sake of computational efficiency, as
this captures 98% of all expressions in the HPO database. All of the ngrams
are compared to the list of synonyms, and exact matches are extracted as
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matching HPO terms. Finally, the end result is filtered. In this filtering, the
extracted labels that are substrings of other extracted labels are eliminated,
as they are considered overlapping or ancestral to the other, more specific
terms. Consider, for example the term ”cardiomyopathy”. It has child nodes
”Noncompaction cardiomyopathy”, ”Hypertrophic cardiomyopathy”, ”Atrial
cardiomyopathy”, ”Right ventricular cardiomyopathy”, ”Dilated cardiomy-
opathy”, ”Histiocytoid cardiomyopathy”, ”Restrictive cardiomyopathy” and
”Takotsubo cardiomyopathy”, each of these containing the parent term in
their name. Due to the ngram generating procedure, a sentence contain-
ing the expression ”hypertrophic cardiomyopathy” would also result in the
expression ”cardiomyopathy”. Thus, after finding all terms matching to
ngrams, the terms contained in other terms are filtered out, leaving only
the longest matching expression as the results, as it is interpreted to be the
most accurate, most definitive of the phenotype.

3.3 Understanding the context of expressions

Being able to distinguish between phenotypes reported on the test subject,
reported absent on the test subject and reported on a relative of the test
subject is necessary to avoid assigning false positive labels to summaries.
For this purpose I propose a classifier that categorizes each text segment into
one of three categories: negative, positive and relative. Negative samples are
ones where it is reported that a phenotype is not observed. Positive samples
are the main category, where a phenotype is reported on the primary test
subject. Relative samples are ones where a phenotype is reportedly observed
on the test subjects. Adding a fourth category for irrelevant samples where
no HPO term is reported was considered but deemed unnecessary, since the
algorithm will be applied only to text segments, where a HPO term has
already been observed. Also adding a category for ambiguous segments was
considered. This could be useful in for example an expert system to suggest
uncertain labels in addition to the positive findings, and such a modification
is left as a future direction for the project.

A BertForSequenceClassification model with three classes from the hug-
gingface transformers library was used as a base for the context classifier
[35]. The model was initialized from the BioBERT checkpoint [33]. The
[CLS] token output of the sequence classifier was fed into a softmax func-
tion and classifier into one of the three classes. The model was trained for
5 epochs on a dataset containing computer generated sentences with labels
using Cross Entropy as the loss function and an Adam optimizer with learn-
ing rate 2 · 10−5. Refer to 2.4.2.2 for details about Cross Entropy. An epoch
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of the generated data contained an occurrence of each HPO term and syn-
onym in any of the three contexts, positive, negative or relative, adding up
to close to 40 thousand rows of data. From the real data, 13 different bases
for positive sentences, 6 different bases for negative sentences and 5 different
bases for relative sentences were extracted. These sentences were randomly
filled with expressions regarding HPO terms, personal information, words
representing relatives and such. A significant caveat of such data is of course
the lack of variance present in real data. In hindsight, the generated training
set was likely too large, resulting in overfitting of the model. Each of the
sentence structures would be used very many times in each epoch, build-
ing unnecessarily strong associations between the structures and the labels.
Manually curating a training dataset for such purposes could improve the
model’s performance further.

3.4 Dictionary-based HPOmatching with con-

text filtering

The whole procedure contains three parts. First, in the preprocessing stage,
the text-format data is segmented and embedded into a vector representation.
Then, the BERT-based context classifier is used to classify each segment into
either negative, positive or relative classes. The dictionary-based matching
is applied to positive segments. Text segments are ngramified and string-
based HPO matching is applied to find out which of the ngrams match to
the synonyms and terms found in the HPO database. These are considered
the matching HPO terms. Overlapping and ancestral HPO terms are filtered
out. The process is illustrated in Figure 3.3

For simplicity sake, the text is segmented into sentences. This approach
has the caveat that is it not capable of processing alterations of context within
the sentence. For example, from the sentence ”Patient has loss of speech but
no loss of vision”, the finding ”loss of speech” can not be extracted without
also extracting the incorrect finding ”loss of vision”. However, performing
complicated segmentation procedures on the input data could lose the con-
textuality of the segments. Adding this sort of features to the segmentation
process would require better testing data to validate how the segmentation
process impacts the models behavior, whereas the current segmentation pro-
cedure is very predictable. Still, improvements in segmentation is considered
a promising future direction to improve the model’s performance. Another
part of the problem is phrase recovering. For example, the sentence ”Heart
and head anomaly” can not for now be interpreted as both heart anomaly
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Figure 3.3: Diagram of the combined system HPO matching. The input
text is segmented into parts [A,B,C, ..., N ]. Then the BERT-based context
classifier is used to filter out irrelevant segments. Next, the text segments
are ngrammified and string-based HPO matching is used to find which of
the ngrams [N1, N2, ..., Nn] match to the terms and synonyms in the HPO
database. Finally, of the found HPO terms [H1, H3..., Hn], overlapping and
ancestral terms are filtered out using the HPO tree structure and string
matching.

and head anomaly. Feng et al. state in their article that such phrases are
recovered based on conjunctions into independent segments [6]. Such phrase
recovering as well is left as a future direction for improving the models per-
formance.

3.5 Deep neural networks based classifiers

In this section I will present some of the deep learning based techniques the
state-of-the-art solutions use to recognize HPO concepts from free-form text.
I will also describe the procedures I attempted to train such models. Their
results are, however, not presented in depth, since the models never started
performing properly.
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3.5.1 BERT-based HPO matching

There are multiple ways to use a BERT model to find HPO terms from
text. Both the PhenoTagger [4] and PhenoBERT [6] apply a classification
approach to the problem, but they do it in different ways. The PhenoTagger
uses BERT by simply classifying the output token [CLS] from BERT into one
of the terms present in the HPO database. PhenoBERT, on the other hand,
uses a two-level hierarchical convolutional neural network (TLH-CNN) to do
some preliminary filtering of the possible HPO terms. The first level of the
TLH-CNN creates a latent representation of the input sequence. The second
level is used to classify the latent representation into one of 25 children of
the root node in the HPO graph. The subgraph originating from this node
is considered the possible HPO candidates. Finally, a sentence similarity
comparison is performed between the input sequence and each of the nodes
in the subgraph. The use of the subgraph reduces the computational cost of
the combined system, as the BERT classification computations are relatively
expensive.

Following the approach of PhenoTagger, I attempted to create a classifier
that would classify the [CLS] token put out by BERT into one of the HPO
terms. The model was trained using BertForSequenceClassification with the
BioBERT model as a starting point for the fine-tuning. The model was
trained on three datasets. The first one was a computer-generated dataset
similar to the one used for training the context classifier. The second one
was a training set using only terms and synonyms from the HPO database.
The third one was a distantly supervised training set following the example
of the PhenoTagger article [4]. The training was run for up to 50 epochs
using Adam optimizer with learning rate 1 · 10−4 and using Cross Entropy
loss.

For the third model, a distantly supervised training set was created. In
this method, an unsupervised dataset was labeled using the dictionary-based
matcher described in 3.2. In the PhenoTagger article, a set of available
PubMed articles and abstracts were labeled using a dictionary-based matcher
and used as training data for the BERT-based classifier. In my thesis, the un-
supervised dataset was the corpus of clinical summaries with research consent
available to Blueprint Genetics. This labeled data was then used for training
a BERT-based classifier. The dataset is, however, heavily biased, meaning
most terms are not present in the training set at all while others have hun-
dreds of occurrences in the set. The imbalance of the training set is reflected
in Figure 3.4.
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(a) all terms (b) only terms with many occurrences

Figure 3.4: Histograms of term counts in the distantly supervised dataset

3.5.2 Multi-label Classifier

A BERT-based classifier could be used to assign more than one label to
a sequence at once, for example the ”Heart and head anomalies” could be
assigned both ”Heart anomaly” and ”Head anomaly”. To create such a
multi-label classifier, the Softmax layer used in multi-class classification was
replaced with a Sigmoid layer that would predict a probability between zero
to one for each class separately instead of normalizing the sum of the prob-
abilities to one. The BERT algorithm was used to classify the [CLS] token
into multiple HPO terms.
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Results

The presentation of the results is in three parts. First, the evaluation met-
rics are introduced and motivated. Their usefulness in different use cases is
discussed as well. Then, the performance of both the dictionary matcher and
the context classifier are presented and discussed first separately, followed by
the evaluation of the performance of the combined system. As the task of
contextually extracting HPO terms is novel to this thesis, the context clas-
sifier and the combined system could not be compared directly to previous
results known to literature.

According to Hassin et al., the performance of classification algorithms
is often measured in terms of the confusion matrix [36]. The four categories
in a confusion matrix are true positive (tp), false positive (fp), true negative
(tn) and false negative (fn). In the context of the task of finding HPO
terms from free-form text, true positives would be correctly extracted labels,
false positives are extracted labels that were not expressed in the text, false
negatives are labels that were present but the algorithm was not able to
extract, and true negatives are labels that weren’t present in the text and
weren’t predicted by the algorithm. The confusion matrix is visualized in
Table 4.1.

Actual positive Actual negative
Predicted positive tp fp
Predicted negative fn tn

Table 4.1: Confusion matrix of a binary classification problem

There are two main use cases for the algorithm: As a part of an expert
system or as a stand-alone data mining algorithm. An expert system means
it is an assisting tool for a human doing the job, while data mining would
mean algorithmically adding labels to clinical summaries, without a human

38
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checking the results. Let us consider the meaning of these metrics in the con-
text of these use cases. Each text segment will likely have over 16 thousand
true negative values, meaning all the HPO terms that are not expressed in
the text segment, leaving the inspection of true negatives largely meaning-
less. True positives are obviously an interesting metric in any classification
task. What comes to false positives and false negatives, their impact on the
algorithm quality differs slightly when considering different use cases of the
algorithm. When the algorithm is used as an expert system, false positives
are not as problematic as false negatives, because a human can always correct
the algorithms mistakes. Consider for example an application user interface
for such an algorithm. It is easier to provide the opportunity for the user to
exclude extraneous HPO terms than it is to offer the interface to add miss-
ing terms. Thus, it is better for the algorithm to find more true positives
even at the cost of increased number of false positives, as long as the number
of false positives stays relatively low. Practically this means that the F1
score, presented below, is a good metric for the performance of the algorithm
when used as a part of an expert system. In a data mining task, on the
other hand, false positives are very problematic, because they can lead to,
for example, false discovery of new gene-phenotype associations in statistical
analyses. False negatives, on the contrary, would only lead to missing some
evidence that could otherwise been sufficient for a new finding. If, on the
other hand, the case were that the findings of the data mining and statistical
analysis would be verified via some additional method, false positives would
not cause such issues. Such a method is, however, not yet available, and
conservative findings are more appropriate.

Using the different categories in the confusion matrix, a variety of per-
formance metrics can be calculated. Hossin et al. list 13 such metrix in
their review article [36]. Precision measures how many of the predicted pos-
itive classes are actually positive. Recall measures the fraction of correctly
classified positive patterns. The F1-score, also known as the F-measure is
the harmonic mean of these metrics. The mentioned metrics are defined as
follows:

precision =
tp

tp + fp
(4.1)

recall =
tp

tp + fn
(4.2)

F1 =
2tp

2tp + fp + fn
. (4.3)

The interpretation of these metrics in the context of this thesis is that high
precision means that the labels extracted by the model are likely to be real
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labels, whereas high recall means that the model is likely to extract most of
the actual labels. F1-score depicts the balance of these metrics. Moreover,
for an expert system, high recall is beneficial, and for a data mining algorithm
high precision is expected.

4.1 Dictionary-based HPO matching

A dictionary-based matching algorithm is used to extract HPO terms from
free-form text. The algorithm is a simple string-based comparison, where
only exact matches between ngrams extracted from the text and the HPO
terms and synonyms dictionary are extracted from the text. Refer to sec-
tion 3.2 for details about the algorithm. A set of 200 randomly picked sen-
tences from the database was manually curated to obtain a validation set
for measuring the performance of the matching algorithm. Sentences with
no labels were excluded from the subset, after which 98 sentences remained.
The sentences contained altogether 239 expressions that could be mapped
to HPO terms, 15 of which were either reported absent or on relatives. The
dictionary-based matcher achieved 86,0% precision, 68,3% recall and 76,1%
F1-score. The results are presented in Table 4.2. These results exceed the re-
sults reported for PhenoBERT [6] and PhenoTagger [4] on the GSC+ dataset
[5]. The results are, however, not directly comparable since, due to time con-
straints, the metrics could not be computed for the dictionary-based classifier
on this dataset. Additionally, both the PhenoTagger and PhenoBERT use
the entirety of the HPO database as their target classes, whereas my model
has excluded the terms other than Phenotypic Abnormalities, since they were
irrelevant in the use cases of this thesis. The higher scores most likely do
not reflect better performance, but easier testing data, and it should not be
concluded based on these results that this method would outperform Phe-
noBERT or PhenoTagger. The compared results are presented in Table 4.3.

positive negative
positive 153 25
negative 71 -

precision recall F1-score

86,0% 68,3% 76,1%

Table 4.2: Confusion matrix and statistics of the dictionary-based matcher
when context is considered. The difference in metrics is shown as compared
to the case where context was not considered.

Overall, the high precision and low recall of the dictionary-based matcher
makes it produce conservative results, meaning it is useful mostly in data
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precision (%) recall (%) F1-score (%)
PhenoTagger 79,90 63,25 70,60
PhenoBERT 80,11 66,98 72,96
Dict-match∗ 86,0 68,3 76,1

Table 4.3: Comparison of the Dictionary-based matcher to the performance
of the state-of-the-art methods on the GSC+ dataset [5] as reported in the
article PhenoBERT [6]. The statistics on the dict matcher are calculated on
a different dataset and are not directly comparable.

mining purposes but poor in expert system usage. The false positives re-
ported by the dictionary matching are divided into two categories: ones that
could be excluded based on context understanding and ancestral terms of the
ground truth labels. For example the expression ”fever seizure” would not
fall into the category of ”seizure precipitated by febrile infection” even if it
has a synonym ”fever induced seizure”. Thus, only the word ”seizure” would
fall into a predefined category, and the algorithm would propose seizure as
the most fitting term. An argument could be made that the label isn’t nec-
essarily false, as it is an ancestral term of the ground truth label, but it was
deemed false in this analysis since a human annotating the data would easily
distinguish fever seizures from other kinds of seizures. The algorithm falls
short in many missing synonyms or plural forms. For example, the expression
”Problems with hearing” would not be categorized into the label ”hearing
impairment” or ”she is not speaking” would not categorize as ”absence of
speech”. Also the liberties of free-form text make the matcher miss terms.

The matcher collects only exact matches. It would be possible to alter
the algorithm to consider also partial matches as HPO term findings. Such
methods were experimented with, but such solutions often explode in terms
of the false positives predicted on text segments. There is, however, room
for further experimentation, such as calculating edit distance for considering
typos. The main caveat of such methods is that they may introduce un-
expected behaviour on the model and lead to false positive findings, which
would require more testing to ensure quality. The exact matching is what
keeps the model’s precision high, but for expert system purposes, more flex-
ible matching could be applied.

4.2 Context classifier

The context classifier is a BioBERT-based model that uses the [CLS] token
put out by BioBERT to classify text segments into one of three categories:
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”negative, ”positive” or ”relative”. Refer to section 3.3 for details about
the model. While the task is not a binary classification task, both the cate-
gories ”negative” and ”relative” can be interpreted as negatives, since only
the positive findings are considered relevant for the algorithm when moving
on to HPO extraction. Thus, in the confusion matrix, the ”false relative”
classification is also considered false positive. The impact of false positives
and false negatives follows the same principles as with the dictionary-based
matcher, where false positives are problematic in data mining use but less
troublesome in expert systems.

In a hand-curated validation set of 200 randomly picked sentences that
were known to contain at least a single HPO term, there were 5 negative
phrases, 175 positive phrases and 19 relative phrases. This selection reflects
the imbalance that of different classes in the data, where most sentences are
positive findings. Two phrases were considered ambiguous, as they contained
both a positive finding and a negative finding, and they were excluded from
the analysis. Such sentences do, however, show the shortcomings of the
segmentation process, when the model is unable to classify such sentences
separately. The statistics and confusion matrix of the context classifier are
presented in the Table 4.4. The results show that the context classifier shows

negative positive relative
negative 3 0 0
positive 2 174 7
relative 0 0 12

precision recall F1-score

95,1% 100% 97,5%

Table 4.4: Confusion matrix and statistics of the context classifier.

no false negatives but some false positives. In terms of a data mining task
it would be more beneficial to have a higher precision for this algorithm and
lower recall. Overall the models performance is quite satisfactory in terms
of precision and recall, but on closer examination it fails in surprisingly easy
conditions. For example, the phrase ”The patient’s mother also has epilepsy.”
was categorized as positive instead of relative, even if the computer generated
training data has similar phrase structures. This most likely reflects the
shortcomings in the training data, and it is expected that such a classification
model would perform better with manually curated training data instead of
computer generated, low-variance training data. Another possible reason
for such behaviour is overfitting: the model may have learned a positive
association with the word ”patient” and put more weight on that meaning
instead of the more relevant word, ”mother” in this sentence. This could
also be a symptom of lacking proper training data. Such training data could,
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however, quite easily be curated manually, because it is not as laborious to
collect as training data for the term classification model.

4.3 Combined system

Combining the two systems into a procedure, where segments are filtered
out of consideration prior to HPO extraction based on the context classifier
results brings minor improvements to the performance of extracting HPO
terms. Refer to 3.4 for details about the system. The combined system is
evaluated using the same dataset as in section 4.1. The combined system
reached a precision of 90,0%, recall of 68,3% and F1-score of 77,7%. The
performance of the combined system is presented in Table 4.5.

positive negative
positive 153 17
negative 71 -

precision recall F1-score

90,0% 68,3% 77,7%

Table 4.5: Confusion matrix and statistics of the combined system. The
improvement provided by applying context classification is presented as
percentage-points.

In comparison to the plain dictionary-based matcher, the combined sys-
tem brings an improvement of 4 percentage-points in terms of precision. In
the light of these results it can be concluded that the impact of context clas-
sification is most relevant in data mining tasks. While the performance of
the context classifier is on quite a good level, it can also be concluded that
the largest margins of improvement lay on the side of finding the correct
expressions in the first place.

precision recall F1
dictionary-matching 86,0% 68,3% 76,1%

combined system 90,0% 68,3% 77,7%
impact of the context classifier +4 ±0 +1,6

Table 4.6: Comparison of the dictionary-based matcher with the combined
system
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4.4 BERT-based classifiers

The BERT-based models did not learn to correctly assign the HPO term
names into classes. For the computer-generated training set and the dataset
using only HPO names and synonyms the model converged to a state of pre-
dicting zero probabilities for all classes. This could be explained by the fact
that whereas the GSC+ dataset used as training data for PhenoTagger only
covers 497 unique HPO terms, I tried training the model with a computer-
generated dataset that does have training examples of each class, requiring
the model to learn to predict all of the over 16 thousand classes. The clas-
sification space is thus much wider and could simply make the classification
task too hard. The model trained on the distantly supervised training set
learned to predict the HPO term ”seizure” to every input sequence, as it was
by a large margin the most common label in the dataset. The imbalance
of the training data is thus well reflected in the performance in the model.
Still, based on the results achieved by the PhenoTagger, this method should
perform on such a dataset, and the failure of my model might be due to some
flaw in the training procedure.

As with the multi-class classifier of section 3.5.1, the multi-label classifier
too learned to predict a probability of 0 to every class when trained using
similar training parameters except for using binary cross-entropy loss for the
loss function. Should this approach have resulted in a functional model, it
could have been trained to do both, finding the correct terms and understand-
ing their context at once by generating or curating a training set, where the
phenotypes observed absent or on relatives would have been excluded from
the correct labels. This sort of solution could possibly be very flexible in
what sort of structures of language it could learn to interpret. The segmen-
tation process for now is logic based, splitting sequences based on certain
characters such as dots or commas. In free-form text, such structures are
not always present, and the flexibility of this sort of classifier could help in
solving the issues. First, however, the classifier would need to perform even
on Multi-class classification level.



Chapter 5

Discussion

In this chapter, the performance of the system is discussed and the possible
ways to improve it’s performance are addressed. Then, wider scope future
research topics are presented and motivated.

I set out to solve the issue of extracting HPO terms from free-form
text while paying attention to the context in which the terms appear. The
dictionary-based matcher I developed performed quite well but is limited by
the extent of the dictionary. The dictionary matcher extracts very few false
positives. In fact, the false positives extracted by the system are exclusively
ancestral terms of the ground truth labels, which diminishes their impact.
The gene-phenotype associations of ancestral terms in the HPO database
are compiled as aggregates of the child nodes’ gene-phenotype associations.
There are two main ways to improve it’s performance: extending the dic-
tionary or extending the matching logic beyond exact matches. Extending
the dictionary would be easiest through an interface where the users could
map new and unambiguous expressions to HPO terms. What comes to the
matching logic, allowing for partial matches makes the model susceptible to
reporting larger numbers of false positives. Additionally, partial matches of-
ten produce a large number of candidate terms. For example, the expression
”developmental delay” would be most fitting as a match for ”Global devel-
opmental delay”, but would result in 7 other partial matches as well. This
sort of behaviour calls for additional logic to reduce the number of suggested
terms when considering partial matches. Another logic-based improvement
on the system would be to compose the suggestions by using the tree-like
HPO structure. For example, the term ”achilles areflexia” would now be
labeled with ”areflexia” even though the most accurate expression would be
”Absent achilles reflex”. Using this example, an algorithm could see that the
expression ”achilles” is an anatomical term and likely to be connected to the
next word ”areflexia”. The algorithm would deduce that they are connected
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and see that there is a child node with the expression ”achilles” in the chil-
dren of ”areflexia” and propose that term ”Absent achilles reflex” would be
the correct expression.

The context classification preformed quite well too, but it is limited by the
segmentation procedure. For now, the segmentation considers only sentence-
level context. However, many examples show that there is need for sub-
sentence-level filtering. Splitting sentences based on commas would make
sense in some sentences. For example in a sentence like ”The patient shows
autistic behavior, but no impaired social interactions.” this would make per-
fect sense. However, commas are used also when listing separate conditions,
and in a sentence like ”No cardiomyopathy, myocarditis or cardiac amy-
loidosis” segmenting by commas would miss that the initial negation also
affects the subsequent terms. Performing phrase recovery as described in
the PhenoBERT article [6], where such a sentence would be recovered into
three distinct sentences ”No cardiomyopathy”, ”No myocarditis”, ”No car-
diac amyloidosis” would solve the issue. It is not, however, explicitly stated
in their article how they perform such phrase recovering. Consider for exam-
ple the last term ”cardiac amyloidosis”. How does the algorithm decide that
this example term contains two words that should be considered as a single
entity in the sentence? While a proper testing dataset is missing for this
algorithm, measuring the impact of such changes in the algorithm logic is
not possible, and thus my proposed system only does somewhat conservative
segmentation, but it should be noted that there is room for improvement
here.

Another problem with the context classifier is lack of proper training data.
For now it was trained using an algorithmically-generated training set that
lacks the variance of free-form text. Some sort of generative neural network
could be used to generate better training data, but was outside of the scope
of this thesis. Also simply manually curating larger batches of data could
be considered, since curating context classification data is not as laborious
as curating the HPO term training data, which requires more expertise and
understanding of the medical terms.

5.1 Future research ideas

5.1.1 Finding the correct expressions

The results show that the impact of context classification is for now quite
small in comparison to simply finding the correct expressions from the text.
Thus, the main area on interest in further developing the algorithm is to
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improve it’s recall specifically. For this purpose, work is to be continued
with the BERT-based segment classifiers. The dictionary-based tagger has,
as expected, a good precision but low recall. The dictionary matching is
incapable of generalizing on unforeseen expressions whereas the BERT-based
classifiers should do it quite well.

I couldn’t get such classifiers to perform even if literature states otherwise.
Before diving into why this may be, it should be noted that in my analysis I
excluded the HPO terms that were not related to phenotypic abnormalities.
but the other methods did not do such elimination. The excluded terms
contain easy, one-word common phrases such as ”right” and ”left”. These
easy to hit expressions could inflate the performance metrics over what they
would be if they had similar target set to the system proposed in this thesis.
This also hinders the possibilities of comparing the results, as well as leaves
the input texts sparser with regard to the frequency of terms. The problem
in the training of the model is most likely related to the segmentation of the
terms. I didn’t split the input sentences into ngrams before classification like
the PhenoTagger and PhenoBERT systems did. Instead, I tried using the
model to classify complete sentences that were known to only contain single
HPO terms into HPO classes. This could obscure the meaning of the sentence
aggregate in such a way that the model simply is not able to extract the HPO
term meaning from it. I also didn’t employ a None class in the classification
since I only trained the model with input strings that contained phenotypic
abnormalities. Making these two changes in the model could result in positive
results. Additionally, the model could be trained using the GSC+ dataset
[5]. Due to time constraints, I didn’t manage to train a model using this
dataset, but it contains many good training instances for such an algorithm.

The PhenoBERT approach of using BERT-based sentence similarity as
a prediction metric was not yet attempted. Their combined system is more
complex in structure as it uses the two-level hierarchical convolutional neu-
ral network to do prefiltering of the possible HPO terms. They do, however,
report very good results with their system. While this approach is computa-
tionally very demanding and would most likely not be viable for an expert
system, it could result in better performance for labeling old reports for re-
search purposes. Another way to use BERT in finding the HPO terms would
be developing a Named-Entity Recognition (NER) system. A NER system
would learn to do both segmenting and classification simultaneously. NER
systems, however, require large amounts of data to perform well, and such
data is not available to Blueprint Genetics at the moment.

Regarding the multi-label classifier, one training procedure alteration
could be considered. For now, the algorithm considers only the most ac-
curate description of the term a match. However, it could be altered to



CHAPTER 5. DISCUSSION 48

consider all of the nodes in the graph above it as matches as well. Trying
this sort of training would make the target space of the model less sparse, as
for now there is typically one to ten correct labels out of 16 thousand for each
text segment. It could also teach the model to implicitly learn the tree-like
structure of the HPO graph and use it in deductions.

5.1.2 Preprocessing

The input sentences were embedded using a BioBERT based WordPiece to-
kenizer. The BioBERT based WordPiece tokenizer splits the HPO terms
into minimal chunks, as the words are typically not familiar tokens to the
tokenizer. For example the term ”peripheral retinal neovascularization” is
split into tokens ’peripheral’, ’re’, ’##tina’, ’##l’, ’neo’, ’##vas’, ’##cu-
lar’, ’##ization’. The tokens starting with ’##’ are subword tokens. One
can see that the medical terms are not very common in the corpus that the
vocabulary was created with, and the words are split into small chunks. The
impact of creating a HPO-specific language model to the classification task
is unknown, but it could be further examined. Using the WordPiece algo-
rithm as described in section 2.5.1 on a corpus that contained more words
similar to the HPO terms and clinical reports could make the vocabulary
less atomic and help the BERT models to understand the text they are given
as input. The model could then be further trained using the pretraining
tasks of Masked Language Modelling (MLM) and Next Sentence Prediction
(NSP) using either the corpus extracted from the HPO database or the clin-
ical summaries available to Blueprint Genetics to help the model specialize
in reading the sort of text relevant in this task. The pre-training tasks don’t
require manually curated data, which makes them viable for large unlabeled
corpora as well. Additionally, due to how the attention mechanism projects
meaning into embeddings based on how often they are expressed together,
the model could learn also some similarity between HPO terms that often
occur together. This would be especially beneficial if the attempts at training
a multi-label classifier were succesful in the future. A caveat of this approach
is that not all HPO terms and synonyms are present in the corpus of clin-
ical summaries, which would still leave some new tokens without training
examples.

5.1.3 Regulation and traceability

One aspect to consider in terms of the BERT model is it’s traceability.
Blueprint Genetics is a company in the field of medical diagnostics. In the
field, it is common and sometimes required for tools and algorithms too to
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include many sorts of quality assurance and documentation regulations. The
base model of BERT including BioBERT loses some information in the pro-
cess, meaning that it is not possible to generate the souce sentence from tok-
enized BERT outputs. The SentencePiece tokenizer used by the ROBERTa
model is of interest here, since it is deterministic and backwards compatible
in contrast to the WordPiece tokenizer used in base form of BERT. Switching
over to using ROBERTa is a direction to consider as an improvement in the
quality assurance processes of Blueprint Genetics. The backwards compati-
bility also enables more accurate tracing of possible flaws in the system.

5.1.4 Curriculum learning

Curriculum learning is the practise of making the model learn iteratively
harder tasks. In the context of this thesis, this could mean for example
first teaching the model to classify each occurrence of HPO terms into their
widest umbrella term, meaning the 23 child nodes of the node ”Phenotypic
Abnormality”. Then, iteratively the model would be taught to learning more
and more classes, ending up to the number of HPO terms in the database.
This sort of training procedure could teach the model to catch on some of
the abstract concepts required to make deductions and connections between
certain terms and the expressions humans use to describe them. Trying out
such a training procedure was part of my plan but due to time constraints
I didn’t yet get to try it. Other domain adaptation strategies could also be
applied once the model starts performing.
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