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1. Introduction

1.1 Background

Optimal control of physically simulated characters is a complex optimization
problem with an increasing number of applications in robotics and games [1,
2, 3, 4, 5]. Since the beginning of the deep learning era in the early 2010s,
a stream of approaches have led to a significant boost in the performance of
movement optimization. A good example of such achievements is the use of deep
reinforcement learning (DRL) in 3D character control [6, 7, 8, 9].

Despite all the advances, optimizing movements and learning policies for
physically simulated characters remains to be a hard and time-consuming
task [10, 11]. For instance, we do not well understand why learning high-
quality movement requires extensive reference datasets [12, 13, 14, 15]. That
is why game developers still find it risky to implement in-game characters
using simulated physics and DRL [9]. This dissertation provides solutions to
these problems in the form of novel optimization, learning, and visualization
approaches.

1.2 Aim and Focus of the Thesis

The aim of this thesis is to develop methods and algorithms for movement
optimization in physically simulated environments. These approaches can
be used in a variety of settings consisting different characters (humanoids,
quadrupeds, etc.) and tasks (walking forward, stand up, etc.). Such settings pose
hard optimization problems due to the complex dynamics of physics simulations
and the high dimensionality of the state and action spaces [16, 17, 18].

Available approaches for solving physically simulated movement optimization
can be split into two categories: trajectory optimization and reinforcement
learning. While in their core all these approaches rely on sampling random
actions and evaluating them using simulation, they follow different recipes for
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modeling and exploring the search space. In the following, we briefly discuss
each approach.

Trajectory optimization: Trajectory optimization is the most classic ap-
proach for solving the optimal control problem. It follows an iterative mechanism
by directly optimizing the control parameters and evaluating them through sim-
ulation [19] or a learned forward model [20]. This process is continued as long
as the computational budget allows, after which the most promising trajectory
(or part of it) is used for choosing actions [21]. Trajectory optimization does not
scale up well for long horizons, which is why it is usually conducted with short
horizons of a few seconds, or in an online manner. In the case of online opti-
mization, only the first action of the best found trajectory is used, and then the
whole process is repeated at the next timestep [22]. In the context of physically
simulated movement optimization, using the horizon of 1−2 seconds leads to
acceptable results [23, 21].

Reinforcement learning (RL): RL is a learning process, conducted through
interaction between an agent and an environment, where the goal is to maximize
the expected cumulative reward by optimizing the agent’s behavior [24]. RL has
become highly popular in the last decade, mainly after the Deep Reinforcement
Learning (DRL) success in the games of Atari [25, 26] and Go [27, 28, 29].
The streak still continues for more complex games such as StarCraft II [30],
Dota 2 [31], and Football [32]. However, when it comes to physically simulated
movement optimization, RL still suffers from slow learning and high sample-
complexity [32]. One way to mitigate this issue is to use curriculum learning,
i.e., to gradually increase the difficulty of the task during the training [33].

1.3 Publications and Contributions

The first contribution of this thesis, explained in Publication I, uses online
trajectory optimization in an interactive multi-agent environment to simulate
martial arts movements. The idea here is to form a character controller that
lies between two opposite control paradigms in games: 1) classic high-level
controllers that enable the player to do complex actions using simple commands
(such as jumping via pressing a single key), and 2) low-level controllers that
require the player to use low-level actions to synthesize movements (such as
moving the arm via setting the joints torque values). To this aim, Publication I
proposes intelligent middle-level game control, a control system that uses online
trajectory optimization for synthesizing punching and blocking movements in a
two-person boxing game.

Publication II proposes an approach that combines online trajectory optimiza-
tion and reinforcement learning for building stable locomotion controllers using
synthetic moves. This work, first employs continuous control Monte Carlo tree
search followed by a cycle detection method to synthesize a natural walking
cycle animation. Afterwards, this is used as the reference animation data in
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a RL optimization process that has been accelerated using a novel curriculum
learning approach called Termination Curriculum (TC).

In Publication III, at first it is shown how Proximal Policy Optimization (PPO)
[34], which is one of the most popular RL algorithms, can get stuck in local
optima due to prematurely shrinking the exploration variance. Based on this
observation, and also inspired by covariance matrix adaptation evolution strat-
egy (CMA-ES), this paper proposes PPO-CMA, a novel algorithm that improves
upon PPO and is significantly less sensitive to the choice of hyperparameters.

Publication IV is a step towards building a better understanding of the move-
ment optimization problem and where its complexities arise from. The paper
investigates different visualizations of the optimization landscapes of high-
dimensional control problems when applying trajectory optimization and rein-
forcement learning. These visualizations shed light on the correlation between
different optimization algorithms and the ill-conditioning of the movement
optimization problem.

Publication V proposes a hierarchical movement controller that builds a task-
agnostic low-level controller (LLC) by exploring the dynamics of the simulation
environment. This LLC is then used for building a novel action space parameteri-
zation, which is independent of the high-level optimization algorithm. Therefore,
it can be used in different optimization settings such as offline/online trajectory
optimization, and reinforcement learning.

1.4 Organization of the thesis

Chapter 2 covers the basic background required for understanding the contribu-
tions of this thesis. It first covers Monte Carlo Tree Search (MCTS) and Evolution
Strategies (ES), two popular approaches for trajectory optimization. It then
explains the idea behind Policy Gradient (PG), one of the basic reinforcement
learning algorithms for continuous control. It then introduces the visualiza-
tion techniques that can be used for visualizing the optimization landscapes of
high-dimensional models such as neural networks. In the next step, Chapter 3
reviews the developed methods and algorithms and their contributions to the
field of physically simulated movement optimization. Finally, Chapter 4 provides
the reader with a short review of the thesis by pointing out the limitations and
promising directions for future work.
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2. Background

2.1 Trajectory Optimization

Trajectory optimization is a classical approach for attacking the optimal con-
trol problem [35, 36, 37]. It employs an iterative process of directly optimizing
control parameters and evaluating them either using actual simulation or in
"imagination", using a learned forward model. Considering the portion of trajec-
tory that is optimized in each iteration, one can define a spectrum of trajectory
optimization methods. One end of this spectrum includes tree search algorithms
such as A* [38] that incrementally build the trajectory by adding actions one by
one in each new level of the search tree. The other end of this spectrum contains
methods that optimize the trajectory as a whole using, for example, Covariance
Matrix Adaptation Evolution Strategy (CMA-ES) [39].

Trajectory optimization can be conducted in either offline or online settings,
which are shown in Figure 2.1. In the offline case, also known as open-loop
control, the whole action trajectory is executed after the optimization phase
without processing the feedback from the control environment. In the online
case, also known as closed-loop control or model-predictive control (MPC),
usually after each round of optimization only the first action in the trajectory
is executed. Then, the feedback from the environment is observed and the
trajectory optimization process is repeated starting from the new control step.
In this case, the trajectory length is also referred to as the horizon. If the
horizon is chosen to be short enough, online optimization can be a good method
for interactive scenarios where a user is supposed to control the character in
real-time [40, 41, 22].

One of the most important components of each trajectory optimization algo-
rithm is its evaluation function, which is used for measuring the quality of the
sampled action trajectories. In the case of hard problems such as movement
optimization, designing a good evaluation function can be a demanding task,
which requires a delicate balance between optimizing the physical exertion and
the quality of movement while obeying the laws of physics. This is usually
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(a) Offline trajectory optimization (open-loop control)

(b) Online trajectory optimization (closed-loop control)

Figure 2.1. Trajectory optimization can be used in offline and online settings.

done using a hybrid function that combines the following measurements: 1) the
deviation from some desired pose, 2) the amount of torques applied at the joints,
and 3) any other task-related criteria that might be of interest [21].

When using trajectory optimization for synthesizing physically simulated
movements, another critical design choice is the the number of actions in each
trajectory, which specifies the problem dimension. Due to the ill-conditioned
nature of the movement optimization problem, the trajectory length is often
short, not exceeding 10 seconds [35]. In the case of online optimization, this
parameter is usually much lower (between 0.5 and 2 seconds) [21].

2.1.1 Monte Carlo Tree Search (MCTS)

Monte Carlo Tree Search (MCTS) was first introduced in 2006 [42] and showed
impressive results in the game of Go [43]. In its core, MCTS is an iterative
algorithm that builds a search tree where each node and edge represents a state
and action, respectively. Initially, the search tree only consists of one single
node corresponding to the current state. In each iteration, one of the nodes is
expanded by adding a new child and estimating its value. This process can be
divided into the following four steps (also shown in Figure 2.2):

1. Selection (Tree Policy): In this step, the algorithm decides which node
in the tree should be expanded next. This is done by processing the nodes
(starting from the root) and selecting one of their children until a node with
at least one non-expanded child is visited. The selection criteria used in this
step is arguably the most important component of MCTS. In the context of
planning and decision making, the most common selection criteria is called
the Upper Confidence Bounds for Trees (UCT) [45], which is an extension of
the well-known Upper Confidence Bounds formula (UCB1) [46]. Based on this
criteria, when processing a node s, the algorithm selects the child node (action)
a that maximizes the following:

UCT (s,a)=Q (s,a)+ε

√
log N (s)
N (s,a)

, (2.1)

22



Background

Figure 2.2. The basic four steps performed in each iteration of MCTS algorithm for adding one
node to the search tree. Figure license: CC BY-SA, created by [44].

where Q (s,a) is the empirical value of executing action a in state s, N (s,a)
is the number of times that action a has been selected in state s, N (s) =∑

a N (s,a) is total number of times state s has been visited, and ε is a constant
parameter (often set to 2) for determining how much the algorithm should
prefer to explore less-visited actions, compared to those actions that have led
to higher values before.

2. Expansion: Based on the mechanism used in the selection step, the selected
node has at least one unexpanded child, i.e., a state whose corresponding
action has not been taken before. In the expansion step, one of such children is
chosen (often randomly) and added to the tree with Q (s,a)= N (s,a)= 0 (this
statistics will be updated later in the Backpropagation step).

3. Simulation (Default Policy): After expanding the current node, a sequence
of random actions (also known as a rollout) are simulated. Usually the rollout
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is continued until a terminal state is reached; but if reaching such a state is
not a feasible option, a maximum rollout length is used. At the end of rollout,
a scalar reward is computed based on the progression towards the goal. In the
case of visiting a terminal state, the reward can simply be +1 in the case of
success and −1 otherwise.

4. Backpropagation: In the final step, the computed reward is used to update
the statistics (Q (s,a) and N (s,a)) of all the nodes starting from the selected
node back to the root node, hence the name backpropagation.

The algorithm continues until some termination criteria is met, such as run-
ning for a maximum number of iterations or until the simulation budget is
exhausted. After that, one of the children of the root node is chosen based on the
final Q (s,a) values. This choice can be made by finding the child with maximum
value or random sampling.

Compared to the classic planning and search algorithms (such as A* [38]),
MCTS has several key advantages that make it a powerful algorithm for decision
making problems [47, 48, 49]. The most important advantages are as follows
[50]:

1. MCTS is an anytime algorithm, i.e., the quality of the search tree is im-
proved after each iteration, and at any point it is possible to interrupt the
algorithm and get the best found action. This makes MCTS a suitable option
for controlling agents in time-sensitive environments such as games.

2. MCTS prioritizes more promising branches, which means that not all branches
are processed to an even depth. It makes the algorithm significantly more
applicable to problems with high branching factors such as Go.

3. MCTS does not require a heuristic function to operate, and it works even with
a binary reward that denotes failure/success in achieving the goal.

4. It has been proven that MCTS asymptotically converges to the optimal action
value function Q∗ [45].

5. One can easily modify the selection and simulation steps of the MCTS algo-
rithm to improve its performance in different domains. For example, there
are several alternative selection strategies (e.g., epsilon-greedy) to the UCT
formula. There is also several variants that use different rollout policies in the
simulation step. It has been shown that such variations can achieve signifi-
cantly better results in real-time and/or multi-agent environments [51, 47, 52].

The aforementioned advantages have made MCTS an important building block
in a lot of decision making systems, the most notable examples of which include
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Figure 2.3. FDI-MCTS uses Monte Carlo Tree Search informed by several supervised learning
components to perform model-predictive control in physically simulated environ-
ments. The figure is re-created following [21].

AlphaGo [27] and its descendant AlphaGo Zero [28]. Both systems use a
variant of MCTS that employs deep neural networks for better evaluation of
tree nodes after expansion, and have been able to achieve super-human results
at the game of Go, even without human supervision [27, 28].

2.1.2 Fixed Depth Informed Monte Carlo Tree Search (FDI-MCTS)

Several attempts have been made for extending MCTS to domains with continu-
ous actions. The most trivial way is to discretize the action space into disjoint
intervals [47]. Yee et al. [53] use kernel regression to share information among
different actions and guiding the exploration in stochastic environments. In
another work, MCTS is combined with gradient ascent on a finite set of sampled
action trajectories [49]. Here we are mostly interested in Fixed Depth Informed
Monte Carlo Tree Search (FDI-MCTS) [54, 21], a recent MCTS variant that has
been successfully applied to physically simulated movement optimization. We
next give a brief overview of how FDI-MCTS works.

Figure 2.3 shows a high-level diagram of different components in FDI-MCTS,
which uses tree search in a model-predictive control manner. The actions in the
search tree are sampled using a mixture of Gaussian distributions. In each level
of the tree, trajectories with highest costs are pruned and replaced with copies
of better trajectories. After the simulation budget is over, the first sampled
action in the best found trajectory is returned. After taking the resulting action,
the current state and action information is used as the training data in the
supervised learning component to learn the best found control signals using
neural networks and random forests. These are later used in the next steps
to bias the action sampling distributions in the tree search and improve the
performance. More details about the algorithm can be found in [21].
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2.2 Evolution Strategies (ES)

Evolution strategies (ES), first introduced in 1960s, are a popular class of black-
box optimization methods inspired by the theory of evolution [55, 56, 57]. They
use an iterative process, that samples a set (generation) of candidate solutions
(phenotypes) in each iteration. These solutions are then evaluated using a
fitness function that assigns a score (fitness value) to each solution. Fitness
function is an alternative term for an objective function, although the wording
implies that the goal is to find the maximum instead of the minimum. Based on
the fitness values, the sampling distribution is updated such that it is biased
towards the better solutions, after which the next iteration begins by repeating
the aforementioned process. This continues until a solution is found or the
computation budget is exhausted.

An important advantage of ES methods is that they are considered as black-box
optimization methods, i.e., they do not require a closed-form representation of the
objective function. This however, usually comes with the cost of higher sample
complexity. But that is not necessarily an issue because evaluating candidate
solutions in ES methods can be trivially distributed among parallel processes,
which has shown to be an effective approach in movement optimization [36, 19,
58, 59]. It must be noted that, some ES methods such as Natural Evolution
Strategies (NES) estimate the gradient of the objective function based on the
samples [60, 61].

2.2.1 Covariance Matrix Adaptation Evolution Strategy (CMA-ES)

One of the most widely-known ES methods is called Covariance Matrix Adap-
tation Evolution Strategy (CMA-ES), that can be used for finding a continuous
vector x that optimizes some objective (or fitness) function f (x) [39]. It models
the sampling distribution using a multivariate Gaussian distribution, whose
mean and covariance are updated based on the fitness values computed at
each iteration. CMA-ES’ remarkable performance in noisy and multimodal
optimization landscapes has made it one of the most popular black-box optimiza-
tion algorithm used in a wide range of applications such as continuous control
[16, 58, 62].

Algorithm 1 shows a high-level summary of CMA-ES. After the current gener-
ation has been sampled (Line 2) and evaluated (Line 3), the samples are ranked
by computing their weights based on their fitness value (Line 4). In the original
settings, the worst 50% samples are pruned by setting their weights to 0. Then
the mean and covariance of the sampling distribution are updated to bias the
distribution towards the best samples (Line 5). In order to avoid premature
shrinkage of the covariance, the covariance matrix is updated before the mean
to elongate the distribution towards best found direction. The algorithm also em-
ploys the so-called evolution path heuristic that further elongates the sampling
distribution along the progress direction. A diagram showcasing these steps is
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Algorithm 1 High-level summary of CMA-ES [64]
1: for iteration=1,2, ... do
2: Draw samples xi ∼N (

μ,C
)
.

3: Evaluate f (xi).
4: Sort the samples based on f (xi) and compute weights wi based on the

ranks, such that best samples have highest weights.
5: Update μ and C using the samples and their weights.
6: end for

Figure 2.4. Different stages of each CMA-ES iteration, where the samples are shown with blue
dots and the mean and covariance of the sampling distribution are shown with a
black dot and ellipse. A) sampling, B) ranking the samples and pruning the worst
ones, C) Updating the mean and covariance of the sampling distribution based on
the samples ranking.

shown in Figure 2.4. Full details of the algorithm can be found in [63].

2.2.2 Limited-Memory Matrix Adaptation Evolution Strategy
(LM-MA-ES)

Numerous efforts have been made to improve the CMA-ES algorithm [65, 66, 67],
a recent successful example of which is the Matrix Adaptation Evolution Strat-
egy (MA-ES) [68]. It demonstrates that the covariance matrix and its update
operations can be removed from the CMA-ES algorithm without any significant
loss in its performance. Limited-Memory Matrix Adaptation Evolution Strategy
(LM-MA-ES) is an extension of MA-ES to large-scale optimization problems [69].

2.3 Policy Gradient (PG)

Reinforcement Learning (RL) is the process of learning what to do by mapping
observations to actions, with the goal of maximizing a numerical reward sig-
nal over time. This process usually involves an agent that interacts with an
environment through taking actions and receiving a scalar reward, whose value
depends on how good the agent’s performance is. The goal of RL is to optimize
the agent’s decision making strategy, i.e., its policy, such that the accumulated
reward over time is maximized [24].

Many real-life problems such as movement optimization can be modeled using
a Markov Decision Process (MDP), defined by a tuple

(S,A,p,r,γ,ρ0
)
. S and
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Figure 2.5. The core loop in reinforcement learning. Figure re-created following [24].

A denote the state and action spaces, respectively. A transition distribution
p
(
s′|s,a

)
models the distribution of the next state s′ given current state s and

action a. The dynamics of the environment is modeled using p
(
s′|s,a

)
, a reward

function r (s,a), and an initial state distribution ρ0 (s). Finally, γ ∈ (0,1) is the
discount factor used for computing the accumulated reward over time.

Optimal actions for a MDP can be found using RL, which produces a policy,
i.e., a mapping from state observations to actions. The main loop in RL is
depicted in Figure 2.5. In each control step t, the agent receives an observation
st from the current state, and produces its next action at. The environment then
responds by sending the reward rt+1 and the new state observation st+1 to the
agent. The goal is to find the optimal policy π∗ (a|s) that maximizes the expected
accumulated reward over time, i.e.,

π∗ (a|s)= argmax
π

J (π)= argmax
π

Eπ

[
T∑

t=0

γtr (st,at)

]
. (2.2)

In this work, we focus on environments with continuous state and action
spaces, which is the most common configuration in the context of physically
simulated movement optimization. In such cases, currently the most efficient
algorithms are based on policy gradient (PG), a technique for learning a para-
metric policy (usually modeled using a neural network) by applying gradient
ascent with respect to the estimated expected return [24]. Next we give a brief
overview of the basic policy gradient algorithm, and then explain how the current
state-of-the-art continuous RL algorithms improve that.

In the context of movement optimization, policy gradient algorithms usually
model the policy using a Gaussian distribution, whose mean is produced by a
neural network πθ with parameters θ [34, 6, 8]. In this case, it can be shown
that optimizing the objective function in Equation 2.2 can be done using the
following gradient [24]:

∇θJ (θ)≈ 1
N

N∑
i=1

[(
T−1∑
t=0

γtr
(
si

t,a
i
t
))(

T−1∑
t=0

∇θ logπθ

(
ai

t|si
t
))]

, (2.3)

where i = 1, ..., N refers to the index of N simulated trajectories using the policy
πθ, and, in the i’th trajectory, si

t and ai
t denote the state and action in timestep t,
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Algorithm 2 Basic Policy Gradient (PG) algorithm, also known as REINFORCE
1: for iteration=1,2, ... do
2: Simulate N trajectories

{(
si

0,ai
0,si

1,ai
1, ...,si

T−1,ai
T−1,si

T
)}N

i=1 using the
policy πθ.

3: Compute the gradient ∇θJ (θ) using Equation 2.3.
4: Update the policy using the gradient, i.e., θ←− θ+α∇θJ (θ).
5: end for

respectively. This gradient value can be computed using automatic differenti-
ation frameworks such as Tensorflow [70] and PyTorch [71]. This leads to the
basic policy gradient algorithm, also referred to as REINFORCE [72].

Having a closer look at Equation 2.3 reveals that REINFORCE tries to increase
the probability of actions whose reward is positive, and decrease the probability
of others. In the case of Gaussian policies, this equals to moving the mean of the
sampling distribution towards actions with higher rewards.

A high-level pseudocode of the policy gradient algorithm is shown in Algorithm
2. At each iteration, N trajectories are simulated (Line 2). This can be done by
sampling actions using the policy πθ and executing them in a physics simulator
such as Mujoco [73]. After collecting the experiences and storing them in a
replay memory, the gradient in Equation 2.3 is computed (Line 3). Finally, the
policy is updated using gradient ascend with learning rate α (Line 4).

It has been shown that in its original form, policy gradient is not effective and
requires a large number of samples in order to converge to the optimal policy
[74, 75]. However, a lot of approaches have been proposed that improve the
performance of policy gradient by altering the objective function and the learning
algorithm [76, 77, 78]. The next sections cover a few of these approaches that
have demonstrated state-of-the-art results in the context of physically simulated
movement optimization.

2.3.1 Adding Advantage Function to Policy Gradient

As discussed earlier, policy gradient optimizes the policy by increasing the
probability of actions whose reward is positive, and decreasing the probability
of actions with negative rewards. However, it has been shown that in long-
horizon problems the gradient estimation used in Equation 2.3 suffers from high
variance. This is mainly caused by challenges in credit assignment, i.e., the
effect of past and future actions on the gradient estimation [79, 80]. One way to
mitigate this issue is to replace the reward term in Equation 2.3 with another
term, called the advantage function, as follows [81]:

∇θJ (θ)≈ 1
N

N∑
i=1

[
T−1∑
t=0

Aπθ
(
si

t,a
i
t
)∇θ logπθ

(
ai

t|si
t
)]

, (2.4)
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where Aπθ
(
si

t,ai
t
)

is the advantage function, measure of how much better or
worse a sampled action is compared to using the policy πθ. The advantage values
are usually computed using the state value function as follows [81]:

Aπθ (st,at)= r (st,at)+γVπθ (st+1)−Vπθ (st) , (2.5)

where Vπθ (st) is the state value function, for estimating the value of state st

when following the policy πθ. This form of policy gradient is also known as
Actor-Critic algorithm, because it consists of two function approximators: an
actor (the policy) for sampling actions, and a critic (a value predictor network)
for evaluating the performance of the policy in different states.

2.3.2 Proximal Policy Optimization (PPO)

One of the most popular RL algorithms for domains with continuous action
spaces is called Proximal Policy Optimization (PPO) [34]. PPO improves the basic
policy gradient algorithm of Section 2.3 using a few convenient adjustments,
which are explained next.

For the objective function, PPO uses a so-called clipped surrogate objective
function, defined as follows:

J CLIP (θ)≈ 1
N

N∑
i=1

[
T−1∑
t=0

min
(
ρt (θ) Aπθ

(
si

t,a
i
t
)

, clip
(
ρt (θ) ,1−ε,1+ε

)
Aπθ

(
si

t,a
i
t
))]

,

(2.6)

where ρt (θ) = πθ(ai
t |si

t)
πθold (ai

t |si
t)

is the probability ratio of the policy, after and before

an update, and ε ∈ [0,1] is a hyperparameter used for avoiding large policy
updates. Lastly, PPO uses Generalized Advantage Estimation (GAE) [79], a
popular estimator for the advantage function.

The approach of penalizing large policy updates was first introduced as part of
the PPO’s successor algorithm, called Trust Region Policy Optimization (TRPO)
[82]. This offers two main benefits when using policy gradient: 1) It enables one
to reuse the experience collected in each iteration and perform multiple update
operations using the same data, and 2) It acts as a regularization technique that
makes policy gradient more robust to noisy estimations of the objective function,
which is a critical challenge in physically simulated movement optimization [18].
More information about PPO can be found in [34].

2.3.3 Twin Delayed Deep Deterministic Policy Gradient (TD3)

All the policy gradient methods explained so far are considered to be on-policy,
i.e., they require the training data to be collected using the current policy
πθ. On the contrary, off-policy methods lift this requirement by being able to
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work with offline data produced using other policies or experts. Twin Delayed
Deep Deterministic Policy Gradient (TD3) is an off-policy RL algorithm which
has shown state-of-the-art results in the context of RL with continuous states
and actions [83]. It is a predecessor of the popular Deep Deterministic Policy
Gradient (DDPG) algorithm [84], i.e., both methods use deterministic policies
shown by π (s). TD3 improves upon DDPG by using two value networks, updating
them more frequently through delayed policy updates, and adding noise to the
target actions. We next explain each of these components. For more details
about TD3, the reader is referred to [83].

1. Target policy smoothing: In order to train the value networks using
supervised learning, TD3 requires the policy output to compute the target
state-action values. In this step, a small amount of random noise is added
to the policy output to enforce the value networks to assign similar values to
similar actions.

Q (s,a)←− r (s,a)+γEε

[
Q
(
s′,π

(
s′
)+ε

)]
, (2.7)

where ε is a small random Gaussian noise clipped to a small range. This acts
as a regularization method that leads to more smooth value estimates, which
in turn will avoid undesired increase in the policy variance.

2. Target networks: TD3 uses two critics, Qφ1 and Qφ2 , that are neural net-
works with parameters φ1 and φ2, respectively. When computing the target
values in Equation 2.7, TD3 estimates the Q value using both critics, and uses
the minimum between the two to compute the target state-action value, i.e.,

Q (s,a)←− r (s,a)+γmin
i=1,2

Qφi

(
s′,π

(
s′
)+ε

)
. (2.8)

This value is then used to train both critic network. This trick helps TD3
reduce the overestimation bias when computing the state-action values, which
in turn will lead to more stable policy updates.

3. Delayed policy updates: It has been shown that value estimation error
can cause the policy updates to diverge. Therefore, TD3 updates the policy
network less frequently than the value networks. This gives more time to the
value networks to reduce their error before the next policy update and avoid
nudging the policy towards divergent behaviors.

2.3.4 Soft Actor-Critic (SAC)

Soft Actor-Critic (SAC) is another off-policy RL algorithm based on the maximum
entropy framework, i.e., it tries to maximize the expected return while maxi-
mizing the entropy [85]. We now briefly explain how SAC works. The reader is
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referred to [85] for full details of the algorithm.
Soft actor-critic is based on the maximum entropy reinforcement learning

framework. In this framework, the goal is to optimize the following objective:

π∗ (a|s)= argmax
π

Eπ

[
T∑

t=0

[
γtr (st,at)+ζH (π (at|st))

]]
, (2.9)

Where H (π (at|st)) is the entropy (i.e., the randomness) of the policy π in state st,
and ζ is the temperature parameter to determine the importance of the entropy
term. Note that it is possible to recover the original RL objective function of
Equation 2.2 using ζ= 0. SAC optimizes this objective by alternating between
the following two steps:

1. Soft policy evaluation: In this step, the policy π (a|s) is fixed and the
state-action value function is updated using the soft Bellman backup operator

Q (s,a)←− r (s,a)+E(s′,a′)
[
Q
(
s′,a′)−ζ logπ

(
a′|s′)] , (2.10)

whose only difference to the original Bellman operator is the added entropy
term logπ

(
a′|s′). It has been shown that optimizing the state-action value

function using this operator converges to the optimal function Qπ.

2. Soft policy improvement: In the second step, the state-action value is fixed,
and the policy is updated by minimizing the Kullback-Leibler (KL) divergence
between π (a|s) and the exponentiated Q values, i.e.,

πnew = argmin
π′

DKL

(
π′ (.|s)

∥∥∥∥exp
( 1
α

Qπ (s, .)
)

Z

)
, (2.11)

where α and Z denote the temperature parameter and the partition function, re-
spectively. Note that Z does not contribute to the gradient and can be ignored in
the implementation. KL divergence is a dissimilarity metric for two probability
distributions. Here, the exponentiated Q function is a Boltzmann distribution
where Q is treated as the energy function, i.e., high probability where Q is high
and a probability close to zero where Q is low.

Using the aforementioned steps causes the soft Q values to monotonically
increase, which leads the optimization process to converge to the optimal soft
policy. In practice however, this process is slow and infeasible for complex
problems such as movement optimization. Therefore, SAC implements this by
jointly learning a policy πθ (a|s) and a state-action value function Qφ (s,a) with
parameters θ and φ, respectively.

The great results reported using PPO, TD3, and SAC have made them the
most popular algorithms in physically simulated movement optimization. There-
fore, this dissertation uses these algorithms in Publication II, Publication IV,
Publication III, and Publication V.
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Figure 2.6. Different common types of optimization landscapes in the order of increasing diffi-
culty. The surfaces and the isocontours below them demonstrate the values of 2D
(bivariate) objective functions, and the black curves show the progress trajectories of
gradient descent optimization.

2.4 Optimization Landscape Visualization

A common challenge when optimizing non-convex objective functions (such as
those used in movement optimization) is to understand how different design
choices affect the optimization performance. In this case, it would be beneficial
to use different visualization techniques to monitor the behavior of the objective
function under different circumstances. A recent research topic is how to visual-
ize the optimization landscape to explore the structure of the objective function
and its components [86].

2.4.1 Different Types of Optimization Landscapes

Figure 2.6 shows a high-level classification of optimization problems into four
classes, roughly in the order of increasing difficulty. The simplest case is convex
and well-conditioned, where a direct path to the optimum can be found using
gradient descent. The next class is called convex and ill-conditioned, where the
gradient no longer points towards the optimum because of elongated isocontours.
The more complex case is called non-convex and unimodal, which can still be
solved using numerical optimization if there are no local optima. Finally, non-
convex and multimodal is the most complex class, where the landscape has
local optima and the optimization is computationally expensive. Unfortunately,
movement optimization in physically simulated environments falls into the latter
class due to discontinuous objective functions and complex physical interactions
between the objects [19, 23, 17].

2.4.2 Analyzing the Objective Function using the Hessian Matrix

Hessian matrix of a (multi-variate) function is a square matrix consisting of the
second-order partial derivatives of the function with respect to its variables. It
is a widely-used tool in linear algebra, and describes the curvature of continuous
functions around a point of interest such as a local minimum/maximum.

It has been shown that the Hessian matrix of the objective function can pro-
vide useful insights about the sharpness/flatness of the optimization landscape
around local minima [87, 88], which directly affects the convergence speed of the
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optimizer [89]. It is preferred that the Hessian is a diagonal matrix with similar
on-diagonal elements, which means that the objective function is separable, i.e.,
each variable can be optimized independently.

Another important quantitative measurement related to the Hessian is the
condition number. It is defined as the ratio of the largest to smallest eigenvalues
of the Hessian, and measures the curvature along the eigenvectors. In the ideal
case, when the Hessian is a (scaled) identity matrix, the condition number is
equal to 1, indicating that the objective function is fully-separable.

Publication IV Uses Hessian-based analysis to evaluate different movement op-
timization techniques in the Inverted Pendulum Balancing task. However, this
approach becomes challenging in more complex cases where the environment
dynamics is non-differentiable and the true optimum is also unknown. This
motivates other ways of characterizing optimization problems such as the visu-
alization approaches utilized and developed in Publication IV and Publication V
of this dissertation.

2.4.3 Visualizing Optimization Landscape using Random Directions

In 2018, Li et al. [86] proposed an interesting approach for visualizing the
optimization landscape of neural networks. This approach is simple to imple-
ment and provides useful insights about how common practices (such as using
skip connections) affects the optimization landscape. The same approach can
also be applied to other optimization methods by defining the parameter space
accordingly. For example, in the case of trajectory optimization, the parameter
space is defined using all the parameters in a full trajectory.

The approach proposed by Li et al. [86] builds a 2D grid by sampling two
random direction vectors that are scaled with respect to the parameters of the
neural network. Then, each point in the grid corresponds to a unique instance of
the neural network, which can be evaluated by computing the objective function.
This results in a 2D dataset, which can be easily visualized using contour plots or
3D plots. Examples of such visualizations is shown in Figure 2.7. Publication IV
uses this approach to analyze the complexities of physically simulated movement
optimization and how common practices such as early termination or spline-
based action parameterization affects the optimization landscape. Publication V
also employs this approach for visualizing how the learned action spaces make
the optimization landscape more convex and well-conditioned.
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Figure 2.7. Example visualizations of the optimization landscape when using PPO algorithm in
Mujoco’s HalfCheetah environment.
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3. Developed Methods and Algorithms

This chapter reviews the contributions and developed algorithms in this disser-
tation. At first, a high-level road map to this dissertation is presented. It is then
followed by a short overview of each of the publications.

3.1 A Road Map to this Dissertation

The publications in this dissertation propose solutions to a series of problems in
movement optimization and control, with the overall goal of making it easier to
utilize and control physically simulated characters in applications such as com-
puter animation and games. Despite various advances prior to this dissertation,
learning control polices and synthesizing movements through optimization is
often too time-consuming for practical application, and solid best practices for
the human-in-the-loop interactive control of physically based characters are yet
to emerge. In the following, we articulate the addressed problems throughout
this dissertation:

P1: How to allow the user to control optimization-based emergent
movement in a game context? In the first step of this dissertation, Publication
I proposes a game control system, called the intelligent middle-level game control.
In this control system, the player guides the character via high-level commands
(such as punching), and then a low-level controller computes the required torques
for executing that command. Publication I demonstrates this using a two-player
martial arts game prototype, where each player controls a simulated upper-body
humanoid character. The low-level controller uses CMA-ES in a model-predictive
control setting, and the movements on both machines are synchronized to avoid
any deviation in the simulations.

P2: How to combine the best of both worlds: 1) online trajectory
optimization that allows rapid iteration of reward function but requires
a lot of run-time computing resources, and 2) RL policy optimization
where iteration is slow but the trained policies can be computationally
efficient? Publication II develops a RL system that builds controllers for solving
the locomotion problem for a wide range of simulated characters. Our system

37



Developed Methods and Algorithms

automatically detects a locomotion cycle in motions synthesized physically using
an online trajectory optimization system. This cyclic motion is then sent to the
RL component to be used as a kinematic reference trajectory. This allows us
to speed up the training process through Reference State Initialization (RSI)
[6], which for each training episode samples the initial state uniformly from the
reference trajectory. Finally, we further accelerate the training using a novel
curriculum learning approach called Termination Curriculum (TC). TC reduces
the amount of waste in simulation budget by dynamically adapting the episode
termination threshold throughout the training.

P3: How to combine the dynamic exploration variance adaptation of
CMA-ES with policy optimization? In Publication III, at first we observe
how the popular PPO algorithm tends to prematurely shrink the exploration
variance and get stuck in local optima. Then, inspired by CMA-ES, we propose
an alternative RL algorithm called PPO-CMA, a proximal policy optimizaiton
algorithm that can dynamically increase the exploration variance for faster
training. This is made possible by using two separate networks for policy
mean and variance, which allows one to update the variance before the mean.
PPO-CMA can also be considered as an off-policy RL algorithm since it uses
experience collected in previous iterations using previous versions of the policy.
The algorithm is finally tested on a variety of popular physically simulated
benchmarks.

P4: How to visualize movement optimization to provide a better un-
derstanding of why certain techniques are effective, e.g., episode ter-
mination? Publication IV sheds more light on the complexity of physically
simulated movement optimization. To this aim, this paper contributes novel
visualizations of the movement optimization landscapes in different settings
including trajectory optimization and reinforcement learning. In the case of
trajectory optimization, landscapes are constructed by evaluating the objective
function on random 2D slices, i.e., 2D subspaces defined by pairs of randomly
chosen orthogonal vectors in the space of the optimized parameters. In RL
settings, a similar process is used but in the space of policy parameters instead.
These experiments also show how different techniques such as early termination
and spline-based action parameterization make the optimization landscape more
convex.

P5: Motivated by the preliminary findings of P4, how to parameterize
actions so that movement optimization becomes easier across a range
of optimization methods and problems? Finally, Publication V uses a hier-
archical approach to solve movement optimization across different agents, tasks,
and optimizers. To this aim, it proposes a method for learning task-agnostic
action spaces via exploring the dynamics of physically simulated characters. In
this work, the actions are parameterized as target states, and the goal is to
learn short-horizon goal-conditioned policies to act as the low-level controllers.
The high-level controllers are then modeled using different popular trajectory
optimization and RL methods to demonstrate how the system works in different
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Figure 3.1. Core loop in intelligent middle-level game control.

optimization settings. In order to make the low-level controllers task-agnostic, a
novel exploration method is employed for generating a diverse set of training
data. This method is independent from the simulated character, and can be
freely used to train low-level controllers for a wide range of characters. The
training data is then used by a novel training method that builds a set of low-
level controllers (for different horizons) for each character. Publication V also
contributes by demonstrating visualizations of the optimization landscapes,
similar to Publication IV, showing how the optimization landscape looks with
and without using the low-level controllers.

3.2 Publication I: Intelligent Middle-Level Game Control

Publication I focuses on how recent advances in physically simulated movement
optimization can contribute to designing novel control systems for video games
through optimization-based emergent movement. It makes an attempt towards
this by proposing intelligent middle-level game control, a video game control
system which bridges two dual opposites: 1) high-level control that enables the
player to trigger playback of complex animations using simple commands, and
2) low-level control that synthesizes physically simulated movements based on
the actuation parameters provided by the player.

Figure 3.1 shows the core loop in intelligent middle-level game control. In each
iteration, the player’s high-level commands are translated into the character’s
task (such as punch the enemy). Then, trajectory optimization is used in a rolling
horizon manner to compute the actuation parameters required to realize the
desired movement. This is demonstrated in Publication I through design and
development of a two-player martial arts game prototype, where the players can
control physically simulated characters by clicking and dragging. The system
is finally evaluated by conducting a user study to see how human players can
interact with the game. The supplemental video provides visual summary of the
game prototype and example game footage1.

1https://youtu.be/rnsSWY7HZJA
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3.2.1 Low-, Middle-, and High-Level Control

Current systems for controlling animated characters can be divided into two
categories: high-level and low-level control. In high-level control, complex
movements are automatically generated using simple commands from the player
(such as performing a backflip with a press of a key). In low-level control, the
player must produce the low-level actuation parameters required to synthesize
the desired movement (such as controlling a runner character in the game of
QWOP [90]). High-level control is the default system used in games because
it can easily produce smooth and high-quality animations, but with the cost of
not being able to synthesize novel movements. Using low-level control, however,
complex and unpredictable movement dynamics can give rise to interesting
emergent movements, e.g., comical falls and stumbling in QWOP [90]. The
downside with low-level control is that it can be extremely difficult to control
the character even when performing trivial movements such as walking, which
is why only a handful of games use this control system [91, 92].

To bridge between the aforementioned dual opposites , Publication I proposes
intelligent middle-level game control, a novel control system that offers both
the usability of high-level control and the flexibility of low-level control. In
this control system, the player produces high-level commands such as punch
the enemy in the face. A low-level controller (LLC) is then used to compute
the required actuation parameters, e.g., torque values, for synthesizing the
desired movement. The LLC uses recent advances in trajectory optimization for
controlling the character in realtime.

To demonstrate how intelligent middle-level game control works, Publication I
also showcases a novel two-player martial arts game prototype. In this game,
each player controls an upper-body humanoid character, and the goal is to defeat
the opponent in a martial arts match. The players can send high-level commands
to the LLCs through simple click and drag mechanisms, where the left and right
mouse buttons correspond to the left and right hands, respectively. Screenshots
of the game are shown in Figure 3.2, where the player asks the character to
lower its right hand and then punch the opponent in the head.

It is worth noting that the showcased game prototype runs in slow motion
(with the speed 0.2x compared to realtime) so the players have enough time for
planning their next move. This also gives the low-level controller more time to
discover the movements through optimization.

3.2.2 Low-Level Controller

Characters in the developed game prototype are controlled in a model-predictive
manner to execute the commands given by the players. To this aim, a low-level
controller based on the popular CMA-ES algorithm is proposed that uses custom
population seeding techniques and optimizes the action trajectory up to the
short horizon of 0.6 seconds.
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(a) Task: Null (b) Task: Lower the right
hand

(c) Task: Punch the opponent
in the head using right
hand

Figure 3.2. Screenshots of the developed two-player martial arts game prototype in Publication
I, where the left character is controlled by the local player.

The LLC at each from outputs an array of float values that determine the
target angle for each joint in the body. A P-controller is then used to compute
the required velocities for realizing the target angles. It has been shown that
using target angles is a better choice of action space than directly working with
the torque values [17].

In order to guarantee that the LLC will produce smooth movements, each
action trajectory was encoded as a cubic spline with 3 control points. Such
parameterization has been shown to be suitable for synthesizing highly dynamic
moves and is also a good way for keeping the dimensionality of the optimization
problem as low as possible [19].

At each timestep, the optimization is guided by biasing the sampling distribu-
tion towards promising action trajectories. This is done by sampling a portion of
the trajectories so that the CMA-ES sampling mean is replaced with an initial
guess. We use two initial guesses: 1) the best trajectory from previous timestep,
2) the default ready stance, which movements are expected to be close to, on av-
erage. In both cases, trajectories are sampled from a Gaussian distribution with
the specified actuation parameter as the mean. Note that the last best trajectory
has to be shifted by one timestep before it is usable in the new timestep.

All the candidate trajectories sampled during the CMA-ES optimization are
then evaluated in parallel by forward simulation until the short horizon of 0.6
seconds. At the end of simulation, the fitness value for each trajectory is the
sum of the fitness computed for each visited state s as follows:

Fitness (s)=− (CostPose (s)+CostMove (s)+CostPunch (s)) (3.1)

where different cost functions CostX (s) are used for penalizing undesired tra-
jectories. CostPose (s) penalizes deviation from the default pose shown in Figure
3.2a. When the player commands one of the hands to move to a specified position,
CostMove (s) penalizes the difference between the hand’s current and desired po-
sitions. Finally, when performing a punching, CostPunch (s) penalizes trajectories
in which the hand does not touch the punch target with enough momentum for
causing damage.

When the simulation budget for the current timestep is over, the first action in
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Figure 3.3. Network architecture and interactions between the server and the client machines.

the best-performing trajectory is returned as the next action. The whole process
is repeated at 30Hz frequency.

3.2.3 Network Architecture

One issue when using physics simulators is the randomness in their result due
to the floating-point errors that can happen during the simulations [93]. In
the game prototype of Publication I, this can quickly lead to deviation between
the synthesized animations on players’ machines. To avoid this problem, the
networking architecture in Figure 3.3 is used, where one of the players is
considered as the server and the other one as the client. After optimizing the
action for each character on its local machine, the machines exchange their final
action and simulate the result. Afterwards, the resulting state from the server
is sent to the client so it can synchronize its internal state with the server.

Finally, to make sure that characters are not aware of the intention of their
opponent, each machine simulates the spline trajectory of its opponent up to a
shorter horizon of 0.15 seconds (instead of simulating the full trajectory). After
that point, it assumes that the opponent will keep its pose fixed. This ensures
that each character can only partially anticipate what its opponent will be doing
in the next frames.

3.2.4 Simulation Environment

Each player in the developed game prototype controls a 16-DOF upper-body hu-
manoid character as shown in Figure 3.2. Each character has 9 bones, which are
connected using 3-DOF ball-and-socket and 1-DOF hinge joints. All simulations
are done using Open Dynamics Engine (ODE) [94].

3.2.5 Summary of Results

Since intelligent middle-level game control proposed in Publication I should be
more considered as a novel human-computer interface than a novel algorithm,
it was evaluated by running a user study involving humans. The participants
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were then asked to assess the game prototype from different aspects by filling
out a qualitative questionnaire. A summary of the findings is explained in the
following.

1. Game speed: The participants were presented with three different game
speeds of 0.12x, 0.16x, and 0.2x. The majority of participants have preferred
the speed of 0.2x since it better produces the feeling of action during the fight.

2. Emerged strategies: Most of the users chose "aggressive attacking" as
their main strategy, i.e., staying close to the opponent and throwing as many
punches as they can. The second most popular strategy was to wait for the
opponent to attack and then perform a counter-attack.

3. Movement precision: The participants reported that the low-level controller
has high precision in executing their commands. However, the control interface
is complicated and makes the players confused on how to make the best
commands during the fight.

Overall, the user study showed that intelligent middle-level game control is a
promising direction towards exploring novel game control systems. The results
suggest that the developed game prototype allows the players to improvise
and synthesize creative movements based on their playing style. However, the
interface is still far form the optimal and modifications need to be made in order
to make it intuitive enough for the players to cope with.

3.3 Publication II: Self-Imitation Learning of Locomotion Movements
through Termination Curriculum

Publication II takes a step towards combining online trajectory optimization and
RL policy optimization in order to benefit from the advantages of both worlds.
To this aim, it proposes a reinforcement learning (RL) approach for accelerated
learning of locomotion controllers using self-imitaiton learning of synthetic
animations. It starts by using FDI-MCTS [21], a recent tree search method, to
generate stable locomotion gaits in only a few minutes. It then uses a detection
method to extract a stable locomotion cycle from the synthesized movement.
This cycle is then used as the reference data in the RL stage, where a learning
mechanism similar to DeepMimic [6] is employed to imitate that motion. This
allows us to use Reference State Initialization (RSI) for accelerating the training
process. Publication II also proposes an adaptive curriculum learning procedure
called Termination Curriculum (TC), which further increases the training speed
by biasing the exploration towards more fruitful regions of the state space.

The approach proposed in Publication II does not rely on the character anatomy
nor any reference data, which means that it can be easily tested on a wide range
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of characters. Publication II demonstrates this by testing the approach on three
different physically simulated characters. The results show that this system is
able to learn stable locomotion controllers for all tested characters after only a
few hours on a modest 4-core computer. A short summary of the approach along
with video results is available online2.

3.3.1 Reference Motion Generation

The proposed approach in Publication II begins by running FDI-MCTS [21], a
recent sampling-based model-predictive continuous control algorithm, to syn-
thesize locomotion movements for a given character. FDI-MCTS optimizes a
cost function using a MCTS-style forward search. The cost function penalizes
deviation from the desired locomotion speed and the character’s default pose
(since it is usually a good prior for locomotion movements).

The movement synthesized using FDI-MCTS usually becomes stable after
only a few minutes, with the issue being that the controller is computationally
expensive and cannot execute in realtime. Therefore, Publication II only uses
this synthesized movement to extract a complete locomotion cycle, which will
later be used as the reference data in the RL stage.

After the gait has become stable, the cycle extraction process starts. In each
timestep, it stores the positions and linear velocities of the end-effectors, i.e.,
the hands and the feet. It continues until it arrives at a timestep where similar
measurements are observed. In this case, all the observed frames between the
two similar timesteps are considered as a complete cycle. The minimum length
of a cycle is set to 10 timesteps, to ensure that this method does not detect empty
cycles.

3.3.2 Self-Imitation Learning

After synthesizing a complete locomotion cycle, Publication II employs a RL
mechanism inspired by DeepMimic [6] to find a policy that imitates the cycle
using PPO [34]. This enables us to use Reference State Initialization (RSI), i.e.,
to uniformly pick the initial state of each RL episode from the synthesized cycle
[6]. Similar to DeepMimic, we also use Early Termination (ET), to terminate the
episodes if the character falls on the ground [6, 14]. The reward at each timestep
is computed as follows:

r (s,a)=ωI rI (s,a)+ωT rT (s,a) , (3.2)

where rI (s,a) (weighted by ωI ) and rT (s,a) (weighted by ωT ) define the imitation
and task rewards, respectively. In other words, the character is encouraged
to satisfy the task requirements while imitating the reference motion. All the
reward terms and their weights are determined such that 0≤ r (s,a)≤ 1.
2https://youtu.be/dxTZk35Ofyg
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(a) Fixed state initialization (b) Reference state initialization

(c) Reference state initialization with a
high reward threshold in the begin-
ning of training

(d) Reference state initialization with a
decreased reward threshold in the
middle of training

Figure 3.4. A didactic example demonstrating the movement along the vertical axis over time
(the horizontal axis). The optimal state trajectory is shown using the dark sine curve,
and the solid black lines are the observed trajectories, whose initial states are shown
by white circles. (a) Fixed state initialization mainly focuses on the beginning of the
optimal trajectory and tends to deviate from it after a few timesteps. (b) Reference
State Initialization (RSI) [6] improves this situation by uniformly sampling the
initial state from the optimal trajectory. (c) Publication II improves upon RSI by
proposing an early termination strategy called Termination Curriculum (TC), which
puts a threshold (shown by the red dashed lines) on the amount of instantaneous
reward. (d) During the training, TC relaxes the termination threshold to make the
policy more robust. In this case, the less simulation budget is wasted since the policy
has already learned to stay in proximity of the optimal trajectory. The figure used
with permission from [95].

3.3.3 Termination Curriculum

Even when using RSI to speed up the reinforcement learning process, the
amount of simulation needed for learning a robust controller using RL is large.
Publication II demonstrates this using a didactic example shown in Figure 3.4,
where the optimal trajectory is shown using the dark sine curve. As it can be
seen in Figure 3.4b, although using RSI causes the optimization process to better
cover the optimal trajectory in the early episode states, a lot of the simulation
budget is still wasted in fruitless regions of the state space as the policy quickly
deviates from the optimal trajectory after a few timesteps.

Publication II further accelerates the training process by proposing a contin-
uous curriculum learning approach called Termination Curriculum (TC), that
sets a minimum reward limit at each timestep and early terminates the episode
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(a) Wolf (b) Orc (c) Mech

Figure 3.5. Simulated characters in Publication II and their physical skeletons in the default
pose.

Table 3.1. Setup details of the simulated characters in Publication II

Property Wolf Orc Mech

Height (m) 1.3 1.6 2.1

Mass (kg) 50 30 30

Bones 17 13 8

Joints 16 12 7

State Dimensions 87 69 37

Action Dimensions (DoF) 30 24 7

if the reward goes under the limit. TC starts using a high limit and then lowers
it as the training progresses. This leads to short episodes in the beginning of the
training, but with the advantage of fully exploring the proximity of the optimal
trajectory. Later throughout the training, lowering the reward limit allows the
policy to become more robust by visiting low-reward states. However, by that
point the policy has learned to stay near the optimal policy, leading to less waste
in the simulation budget throughout the training.

3.3.4 Simulation Environment

Since the proposed approach in Publication II does not depend on a specific char-
acter anatomy, it can be easily applied to a wide range of characters. Therefore,
Publication II tests this approach on 3 different characters, shown in Figure 3.5.
The physical details of the characters is shown in Table 3.1. Similar to Publica-
tion I, in this work the characters are modeled using 3-DOF ball-and-socket or
1-DOF hinge joints and simulated using Open Dynamics Engine (ODE) [94].

3.3.5 Summary of Results

The main quantitative experiments in Publication II involve comparing the
learning performance as a function of reward. To this aim, Publication II
compares five different versions of the proposed system as follows:
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1. No termination (baseline): This version does not use Termination Curricu-
lum (TC).

2. Termination curriculum: This version uses TC by starting from a high
reward threshold (0.75), and then linearly decaying it to a lower value (0.5).
The next three versions use constant values for the reward threshold and are
solely introduced to demonstrate the effectiveness of decaying the threshold
throughout the training.

3. Tight threshold: This version uses the constant threshold 0.75 for terminat-
ing the episodes.

4. Medium threshold: This version uses the constant threshold 0.5 for termi-
nating the episodes.

5. Loose threshold: This version uses the constant threshold 0.25 for termi-
nating the episodes.

The results of the experiments can be seen in Figure 3.6. The results suggest
that self-imitation learning using termination curriculum is the best version
among the different tested variations. The most significant improvement is
observed compared to the baseline without TC, where the sample complexity is
poor.

The overall results and the quality of produced motions (shown in the sup-
plemental video) demonstrate several observations. Firstly, the combination of
FDI-MCTS and the proposed cycle detection method have a good performance
for producing high-quality reference motions. Secondly, termination curriculum
improves the performance of training by saving a significant amount of the
simulation budget. Finally, self-imitation learning can be a viable option for
improving the performance of reinforcement learning.

3.4 Publication III: PPO-CMA: Proximal Policy Optimization with
Covariance Matrix Adaptation

Publication III proposes a simple yet effective proximal policy optimization algo-
rithm that improves upon the popular PPO algorithm by drawing inspirations
from dynamic exploration variance adaptation of CMA-ES. At first, Publica-
tion III investigates how PPO can become unstable or prematurely converge
to suboptimal solutions because of negative advantages. The paper then dis-
cusses how CMA-ES algorithm is capable of mitigating these issues in similar
scenarios. Based on this, Publication III proposes PPO-CMA, a proximal policy
optimization algorithm that simulates CMA-ES update rules in a policy gradient
setting.
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(a) Wolf

(b) Orc

(c) Mech

Figure 3.6. Evaluating different termination strategies. Termination Curriculum (TC) acceler-
ates the training, allowing to train characters with various anatomies in only a few
hours.

PPO-CMA was successfully tested on different 3D physically simulated char-
acters. The results suggest that the proposed algorithm outperforms PPO and it
is also less sensitive to the choice of hyperparameters.

48



Developed Methods and Algorithms

Figure 3.7. Comparing the performance of PPO and PPO-CMA using a simple quadratic objective.
The plots demonstrate random 2D actions (shown in blue). In this example, PPO pre-
maturely shrinks the exploration variance, which leads to slow progress. Publication
III proposed PPO-CMA algorithm, which dynamically expands the variance to speed
up progress, and shrinks the variance when in proximity to the optimum.

3.4.1 PPO’s Tendency to Premature Convergence

Publication III uses a didactic stateless 2D example to demonstrate that PPO
tends to prematurely shrink the exploration variance, which leads to slow
progress or getting stuck in local optima. This is shown in the top row of Figure
3.7, where PPO shrinks the exploration variance before arriving to the optimal
solution of a simple convex quadratic function. Similar issues have been reported
in other research, and even in the original PPO paper, the most successful results
have been produced without applying gradient updates on the variance [34].
Instead, the complex humanoid control experiments on [34] linearly decays the
exploration variance during the training.

3.4.2 CMA-ES Recipe for Avoiding Premature Convergence

As explained in Section 2.2.1, CMA-ES as a general black-box optimization
algorithm that has shown remarkable results in several applications [39]. It
uses a few techniques to avoid instability and premature convergence. Firstly,
after computing the weights of the candidate solutions, it ignores the ones with
negative weights. Secondly, it uses a so-called rank-μ update and evolution
path heuristic for elongating the sampling variance towards the progress di-
rection. The rank-μ update means that CMA-ES updates the mean only after
the variance has been updated. The evolution path heuristic adds a component
αp(i)p(i)T to the covariance, where α is a scalar and p(i) is the evolution path in
the i’th iteration, computed as follows:

p(i) =β0p(i−1) +β1(μ(i) −μ(i−1)). (3.3)

When the CMA-ES sampling distribution progresses in a direction in the
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Algorithm 3 The proposed PPO-CMA algorithm in Publication III
1: for iteration=1,2, ... do
2: Simulate N trajectories using the policy πθ

3: Train the critic network using the experience from the current iteration
4: Estimate advantages Aπθ using GAE [79]
5: Clip actions with negative advantages to zero, Aπθ ← max(Aπθ ,0) or

mirror them relative to the policy mean
6: Train the policy variance using experience from past H iterations and

the policy gradient update rule
7: Train the policy mean using the experience from the current iteration

and the policy gradient update rule
8: end for

optimization landscape during several iterations, the evolution path heuristic
will elongate the variance towards that direction. However, when CMA-ES
reaches the optimal solution, it will zigzag around the optimum, causing the
evolution path to become almost zero and the sampling variance to get smaller.

Publication III simulates the aforementioned CMA-ES properties by proposing
a proximal policy optimization algorithm, called PPO-CMA, which is explained
next.

3.4.3 The Proposed PPO-CMA Algorithm

The pseudocode of the proposed PPO-CMA algorithm is shown in Algorithm 3.
PPO-CMA can be easily implemented by making a few simple changes to the
PPO algorithm, highlighted in the following:

1. To avoid instability caused by negative advantages, PPO-CMA treats the
actions with negative advantage values by either ignoring them, or mirroring
them relative to the policy mean, in order to convert them to actions with
positive advantages (Line 5).

2. The evolution path heuristic is approximated by updating the variance net-
work using the experience collected during the past H iterations (Line 6).

3. To implement the rank-μ update, PPO-CMA uses two separate neural net-
works for the policy mean and variance. This allows updating the policy
variance before updating the mean, similar to CMA-ES. Furthermore, instead
of using PPO’s surrogate objective function (Equation 2.6), PPO-CMA uses the
standard policy gradient objective (Equation 2.4), as indicated in Lines 6-7.
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Figure 3.8. The grid plot for comparing PPO and PPO-CMA based on their key hyperparameters,
using average normalized scores from 9 Roboschool environments (1 is the best
observed score). The key hyperparameters include the iteration simulation budget
N, PPO-CMA’s history buffer size H, and PPO’s clipping parameter ε.

3.4.4 Simulation Environment

To demonstrate the effectiveness of PPO-CMA, Publication III compares this
algorithm with original PPO using 9 different 2D OpenAI Gym Roboschool
environments [96] and the humanoid environment in OpenAI Gym MuJoCo [73].
The 2D environments were used for hyperparameter search and the ablation
study that evaluated the effectiveness of different PPO-CMA components. The
humanoid environment was then used to test the generalization of the found
best hyperparameters.

3.4.5 Summary of Results

Figure 3.8 shows the result of running an exhaustive grid search on key hyper-
parameters of PPO and PPO-CMA algorithms. The numbers are computed by
running the algorithms on 9 different 2D Roboschool environments [96] (5 times
per each config), and then normalized between 0 and 1, with 1 being the best
observed score. The figure shows that PPO-CMA significantly outperforms PPO
while being less sensitive to the choice of hyperparameters.

Finally, both algorithms were tested using the Mujoco humanoid environment
[73], with different and larger iteration simulation budgets. The convergence
plots of these experiments can be seen in Figure 3.9, which again shows the
superiority of PPO-CMA compared to PPO.

It should be noted that RL algorithms can be very sensitive to code-level
optimizations [97], and some other PPO implementations have reported better
Humanoid-v2 results than our PPO baseline [98]. To avoid apples-to-oranges
comparison between different codebases, our comparison was done in a controlled
manner using a single codebase where PPO and PPO-CMA features can be
turned on/off while avoiding changes to other implementation details such as
neural network architecture and gradient clipping.
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Figure 3.9. Evaluating the generalization of the results in the Mujoco Humanoid-v2 environment
using PPO and PPO-CMA.

The observed results in the experiments demonstrate that PPO-CMA can be
a suitable alternative for the popular PPO algorithm in physically simulated
movement optimization.

3.5 Publication IV: Visualizing Movement Control Optimization
Landscapes

Publication IV investigates the complexities of physically simulated movement
optimization through novel visualizations of trajectory and policy optimization
landscapes. To this aim, the paper employs the technique introduced in [86],
for visualizing 2D random slices of neural networks (explained in Section 2.4.3).
Publication IV applies this technique to trajectory optimization and policy opti-
mization). In the latter case of policy optimization, the visualization technique
is identical to the one introduced in [86] since both build the 2D grid of opti-
mization landscape in the space of neural network parameters. However, in the
case of trajectory optimization no neural network policy exists and therefore
the 2D grid is built in the space of action trajectory parameters instead. The
application of the visualization approach to movement optimization is novel,
whereas [86] focused on neural network image classifiers. These visualization
techniques yield useful observations about the complexities of movement op-
timization and the effect of common practices such as early termination and
spline action parameterization on the smoothness of optimization landscapes.

3.5.1 Inverted Pendulum Balancing Problem

Several tests in Publication IV use the popular inverted pendulum balancing
problem, where the goal is to keep a pendulum in the upwards pose by exerting
torque on its attached end. The reason for choosing this problem is that for
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trajectory optimization the optimal solution can be computed and for policy
optimization a linear policy with only a single parameter can be enough. That
is why the inverted pendulum problem can be a good choice for visualization
purposes.

In the case of trajectory optimization, the cost of each trajectory is computed
as follows:

T∑
t=1

(α2
t +τ2

t ), (3.4)

where αt and τt denote the pendulum angle and control torque at timestep
t, respectively. The above cost function can be optimized by initializing the
pendulum exactly upright at (α= 0) and using zero torques.

In the case of policy optimization, the goal is to optimize the policy parameters,
which are then used to compute the control torque at each timestep. Publication
IV models this using a P-controller policy defined as follows:

πθ(st)= θαt, (3.5)

where θ is the only parameter that needs to be optimized. In this case, the global
optimum is approximately θ ≈−0.1.

3.5.2 Effect of Episode Length

The effect of episode length on the landscapes of trajectory and policy optimiza-
tion landscapes are shown in Figures 3.10 and 3.11, respectively. In the case of
trajectory optimization, the Hessian and its eigenvalues of the objective function
are also visualized in the plot. The following observations can be made from the
figure:

• In both trajectory and policy optimization settings, larger episode lengths lead
to more multimodal landscapes. This can be explained by availability of more
strategies in longer episodes. Furthermore, in the case of policy optimization,
the "mollification" of the landscape at shorter horizons incentivizes the usage
of a curriculum by gradually increasing the planning horizon. A good example
of this technique has been used in the OpenAI Five Dota 2 bots, where the γ

parameter of PPO is gradually increased during the training [99].

• Trajectory optimization becomes increasingly ill-conditioned and non-separable
with larger episode lengths. The intuition behind ill-conditioning with a large
episode length is that the state divergence caused by perturbing an action
accumulates over time. This causes the cost function to be more sensitive to
earlier actions, which leads to large differences in the Hessian eigenvalues as
shown in Figure 3.10. Similarly, non-separability can be related to the need
for correcting the state divergence by adjusting later actions. If the episode
length is short, the state has less time to diverge and therefore the actions
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Figure 3.10. Optimization landscapes (top row) and Hessian matrices (bottom row) of trajectory
optimization for the inverted pendulum using different episode lengths T. κ denotes
the condition number of the Hessian matrix (low κ values and diagonal Hessian
matrices are desired).

Figure 3.11. The average episode return as a function of the policy parameter θ, when using
policy optimization on inverted pendulum using different episode lengths T.

throughout the episode have independent contribution to the cost. This leads
to the diagonal Hessian matrix as shown on the left in Figure 3.10.

3.5.3 Effect of Choice of Action Space

Previous work has shown that using different action space parameterizations
instead of joint torques can significantly improve the performance of policy
optimization [100, 17, 101]. Similar behavior have been observed in trajectory
optimization as well [21].

A good alternative is to use target joint angles as the action parameters, which
are then converted to torques using a P- or PD-controller. Publication IV verifies
this in Figure 3.12, where the optimization landscape shows a small sensitivity
to different episode lengths, as opposed to the situation in Figure 3.10. This can
be due to the fact that in this case each action is a (partial) target state, which
is less dependent on preceding actions. As a result, all actions contribute more
similarly to the cost function, leading to an almost diagonal Hessian matrix as
shown in Figure 3.12.
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Figure 3.12. Optimization landscapes and Hessian matrices of trajectory optimization with
different episode lengths T when using target joint angles as the optimization
action parameters.

Figure 3.13. 3D humanoid locomotion environment in Unity Machine Learning Agents (Unity
ML-Agents) framework [102].

3.5.4 Generalization to More Complex Agents

In order to test the generalization of the aforementioned observations to more
complex agents, Publication IV performs experiments using the 3D humanoid
locomotion environment in Unity Machine Learning Agents (Unity ML-Agents)
framework [102]. The character, shown in Figure 3.13, has 16 joints and uses
a 39-dimensional action space that defines joint target angles along with the
maximum allowed torque.

Figure 3.14 shows the optimization landscapes of applying trajectory optimiza-
tion using LM-MA-ES [69] on the humanoid locomotion using different episode
lengths with and without early termination. The plots show that using early
termination removes the local optima from the landscapes.

Publication IV also demonstrates similar results when applying policy opti-
mization using PPO in the humanoid environment, whose results are shown
in Figure 3.15. Again, the plots show that using early termination makes the
optimization landscape more smooth. Furthermore, as opposed to trajectory
optimization, PPO scales better with increasing episode lengths.
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Figure 3.14. Trajectory optimization landscapes of humanoid locomotion using different episode
lengths with and without early termination.

Figure 3.15. Policy optimization landscapes when applying PPO to the humanoid locomotion
problem.

3.5.5 Summary of Results

Publication IV presented novel visualizations of optimization landscapes when
applying trajectory and policy optimization to continuous control. The con-
ducted experiments included 2D and 3D environments, and the visualizations
demonstrated how several popular techniques such as early termination and
alternative action parameterizations could relax the complexities in continuous
control. Publication IV did not yet test the generalization of this finding, which
Publication V mitigates through comprehensive experiments both in trajectory
and policy optimization.
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Figure 3.16. The pipeline used in Publication V for exploring the environment dynamics, training
low-level controllers, and movement optimization.

3.6 Publication V: Learning Task-Agnostic Action Spaces for
Movement Optimization

The findings of Publication IV showed that alternative action parameterizations
could be an effective tool for making the movement optimization landscape
more convex and well-conditioned, especially when the actions define target
states to be reached using a low-level controller (LLC). However, this was
only tested in the case of an inverted pendulum, where a simple PD-controller
suffices as the low-level controller. Inspired by this, Publication V proposes an
approach for learning task-agnostic action spaces that can be used in different
trajectory and policy optimization settings. Figure 3.16 shows the pipeline
used in this approach. First, a generic exploration method is employed for
exploring the dynamics of the simulation environment. This results in a diverse
set of exploration data, which is then used to train several LLCs for different
time horizons. Motivated by the findings of Publication IV, the LLCs allow
optimizing movement in the space of target states instead of raw actions like
joint torques. The LLC is a neural network that converts target state to the raw
actions. The target state representation is generic enough to allow specifying
any movement, and the exploration approach is designed for a good coverage of
possible states; taken together, these make the LLCs task-agnostic, i.e., they can
be used in several movement optimization tasks such as walking and standing
up. Publication V successfully tests this approach across a comprehensive set
of experiments including different agents and tasks in offline/online trajectory
optimization and reinforcement learning using PPO, SAC, and TD3. Finally,
the effectiveness of the learned LLCs is demonstrated through visualization of
optimization landscapes in various settings. A short introduction of the proposed
method along with example videos are available online3.

3https://youtu.be/s8VARNpBpSg
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3.6.1 Contact-Based Exploration

Training task-agnostic LLCs requires a diverse exploration dataset that covers
the joint space of states and actions as much as possible. To this aim, Publication
V proposes a generic algorithm that uses contact information to explore the
environment dynamics. It is based on randomizing initial states using various
contact configurations and then simulating short trajectories of random actions.

The exploration algorithm begins by computing the valid ranges for all state
variables such as the rotations and angular velocities of the joints. In order to do
so, at first it keeps the character in the air (so the joints can move more freely)
and applies random actions. The state observations of the visited states are then
processed to compute the valid ranges for the state variables. The exceptions
here are root’s position, rotation, linear and angular velocity, whose valid ranges
are defined manually.

In the second step, the exploration continues in an episodic process, whose
initial states are randomized by uniformly sampling the state observations from
the computed state variable ranges. To further increase the diversity of the
initial state distribution, the character is randomly located, either on the ground
or in the air (such that it is still close to the ground). The episodes are then
simulated using a short trajectory of 5 random actions, corresponding to 0.5
seconds of simulation time. The rationale behind simulating such short episodes
is to reduce bias towards dynamics attractors, such as falling down. Finally, the
visited states are stored in an exploration dataset, which will later be used for
training the LLCs.

Figure 3.17 compares the performance of the proposed exploration algorithm
against naive exploration. It visualizes 100,000 states visited by applying naive
and contact-based exploration algorithms to 3 Mujoco environments. The light
and dark colors depict standing and falling states, respectively. As it can be seen
in Figure 3.17, almost immediately after an episode starts, naive exploration
causes the agents to fall down, which leads to a replay buffer filled with useless
experience. On the other hand, contact-based exploration uses short-length
episodes with randomized state initialization to visit a more diverse set of states.

3.6.2 Training Low-Level Controller (LLC)

The aforementioned exploration algorithm produces an exploration dataset that
can be trained for training low-level controllers (LLCs). In this stage, Publication
V builds state-reaching LLCs for different horizons H = 1,2, ...,5. Each LLC
πθH (a|s,G) is a stochastic neural network policy with parameters θ that outputs
a Gaussian distribution for sampling an action a based on the current state s
and some desired state trajectory G. In this stage, Publication V employs an
RL training algorithm which is based on PPO [34] with a minor modification
that allows computing the advantages without a value network in our specific
training setup. The LLC training algorithm results in a separate LLC for each
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(a) HalfCheetah-v2 with naive ex-
ploration

(b) HalfCheetah-v2 with contact-
based exploration

(c) Hopper-v2 with naive explo-
ration

(d) Hopper-v2 with contact-based
exploration

(e) Walker2d-v2 with naive explo-
ration

(f) Walker2d-v2 with contact-
based exploration

Figure 3.17. Comparing the scatter plots of the visited states when using naive exploration (left)
and proposed contact-based exploration of Publication V.

horizon value H = 1,2, ...,5.
Training each new LLC πθH (a|s,G) begins by a supervised pre-training step

using the experience collected during exploration. The training then continues
by simulating short episodes of length H, whose initial state s and target state
trajectory G are randomly selected from the exploration data. To make the
LLCs robust to out-of-distribution data, in some of the episodes the target state
trajectory G is generated completely random. The rewards are computed as
the negated squared deviation between the current state and the corresponding
target state.
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Table 3.2. Details of the OpenAI Gym Mujoco environments used in the experiments of Publica-
tion V

Environment Bones State variables Action variables

HalfCheetah-v2 7 17 6

Walker2d-v2 7 17 6

Hopper-v2 4 11 3

Humanoid-v2 13 45 17

3.6.3 Movement Optimization using LLCs

The LLCs trained using the proposed algorithm in previous section can be used in
hierarchical movement optimization architectures. In this case, at each timestep,
a high-level controller (HLC) produces the target state trajectories, which are
then followed using the low-level controller (LLC). This is demonstrated in
Publication V by testing the proposed approach in the following movement
optimization settings:

1. Offline Trajectory Optimization: Publication V uses CMA-ES [39] to
optimize trajectory of length 4 seconds by sampling target state trajectories.
Each trajectory is then simulated by moving a window of H states on the
optimized trajectory and sampling actions using πθH (a|s,G).

2. Online Trajectory Optimization: In online trajectory optimization settings,
[39] employs a simplified version of FDI-MCTS [21], where at each timestep a
fixed number of random rollouts are simulated starting from the current state
up to a short horizon of 2 seconds. When the simulations are over, the best
trajectory is used to control the character in the current timestep.

3. Reinforcement Learning: For RL, Publication V trains a high-level con-
troller (HLC) policy using PPO [34], SAC [85], and TD3 [83]. HLC is then used
for sampling the target state trajectory at each timestep.

3.6.4 Simulation Environment

Publication V conducts its experiments using 4 challenging Mujoco [73] environ-
ments, whose details are shown in Table 3.2. To demonstrate that the trained
LLCs are task-agnostic, 6 following tasks are defined for each environment:
default, slow walk, run, backwalk, balance, and stand up. All experiments use a
fixed control frequency of 10Hz. This means that, for example, the LLC horizon
H = 3 corresponds to planning for the next 0.3 seconds.
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Figure 3.18. Comparing different action spaces (baseline vs. LLC versions) and their sensitivity
to different horizon values H.

3.6.5 Summary of Results

Publication V includes a comprehensive set of experiments to evaluate the
performance of the proposed approach by comparing the following versions: 1)
Baseline that uses the default action space instead of LLCs, 2) LLC[Naive] that
uses the LLCs trained with naive exploration, and 3) LLC[Contact-Based] that
uses the LLCs trained with the proposed contact-based exploration method.

The results of comparing different action spaces is shown in Figure 3.18, which
shows a grid plot with normalized scores for each optimization approach. The
plots show that using an LLC outperforms the baselines and that training LLCs
using contact-based exploration leads to superior results. The only exception is
RL using SAC, where the LLCs trained using naive exploration show slightly
better advantage.

Publication V further looks into how using LLCs would affect the optimization
landscapes using the visualization techniques of [86], which are also used in
Publication IV. Figure 3.19 shows random optimization landscapes when using
offline trajectory optimization in Walkerd2d-v2 and Hopper-v2 Mujoco environ-
ments. It can be seen that using LLCs leads to more smooth landscapes with
larger high-reward regions.

The overall results obtained in Publication V show that the proposed method is
a promising approach for building robust task-agnostic low-level controllers for
movement optimization. The main limitation however, seems to be in off-policy
reinforcement learning settings where the advantage of using LLCs is marginal.

61



Developed Methods and Algorithms

Figure 3.19. Offline trajectory optimization landscapes of Walker2d-v2 running and Hopper-v2
balancing with/without the low-level controllers (the up-axis shows the average
episode return, i.e., higher is better). Using low-level controllers leads to smoother
landscapes with significantly wider high-return basins that are easy to find using
sampling-based optimization.
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4. Conclusion

This thesis advances the movement optimization of physically simulated char-
acters by proposing and evaluating several optimization, learning, and visual-
ization approaches. This section discusses the main contributions and suggests
suitable directions for future work.

4.1 Summary of the Contributions

The user study conducted in Publication I showed promising results suggesting
that intelligent middle-level game control can be a good direction for exploring
novel game interfaces. However, two main bottlenecks were observed during
the experiments. First, the online trajectory optimization is computationally
expensive, which is one of the reasons why the approach was only tested on
upper-body humanoid characters. Second, besides the computational issues, our
early tests showed that maintaining balance for physically simulated characters
becomes prohibitively difficult in adversarial scenarios. These challenges were
further studies in the next publications, as explained next.

Publication II focused on developing an approach for building robust loco-
motion controllers that can be used in realtime. To this aim, the proposed
approach was built on top of a recent system called DeepMimic, which learns RL
to imitate short reference clips. Publication II extended DeepMimic to arbitrary
character anatomies, where access to reference animation data is limited. This
was made possible by using online trajectory optimization to synthesize the
reference animation for each new character. Furthermore, in order to make the
approach more feasible for being used in video games, Publication II proposed
a curriculum learning mechanism called Termination Curriculum (TC), that
biased the simulation towards more fruitful regions of the state space. The
proposed approach was successfully tested on a variety of physically simulated
characters, where robust locomotion controllers were trained in only a few hours
on an average computer.

Publication II used PPO as the main RL algorithm for training the locomotion
controllers. Even though the final results in Publication II were satisfactory,

63



Conclusion

an important observation was that PPO showed instabilities during the train-
ing. This was further investigated in Publication III, where it is shown that
PPO tends to prematurely shrink the exploration variance and get stuck in
local optima. Publication III then drew inspirations from the classic CMA-ES
algorithm, and proposed PPO-CMA, a RL algorithm for control problems with
continuous state and action spaces. PPO-CMA simulates two key properties of
CMA-ES, namely the rank-μ update and evolution path heuristic, to elongate
the exploration variance towards the progress direction and avoid premature
convergence. PPO-CMA was tested on several continuous control benchmarks,
where it outperformed PPO algorithm and demonstrated less sensitivity to the
choice of hyperparameters.

In the early tests of Publication III, a 2D didactic example was used to better
understand the bottlenecks in PPO and how CMA-ES can help. In the next step,
Publication IV extended these visualizations to gain a better understanding of
the movement optimization problem in trajectory optimization and RL settings.
The visualizations showed that in its original form, movement optimization
poses non-convex and multimodal optimization landscapes, that mainly arise
because of the interactions and collisions between different objects. Publication
IV also demonstrated how different techniques such as spline-based action pa-
rameterization (used in Publication I) and early termination (used in Publication
II) can make the optimization easier.

Perhaps most strikingly, the visualizations in Publication IV highlighted
how parameterizing actions as (partial) target states can make optimization
much more well-conditioned. However, this was only tested in the case of an
inverted pendulum where such parameterization is trivial to implement because
the pendulum’s root is actuated. A more generic approach was developed in
Publication V, which trains task-agnostic state-reaching LLCs that allow state-
space movement optimization with unstable characters without root actuation.
The results obtained showed a clear advantage of using the proposed action space
across different agents, tasks, and optimizers. The paper also used visualization
techniques of Publication IV to further demonstrate how such action space
affects the optimization landscape.

4.2 Future Work

One of the most critical issues with current movement optimizers is their pro-
hibitively large sample complexity, especially with high-dimensional problems
such as actuating simulated muscles and tendons. As demonstrated in Pub-
lication II to Publication IV, this arises from discontinuities in the objective
function caused by the collisions and interactions between objects, which leads
to non-convex and multi-modal optimization landscapes with undesired dynam-
ics attractors. This causes the optimizers to waste the simulation budget in
fruitless regions of the state space. Several techniques have been proposed to
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overcome this issue, most of which rely on having access to reference animation
data and thus have limitations while applying to different characters. The
self-imitation learning approach of Publication II is a step towards lifting these
limitations. However, it was tested only on locomotion movements, and FDI-
MCTS can require large sampling budgets to produce more complex movements.
The results of Publication V suggest that this can be mitigated by using a LLC.
Furthermore, it has been shown that adapting the reference state initilization
(RSI) can lead to improving the optimizer performance [103, 104]. This calls for
more sophisticated mechanisms for exploring reference animation data by, for
example, detecting the bottleneck keyframes of pre-recorded movements.

Another challenge in physically simulated movement optimization is the qual-
ity of the synthesized animations, which is a result of optimization and simula-
tion noise, and incoordination of different joints. As demonstrated in Publication
I, a good way for enforcing coordinated moves is to use spline-based action pa-
rameterization, which in Publication IV has shown to be helpful by making the
optimization landscape more convex. However, it can get tricky to adjust the
number of control points and how far they should be scattered across the spline.
This seems to be a limiting factor when the optimizer is asked to synthesize
an extreme motion (such as punching). It has been shown that some of these
parameters can be optimized as actuation parameters in the trajectory opti-
mization process [105], but this can increase the sample complexity. Therefore,
another direction for future work can be to investigate how adding learned
components can help adjust the spline parameters, or what alternative action
parameterizations can be used instead.

More study is required to explore novel approaches for combining trajectory
optimization and RL. This idea was briefly explored during the final-stage (yet
unpublished) attempts of this dissertation, where the goal was to train a policy
that outputs a full action trajectory instead of a single action. This allows
one to implement policy gradient without requiring a value network, since the
value function can be approximated by evaluating the trajectory as in trajectory
optimization. Early experiments of this approach using spline-based action
parameterization showed promising results, which is why we believe it is a
feasible choice for future work.

4.3 Conclusion

Physically simulated movement optimization is a complex problem with applica-
tions in, e.g., robotics and games. Over the years, several approaches have been
proposed, but the field still suffers from either high sample complexity, or the
dependency on reference animation data.

This dissertation focuses on the movement optimization problem by exploring
two popular approaches: trajectory optimization and reinforcement learning
(RL). A key advantage of the methods proposed in this dissertation is that
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they are general and can be applied to various physically simulated characters
without having to limit oneself to characters for which reference movement data
is available. The methods are suitable for time-sensitive settings such as games.
Finally, the dissertation contributes by proposing novel visualizations of the
movement optimization problem and how various problem modifications affect
the optimization landscape.
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