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1. Introduction

1.1 Motivation

Intelligence is as intelligence does. That is, an intelligent entity is one
that exhibits intelligent behaviors. Reinforcement Learning (RL) is a
framework to evaluate the intelligence of behaviors based on scalar re-
ward signals [1]. The RL framework considers an agent behaving in an
environment. The agent continuously takes actions based on feedback
provided by the environment in terms of observations and scalar rewards.
This interaction is illustrated in Figure 1.1. The objective of the agent
is to behave so as to maximize the sum of rewards that it will receive in
the future. RL is based on the reward hypothesis, which states that any
goal can be described within this framework of maximization of expected
cumulative rewards.

While any problem could be cast within the RL framework, this is only
useful if there exist RL algorithms that can learn intelligent behaviors to
solve them. There has been remarkable progress on RL research in recent
years to show that there indeed exist RL algorithms that are good enough
to solve challenging problems. RL algorithms have beat world-class human
players in challenging games like Go [2], Poker [3], Starcraft II [4], and
Dota 2 [5]. RL algorithms have learned to drive cars from camera inputs
in simple scenarios [6]. RL algorithms have trained robots to perform
dexterous manipulation tasks [7]. In principle, an effective RL algorithm
will be able to learn behaviors to achieve any goal.

The practical impact of reinforcement learning algorithms is currently
limited by their stability and sample-efficiency. The recent progress in RL
has been fueled by deep reinforcement learning which combines RL with
deep learning for function approximation. This enables the RL agent to
learn and represent complex behaviors that can be conditioned on high-
dimensional observations such as images. However, this comes at the cost
of decreased training stability and high sample complexity. Deep RL has
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Agent Environment

action

observation, reward

Figure 1.1. The interaction between an agent and an environment in the framework
of reinforcement learning. The agent continuously takes actions based on
observations from the environment, to maximize expected cumulative rewards.

been able to perform well in games or simulators because in these cases it
is possible to easily generate huge amounts of data. A good RL algorithm
must be able to learn intelligent behaviors from trial and error with a
minimal number of samples and human effort.

Currently, the standard approach to solving any problem is to have hu-
mans study the problem in detail to finally engineer a solution to it. This
approach is limited to the hand-coded solutions and will inevitably fail
as it encounters unfamiliar situations. On the other hand, an effective
RL algorithm could automatically learn intelligent solutions with little or
no human intervention. It could learn to solve things in a novel way and
also potentially learn to deal with unfamiliar situations. RL algorithms
that can learn from high-dimensional state and action spaces in an ex-
tremely sample-efficient manner, even under significant delays and noises
present in real-world problems, would enable us to solve new problems
in an incredibly scalable manner. This work aims to improve the sample-
efficiency of deep reinforcement learning algorithms and benchmark them
on real-world problems.

1.2 Contributions

The main contributions of this thesis, as presented in Publications I-VI,
are summarized below:

• We propose a model-based planning approach for multi-agent discrete
control in large imperfect-information games with simultaneous moves,
large state-action spaces, and implementations that do not support ar-
bitrary modification of hidden information. We introduce fixed-depth
tree search, a variant of Monte Carlo tree search, that performs better in
large action spaces. We demonstrate the effectiveness of our approach on
the popular games of Clash Royale and Pommerman (Publication I).

• We study and demonstrate an adversarial effect in model-based RL
where the policy optimization exploits the inaccuracies of learned dy-
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namics models. We propose to remedy this problem by regularizing
gradient-based trajectory optimization with a denoising autoencoder
(Publication II). We demonstrate that regularized trajectory optimization
with learned dynamics models allows for rapid initial learning in a set of
popular motor control tasks.

• We propose to regularize trajectory optimization with learned dynamics
models using energy-based models that compute explicit energy esti-
mates, from which the score function can be computed if needed (Publica-
tion III). This allows for principled regularization of both gradient-free
and gradient-based trajectory optimization. We demonstrate highly
sample-efficient learning in a set of popular motor control tasks using
regularized gradient-free planning, which is fast and easy to parallelize.

• We show that it is possible to efficiently learn feature point state rep-
resentations for RL from image observations, in an end-to-end manner,
without the need for unsupervised pre-training, decoders, or additional
losses. We demonstrate sample-efficient learning from image observa-
tions on a set of popular continuous control tasks (Publication IV).

• We introduce Learning to Drive (L2D), a low-cost benchmark for real-
world RL (Publication V). We adapt an open-source RC car platform
called Donkey car to propose a simple and reproducible experimental
setup where an RL agent has to learn to drive the car based on images
from an onboard camera. We show that RL algorithms can learn from
sparse and noisy disengagement rewards, after less than five minutes
of practice, to drive even faster than imitation learning and a human
operator.

• We develop RealAnt, a minimal low-cost robot based on the popular
Ant benchmark used in RL, and train RL agents to learn basic tasks
like turning and walking (Publication VI). We demonstrate stable and
sample-efficient learning of RL algorithms on the RealAnt robot, to
perform the benchmark tasks after less than 10 minutes of practice.
We open-source hardware designs and supporting software of the robot
(including baseline RL algorithms) for educational use and reproducible
research.

1.3 Outline

This thesis consists of an overview followed by Publications I-VI. The
rest of this overview is structured as follows. We formalize RL problems

13
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as Markov decision processes and introduce different approaches of deep
reinforcement learning in Chapter 2. We focus on discrete control problems
in Chapter 3 to introduce relevant background knowledge and our work
on multi-agent discrete control in large imperfect-information games. We
focus on continuous control problems in Chapter 4 to introduce state-of-the-
art actor-critic RL methods and our work on regularized model-based RL
methods. We focus on continuous control problems with image observations
in Chapter 5 to introduce state-of-the-art RL methods and our work on
end-to-end learning of feature point representations for this setting. We
introduce the two low-cost real-world RL benchmarks proposed in this
thesis in Chapter 6. Finally, we conclude the overview in Chapter 7.

14



2. Deep Reinforcement Learning

This chapter is a brief introduction to deep reinforcement learning, which
refers to the use of deep neural networks for function approximation
in reinforcement learning. RL methods have previously relied on hand-
crafted features combined with linear value and policy functions. Neural
networks are powerful function approximators that can extract high-level
features from raw input and scale well to high-dimensional input spaces.
In this chapter, we first formalize reinforcement learning problems as
Markov decision processes and then introduce different classes of deep
reinforcement learning algorithms.

2.1 Markov Decision Processes

Reinforcement learning or sequential decision making problems can be
formally described as Markov Decision Processes (MDPs). An MDP is a
tuple 〈S,A, T , r〉, where:

• S is a set of all possible environment states,

• A is a set of all possible actions that can be applied to the environment,

• T is a transition probability function s′ ∼ T (· | s,a) that represents
the probability p(s′|s,a) of the environment transitioning to state s′ ∈ S
when the agent takes an action a ∈ A from state s ∈ S, and

• r(s,a) is a reward function that provides a scalar reward after taking
action a from state s.

We consider an episodic formulation of MDPs where the agent always
interacts with the environment in episodes. In each episode, the initial
environment state s0 is sampled from an initial state distribution p(s0). At
every time step t, the environment is in state st, the agent performs action

15
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J
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Figure 2.1. Episodic Markov decision process for a finite-horizon problem

at, the environment transitions to new state st+1 ∼ T (st,at) and the agent
receives reward rt = r(st,at). An episode is terminated once it reaches a
terminal state or after a fixed number of time steps. The performance J of
an agent in an episode is evaluated as the sum of rewards in the episode.
This episodic setting is illustrated in Figure 2.1.

The policy π of a reinforcement learning agent is a mapping from states to
actions and defines the behavior of the agent. Let τ = [s0,a0, . . . , sT ,aT ] be
a random variable that represents the sequence of states and actions of an
episode, given policy function πθ(at|st), transition dynamics p(st+1|st,at),
and initial state distribution p(s0). The probability distribution of τ can be
factorized as:

p(τ) = p(s0)

T∏
t=0

πθ(at|st)p(st+1|st,at). (2.1)

The goal in reinforcement learning is to learn an optimal policy function
π∗ that maximizes the expected cumulative rewards

π∗ = argmax
π

Eτ∼p(τ)

[ T∑
t=0

r(st,at)

]
.

In RL, the sum of rewards or cumulative rewards of an episode is often
referred to as the return of the episode. So, in other words, the goal in RL
is to learn an optimal policy that maximizes expected returns.

Reinforcement learning problems can be classified as finite-horizon or
infinite-horizon problems. In finite-horizon problems, the goal is to maxi-
mize the expected returns for a finite horizon T . In infinite-horizon prob-
lems, the goal is to maximize the expected returns for an infinite horizon,
that is, T = ∞. It is difficult to measure the performance (that is, infinite-
horizon returns) of an agent in infinite-horizon problems. So, in practice,
the performance of RL agents is always measured in terms of returns in
episodic MDPs. An infinite-horizon problem can be converted into episodes
of fixed-length T . In this case, the RL agent can optimize for infinite-
horizon returns while its performance is evaluated in terms of episodic
returns. Note that optimizing for finite or infinite-horizon returns would
lead to different behaviors [8].

16
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Reinforcement learning algorithms commonly introduce an additional
discount factor γ ∈ [0, 1] that discounts future rewards. This reduces
the variance of expected cumulative rewards at the cost of biasing the
policy towards immediate rewards. The discounted reinforcement learning
objective is

π∗ = argmax
π

Eτ∼p(τ)

[ T∑
t=0

γtr(st,at)

]
.

Partial Observable Markov Decision Processes. MDP assumes full
observability and the agent always observes the full state of the environ-
ment. Reinforcement learning problems with partial observability are
formalized as Partially Observable Markov Decision Processes (POMDPs).
In a POMDP, the agent acts based on partial observations ot = O(st),
which is a function of the environment state.

2.2 Policy Gradient Methods

Policy optimization methods directly optimize a parametric policy function
to maximize the RL objective

J(θ) = Eτ∼p(τ |θ)

[ ∞∑
t=0

γtr(st,at)

]
,

where p(τ |θ) denotes the probability of a trajectory τ given policy parame-
ters θ. Policy gradient methods optimize the RL objective using stochastic
gradient ascent:

θ ← θ + α∇θJ(θ),

where J(θ) = Eτ∼p(τ |θ)[
∑T

t=0 γ
tr(st,at)] is the RL objective and α is the

learning rate. This requires computing the policy gradient, that is, the
gradient of the RL objective with respect to the policy parameters.

The policy gradient can be computed using a finite-difference approx-
imation of the gradient of the RL objective with respect to the policy
parameters. Such methods that perform policy optimization by approxi-
mating the policy gradient without backpropagating through the policy
network are called derivative-free optimization methods. Derivative-free
optimization methods randomly perturb the policy parameters, measure
the performance of the sampled parameters by evaluating them on a few
episodes of the MDP, and update the policy parameters towards the ran-
dom perturbations that worked better. Random search, cross-entropy
method [9], and covariance matrix adaptation evolution strategy (CMA-
ES) [10] are a few examples of commonly used derivative-free optimizers.
Derivative-free optimizers are simple to implement and parallelize but
they generally tend to not scale well to a large number of policy parameters.
A few notable works in this area are Evolution Strategies by Salimans
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et al. [11] and Augmented Random Search by Mania et al. [12] which
perform competitively to gradient-based policy optimization methods on
challenging RL benchmarks. In this thesis, we focus on policy gradient
methods that backpropagate through the policy network to compute the
policy gradients.

Given an expectation of a function Ex∼p(x|θ)[f(x)], it’s gradient with re-
spect to θ can be computed using the score function gradient estimator:

∇θEx∼p(x|θ)
[
f(x)

]
= ∇θ

∫
p(x|θ)f(x)dx

=

∫
∇θp(x|θ)f(x)dx

=

∫
p(x|θ)∇θp(x|θ)

p(x|θ) f(x)dx

=

∫
p(x|θ)∇θ log p(x|θ)f(x)dx

= Ex∼p(x|θ)
[
f(x)∇θ log p(x|θ)

]
.

Policy gradient methods use the score function gradient estimator to
estimate the gradients of the reinforcement learning objective with respect
to the policy parameters:

∇θEτ∼p(τ |θ)
[
G(τ)

]
= Eτ∼p(τ |θ)

[
G(τ)∇θ log p(τ |θ)

]
,

where G(τ) =
∑T

t=0 γ
tr(st,at) denotes the sum of rewards or return of

trajectory τ . Taking the logarithm of p(τ |θ) from Equation 2.1 and differ-
entiating with respect to θ, we obtain

∇θEτ∼p(τ |θ)
[
G(τ)

]
= Eτ∼p(τ |θ)

[
G(τ)

T∑
t=0

∇θ log πθ(at|st)
]
. (2.2)

This equation enables us to learn the policy parameters θ without any
knowledge about the environment dynamics p(st+1|st,at) and initial state
distribution p(s0). We only sample from these distributions as the agent
interacts with the environment. This training objective intuitively updates
the policy parameters so that the probability of actions that led to good
trajectories (with high returns) is increased and the probability of actions
that led to bad trajectories (with low returns) is decreased.

The policy gradient estimator presented in Equation 2.2 updates the
probability of each action based on the return of the whole trajectory
and suffers from high variance. Since the action at at time step t only
affects the rewards at time steps k ≥ t, we can rewrite the policy gradient
estimator as

∇θEτ∼p(τ |θ)
[
G(τ)

]
= Eτ∼p(τ |θ)

[ T∑
t=0

Gt(τ)∇θ log πθ(at|st)
]
, (2.3)
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where Gt(τ) =
∑T

k=t γ
kr(sk,ak) denotes the sum of rewards or return from

time step t to the end of the episode. This reduces the variance of the
policy gradient estimator as the probability of each action is updated only
based on the rewards observed after the action. Equation 2.3 can also be
derived by first applying the score function gradient estimator to compute
the gradient for the reward at a particular time step:

∇θEτ∼p(τ |θ)
[
r(st,at)

]
= Eτ∼p(τ |θ)

[
r(st,at)

t∑
k=0

∇θ log πθ(ak|sk)
]
,

and then summing over time t = 0, . . . , T :

∇θEτ∼p(τ |θ)
[
G(τ)

]
= Eτ∼p(τ |θ)

[ T∑
t=0

r(st,at)
t∑

k=0

∇θ log πθ(ak|sk)
]

= Eτ∼p(τ |θ)
[ T∑
t=0

∇θ log πθ(at|st)
T∑

k=t

r(sk,ak)
]

= Eτ∼p(τ |θ)
[ T∑
t=0

Gt(τ)∇θ log πθ(at|st)
]
.

A policy network can be trained using stochastic gradient ascent by
sampling a large number of episodic trajectories from the environment and
then computing the policy gradient using Equation 2.3. This is the classic
policy gradient algorithm known as REINFORCE [13]. REINFORCE also
suffers from a high variance of the gradient estimates, leading to practical
issues like slow convergence and difficulty in choosing a good learning
rate [14].

The variance of policy gradient methods can be further reduced using a
baseline function b(s) subtracted from empirical returns:

∇θEτ∼p(τ |θ)
[
G(τ)

]
= Eτ∼p(τ |θ)

[ T∑
t=0

(
Gt(τ)− b(st)

)
∇θ log πθ(at|st)

]
.

This equality holds for any arbitrary baseline function b as the added
terms b(st) do not have any effect on the expectation. A near-optimal
choice of the baseline is the state value function V π(s) that estimates the
expected cumulative rewards of the policy π from state s [15]. Without a
baseline, the log probability of an action at is increased proportionally to
the empirical return following that action Gt(τ). With the baseline, the
log probability of an action at is increased proportionally to the difference
between the empirical return and the expected return V π. That is, the
probability of an action is increased if it performed better than expected.
Methods that learn both policy and value functions are called actor-critic
methods, where actor refers to the policy function and critic refers to the
value function. A2C [16], IMPALA [17], and PPO [18] are examples of
commonly used actor-critic methods that compute policy gradients with a
value function baseline.
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2.3 Value Function Learning Methods

As the name suggests, value function learning methods mainly focus on
learning value functions. The value function or state value function Vπ(s)

of a policy π is defined as the expected cumulative rewards from state s:

V π(s) = E

[ ∞∑
t=0

γtr(st,at)
∣∣s0 = s

]
,

where the expectation is taken over state transitions st+1 ∼ p(st+1|st,at)

and policy function at ∼ π(st). In terms of the value function, the RL
objective can be written as

θ∗ = argmax
θ

V πθ(s) for every s ∈ S.

Similar to the state value function, the state-action value function Qπ(s,a)

of a policy π is defined as the expected cumulative rewards after taking
action a in state s:

Qπ(s,a) = E

[ ∞∑
t=0

γtr(st,at)
∣∣s0 = s,a0 = a

]
,

where the expectation is taken over state transitions st+1 ∼ p(st+1|st,at)

and policy function at ∼ π(st).
We define the optimal state value function V ∗(s) and optimal state-action

value function Q∗(s,a) as the state value function and state-action value
functions of the optimal policy respectively. The optimal value function can
also be defined as the maximum value function over all policies. Given the
optimal state-action value function Q∗(s,a), we can recover the optimal
policy as

π∗(s) = argmax
a

Q∗(s,a).

Value function learning methods estimate the value function of the cur-
rent policy and then iteratively update it to learn the optimal value func-
tion. Optimal policies and their value functions can be learned using the
framework of generalized policy iteration which involves a policy evaluation
process and policy improvement process that interact with each other. Pol-
icy evaluation refers to the estimation of the value function of the current
policy and policy improvement refers to the improvement of the current
policy using the estimated value function. Given any arbitrary policy πk, it
can be improved by acting greedily with respect to the Q function:

πk+1(s) = argmax
a

Qπk(s,a).

With generalized policy iteration, we can start with any arbitrary policy
and iterate the policy evaluation and policy improvement processes to
learn better policies. If both the policy evaluation and policy improvement
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processes have stabilized, this means that we have learned the optimal
policy and its value function.

Almost all RL algorithms can be described within the framework of
generalized policy iteration. For example, in the REINFORCE algorithm
introduced in Section 2.2, the policy evaluation is performed using Monte-
Carlo simulations of the policy, and the policy improvement is performed
by approximating the gradient of the empirical returns with respect to the
policy parameters.

MDPs with a finite number of low-dimensional states and actions can be
solved using generalized policy iteration algorithms by representing poli-
cies and value functions as tables. This is not possible in high-dimensional
or continuous state-action spaces. Also, tabular representations do not
provide any generalization as the values are estimated separately for each
state. These challenges can be overcome using function approximation of
policies and value functions. We now describe how value functions can be
approximated using neural networks.

2.3.1 Monte-Carlo Learning

The most straightforward way to learn a value function is to use collect
trajectories using a policy and then to use the return from each state as
the learning target. Given a batch B of states st, actions at, and empirical
returns Gt, we can train a differentiable value function Vθ with parameters
θ using stochastic gradient descent to minimize the loss

L(θ) =
∑

(st,Gt)∈B

[
Vθ(st)−Gt

]2
.

Similarly, we can train a differentiable state-action value function Qθ with
parameters θ to minimize the same loss

L(θ) =
∑

(st,at,Gt)∈B

[
Qθ(st,at)−Gt

]2
.

This Monte-Carlo (MC) learning approach is very easy to understand
and implement. It has good convergence properties and is stable with
function approximation. It has been shown to work well with neural
networks even on reasonably complex 3D simulations like the VizDoom
environment [19,20].

A disadvantage of this MC approach is that it has to wait till the end of an
episode to compute the return of each state and hence can only learn from
episodic MDPs which terminate. Also, it suffers from the high variance of
the empirical returns, which are used as learning targets.
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2.3.2 Temporal-Difference Learning

Temporal-Difference (TD) learning is a dynamic programming method for
learning value functions. Dynamic programming is a general approach to
solving problems where the optimal solution can be decomposed into opti-
mal solutions of subproblems which are reused several times. Algorithms
that combine dynamic programming with function approximation are
called approximate dynamic programming algorithms. In TD learning, the
problem of value estimation is recursively broken down into sub-problems
based on an identity known as the Bellman equation.

The state value function V π and state-action value function Qπ of a policy
π can be related as

V π(st) = Eat∼π(st)

[
Qπ(st,at)

]
, (2.4)

Qπ(st,at) = r(st,at) + Est+1∼p(·|st,at)

[
V π(st+1)

]
. (2.5)

We can combine the above equations to decompose the value function into
the sum of immediate rewards and the discounted value of the next state:

V π(st) = Eat∼π(st)

[
r(st,at) + γEst+1∼p(st+1|st,at)

[
V π(st+1)

]]
. (2.6)

This is the Bellman expectation equation and it can be used to compute
learning targets for the value function by updating value estimates V π(st)

towards the estimated return r(st,at) + γV π(st+1). Given a batch B of
states st, actions at, rewards rt, next states st+1, and next actions at+1,
we can train a differentiable value function Vθ with parameters θ using
stochastic gradient descent to minimize the loss

L(θ) =
∑

(st,rt,st+1)∈B

[
Vθ(st)− yt

]2
,

where
yt = rt + γVθ(st+1)

and the dependence of yt on θ is often ignored since minimizing the TD
error [Vθ(st)− rt − γVθ(st+1)]

2 may lead to undesirable solutions [1].
Stochastic gradient descent assumes that the samples in a batch are

independent but samples collected by an RL agent in an episode can be
highly correlated. This is solved by maintaining a replay buffer (a queue
with limited capacity) of transition samples (st, at, rt, st+1, at+1) collected
by the agent [21, 22]. Value networks can be trained using experience
replay where mini-batches for gradient descent are obtained by randomly
sampling from the replay buffer.

Similar to Equation 2.6, the Bellman expectation equation for the state-
action value function is

Qπ(st,at) = r(st,at) + γEst+1∼p(·|st,at)Eat+1∼π(st+1)

[
Qπ(st+1,at+1)

]
, (2.7)
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and we can train a differentiable Qθ function with parameters θ using
stochastic gradient descent to minimize the loss

L(θ) =
∑

(st,atrt,st+1,at+1)∈B

[
Qθ(st,at)− yt

]2
,

where
yt = rt + γQθ(st+1,at+1) .

This is known as the Sarsa (state-action-reward-state-action) algorithm
for learning value functions.

The optimal state value function Q∗ can be derived from the optimal
state-action value function Q∗ as

V ∗(st) = max
at

Q∗(st,at).

This can be combined with Equations 2.4 and 2.5 to obtain

V ∗(st) = max
at

[
r(st,at) + γEst+1∼p(·|st,at)

[
V ∗(st+1)

]]
,

Q∗(st,at) = r(st,at) + γEst+1∼p(·|st,at)

[
max
at

Q∗(st+1,at+1)
]
. (2.8)

These are the Bellman optimal equations (often simply referred to as
Bellman equations) for V ∗ and Q∗ functions.

The Bellman equation can be turned into an update rule to learn optimal
value functions. This would update the value estimates towards the value
estimates of a policy that is greedy with respect to the Q function. Given
a batch B of states st, actions at, rewards rt, and next states st+1, we can
train a differentiable action value function Qθ with parameters θ using
stochastic gradient descent to minimize the loss

L(θ) =
∑

(st,atrt,st+1)∈B

[
Qθ(st,at)− yt

]2
, (2.9)

where
yt = rt + γmax

at+1

Qθ(st+1,at+1) .

This is known as the Q-learning algorithm. An important property of
Q-learning is it can theoretically learn from trajectories generated by any
other policy. Such algorithms are called off-policy algorithms. Off-policy
algorithms can learn about a target policy π from experience sampled by
another behavior policy μ. This is important as the learning algorithm can
reuse experiences generated by other policies. Q-learning estimates the
Q values of the greedy policy maxat Q

π(st,at) by following an exploratory
behavior policy. REINFORCE, MC learning, and Sarsa algorithms previ-
ously introduced in this chapter are on-policy algorithms and they can only
learn from experiences generated using the same policy.
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While the Monte-Carlo (MC) approach introduced previously can only
learn value functions from complete episodes, temporal-difference (TD)
learning methods can learn value functions even from incomplete episodes.
While MC learning uses unbiased training targets, they suffer from high
variance. TD learning reduces the variance of the training targets at the
cost of some bias. Since TD learning updates a guess towards a guess, it is
biased towards the initialization. The bias is reduced as the value network
is trained on more data.

2.4 Model-Based Reinforcement Learning

Model-based reinforcement learning methods learn explicit dynamics mod-
els of the environments and use them for RL. The dynamics models are
trained to mimic the transition dynamics of the MDP and they are also
referred to as world models or transitions models.

Model-based control or planning with simulator models of the environ-
ment has been demonstrated to be a very effective control mechanism in
many applications [23,24]. For example, model-based control is widely used
in robotics and has been used to solve challenging tasks such as human
locomotion [25,26] and dexterous in-hand manipulation [27]. However, the
simulators have to be fast and accurate for effective planning.

We often do not have the luxury of a fast and accurate simulator of the
environment. In this case, building even an approximate simulator can
be very costly even for processes whose dynamics are well understood.
Once a simulator is built, it also has to be actively maintained to reflect
the changes in the environment. Even with an existing simulator, it
can be challenging to align the state of the simulator with the state of
the environment, for planning. A more scalable approach is to learn the
dynamics model of the environment from data.

Learning dynamics models could be beneficial for RL because: (i) it allows
the agent to imagine the consequences of its actions without actually
trying it in the real world, (ii) as the model mimics the environment,
it is a good inductive bias for value estimation, (iii) it could improve
the interpretability of the RL agent as the dynamics model predicts the
consequences of agent actions, (iv) in some RL problems, it is more efficient
to learn the model than the value function, and also (v) dynamics models
can be efficiently learned using supervised learning methods since future
prediction offers a rich training signal. Effectively using a dynamics model
could significantly improve the sample-efficiency and interpretability of
RL agents.

Gaussian Processes [28] are commonly used for learning dynamics models
in model-based RL due to their ability to learn from a small amount of
samples and provide reliable uncertainty estimates [29, 30]. However,
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they struggle to scale well to high-dimensional spaces or learn complex
discontinuous dynamics [31, 32]. In this thesis, we focus on learning
dynamics models using deep neural networks that scale well to high-
dimensional data and can learn complex environment dynamics.

The dynamics model can be used for RL mainly in two ways. Firstly,
dynamics models can be used for finite-horizon value estimation, by imagi-
nary (model-based) rollouts of the policy, which can be directly used as a
value function or to improve the value estimates of a value network. This
model-based value estimate can be directly used for trajectory optimization
or to learn a policy network. Secondly, dynamics models can be used to
generate additional training data for policy or value functions.

For a fully observable and deterministic environment, the dynamics
model can be a neural network fθ with parameters θ trained to predict the
state transition from time t to t+ 1:

st+1 = fθ(st,at).

For example, given a batch B of transitions (st,at, st+1), the dynamics
model could be trained by minimizing the mean squared error to predict
the next environment state st+1 from current state st and action at

L(θ) =
∑

(st,at,st+1)∈B
[fθ(st,at)− st+1]

2 .

A straightforward way to improve the sample-efficiency of policy opti-
mization methods or value function learning methods is to learn dynamics
models of the environment and use them to generate additional trajectories
for training the policy and/or value functions. While policy optimization
methods often require trajectories of complete episodes, value-based meth-
ods can learn from trajectories of any length. Sampling a state-action
trajectory of a policy is referred to as a rollout. An effective method for
improving the sample-efficiency of value-based methods is to use the dy-
namics model to perform very short rollouts from the states previously
visited by the agent [33]. Short rollouts from the training data distri-
bution ensure better generalization and less error accumulation. The
(st,at, rt, st+1) transitions generated from these short model-based rollouts
could be used to train the policy and/or value functions.

A dynamics model can be directly used for deriving actions through plan-
ning, without learning any policy or value functions. From any state s, we
can use the dynamics model to plan a sequence of future actions a0, . . . ,aH

so as to maximize the expected cumulative future reward. In this case, the
sum of future rewards predicted by the model acts as a finite-horizon value
estimate. This finite-horizon RL objective can be written as

a∗
0, . . . ,a

∗
H = argmax

a0,...,aH

J(s,a0, . . . ,aH)
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= argmax
a0,...,aH

Est+1∼p(·|st,at)

[ H∑
t=0

γtr(st,at)
∣∣∣s0 = s

]
. (2.10)

This process of unrolling the dynamics model, computing the objective
function, and maximizing it is called trajectory optimization. Given a
learned stochastic dynamics model st+1 ∼ fθ(·|st,at) that approximates
st+1 ∼ p(·|st,at), we could optimize:

a∗
0, . . . ,a

∗
H = argmax

a0,...,aH

Est+1∼fθ(·|st,at)

[ H∑
t=0

γtr(st,at)
∣∣∣s0 = s

]
.

Given a learned deterministic dynamics model st+1 = fθ(st,at) that ap-
proximates st+1 ∼ p(·|st,at), we could optimize:

a∗
0, . . . ,a

∗
H = argmax

a0,...,aH

H∑
t=0

γtr(st,at),

such that s0 = s and st+1 = fθ(st,at).
In this thesis, we assume access to the reward function r(st,at). If the

reward function is not accessible, it can be estimated from data using
supervised learning methods.

A simple trajectory optimization method called random shooting involves
generating a random batch of future action sequences, evaluating them us-
ing the learned dynamics model, and choosing the best one. Derivative-free
optimizers such as cross-entropy method (CEM) [9] or covariance matrix
adaptation evolution strategy (CMA-ES) [10] can be used for trajectory
optimization with any dynamics models.

Given differentiable dynamics models such as neural networks, the trajec-
tory optimization objectives are fully differentiable. In this case, the objec-
tive can be maximized using gradient-based optimizers such as Adam [34].
Gradient-based optimization can be very effective and scales well to very
high dimensions.

After trajectory optimization, the optimized sequence of future actions
can be directly applied to the environment (open-loop control). It can
also be provided as suggestions to a human operator with the possibility
for the human to change the plan (human-in-the-loop). The future state
predictions, that is the consequence of applying the suggested sequence
of actions, could also be provided to the human operator for transparent
decision making. The interpretability of neural network predictions is
limited but within those limitations, the actions suggested by the agent
can be analyzed using the model predictions.

Open-loop control is challenging because the dynamics model has to be
able to make accurate long-range predictions. A more robust approach is
to take only the first action of the optimized trajectory and then re-plan at
each step (closed-loop control). This uses feedback from the environment

26



Deep Reinforcement Learning

and also reduces the effect of error accumulation due to multi-step pre-
dictions using the model. This approach of applying just the first action
from the optimized sequence and re-planning at the next step is called
model-predictive control (MPC) [24,35,36].

A dynamics model can be initially trained using data collected by a
random controller, human demonstrations, or existing human-engineered
controllers. After training the dynamics model, it can be used to interact
with the environment using MPC, that is by trajectory optimization in
every time step. This newly collected data can be used to further improve
the dynamics model. This data collection and model improvement process
can be repeated to improve the model, which leads to better control. Since
the model does not depend on any policy, it can be trained using data
collected by any policy.

The trajectory optimization objective in Equation 2.10 optimizes a finite-
horizon objective and hence does not account for consequences of the
actions after the planning horizon. Also, the optimal planning horizon
for trajectory optimization depends on the particular task at hand. These
challenges can be overcome by using a value function. A value function
can be used to predict the expected cumulative rewards after the planning
horizon:

a∗
0, . . . ,a

∗
H = argmax

a0,...,aH

Est+1∼p(·|st,at)

[H−1∑
t=0

γtr(st,at) + γHV π(sH)
∣∣∣s0 = s

]
,

where policy π is implicitly defined based on trajectory optimization with
the dynamics model. This enables trajectory optimization of the infinite-
horizon RL objective. The reliance of trajectory optimization on the dy-
namics model or the value function can be traded off by controlling the
planning horizon H.

Dynamics models can also be used to improve value estimation. This can
be achieved by expanding the value function using the dynamics model:

V π(s) = E

[H−1∑
t=0

γtr(st,at) + γHV π(sH)
∣∣∣s0 = s

]
,

where the expectation is taken over the state transitions st+1 ∼ p(·|st,at)

and policy function at ∼ π(st). This is called model-based value expan-
sion [37, 38]. With an accurate dynamics model st+1 ∼ fθ(st,at) and an
approximate value estimate Vφ, model-based value expansion could im-
prove the value estimates as the immediate consequences of the actions
would be predicted accurately [27]. In some tasks, dynamics models can
be estimated very efficiently from a few samples and in this case we can
use model-based value expansion to significantly improve value function
estimation.

In many real-world applications, an agent has to act in real-time. Tra-
jectory optimization at every state requires a lot of computation. The
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optimization process has to be repeated even if the state was previously
visited by the agent. These challenges can be overcome by optimizing
a parametric policy function instead of directly optimizing the actions.
Model-based value estimation can be considered as the critic and any actor-
critic method (described in Section 4.1) can be used to learn the policy
function. The model-based RL objective for learning a policy function πφ
with parameters φ can be written as

φ∗ = argmax
φ

E

[
V πφ(s0)

]

= argmax
φ

E

[H−1∑
t=0

γtr(st,at) + γHV πφ(sH)

]
,

where the expectation is taken over the policy state distribution s0 ∼
p(·|φ, θ), state transitions st+1 ∼ fθ(st,at) and policy function at ∼ πφ(st).
This is a differentiable objective function and the policy parameters can
be optimized using any optimizer such as Adam [34]. After learning a
policy function, it can be directly used to compute the agent actions or it
can be used to initialize the action trajectory for trajectory optimization.
Trajectory optimization or planning could further improve the actions
predicted by the policy network [39,40].

In general, planning with a dynamics model can be seen as online value
estimation. That is, given a state, the dynamics model can be used to
quickly estimate the value of a policy on this state by performing model-
based rollouts of the policy, where the policy can be a policy function or an
action trajectory. This could potentially generalize better to unseen states
than a value network.

2.5 Summary

Reinforcement learning problems can be formally described using Markov
decision processes. The goal in RL is to behave so as to maximize expected
cumulative rewards. The three key components of RL algorithms are policy
functions (that map states to actions), value functions (that predict how
much rewards a policy is going to receive), and dynamics models (that
mimic the transition dynamics of the environment). Solving RL problems
involves learning one or more of these functions. Deep RL approximates
these functions using neural networks, to scale well to high-dimensional
problems. Deep RL algorithms can be roughly classified into policy gra-
dient methods, value function learning methods, and model-based RL
methods, depending on which of the three components are the main focus
of the algorithm. Policy gradient methods optimize a policy function using
stochastic gradient ascent where the policy gradients are estimated using
the score function gradient estimator. Value function learning methods

28



Deep Reinforcement Learning

estimate value functions using Monte-Carlo estimates of the cumulative
rewards or by using dynamic programming based on an identity known as
the Bellman equation. Value functions are central to RL because they esti-
mate long-horizon effects of actions which is important in problems with
delayed or sparse rewards and in infinite-horizon problems. Model-based
RL methods explicitly model the dynamics of the environment, which can
be used for finite-horizon value estimation or to simulate additional expe-
rience. Effectively using dynamics models could significantly improve the
sample-efficiency of RL agents.
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3. Discrete Control

In this chapter, we focus on control problems with discrete action spaces. In
discrete control problems, there are a set of legal discrete actions a ∈ A(s)

available in any state s. If the set of legal discrete actions are the same for
all states, then it is referred to as a fixed action space, and if it is different,
then it is referred to as a dynamic action space.

In general, any class of RL approaches introduced in Chapter 2 can
be used for discrete control. In this chapter, we first introduce a few
relevant model-free learning and model-based planning approaches to
discrete control and then introduce our model-based planning approach to
multi-agent discrete control problems with partial observability and large
state-actions spaces.

3.1 Model-Free Learning

The model-free learning approach to control aims to directly learn policy
or value functions that solve the control problem. This is useful in cases
where the environment dynamics is unknown or difficult to learn. Q-
learning [41,42] and policy gradient methods with a critic baseline [17,18]
are the most popular model-free RL approaches to discrete control. In
this thesis, we focus on Q-learning methods. Q-learning methods estimate
Q(s, a) by interacting with the environment and optimizing a function
approximator to reduce the Bellman error.

3.1.1 Deep Q Networks

Deep Q-Networks (DQN) was the first algorithm to successfully demon-
strate the learning of behaviors from high-dimensional image observations,
in Atari games [41, 43]. DQN is a discrete control algorithm based on
Q-learning where the Q function is approximated using a neural network
that takes in stacked image observations to predict Q values of all discrete
actions. Naively using a neural network for Q-learning can be very unsta-
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ble as the training targets change quickly throughout training. Prior to
DQN, neural network approximations of value functions were often learned
offline from a fixed dataset of transition experiences to avoid this instabil-
ity [44]. Mnih et al. [43] proposed to overcome this using target networks to
compute training targets. Target networks are slightly outdated and fixed
Q networks that keep the training targets stable. Target networks can
be maintained by cloning the Q network at a particular frequency or as a
moving average of the Q network. Let θ̄ be the parameters of the target
network. In DQN, the Q network parameters θ are updated to minimize

L(θ) =
∑

(st,atrt,st+1)∈B

[
Qθ(st,at)− rt − γmax

at+1

Qθ̄(st+1,at+1)
]2
. (3.1)

Several algorithmic advancements have been proposed to improve the sta-
bility, asymptotic performance, and sample-efficiency of this vanilla DQN
algorithm [45–48]. Rainbow DQN combined eight of these advancements
to demonstrate sample-efficient learning on the Atari benchmark [42,49].

3.2 Model-Based Planning

If we have access to the environment dynamics, then it could be directly
used for planning. Model-based planning methods estimate the Q(s, a)

function for all actions a ∈ A(s) by performing several rollouts using the
known dynamics model. After Q-estimation or planning, the agent can
choose the action with the highest estimated Q value. This could be more
efficient than model-free learning approaches because we make use of the
known dynamics. For discrete control problems, tree search is the most
popular approach for planning [2, 39]. In environments with unknown
dynamics, it is possible to learn the dynamics and then apply the same
planning methods.

3.2.1 Monte Carlo Search

Monte Carlo Search (MCS) methods estimate the Q(s, a) values of all
actions a ∈ A(s) by performing random rollouts from state s. Note that
this value estimation of the action values assumes that the agent policy
is a uniform distribution over the set of legal actions in every state. The
random rollouts can be performed till the end of an episode but this is
expensive and suffers from high variance. In practice, a value function V

is used to estimate the value of the resulting state after a fixed number of
steps (called the planning horizon). After a random rollout from current
state s and random action a till the end of the episode or till the planning
horizon, the Q(s, a) estimate is updated based on the cumulative reward
of the random rollout. This concludes one iteration of MCS and the Q
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estimates improve with more number of iterations.

3.2.2 Multi-Armed Bandits

The efficiency of MCS can be improved by viewing action selection in
the current state as a multi-armed bandit (MAB) problem [50,51]. MCS
estimates Q(s, a) values by performing random rollouts from a randomly
chosen action a. It is more efficient to choose the promising actions more
often, especially in high-dimensional action spaces. This would prevent
the search from wasting resources exploring actions with relatively bad
values estimates.

A multi-armed bandit (MAB) problem is one in which there are a1, . . . , aN
actions or arms, choosing an action ai results in a reward ri ∼ R(ai),
and the goal of the agent is to choose actions so as to maximize expected
rewards, that is, argmaxa E [R(a)]. For model-based planning from any
state s, there are |A(s)| arms, and we aim to choose the action a ∈ A(s) with
the maximum expected value. For each planning iteration, the immediate
action a from state s can be chosen using a MAB algorithm while the
value of this action is estimated using random rollouts. MAB algorithms
maintain some statistics for all legal actions a ∈ A(s), which are updated
at the end of each random rollout, so as to choose more promising actions
in future planning iterations.

The core of a MAB problem is in the trade-off between the exploration
of new actions and the exploitation of previously tried actions with high
value estimates. We now introduce the two popular MAB algorithms used
in this thesis: Upper Confidence Bound (UCB) and Thompson sampling.

Upper Confidence Bound (UCB)
UCB algorithms estimate the upper confidence bound of the optimality of
the actions [2, 52]. In the commonly used UCB1 variant [53], the upper
confidence bound UCB(s, a) for each action a ∈ A(s) is estimated as

UCB(s, a) = Q(s, a) + c

√
logN

na
,

where the c hyperparameter controls the exploration-exploitation trade-off,
na is the visit counts of action a and N =

∑
a∈A(s) na.

UCB algorithms deterministically choose the action with the highest
UCB value during planning. At the end of planning, the agent action
can be chosen stochastically by sampling from the probability distribution
defined by the normalized visit counts p(a) = na/N or by deterministically
choosing the action with the highest visit count.

Thompson Sampling
Thompson sampling [54] estimates the probability distributions of rewards
for each action and chooses actions according to the probability that they
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are optimal. If the rewards are binary, for example, win or loss in a game,
the reward distribution of actions can be modeled using the Bernoulli
distribution. The mean parameter θa of the Bernoulli distribution can be
modeled with a Beta distribution which is the conjugate prior distribution
for the Bernoulli likelihood. The Beta distribution can be parameterized
using success and failure counts (Sa and Fa respectively) for each action.
In Thompson sampling, the action is always chosen stochastically as

a = argmax
a∈A(s)

θa

θa ∼ Beta(Sa + α, Fa + β).

After planning, the final action can be also chosen deterministically based
on the estimated means of the Beta distributions.

While UCB is more commonly used than Thompson sampling [39,52], we
observed that Thompson sampling performed slightly better than UCB in
our multi-agent discrete control experiments on games with large state-
action spaces, in Publication I.

3.2.3 Monte Carlo Tree Search

Monte Carlo Tree Search (MCTS) is the most commonly used planning
algorithm for discrete control problems [39,40]. MCS only considers action
selection from the current state and hence cannot plan for effective action
combinations. Furthermore, the rollout policy in MCS is random and hence
it estimates the Q values under the assumption that the agent will act
randomly in the future. These are severe limitations of MCS which would
lead to suboptimal actions. MCTS builds upon MCS by considering action
selection in all states encountered during rollouts as a multi-armed bandit
problem.

MCTS is a best-first tree search algorithm. MCTS constructs a search
tree with future states and actions traversed during rollouts. This search
tree can be effectively reused for planning in subsequent steps, unlike
MCS which plans from scratch in each state. The nodes in the search tree
correspond to states and the edges correspond to the action taken from the
parent node to reach the child node. The root node of the tree corresponds
to the current state s. Each planning iteration of MCTS starts from the
root node and consists of the following steps:

1. Selection and expansion. Starting at the root node (which corre-
sponds to the current state of the environment), MCTS traverses through
nodes in the tree by choosing actions from each node/state using a MAB
algorithm. The policy induced by this MAB action selection procedure is
called the tree policy. The traversal ends once it encounters a new state
s′, which does not have a corresponding node in the tree.
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MCTS FDTS

Figure 3.1. Illustration of one planning iteration in MCTS (left) and FDTS (right). Nodes
visited in the current iteration are shaded and newly expanded nodes are
shaded with a cross-hatch pattern.

2. Evaluation. The value V (s′) of the newly encountered state s′ can be
estimated in different ways: (i) by applying a handcrafted or a learned
value function to s′, (ii) by applying a value function to a state reached
after a fixed length rollout, or (iii) by random rollout(s) from state s′

until a terminal state and using the cumulative rewards of a rollout as a
Monte Carlo estimate of the value.

3. Backup. The Q(s, a) value estimates for all the ancestors of node s′ are
updated using the newly evaluated V (s′) estimate.

See Figure 3.1 for a simplified illustration of one MCTS iteration. After
several planning iterations, the final action is chosen by the MAB algorithm
using the statistics such as visit counts or Q estimates stored in the root
node. The search tree built by MCTS is reused for planning in subsequent
states by moving the root node to the child node corresponding to the chosen
action. MCTS allows for the discovery of effective sequences of actions
and reuse of Q estimates computed from previous states. AlphaGo [2]
enhanced MCTS with learned policy and value networks to demonstrate
superhuman performance in the game of Go.

3.2.4 Fixed-Depth Tree Search

In Publication I, we propose a variant of MCTS called Fixed-Depth Tree
Search (FDTS) that improves MCTS by encouraging planning at least
several steps ahead from the current state. By default, an MCTS iteration
is terminated once it encounters a novel state. This could be problematic
in control problems with a large branching factor, where the tree policy
will frequently encounter novel states. For example, the branching factor
of the search tree can vary from 1 to 66049 in the game of Clash Royale
considered in this thesis (compared to a branching factor of up to 361 in
the game of Go). The search tree could be shallow in such cases, limiting
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the effective planning horizon of MCTS. FDTS simply forces MCTS to plan
further even if encounters a novel state. Each planning iteration of FDTS
consists of the following steps:

1. Selection, expansion and rollout. Starting at the root node, FDTS
traverses through the tree exactly to a depth k. If the game reaches a
novel state at a particular level, a new node is added to the tree and the
tree policy continues action selection from that node until the desired
depth level k is reached. This step results in creating a new branch with
a leaf node with state s′ at a particular depth level.

2. Evaluation. The value of the node state s′ reached at depth k is
estimated, similar to MCTS.

3. Backup. The values Q(s, a) for all the ancestors of node s′ are updated
using the estimate V (s′), similar to MCTS.

See Figure 3.1 for a simplified illustration of one iteration of FDTS.
FDTS can be viewed as combining in one step the selection and expansion
step and the fixed-length rollout part of the evaluation step of classical
MCTS. In FDTS, even after a novel state is reached, the search tree is still
expanded until it reaches a fixed tree depth k. This expansion is essentially
equivalent to a random rollout. The important difference is that the nodes
for all the states encountered during the random rollout are also added to
the FDTS search tree. Information stored in these nodes can be potentially
reused during subsequent planning iterations, even in environments with
a large branching factor, as we demonstrate in Publication I.

Alternative to FDTS, MCTS can also be combined with function ap-
proximation of policy or value functions to better deal with large action
spaces [2, 39]. In large action spaces, the tabular representation of Q

values used by MAB algorithms will not perform well since the Q values
are independently estimated for each action, and exploring all actions is
difficult in large action spaces. Function approximation of the policy or
value functions will generalize better across the large action space.

3.3 Multi-Agent Discrete Control

In the real world, there are multiple autonomous agents that are simulta-
neously interacting with each other and the environment in complex ways.
RL algorithms deployed in the real world will have to effectively deal with
the complexities induced by these other agents. The problem setting of
multiple agents interacting with each other in an environment, where each
agent is trying to maximize its own expected cumulative rewards, is called
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multi-agent reinforcement learning.
A reinforcement learning problem can be viewed as a game played by

an agent against an environment, where the agent aims to maximize its
score, which is the expectation of cumulative rewards to be received by
the agent. This game is formalized as an MDP which only admits a single
agent. In a multi-agent RL setting, there are multiple agents or players.
In other words, a multi-agent control problem is a multiplayer game. In
general, games are a structured form of interactions between one or more
agents/players in an environment. A control problem has to be formalized
into a structured form (like a game) before an RL algorithm can be applied
to the problem [55–61]. In this section, we use the term game to refer to a
control problem.

Games played by humans are ideal for the study of reinforcement learn-
ing because they already define the rules of the interaction and the rewards
for all players. These games are designed to challenge the players to make
optimal decisions under various challenging situations, often inspired by
the complexities in the real world. Due to these reasons, human games are
the most widespread testbeds for benchmarking RL algorithms and the
study of decision-making in general.

Multi-agent control problems are often approached using self-play where
the agent learns to play the game by continuously playing against itself,
or previous versions of itself. Self-play ensures that the agent is always
playing against a competitive opponent (itself) and this could lead to an
iterative improvement in the performance of the agent. The seminal work
of TD-Gammon by Tesauro [62] demonstrated master-level performance on
the game of Backgammon, by self-play using a deep RL agent that learns
through temporal difference (TD) learning.

AlphaZero and its variants [2, 39, 40] are one of the most well-known
works in the area of deep RL. AlphaGo [2] combined MCTS with neural
policy and value networks to demonstrate superhuman performance in
the game of Go, which have been a longstanding challenge in the field
of AI. The policy and value networks in AlphaGo were first pre-trained
on a dataset of Go games played by human experts. After that, AlphaGo
learns by self-play where each of the two players selects their actions using
model-based planning with the MCTS algorithm. The policy network acts
as a prior for action selection with UCB in each node of the search tree
and the learned value function is used to estimate the value of novel states
encountered in each iteration. The UCB algorithm improves upon the
policy and value computed using the learned networks by planning and
the improved estimates are used to update the policy and value networks.
This iteratively improves the performance of the agent. AlphaGo was
able to beat the human world champion in Go at the time. AlphaGo
was succeeded by AlphaZero which learned to play the games of Chess,
Shogi and Go without any human knowledge [39]. That is, AlphaZero
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learned from scratch, without any human data or domain knowledge
other than the rules of the game, through self-play to perform even better
than AlphaGo. AlphaGo was succeeded by MuZero which learns to play
without access to the game rules [40]. MuZero learns dynamics models of
the environment and performs planning using the learned models using
MCTS, to perform even better than AlphaZero. MuZero is also able to
perform well on single-player Atari games. There have also been attempts
to adapt these AlphaZero variants for continuous control problems [63–65].

3.3.1 Learning to Play Imperfect-Information Games

In multiplayer games, the players may or may not have complete infor-
mation about all the players and the environment. Games in which all
players have complete information are called perfect-information games.
Games where some information is hidden from the players, that is, the
players only have partial observability, are called imperfect-information
games. For example, Chess and Go are perfect-information games and
Poker and Bridge are imperfect-information games. The players may all
act simultaneously or take turns one by one. Games where the players
take turns such as Chess or Go are called turn-based games. Games where
all the players act simultaneously such as Starcraft II or Dota 2 are called
simultaneous-move games.

The AlphaZero algorithm that was very successful in games like Chess
and Go only addresses perfect-information games. This is partly because
MCTS does not have any theoretical guarantees on achieving optimal play
in simultaneous-move or imperfect-information games and can be exploited
by regret minimization algorithms [66]. However, MCTS has shown to be
an effective planning algorithm in various simultaneous-move games with
low-dimensional state-action spaces [66–68].

In the real world, there are multiple players acting simultaneously under
partial observability. Furthermore, each player has to deal with large
state and action spaces. In Publication I, we study reinforcement learning
in this challenging setting of multiplayer imperfect-information games
with simultaneous moves and large state-action spaces. The bulk of past
approaches on this problem have focused on model-free methods, which
often require years of practice to learn reasonable policies.

In Publication I, we take a model-based planning approach to the problem
of learning to play imperfect-information games. Even with a known dy-
namics model (that is, the game logic), planning is non-trivial in imperfect-
information games. This is because in imperfect-information games, the
complete state of other agents and the environment is unknown and hence
we have to assign some values to the unknown state variables before
performing any rollouts. MCTS can be used for planning in imperfect-
information games by determinization of this hidden information [69–71],
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that is, the values of the unknown variables are randomly sampled. Per-
fect Information Monte Carlo [72] is a method that computes policies for
different determinizations, using different instances of MCTS, and the
resulting policies are averaged. Information Set MCTS (IS-MCTS) [73] is a
more commonly used and effective approach that involves determinization
of hidden information in each MCTS iteration to construct a search tree
of information sets. An information set is the set of all possible states,
with different possible values for the unknown variables. Such MCTS
algorithms that use determinization are not applicable to most game im-
plementations, which do not support the possibility to arbitrarily change
the hidden information, as it is not necessary to play the game.

While most game implementations do not support changing hidden in-
formation, the true hidden information can be accessed. In this case, a
planning algorithm like tree search can be used to compute policies for
all players from the true game state. We call this the oracle planner as
it has access to the full game state. While this oracle planner cheats by
having access to the full game state, we can train a policy network using
function approximation to imitate the oracle policy from partial observa-
tions. We call this policy the follower agent. That is, we can first build an
oracle planner with full observability and then train a follower agent to
imitate the oracle planner under partial observability. This process distills
the computationally expensive planning algorithm to a policy network.
The planner can be used to compute targets for the follower policy during
training and then the follower policy can be used to act very efficiently in
real-time, under partial observability. This is the approach we propose in
Publication I to learn to play imperfect-information games. Our approach,
summarized in Figure 3.2, is applicable to game implementations that do
not support arbitrary modification of hidden information.

The goal in Publication I was to also design an algorithm that can learn to
play Clash Royale, a very popular mobile game, with an estimate of around
1 million daily active users. Clash Royale is an imperfect-information
simultaneous-move game with large state-action spaces (∼60,000 possi-
ble discrete actions in the whole game). Clash Royale is a multiplayer
real-time strategy game with an interesting combination of elements from
different genres such as MOBA (multiplayer online battle arena), collective-
card games, and tower defense games. Learning to play Clash Royale is
challenging due to partial observability, the presence of cyclic strategies
(where any strategy can be effectively countered with another strategy),
and exploration in a large dynamic action space. Much of research in AI
and games has focused on board games like Chess or Go [2], card games
like Poker [3, 74, 75] and MOBA games like StarCraft II [76] and Dota
2 [5]. Playing these games requires different abilities. For example, the
discovery of complex strategies in a combinatorial search space in Go, deal-
ing with imperfect information and exploiting it to deceive other players

39



Discrete Control

Figure 3.2. The model-based planning approach proposed in Publication I to learn to play
imperfect-information games.

(bluffing) in Poker, being able to act in real-time in a large dynamic action
space while making long-horizon plans in MOBA games. Clash Royale
combines elements from these three types of games and others, resulting in
a novel and challenging setting, to advance the research on multi-agent re-
inforcement learning algorithms. In Publication I, we demonstrate that an
oracle planner based on FDTS and Thompson sampling is able to discover
effective playing strategies in Clash Royale. The follower policy learns
to implement these strategies by training on a few hundred battles, to
outperform a strong imitation learning baseline that was trained to imitate
actions of human players from 76 million frames of human replay data
and has been used in production as a bot for more than two years.

We also evaluate our approach on the popular multi-agent RL benchmark
Pommerman [77], which is based on the classic Nintendo game Bomberman.
We consider the Free-For-All scenario where there are four players trying
to bomb each other, with the aim of being the last one surviving. Tree
search in this scenario is challenging due to the large branching factor (up
to 1296) caused by four players simultaneously choosing from six actions.
Also, credit assignment is difficult due to the presence of four players, and
the frequent noisy rewards caused by player suicides. The follower policy
trained using our approach is able to learn well to outperform the standard
rule-based baseline agent provided with the benchmark.

In our approach, the policy is trained to predict the average of oracle
actions from different states, and this is sub-optimal. Consider a scenario
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where different game states could lead to the same observation. This hap-
pens when the visible information is the same but the hidden information
is different. In this case, the follower policy would predict the same actions.
However, the oracle planner would provide different target actions for the
same observations because the game state is different and hence the best
actions to take would also be different. In our approach, the follower policy
is trained to imitate the oracle actions, which would lead the policy to pre-
dict the average of oracle actions, which might not be a good action. This
problem is called strategy fusion [69] where the follower incorrectly fuses
the actions proposed by the oracle in different game states that appear the
same to the follower. This could also lead to instabilities in training the
follower policy. However, while this strategy of averaging oracle actions is
sub-optimal, similar to previous works [69–71,78,79], we found it effective
in learning reasonable policies. Overall, the use of model-based planning
in imperfect-information games is non-trivial and is consequently an area
of active research [80].

Alternative to planning, methods based on the concept of regret minimiza-
tion [51], such as Counterfactual Regret Minimization (CFR) [81] have been
very successful in imperfect-information games like Poker [3, 74, 75, 82].
The Nash equilibrium policy in a two-player zero-sum game (like Clash
Royale) is the theoretical solution to the game [51]. CFR algorithms have
theoretical guarantees on convergence to this Nash policy [81]. However,
CFR uses highly optimized state representations for Poker and there has
been some progress on combining CFR with function approximation for
RL in games with large state-action spaces [74,80,83,84]. Policy gradient
methods have been shown to be related to CFR methods, also exhibit-
ing empirical convergence to the Nash equilibrium policy in some simple
games [85]. State-of-the-art policy gradient methods such as PPO [18]
and IMPALA [17] have demonstrated very impressive performance in
large multiplayer imperfect-information games such as Starcraft II [4] and
Dota 2 [5], despite requiring large amounts of data.

3.4 Summary

Discrete control problems can be approached using model-free learning or
model-based planning approaches. Model-free learning methods aim to
directly learn policy or value functions and this is useful in cases where the
environment dynamics is unknown or difficult to learn. On the other hand,
model-based planning methods optimize actions by planning using known
or learned environment dynamics, which can be more sample-efficient.
Model-based planning can be performed using simple Monte-Carlo search
or tree search methods like Monte-Carlo tree search (MCTS). Naive use
of MCTS can be problematic in games with a large branching factor and
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we proposed a simple extension of MCTS called fixed-depth tree search
(FDTS) to improve planning in such games. Planning is non-trivial in
multi-agent discrete control problems with partial observability and we
propose a two-step approach where we first build an oracle planner that
has access to the full state of the environment and then train a follower
agent to imitate the actions of the oracle from partial observations. We
demonstrate the effectiveness of this approach in the novel setting of Clash
Royale and the challenging multi-agent RL benchmark of Pommerman.
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4. Continuous Control

In this chapter, we focus on control problems with continuous action spaces.
In discrete control problems, the optimal action (as believed by the agent) is
selected by simply taking the action with the maximum Q value, where the
Q values can be estimated, for example, using MCTS or a value network
like in DQN. In continuous control problems, however, finding the action
with the maximum Q value requires an optimization procedure. This was
demonstrated by Kalashnikov et al. [86] in vision-based robot manipulation
tasks where they first pre-train the Q network on a large dataset of robot
manipulation and then optimize for the action with the maximum Q values
at each time-step during testing. A more computationally efficient solution
is to train a policy network to predict actions with the highest Q values.
This leads to actor-critic methods that we describe in Section 4.1. In
Section 4.2, we then focus on regularized model-based RL for continuous
control. Model-based RL could be very sample-efficient but is challenging
due to the policy optimization procedure exploiting the inaccuracies of
learned dynamics models. We demonstrate this adversarial effect in model-
based RL and then introduce effective regularization strategies to deal
with the problem, including the denoising and energy-based regularization
strategies proposed in this thesis.

4.1 Actor-Critic Methods

Actor-critic methods learn both the policy function (the actor) and the value
function (the critic). There are two kinds of actor-critic methods: (i) policy
gradient methods that use the critic as a baseline to reduce the variance
of the score function gradient estimator, and (ii) actor-critic methods that
derive policy gradients from a differentiable critic network. The former
was introduced in Section 2.2 and we focus on the latter in this section.

Policy gradient methods use the score function gradient estimator to
compute the policy gradients based on a batch of sampled trajectories.
Alternatively, given a continuous and differentiable value function that
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estimates the expectation of cumulative rewards, we can derive policy
gradients by computing the gradient of the estimated value with respect to
the policy parameters. This significantly reduces the variance of the policy
gradients as it is based on the expectation of returns instead of returns of
sampled trajectories.

The RL objective can be written as

J(θ) = Es0∼p(s0)

[
V πθ(s0)

]
,

that is, we optimize the policy parameters θ so as to maximize the value of
the policy from any initial state s0. If the policy is deterministic, that is
at = πθ(st), then the gradient of this objective with respect to the policy
parameters θ can be derived as [87]

∇θJ(θ) = Es∼p(s|θ)
[
∇aQ

πθ(s,a)
∣∣
a=πθ(s)

∇θπθ(s)
]
. (4.1)

A differentiable Qφ network with parameters φ that approximates Qπθ

can be trained using Q learning based on the Bellman equation for the
deterministic policy πθ:

Qπθ(st,at) = r(st,at) + γEst+1∼p(·|st,at)

[
Qπθ(st+1, πθ(st+1))

]
.

The loss function for the critic network becomes

L(φ) =
∑

(st,at,rt,st+1)∈B

[
Qφ(st,at)− yt

]2
,

where
yt = rt + γQφ(st+1, πθ(st+1)) .

This is the deterministic policy gradients (DPG) algorithm [87]. DPG is
an off-policy actor-critic method and it can be used to learn deterministic
policies based on gradients from a differentiable Q approximation.

Deep DPG (DDPG) extends DPG with the experience replay and target
network tricks used in DQN to demonstrate good performance in contin-
uous control tasks with large state and action spaces [88]. In DDPG, the
critic network is trained using TD learning, and the policy/actor network
is trained using deterministic policy gradients (Equation 4.1). Since the
policy is deterministic, DDPG adds additive noise to the policy actions
during training for exploration.

4.1.1 Twin Delayed DDPG

DDPG achieves good performance on high-dimensional continuous control
tasks but it is known to be brittle to hyperparameter choices. Function
approximation errors in DDPG (and Q learning methods in general) lead
to overestimated Q values, which in turn leads to suboptimal policies as
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they exploit the errors in the Q function [89]. TD3 is an extension of
DDPG that aims to overcome this issue by introducing three tricks: clipped
double Q learning, delayed policy updates, and target policy smoothing
regularization.

Clipped Double Q Learning
Overestimation bias, that is the overestimation of values, is a common
problem in approximate dynamic programming. These overestimated Q

values could also be easily propagated to other inputs due to bootstrapping
in TD updates. This bias is due to the policy trying to maximize the value
estimates of an approximate critic Qθ, which is again used to compute
targets for TD learning.

Double Q learning [90] is a method proposed to overcome this bias by
maintaining two separate actors (πθ1 , πθ2) and Q estimates (Qφ1 , Qφ1) such
that πθi is optimized using Qφi

for i ∈ [1, 2] but the Q targets are computed
using the other:

L(φ1) =
[
Qφ1(st,at)− rt − γQφ2(st+1, πθ1(st+1))

]2
,

L(φ2) =
[
Qφ2(st,at)− rt − γQφ1(st+1, πθ2(st+1))

]2
.

While Double Q learning was found to help with overestimation in DDPG,
it does not eliminate the problem as the critics are not independent: the
opposite critic is used to compute the Q target and the critic are also
trained from the same replay buffer [89]. TD3 uses the clipped double
Q learning algorithm to limit overestimation bias by computing the Q

estimate by taking the minimum between two estimates:

L(φi) =
[
Qφi

(st,at)− rt − γ min
j=1,2

Qφj̄
(st+1, πθ1(st+1))

]2
.

Here, both Qφ1 and Qφ2 are trained on the same data using the same train-
ing targets but are initialized differently. In clipped double Q learning, only
a single actor network πθ is used (which is optimized using Qφ1). While
clipped double Q learning helps with overestimation, it might cause an
underestimation bias. This is less problematic as it does not propagate
through policy updates but it might hinder the exploration of underesti-
mated actions.

Delayed Policy Updates
Actor-critic algorithms such as DDPG continuously update the critic to
estimate the values of the latest policy, which is also being continuously
updated. Policy updates with erroneous value estimates that have not
converged can cause divergence during learning. TD3 deals with this by
delaying the policy updates after a fixed number of critic updates.
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Target Policy Smoothing Regularization
Deterministic policies could overfit to erroneous narrow peaks in the value
estimates. TD3 overcomes this by smoothing the value estimates. This
is achieved by adding noise to the policy actions while computing the TD
target

Qφ(st,at) = r(st,at) + γEst+1

[
Qφ(st+1, πθ(st+1 + ε))

]
,

where ε ∼ clip(N (0, σ),−c, c) is zero-mean Gaussian noise with standard
deviation σ clipped to range [−c, c]. This regularization smooths the value
estimates by forcing it to bootstrap from value estimates of a small area
near the target action. It enforces the notion that similar actions should
have similar values.

4.1.2 Soft Actor-Critic

Soft actor-critic (SAC) [91, 92] is an off-policy actor-critic algorithm that
learns stochastic policies based on the maximum entropy objective for
RL [93]. The maximum entropy objective augments the standard RL
objective with an entropy term so that we also maximize the entropy of the
policy at each visited state:

θ∗ = argmax
θ

Eτ∼p(τ)

[ ∞∑
t=0

γt
(
r(st,at) + αH(πθ(·|st))

)]
,

where α is a temperature parameter that determines the relative impor-
tance of the reward maximization and entropy maximization objectives.
The goal of the maximum entropy objective is to learn an optimal policy
that acts as randomly as possible. Such maximum entropy policies can be
more robust to value estimation errors and also aid exploration [94]. The
value functions of the maximum entropy RL objective becomes

V π(s) = E

[ ∞∑
t=0

γt
(
r(st,at) + αH(πθ(·|st))

)∣∣∣s0 = s

]
,

Qπ(s,a) = E

[ ∞∑
t=0

γt
(
r(st,at) + αH(πθ(·|st))

)∣∣∣s0 = s,a0 = a

]
,

where the expectation is taken over state transitions st+1 ∼ p(st+1|st,at)

and policy function at ∼ π(st). These are called the soft state value function
and soft Q function respectively. They are related as

V π(st) = Eat∼π(st)

[
Qπ(st,at)

]
+ αH(πθ(·|st)) .

By using the definition of entropy H(x) = Ex∼p(x)[− log p(x)], we get

V π(st) = Eat∼π(st)

[
Qπ(st,at)− α log πθ(at|st))

]
. (4.2)
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The Bellman equation for Qπ that maximizes the maximum entropy objec-
tive can be written as

Qπ(st,at) = r(st,at) + γEst+1 [V
π(st+1)]

= r(st,at) + γEst+1Eat+1

[
Qπ(st+1,at+1)− α log πθ(at|st))

]
.

We can train a soft Q function using this Bellman equation. Given a batch
B of states st, actions at, rewards rt, and next states st+1, we can train
a differentiable soft action value function Qφ with parameters φ using
stochastic gradient descent to minimize the loss

L(φ) =
∑

(st,atrt,st+1)∈B

[
Qφ(st,at)− rt − γV (st+1)

]2
,

where V (st+1) is estimated using a Monte-Carlo sample of Equation 4.2.
That is, we first sample at+1 ∼ πθ(st+1) and then estimate V (st+1) as
Qφ̄(st+1,at+1) − α log πθ(at+1|st+1)). SAC also makes use of the clipped
double Q learning trick from TD3 to deal with overestimation bias.

The objective function of the policy is to maximize the value at all states:

J(θ) = Est∼p(st|θ)
[
V (st)

]
= Est∼p(st|θ)Eat∼πθ(st)

[
Qφ(st,at)− α log πθ(at|st)

]
.

The gradient of this objective could be derived using the score function
gradient estimator (introduced in Section 2.2) but it suffers from high
variance. Since we have a differentiable Q function, we can instead derive
policy gradients by backpropagating through the Q function, like the DPG
algorithm. However, unlike DPG algorithms, SAC learns a stochastic
policy. The policy gradients in this case can be derived using the reparam-
eterization trick. This is achieved by reparameterizing the policy network
as at = fθ(st, εt), where εt is a noise vector that is sampled from a fixed
probability distribution, for example, a spherical Gaussian. Using the repa-
rameterization trick, the objective function of the policy can be re-written
as

J(θ) = Est∼p(st|θ)Eεt∼N
[
Qφ(st, fθ(st, εt))− α log πθ(fθ(st, εt)|st)

]
,

where the stochastic policy πθ is implicitly defined in terms of the deter-
ministic neural network fθ. This allows us to train any tractable stochastic
policy by sampling states from the replay buffer, estimating the objective
and then maximizing it using stochastic gradient ascent.

Stochastic value gradients (SVG) is a unified framework introduced
in [95] for learning stochastic policies by backpropagating through learned
value functions. SVG is based on the standard RL objective of maximizing
cumulative returns. SAC can be seen as an extension of SVG(0) where
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the policy gradient is derived by backpropagating through a learned Q

function. Whereas SVG(1) decomposes the Q function as the environment
model and the state value function, and SVG(∞) estimates the Q value by
unrolling the environment model for a long horizon. SAC can be seen as
an extension of SVG(0) with the entropy maximization objective.

4.1.3 Randomized Ensembled Double Q-Learning

Using ensembles of models can generally improve the performance of
deep learning algorithms [96–98]. The ‘twin’ Q networks used in clipped
double Q learning can be seen as an ensemble and it helps to deal with
overestimation bias. The average of multiple Q estimates by an ensemble
was shown to reduce overestimation bias and the variance of approximation
error in discrete control with the DQN algorithm [99]. While double Q
learning and clipped double Q learning attempt to alleviate overestimation
bias, they are at risk of an underestimation bias. Maxmin Q learning [100]
maintains an ensemble of Q estimates and takes their minimum while
computing the TD targets. In Maxmin Q learning, controlling the number
of Q estimates allows for controlling the estimation bias in Q learning.

Randomized ensembled double Q learning (REDQ) improves upon Maxmin
Q learning by randomly sampling a subset of Q estimates and taking their
minimum to compute the TD targets [101]. This allows for better control
of estimation bias and variance. REDQ maintains an ensemble of N critic
networks Qφ1 , . . . , QφN

and randomly samples M networks for each critic
update. Given a batch B of transitions (st,at, rt, st+1), all critic networks
in the ensemble are updated towards the same target

∇φi

∑
(st,at,rt,st+1)∈B

[
Qφi

(st,at)− rt − γmin
i∈M

Qφ̄i
(st+1,at+1)

]2
,

where at+1 ∼ πθ(st+1) and M is a random subset of M critic networks.
REDQ updates the policy network πθ to maximize the average predictions
of the critic networks:

∇θ

∑
st∈B

1

N

N∑
i=1

Qφi
(st,at) ,

where at ∼ πθ(st). REDQ can be easily implemented on top of other actor-
critic algorithms such as TD3 and SAC. While algorithms such as TD3 or
SAC usually perform one training update after collecting a new transition,
the randomization in REDQ allows us to stably perform multiple gradient
updates after collecting every transition, which significantly improves the
sample efficiency of the method.
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Figure 4.1. Demonstration of failure of trajectory optimization with learned dynamics
models. We plot the rewards predicted by the model (red lines) and the true
rewards obtained when applying the sequence of optimized actions (black
lines). Gradient-based optimization (with Adam) easily exploits inaccuracies
of the dynamics model but regularization can prevent this.

4.2 Regularized Model-Based RL Methods

It is generally believed that learning dynamics models can improve sample-
efficiency but it had been difficult to show this in practice for a long time.
Policy or trajectory optimization with learned dynamics models has been
challenging because of inaccuracies in the learned models. The optimiza-
tion procedure can easily exploit the inaccuracies of the dynamics model.
This could result in very unreasonable policies which are inaccurately
predicted to attain highly over-optimistic rewards (as demonstrated in
Publications II and III). This problem is similar to adversarial attacks of
neural networks [102,103] because the optimizer is actively probing the
model for exploitable errors that cause highly optimistic predictions. The
better the optimizer the more likely it is to exploit the inaccuracies of the
model. This can arguably be the reason why gradient-based optimization
(which is very efficient at optimizing even billions of parameters) has not
been widely used for trajectory optimization. See Figure 4.1 for a demon-
stration of this problem. This adversarial effect of planning with learned
dynamics models poses a problem, particularly in high-dimensional action
spaces.

In this chapter, we focus on finite-horizon trajectory optimization with
learned dynamics models. Trajectory optimization without any policy or
value functions allows for simplified research on model-based RL algo-
rithms as the behavior of the agent can be attributed to the predictions
of the dynamics model. The objective function of finite-horizon trajectory
optimization is

J(s,a0, . . . ,aH) = Est+1∼p(·|st,at)

[ H∑
t=0

γtr(st,at)
∣∣∣s0 = s

]
. (4.3)

Trajectory optimization with learned dynamics models could be regular-
ized using estimates of the epistemic uncertainty (that is, uncertainty due
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to lack of data) so that we only plan using transitions that the model is
certain of. That is, trajectory optimization can be constrained to stay close
to the training data distribution of the dynamics model. To do this, we
need epistemic uncertainty estimates of the dynamics models.

In Publications II and III, we propose to regularize trajectory optimiza-
tion using an additive penalty:

Jreg(s,a0, . . . ,aH) = E

[ H∑
t=0

γtr(st,at) + α log p(τ)
∣∣∣s0 = s

]
,

where α is a hyperparameter that balances both objectives, τ is the state
action trajectory s0,a0, . . . , sH ,aH , and log p(τ) is the unnormalized log
probability of trajectory τ given dataset D. In practice, we can approximate
the probability p(τ) of the whole trajectory using marginal probabilities of
each transition in the trajectory:

Jreg(s,a0, . . . ,aH) = E

[ H∑
t=0

(
γtr(st,at) + α log p(st,at)

) ∣∣∣s0 = s

]
. (4.4)

Let uφ be a parameterized model that provides estimates of log p(st,at).
The regularized finite-horizon trajectory optimization objective can now be
written as

Jreg(s,a0, . . . ,aH) = E

[ H∑
t=0

γtr(st,at) + αuφ(st,at)
∣∣∣s0 = s

]
. (4.5)

The computational graph for this regularized finite-horizon trajectory
optimization is shown in Figure 4.2. Note that the additive penalty alters
the main RL objective of maximizing cumulative rewards and might lead to
sub-optimal performance when the uncertainty estimates are poor. Another
disadvantage of the additive penalty regularization is that it might hinder
exploration as we penalize the agent for planning to visit unfamiliar states.
This could potentially be overcome by negating the penalty term so that
we encourage the agent to visit unfamiliar states. In this way, we can
alternate between exploration and exploitation in a controlled manner.

We outline three simple strategies for effective regularization of tra-
jectory optimization, using approximate uncertainty estimates, in the
following sections. We first introduce prior work on regularized trajec-
tory optimization using ensembles of dynamics models and then introduce
the denoising and energy-based regularization strategies proposed in this
thesis. The same strategies could also be used for policy optimization.

4.2.1 Ensemble Regularization

Learning ensembles of models is a simple and efficient method that often
provides reasonable uncertainty estimates in practice [104–106]. Given an
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Figure 4.2. Computational graph for finite-horizon trajectory optimization with learned
dynamics model fθ. The optimization is regularized using additive penalties
ct that estimate log p(st,at), computed using a model uφ. The parameters to
be optimized (the sequence of future actions) are highlighted.

ensemble of N networks fθ1 , . . . , fθN with randomly initialized parameters
θ1, . . . , θN and a dataset D of transitions (st,at, st+1), we can train each
network fθi by randomly sampling a different batch Bi from D and training
to the parameters θi to minimize the loss

L(θi) =
∑

(st,at,st+1)∈Bi

[
fθi(st,at)− st+1

]2
.

To obtain reasonable uncertainty estimates, it is important to keep the
networks in the ensemble different from each other. That is, if all networks
in the ensemble converge to the same predictions, then the ensemble is
useless. Independent and random initialization of the network parameters
and random training batches sampled with replacement might be sufficient
to achieve this in some cases. However, in many cases, this is insufficient.
In most cases, splitting the dataset into N subsets D1, . . .DN and training
each network fθi using batches sampled from their respective subset Di

(the method called bootstrapping) ensures learning of a good ensemble.
Different prior networks such as Dirichlet prior networks [107] and ran-
domized prior networks [108] have been proposed to further increase the
diversity of ensemble networks.

The disagreement between the dynamics models in an ensemble can
serve as an approximation of the epistemic uncertainty of the dynamics
models. Intuitively, the predictions of the dynamics models would be
similar on the training data distribution and different outside the training
data distribution. The disagreement amongst the models can be measured
using different metrics, for example, the variance of the predictions. The
objective of trajectory optimization, in this case, will be

Jreg(s,a0, . . . ,aH) =

H∑
t=0

γtr(st,at)−
α

N

N∑
i=1

(
fθi(st,at)− fθ(st,at)

)2
,

where fθ(st,at) is the mean prediction of all networks.
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Trajectory optimization with ensembles of dynamics models can also be
implicitly regularized, without explicitly computing uncertainty estimates.
For example, given an ensemble of N networks fθ1 , . . . , fθN that captures
the transition dynamics st+1 ∼ p(st,at), we can compute reward predic-
tions for future actions sequences using each network separately and then
average the predictions:

J(s,a0, . . . ,aH) =
1

N

N∑
i=0

Est+1∼fθi (·|st,at)

[ H∑
t=0

γtr(st,at)
∣∣∣s0 = s

]
.

Alternatively, we can also initialize a set of particles from the current state
and then sample different trajectories by sampling individual transitions
from a random network in the ensemble. In these cases, all the models
in the ensemble should make over-optimistic predictions in the same
trajectory for the planner to exploit them. This encourages planning to
stay close to certain transitions, reducing the likelihood of undesirable
adversarial effects. Chua et al. [32] demonstrated effective gradient-free
planning on a set of motor control tasks using particle sampling from
ensembles of probabilistic dynamics models.

4.2.2 Denoising Regularization

Learning differentiable dynamics models such as neural networks allow for
gradient-based optimization of the optimal sequence of future actions. To
do this, we have to compute the gradients ∂Jreg

∂at
of the regularized trajectory

optimization objective (Equation 4.4) with respect to the future actions.
The required gradients can be computed by backpropagating through time
in a computation graph created by unrolling the dynamics model for a fixed
horizon. For simplicity, we assume use of deterministic dynamics models
but stochastic models can be also used with minor modifications such
as the reparameterization trick. The regularized trajectory optimization
objective with a learned deterministic dynamics model fθ can be written as

Jreg(s,a0, . . . ,aH) =

H∑
t=0

γtr(st,at) + α log p(st,at)

= J(s,a0, . . . ,aH) + α

H∑
t=0

log p(st,at) ,

where so = s and st+1 = fθ(st,at). J(s,a0, . . . ,aH) is the original finite-
horizon trajectory optimization objective defined in Equation 4.3. The
gradients of an action at with respect to this regularized objective Jreg can
be computed as

∂Jreg
∂at

=
∂J

∂at
+ α

∂ log p(st,at)

∂at
.
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Thus, we need an estimate of ∂ log p(st,at)
∂at

for regularized gradient-based
trajectory optimization. There exist a wide range of density estimation
methods that can estimate log p(x). The density model can be estimated
from the past experience of the agent so as to estimate the epistemic uncer-
tainty of the dynamics model. In Publication II, we propose to regularize
trajectory optimization with a denoising autoencoder (DAE) [109] which
directly learns to approximate the derivative of the log probability density
∇x log p(x) instead of building an explicit probabilistic model p(x).

A DAE is trained to reconstruct clean samples x from corrupted samples
x̃, where the corrupted samples are obtained by applying some kind of
noise, for example, Gaussian noise, to the clean samples. A DAE network
gφ can be trained by sampling a batch B of x samples from a dataset,
corrupting it with noise (for example, x̃ ∼ x +N (0, σn)) and minimizing
the loss function

L(φ) =
∑
x∈B

[
gφ(x̃)− x

]2
.

The optimal denoising function g(x̃) for zero-mean Gaussian noise is
given by [110,111]

x = g(x̃) = x̃+ σ2
n∇x̃ log p(x̃) , (4.6)

where p(x̃) is the probability density function for corrupted data x̃ and σn is
the standard deviation of the Gaussian corruption. This shows that DAEs
implicitly learn the data distribution by simply training to denoise the data.
Thus, a denoising autoencoder trained to denoise zero-mean Gaussian
corruption can be used to estimate the gradient of the log-probability of
the data distribution convolved with a Gaussian distribution as

∇x̃ log p(x̃) ∝ gφ(x̃)− x̃ .

Assuming that ∇x̃ log p(x̃) ≈ ∇x log p(x), the gradients of an action at with
respect to this regularized objective Jreg can be computed as

∂Jreg
∂at

=
∂J

∂at
+ α(gφ([st,at])− [st,at]) ,

where [st,at] is the concatenation of st and at, and the DAE is trained on
the same st,at trajectories as the dynamics model. This corresponds to
using uφ = (gφ(x)− x)2 in Equation 4.5 and Figure 4.2.

Using ∇x̃ log p(x̃) instead of ∇x log p(x) for regularizing trajectory opti-
mization can behave better in practice as ∇x̃ log p(x̃) is smoother [109].
Intuitively, the denoising error would be high for trajectories outside the
training data distribution and low for trajectories within the training data
distribution. This pushes the optimization towards trajectories with a low
denoising error, and hence, low epistemic uncertainty.

Since the denoising error gφ(x)−x directly estimates ∇x log p(x), gradient-
based trajectory optimization does not require backpropagating through
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the denoising autoencoder. This prevents the optimization procedure from
adversarially exploiting the inaccuracies of the regularizing DAE network.
In practice, however, we observed that backpropagating through the DAE
tends to perform slightly better.

The denoising error can also be used for gradient-free trajectory opti-
mization with the same intuition that denoising error would be high for
out-of-distribution trajectories and this would lead the optimizer towards
more certain trajectories.

In Publication II, we show that regularizing trajectory optimization with
denoising autoencoders leads to improved planning with both gradient-
based and gradient-free optimizers. We demonstrate effective regulariza-
tion and rapid initial learning in a set of motor control tasks.

We have validated the denoising regularization proposed in this thesis
for trajectory optimization with learned dynamics models on simulation
and on real-world data of a Northern European Crude Distillation Unit
(CDU), which has rich and challenging dynamics [112]. Learned neural
dynamics models can accurately predict the long-term outcome (several
hours ahead) of the CDU process. Model-based planning with denoising
regularization was used to optimize process controls to maximize profits,
in a production mode change scenario. The optimized controls were able to
achieve higher profits compared to a reference run by a human operator.
Also, Spilsbury [113] evaluated the proposed approach on the Tennessee
Eastman process, a popular benchmark used in the field of industrial
process control.

Di Palo and Johns [114] proposed a method for safe and active imita-
tion learning using the denoising-based uncertainty estimation method
proposed in this thesis. They use the denoising error (of a DAE) to detect
out-of-distribution states. During training, the agent actively asks for
human demonstrations when it encounters unfamiliar states. Similarly,
during deployment, the agent steps execution when it encounters unfamil-
iar states. This approach was demonstrated to perform well and improve
safety in both simulated and real-world robots in [114].

4.2.3 Energy-Based Regularization

Let the probability distribution of random samples x ∼ p(x) be defined
using the Boltzmann distribution

p(x) =
e−E(x)∫
e−E(x)dx

,

where E(x) is called the energy function. The denominator normalizes the
probability distribution and is generally intractable to compute in practice.
The unnormalized probability density is given by q(x) = e−E(x), so the
energy function E is defined as the unnormalized negative log probability
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distribution E(x) = − log q(x). Energy-based models estimate this energy
function. Intuitively, the energy should be low for inputs in the training
data distribution and high everywhere else.

In Publication III, we propose to regularize trajectory optimization using
energy-based models. The trajectory optimization procedure should stay
close to trajectories with low energy. In this case, the regularized trajectory
optimization objective becomes

Jreg(s,a0, . . . ,aH) =

H∑
t=0

γtr(st,at)− αE(st,at) ,

where so = s and st+1 = fθ(st,at).
There exist a wide range of methods for learning energy-based models

[115–118] such as contrastive divergence [119,120] or score matching [121].
Saremi et al. [122,123] proposed Deep Energy Estimator Networks (DEEN),
an energy-based model learned using the same theory of denoising as a
DAE: x = x̃ + σ2

n∇x̃ log p(x̃). In DEEN, the energy function Eφ(x̃) =

− log q(x̃) is parameterized using a neural network with parameters φ.
Given a batch B of samples x, we obtain corrupted samples x̃ ∼ x+N (0, σ2

n),
and train the energy network Eφ to minimize the loss

L(φ) =
∑
x∈B

[
x− x̃+ σ2

n∇x̃Eφ(x̃)
]2

.

Optimizing this loss function ensures that the derivative of the energy
function ∇x̃Eφ(x̃) (also called the score function) satisfies the relation
in Equation 4.6. The energy network Eφ explicitly learns the energy
function of the corrupted distribution Eφ(x̃) and therefore can be used
to compute the penalty term in Equation 4.4. This makes it possible
to regularize gradient-free planning methods, such as random shooting
or CEM, in a more principled manner than the denoising regularization
introduced in the previous section. The score function of the corrupted
distribution ∇x̃Eφ(x̃) can also be computed by differentiating through the
energy network. Thus, the energy network can be used to regularize both
gradient-based and gradient-free planning in a principled and scalable
manner.

In Publication III, we show that regularizing gradient-free trajectory opti-
mization with DEEN leads to better performance than DAE regularization.
This is because gradient-free optimization of the regularized trajectory
optimization objective requires explicit energy estimates but DAE only
estimates the score function. For further experiments and technical imple-
mentation details, please see Publication III.

Energy-based models can also be directly used for planning, without
the dynamics model, as the energy-based model implicitly captures the
environment dynamics [124]. This is a promising line of work as energy-
based models could make diverse future predictions and also potentially
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generalize well to unseen trajectories, even for high-dimensional inputs
such as images [125–127]. However, making predictions with energy-based
models often requires a sampling process which can be expensive.

4.3 Summary

Continuous control problems are commonly approached in deep RL using
actor-critic methods which learn both policy and value networks. There
are two kinds of actor-critic methods: (i) policy gradient methods such as
A3C [16] or PPO [18] that use the critic as a baseline to reduce the variance
of the score function gradient estimator, and (ii) actor-critic methods such
as DDPG [88], TD3 [89], or SAC [91] that derive the policy gradients from
a differentiable critic network. The latter approach can be less stable
but more sample-efficient when it works. Model-based RL methods that
perform trajectory optimization with learned dynamics models can be even
more sample-efficient but often suffer from the optimization procedure
exploiting the inaccuracies of the dynamics model. The trajectory optimiza-
tion procedure can be regularized to deal with this problem, for example,
by learning an ensemble of dynamics models to reduce the likelihood of
exploitation. However, this ensemble regularization strategy fails when
using gradient-based optimization, which can be very efficient at optimiz-
ing and hence exploiting the model. We proposed denoising regularization
that can prevent gradient-based optimization from exploiting the dynamics
model. We then proposed an energy-based regularization strategy that
explicitly computes energy estimates of state-action pairs and hence can
be used for the regularization of both gradient-free and gradient-based
optimization in a principled and scalable manner. We demonstrate highly
sample-efficient initial learning in a set of popular motor control tasks
using the proposed denoising and energy-based regularization strategies.
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5. Continuous Control from Images

In this chapter, we focus on continuous control problems with image obser-
vations. RL from high-dimensional observations such as images is chal-
lenging because the agent has to learn to extract the relevant information
from high-dimensional observations based on the limited supervision from
scalar reward signals. The image observations may contain lots of irrele-
vant details. While RL methods such as DDPG or SAC could learn directly
from image observations, they are often very sample inefficient [91,128].
The most common approach to dealing with this challenge is state rep-
resentation learning where we learn intermediate representations of the
environment state, to make RL easier. The goal of state representation
learning is to learn task-specific features from raw high-dimensional sen-
sory measurements, to facilitate sample-efficient reinforcement learning.

In principle, any unsupervised learning method can be used to learn
low-dimensional latent representations of images. After learning latent
representations of images, the latent representations can be provided as
the state input instead of the raw images. State representation learning
could be guided by self-supervised or unsupervised learning objectives such
as input reconstruction [129], next state prediction [130], or contrastive
learning [131] which provide rich training signals. Recent works from
Yarats et al. [132] and Laskin et al. [133] have shown that image aug-
mentations such as small random shifts can enable data-efficient RL from
images without any additional auxiliary loss functions. A popular strategy
for state representation learning is using autoencoders [129, 134, 135]
and in Section 5.1, we briefly introduce the SAC+AE method proposed by
Yarats et al. [129] that combines the SAC algorithm with an autoencoder
for state representation learning.

While autoencoders force the state representation to retain all the in-
formation from the image observations, in many control problems with
visual feedback, the optimal controls can be inferred from the location of
the objects in the scene. In Section 5.2, we introduce the feature point
actor-critic (FPAC) method for continuous control from images that we
propose in Publication IV. FPAC learns state representations based on
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feature points, which is a list of spatial locations in learned feature maps
of an input image.

For model-based RL from images, we have to learn dynamics models of
the image observations. This can be challenging and learning the dynamics
in a compact latent space could enable fast planning with accurate long
horizon predictions. In Section 5.3, we briefly introduce the PlaNet [136]
and Dreamer [130] methods, proposed by Hafner et al., where they learn
latent dynamics models for planning using future prediction objectives.

5.1 State Representation Learning with Autoencoders

Autoencoders (AE) are a very popular class of methods for unsupervised
learning. Autoencoders aim to learn meaningful feature representations of
inputs by training to reconstruct the inputs, under some restrictions such
as a bottleneck layer. For example, an AE network gφ with a bottleneck
layer, that is, a layer with a smaller dimensionality than the input, can be
trained by sampling a batch B of samples x from a dataset and minimizing
the loss function

L(φ) =
∑
x∈B

[
gφ(x)− x

]2
.

Variational Autoencoders (VAE) are a type of autoencoders where the
inputs are encoded into a distribution over the latent space [137]. The
decoder is then trained to reconstruct the input based on a sample from the
encoded latent distribution. We can backpropagate through this stochastic
sampling using the reparameterization trick discussed in Section 4.1. The
VAE encoder qφe(·|ot) outputs the mean μφe(ot) and variance σ2

φe
(ot) pa-

rameters of the latent Gaussian distribution qφe(·|ot) = N (μφe(ot), σ
2
φe
(ot))

and the decoder qφd
(ot|st) reconstructs the original image ot based on a

sample from the latent distribution st ∼ qφe(·|ot). The VAE parameters φe

and φd are trained to maximize an objective of the form

J(φe, φd) = Eot∼D
[
Est∼qφe (·|ot) [log pφd

(ot|st)]−DKL(qφe(·|ot)‖p(st))
]
,

where the first term is the reconstruction loss and the second term acts as
a regularizer which tries to keep the state distribution close to the prior
distribution p(st), which is often assumed to be a multivariate Gaussian
distribution with zero mean and an identity covariance matrix. A learned
VAE can be used to provide the latent representation vector st to an RL
algorithm, instead of the raw image observation ot.

An autoencoder can be pre-trained before doing any RL to learn latent
representations, which can be fixed during RL. This is a good strategy
if a dataset of diverse image observations is available beforehand or can
be collected easily. In this case, the pre-trained autoencoder can provide
reasonable features throughout the RL training phase. However, it is often
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the case that the RL agent will visit novel states (and hence receive novel
observations) and the autoencoder may not be able to reasonably represent
them.

An autoencoder can be trained jointly with the RL agent so that it
learns to accurately represent all the states visited by the agent. In actor-
critic algorithms, the autoencoder can be jointly updated using both the
autoencoding loss as well as the RL losses so that the autoencoder learns
to represent task-relevant features. However, this can be unstable and a
commonly used trick to stabilize the joint training is to truncate the actor
loss gradients to the convolutional encoder [129]. That is, the encoder is
updated using only the autoencoding loss and the critic loss.

In Publication V, we evaluate SAC+VAE, a combination of the SAC
algorithm with a VAE for representation learning, on a real-world RC car
platform. We use SAC+VAE to learn to drive the RC car around miniature
tracks using egocentric camera observations. The SAC+VAE agent is able
to learn to drive in different tracks, from scratch, after less than 10 minutes
of practice. In our experiments on high-speed control, we observed that
the SAC+VAE agent controlled the car very well to drive faster than even
a human operator.

5.2 Learning Feature Point State Representations

In many control problems with image observations, the information rel-
evant for control can be represented using the location of the objects in
the scene. That is, the optimal controls only depend on the geometry of
the objects in the scene, not their exact appearance. State representa-
tion learning approaches like autoencoders necessitate representation of
all information from the images in the latent space so that they can be
reconstructed accurately. Learning latent state representations of the
geometry information, ignoring appearance information, might allow for
more efficient RL.

In Publication IV, we propose feature point actor-critic (FPAC), an actor-
critic method to continuous control from images, where we represent the
state using a small set of “feature points” extracted from image observa-
tions. Feature points are a list of spatial locations in the learned feature
maps of an input image. FPAC is closely related to prior works that have
demonstrated efficient continuous control from images using feature point
state representations [138–140]. FPAC is also related to prior works that
learn feature points in an unsupervised manner based on generic tasks
like image generation [141–144] or equivariance constraints [142,145,146].
With FPAC, we aim to directly learn feature points that are relevant for
control, without using any auxiliary losses that are specific to feature point
learning but instead rely on end-to-end learning with RL to extract feature
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points that are well-aligned for the control task at hand.
We define a feature point as a triplet (xk, yk,mk) where xk and yk are the

2D coordinates of the feature point and mk ∈ [−1, 1] is a scalar feature. We
extract x, a list of K feature points, from an image observation o, using a
differentiable feature points bottleneck Φ

x = Φ(o) = [(x1, y1,m1), . . . , (xK , yK ,mK)] .

We use the differentiable feature point bottleneck x = Φ(o) proposed
by Levine et al. [138]. A convolutional network f encodes the image
observation o ∈ R

H′×W ′×C into K feature maps of shape H × W : h =

f(o) ∈ R
H×W×K . Let hk(x, y) denote the value of the k-th channel of h at

pixel (x, y). The feature point coordinates (xk, yk) can be computed as the
expected values of the pixel coordinates:[

xk

yk

]
=

W∑
x=1

H∑
y=1

[
x

y

]
pk(x, y) , (5.1)

where the expectation is taken over the distribution pk(x, y) produced using
the softmax function

pk(x, y) =
exp(hk(x, y))∑

x′,y′ exp(hk(x
′, y′))

.

In practice, we compute these (xk, yk) coordinates using a separable variant
of the above equation that is more efficient (see Publication IV for details).
The scalar feature mk is computed as the tanh-activated mean value of the
feature maps

mk = tanh
( 1

HW

W∑
x=1

H∑
y=1

h(x, y, k)
)
.

The network could learn to use these scalar features to represent any
information relevant to the task, for example, the presence of the feature
point in an image.

In many tasks, the motion of the objects are also important. In FPAC,
we consider two sequential observations ot and ot−1 to represent the state
st as the vector [xt,xt − xt−1], where xt = Φ(ot), xt−1 = Φ(ot−1) and
xt − xt−1 encodes the feature point velocities. The resulting state vector st
is provided as inputs to the actor and critic networks for RL.

The state representation learning in FPAC happens by updating the
weights of the convolutional encoder f to extract feature points that are
relevant for the RL task. This is achieved by updating the weights based
on the critic loss of an actor-critic agent such as SAC. The architecture of
our FPAC method is shown in Figure 5.1.

In Publication IV, we show that FPAC is able to learn reasonable feature
points from image observations without any additional supervision than
the critic loss. FPAC can be easily implemented by inserting a simple
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Figure 5.1. The network architecture of our FPAC method. The feature point locations
are computed as the expectation of the distributions represented as K feature
maps extracted by a convolutional encoder. The state representation st is
formed using the position xt and velocity xt − xt−1 of the feature points. This
feature point state representation is given to the actor and critic networks
and is learned based on the gradients from the critic loss.

feature points bottleneck layer and it performs competitively to the state-
of-the-art RL methods for continuous control from images.

Concurrent to our work, Chen et al. [147] proposed to learn 3D keypoints
based on image observations from multiple cameras. This is achieved by
first extracting 2D feature points from the multi-view image observations
using the same differentiable feature points encoder as in Equation 5.1,
which are then projected to the 3D scene. In [147] the keypoints are learned
using supervision from RL loss as well as a multi-view consistency loss.

The FPAC agent could be extended to also learn feature vectors along
with the feature point locations so that the RL agent also has access to other
kinds of relevant information. For example, information like the wetness
of the road while driving a car. While we observed FPAC performs well
on a set of continuous control tasks, like any handcrafted representation
structure, feature point representations may not be the best form of state
representation for RL in all kinds of tasks.

5.3 Planning with Latent Dynamics Models

When taking a model-based RL approach to continuous control from im-
ages, planning with dynamics models that operate in the pixel space is
challenging. This is because predicting the image observations at every
time step is expensive in terms of computation and memory. If we can
learn a latent dynamics model that can make accurate long-horizon pre-
dictions, then we could plan quickly and effectively in the compact latent
space, without having to predict the high-dimensional image observations
at every time step.

A latent dynamics model can be decomposed into three components that
define a generative process of the image observations and rewards from a
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hidden latent space:

1. A transition model that samples the latent state transitions:

st ∼ p(st|st−1,at−1) .

2. An observation model that samples observations from latent states:

ot ∼ p(ot|st) .

3. A reward model that samples rewards from latent states:

rt ∼ p(rt|st) .

These distributions can be parameterized using neural networks. For
example, the transition model can be a recurrent neural network (RNN),
the observation model can be a transposed convolutional neural network,
and the reward model can be a fully connected neural network. The
parameters of these networks can be jointly optimized by training them to
accurately predict future observations and rewards. The agent can interact
with the environment to collect trajectories of observations, actions, and
rewards (o0,a0, r0, . . . ,oT ,aT , rT ), which can be used to train the latent
dynamics model. The dynamics model should be trained to accurately
predict the state transitions ahead for multiple time steps into the future.

After learning the latent dynamics model, it could be directly used to
compute the agent actions using trajectory optimization. Given a future
action trajectory, the sum of rewards that it will achieve in a finite-horizon
can be predicted by unrolling the latent dynamics model to sample future
rewards. Since the rewards are predicted from the latent space, the sum
of rewards of action trajectories can be computed without predicting the
future image observations, which is expensive. Optimizers such as cross-
entropy method (CEM) or Adam can then be used to optimize the future
action trajectories, so as to maximize the sum of future rewards.

The feature point state representation introduced in the previous section
could be used as a latent representation to learn feature point dynamics
models, for model-based RL from images. Our work on feature point
representation was partly inspired by Manuelli et al. [148], where they
implement feature point dynamics models for model-based control in real-
world robotic manipulation tasks. Feature point dynamics models can
be learned in a self-supervised manner and have been demonstrated to
work well on video prediction and reward prediction [149–151]. The use of
feature point dynamics models for model-based RL is a promising line of
future work.
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5.3.1 Deep Planning Network (PlaNet)

Deep Planning Network (PlaNet), proposed by Hafner et al. [136], is a
model-based RL method that learns latent dynamics models from images
and performs trajectory optimization in the latent space. The key compo-
nent of PlaNet is a recurrent state-space model (RSSM) architecture with
both deterministic and stochastic connections. The stochastic connections
enable the network to sample different future predictions that are possi-
ble while the deterministic connections enable the network to remember
information for longer horizons.

In RSSM, the latent state st is jointly represented by a deterministic
state ht and stochastic state xt. The deterministic state transitions are
modelled using a recurrent neural network (RNN) that predicts the next
deterministic state ht based on previous deterministic state ht−1, previous
stochastic state xt−1, and previous action at−1:

ht = f(ht−1,xt−1,at−1) ,

where the stochastic state xt−1 is sampled from a Gaussian distribution pa-
rameterized by a neural network that is conditioned on the detereministic
state ht−1:

xt−1 ∼ p(xt−1|ht−1) .

The RSSM model can be unrolled in two ways. When the ground-truth
future observations are available, that is during training, the state transi-
tion prediction at each step can also be conditioned on the ground-truth
observation, to ensure more accurate predictions. This is done in a similar
fashion to a Kalman Filter where we first make a prior state prediction
which is then updated using the new observation to compute the posterior
state prediction. When the ground-truth observations are not available,
that is during planning, the state transitions are predicted purely in the
latent space, without any conditioning on future observations.

To ensure that the RSSM model can make accurate multi-step predictions
during planning, Hafner et al. [136] proposed a method called latent
overshooting to explicitly train the agent to make multi-step predictions.
However, it was later reported in [130] that this scheme does not offer any
improvements and training on one-step prediction works similarly well.

Hafner et al. [136] demonstrated model-based RL from high-dimensional
observations on challenging continuous control tasks for the first time
using the PlaNet method. PlaNet performs trajectory optimization with
RSSM using the derivative-free cross-entropy method (CEM). The RSSM
architecture of PlaNet has been widely used by follow-up works for model-
based RL from image observations [130, 152–154]. We refer the reader
to [136] for complete details about the RSSM architecture and the PlaNet
method.
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5.3.2 Dreamer

Dreamer, proposed by Hafner et al. [130], extends PlaNet with policy and
value networks. In PlaNet, the actions are derived using finite-horizon
trajectory optimization which can be short-sighted as the optimization does
not consider the influence of the actions beyond the planning horizon. Also,
it is expensive to perform trajectory optimization at every time step. The
value network in Dreamer enables infinite-horizon planning and the policy
network can be used to quickly compute the agent actions without any
planning. The policy network can be efficiently trained using analytic value
gradients backpropagated through the value network and the dynamics
model. In Dreamer, the value and policy networks are a function of the
latent state. So, the observations are encoded into the latent space, from
which the rewards, values, policy, or state transitions can be predicted.

The Dreamer method can be viewed as an actor-critic method, similar to
the DPG-style methods introduced in Section 4.1, where, the critic is an
improved value estimate computed by unrolling the dynamics model and
using the value network at the end, the approach known as model-based
value expansion [37,38]. The model-based value estimate V π

N of any state
s can be computed as

V π
N (s, H) = E

[H−1∑
t=0

γtr(st,at) + γHVψ(sH)
∣∣∣s0 = s

]
,

where H is the planning/expansion horizon, Vψ(s) is the learned value
network, and the expectation is taken over the latent state transitions
st+1 ∼ fθ(st,at) and the policy function at ∼ πφ(st). Note that the value
network is used to predict the values of imaginary states and this could be
erroneous as they are out of the training distribution of the value network.
Dreamer uses Vλ, an exponentially-weighted average of the VN estimates
of different expansion horizons 1, . . . , H to balance bias and variance:

V π
λ (s) = (1− λ)

H−1∑
k=1

λk−1V π
N (s, k) + λH−1V π

N (s, H) .

The critic network is trained using these model-based value estimates
V π
λ (s) as the target. The policy/actor network is also trained to maximize

this value estimate V π
λ (s) by backpropagating the analytic value gradients

through the differentiable value estimate. The objective for learning the
policy function πφ can be written as

φ∗ = argmax
φ

E

[
V π
λ (s)

]
,

where the expectation is taken over the state visitation distribution of the
agent s ∼ p(·|φ, θ, ψ), the latent state transitions st+1 ∼ fθ(st,at) and the
policy function at ∼ πφ(st).
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Hafner et al. [130] demonstrated that the policy and value networks
allow Dreamer to perform significantly better than PlaNet on challenging
continuous control tasks, using the same hyperparameters on all tasks.
We benchmark the Dreamer method on a real-world RC car platform in
Publication V to show that Dreamer can learn, from scratch, to drive the
RC car around miniature tracks using egocentric camera observations in
less than five minutes of driving experience. We refer the reader to [130]
for more details about the Dreamer method.

DreamerV2 [152] improves upon Dreamer with several minor modi-
fications to demonstrate sample-efficient learning in both discrete and
continuous control tasks. DreamerV2 attains human-level performance
on the Atari 200M benchmark for discrete control, outperforming the
state-of-the-art model-free Rainbow method. DreamerV2 is also able to
effectively perform continuous control, learning to stand-up and walk with
a challenging humanoid robot, from just image observations.

5.4 Summary

Continuous control problems with image observations can be challenging
as the RL agent has to learn to extract the relevant information from
images based on limited supervision from reward signals. In this case,
state representation learning methods are often used to learn intermediate
representations of the environment state, to assist RL. In principle, any
unsupervised representation learning method can be used to learn such
low-dimensional latent representations of images. Autoencoders are a pop-
ular class of unsupervised learning methods that have been successfully
used for state representation learning in RL. While autoencoders necessi-
tate representation of all information from the images in the latent space,
in many control problems with image observations, the optimal controls
can be inferred from the location of the objects in the scene. We proposed
feature point actor-critic (FPAC), an actor-critic method for continuous
control from images, where we represent the environment state using a
small set of feature points extracted from image observations. We demon-
strated that learning of feature points without any additional supervision
improves RL from images.

When taking a model-based RL approach to continuous control from
images, planning with dynamics models that operate in the pixel space
is expensive. Deep Planning Network (PlaNet) learns latent dynamics
models from images and performs trajectory optimization in the latent
space. Dreamer extends PlaNet with policy and value networks for infinite-
horizon planning and fast computation of agent actions.
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6. Real-World Reinforcement Learning

In this chapter, we focus on grounding the research of reinforcement
learning algorithms on real-world problems. There has been significant
progress towards robust and sample-efficient RL algorithms in recent years
[18,40,89,92,152]. This is largely due to easily accessible and standardized
simulator benchmarks [155–158]. However, these simulator benchmarks
do not accurately capture all the complexities of the real world [159]. For
example, they present no communication noise or delays, often have simple
dynamics, allow for episodic resets, and have no concerns about the safety
of the environment. We have to bridge this gap to accurately measure
the development of RL algorithms. This could be achieved by improving
simulators to closely match the real world or by directly evaluating RL
algorithms on real-world problems. Improving simulators to closely match
the real world is a tremendously demanding task. Building a realistic
simulator even for a particular domain could take years of research. In
this thesis, we focus on benchmarking RL algorithms by directly learning
on real-world tasks. Working on real-world problems forces us to deal
with all its complexities, without the comfort of a simulator that can be
modified as necessary. Simulators are still an invaluable tool in developing
RL algorithms and evaluating their performance in controlled settings.

The progress in real-world RL can be boosted by standardized and broadly
accessible physical platforms for RL, just like standard datasets such as
ImageNet [160] accelerated research in machine learning. This need for
low-cost standardized physical benchmarks for RL has been gaining at-
traction recently. Wheeled robot platforms such as the Donkey car [161]
used in this thesis are often very cheap, costing only a few hundred eu-
ros. Other available wheeled platforms include Amazon DeepRacer [162],
DuckieBot [163], MuSHR [164], DJI Robotmaster S1 [165], and Nvidia Jet-
Bot [166], and OpenBot [167]. Another category of popular robot platforms
is low-cost quadruped robots like the RealAnt robot introduced in this the-
sis. The MIT Mini Cheetah [168], Solo [169], and Stanford Doggo [170] are
well known small quadruped robots. ROBEL [171] is a recently introduced
open-source platform for benchmarking in robot learning, consisting of
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Figure 6.1. Our Donkey car and one of the miniature tracks used in our experiments.

a four-legged robot and a three-fingered hand robot. REPLAB [172] is a
reproducible self-contained platform with a low-cost arm for vision-based
manipulation tasks.

In this chapter, we introduce two such real-world RL benchmarks pro-
posed in this thesis. First, in Publication V, we adapt an open-source
RC car platform called Donkey car [161] to propose L2D (Learning to
Drive), a real-world RL benchmark in which the RL agent learns to drive
the car using image observations and human disengagements as rewards
(Section 6.1). Second, in Publication VI, we develop RealAnt, a minimal
low-cost physical version of the popular ‘Ant’ benchmark used in rein-
forcement learning (Section 6.2). The Donkey car and RealAnt platforms
are fun to play with and have many challenges of real-world systems.
Both platforms can be easily built or acquired online and the experiments
presented in this thesis are easily reproducible.

6.1 Learning to Drive a Donkey Car

The problem of autonomous driving is an exciting application of deep RL.
Recently, Kendall et al. [6] demonstrated that the DDPG algorithm com-
bined with state representation learning using an autoencoder could learn
to drive a full-sized car in a simple track, from image observations, and
human disengagement rewards. Here the only human supervision is when
a human disengages the agent if the car drives off the track. Reproducing
these results is difficult for the broad research community as it requires
a full-sized car with the necessary modifications and infrastructure to
support the RL experiments.

Inspired by [6], we propose the L2D (Learning to Drive) benchmark in
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Publication V. L2D is a simple, low-cost, and easily reproducible bench-
mark for real-world RL. L2D is based on the open-source self-driving RC
car platform called Donkey car [161]. A Donkey car costs only 250$ and
takes around 2 hours to assemble. In the L2D benchmark, the RL agent
has to learn to drive a Donkey car around three miniature tracks. The
agent observes monocular image observations and the speed of the car
and has to control the throttle and steering of the car. The agent has to
learn solely from disengagements which happens when the car drives off
the track. See Figure 6.1 for a photo of our Donkey car and one of the
miniature tracks used in our experiments. The proposed L2D benchmark
has many key challenges that often occur in real-world problems:

1. High-dimensional observations: the agent has to learn to control the car
directly from a sequence of images captured by an onboard camera.

2. Delayed observations, actions, and rewards: unlike in simulators, the
agent has to deal with inevitable stochastic delays in communication
pipelines in the real system.

3. Non-stationary dynamics: the throttle control of the car is highly sensi-
tive and is adversely affected by factors such as the friction of the surface,
battery voltage, and temperature.

4. Real-time inference: the policy has to be able to run in real-time at the
control frequency of the system.

5. Sample-efficiency: the agent must learn efficiently from a limited num-
ber of samples collected using the Donkey car.

We evaluate three popular learning approaches on the proposed bench-
mark: (i) an imitation learning agent, (ii) a model-free RL algorithm com-
bining variational autoencoder (VAE) and soft-actor-critic (SAC), and (iii) a
model-based RL algorithm called Dreamer (introduced in Section 5.3). The
model-based Dreamer algorithm learns from sparse and noisy rewards in
a very sample-efficient and robust manner to achieve the maximum perfor-
mance within merely five minutes of driving, in all tracks. The model-free
SAC+VAE algorithm is also able to learn in a robust and sample-efficient
manner but requires almost twice as many disengagements as Dreamer.
We observe that an agent trained on one track can reasonably generalize
well to driving on the other tracks. Although SAC+VAE requires more
samples to learn, it can drive the fastest, outperforming Dreamer. RL
agents are able to outperform the imitation learning baseline and even
drive faster than a human operator.

We open-source our training pipeline, baseline implementations, and all
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Figure 6.2. RealAnt v1.1

experimental details (including our training trajectories) so that it is easy
to reproduce our results and apply any RL algorithm on our benchmark.
See Publication V for all details including the steps to reproduce our
experiments. The proposed L2D benchmark can be extended to include
more challenging RL tasks in the future. For example, navigation to goal
locations, or multi-agent scenarios involving competition or cooperation
between multiple cars.

6.2 Learning to Walk a RealAnt

While there exists a wide range of legged robot platforms for research,
they are often very expensive and the cheap ones are not equipped to han-
dle aggressive exploratory controls that often occur during reinforcement
learning. Robotics research is typically conducted on very expensive indus-
trial robots, costing tens of thousands of dollars. One of the reasons behind
this is that traditional control algorithms necessitate precise hardware
that is easy to model. Reinforcement learning algorithms on the other
hand can handle complex dynamics and (low-cost) noisy hardware. There
exist low-cost educational quadruped platforms but they are unable to
handle the abuse of exploratory controls in reinforcement learning, which
can easily damage the components of a robot. Also, most educational robot
platforms do not offer a pose and motion estimation solution, which is
required for closed-loop control or to derive rewards for reinforcement
learning.

In Publication VI, we develop the low-cost RealAnt robot for research in
real-world RL. RealAnt is a physical version of the popular ‘Ant’ benchmark
available in OpenAI Gym [156], dm_control [158], and PyBullet [157]. The
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Ant benchmark was originally introduced in [173] and the goal in the
benchmark is to a controller for an 8 DoF quadruped robot to walk forward
as fast as possible. This benchmark is widely used in the RL community
which makes it straightforward to use the RealAnt robot.

RealAnt is a low-cost minimal quadruped robot costing only ∼350C in
parts that can be assembled in less than two hours. The body of the robot
consists of a 3D printed torso and four 3D printed legs and eight servos.
The 6 DoF pose and motion of the robot is estimated using an external
camera that detects square fiducial markers attached to the robot’s torso.
The overall design of the RealAnt is simple and can be built in a cost-
efficient and scalable manner. See Figure 6.2 for a photo of RealAnt v1.1, a
slightly updated version of v1.0 presented in Publication VI.

Learning controllers using RL to walk the RealAnt robot, like any other
legged robot, is challenging. It requires the delicate balancing and coordi-
nation of the leg joints. The difficulty of the task is further exacerbated
by delays and noises in the observations and controls. The RL agent must
also be able to act in real-time to effectively control the robot dynamics.

We validate that the robot is suitable for RL research by evaluating
state-of-the-art RL algorithms on the platform. We propose three bench-
mark tasks to evaluate the sample efficiency and control performance of
RL algorithms: stand, turn and walk. We evaluate SAC, TD3, and REDQ
algorithms (introduced in Section 4.1) on these tasks. While SAC fails to
learn some tasks, TD3 robustly learns all tasks, attaining reasonable per-
formance in less than 40 minutes of practice. The REDQ algorithm (which
extends TD3 with a randomized ensemble of critic networks) performs
the best, learning all tasks within less than 10 minutes of practice. See
Publication VI for all details about RealAnt and our RL experiments.

While state-of-the-art RL algorithms can learn basic tasks on the RealAnt
robot in a reasonable amount of time, there is still room for improvements,
for example, in sample efficiency and safe exploration, which are active ar-
eas of research in RL. A model-based RL approach could lead to significant
improvements in sample efficiency and safety. Model-based RL algorithms
have recently demonstrated highly sample-efficient learning in some real-
world tasks such as control of legged robots [174] and drones [175,176].

The RealAnt robot could serve as a low-cost benchmark platform for
real-world RL research. We provide the supporting software stack to easily
reproduce our experiments or apply other RL algorithms on the RealAnt.
We also open-source the hardware designs so that anyone with access to a
3D printer can build the robot by themselves. RealAnt can also be used
for educational purposes to teach students about programming, artificial
intelligence, and robotics. A quadruped robot that can learn to walk by
itself could inspire curiosity in students to learn about the technology
behind it.
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6.3 Summary

While simulators are an invaluable tool in developing RL algorithms and
evaluating their performance in controlled settings, they do not accurately
capture all the complexities of the real world. Standardized and broadly ac-
cessible benchmarks based on physical platforms can ground the research
of RL algorithms on real-world problems and also boost the progress of
RL research towards real-world applications. We introduced two low-cost
robot learning benchmarks for real-world RL. We adapted an open-source
RC car platform called Donkey car to propose the L2D (Learning to Drive)
benchmark in which the RL agent learns to drive the car based on image
observations and human disengagement rewards. We developed RealAnt,
a low-cost physical version of the popular Ant benchmark used in RL,
to benchmark RL of basic tasks like turning and walking. We demon-
strated stable and sampled-efficient deep RL on both platforms, learning
to perform the benchmark tasks in less than 10 minutes of practice.
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7. Conclusion

Reinforcement learning deals with learning and evaluation of intelligent
behaviors in any domain. Deep reinforcement learning combines the
framework of RL with function approximation using deep learning to learn
expressive nonlinear functions that can interpret rich sensory signals to
produce complex behaviors. However, this comes at the cost of increased
sample complexity and instability.

The aim of this thesis was to improve the sample efficiency and bench-
marking of deep RL algorithms on real-world problems. We proposed
sample-efficient deep RL algorithms for three different problem settings:
multi-agent discrete control, continuous control, and continuous control
from image observations (Publications I-IV). We proposed two low-cost
robot learning benchmarks, one of them based on a low-cost quadruped
robot that we developed, to ground the research of RL algorithms on real-
world problems (Publications V-VI). Overall, we demonstrate that deep RL
can be sample-efficient and robust enough to solve real-world problems.

We have validated some of the proposed RL algorithms on real-world
problems. In Publication I, we evaluated our model-based approach to
imperfect-information games on Clash Royale (a very popular mobile game
actively played by millions of users), to beat an imitation learning agent
that has been used in production for more than two years. RL algorithms
have several use cases in game design such as automated testing of new
game levels, use as practice or competitive opponents, or in providing
assistance to new players.

The denoising regularization proposed in this thesis (Publication II) has
been validated on simulation and on real-world data of a Northern Eu-
ropean Crude Distillation Unit (CDU), to derive controls that are more
profitable than a reference human operator on a production mode change
scenario. This method is being integrated into the NAPCON Advisor
software [177] to assist human operators. This model-based planning as-
sistant can be used to train new human operators, for real-time prediction
of process outcomes, and to automatically generate more effective control
suggestions.
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Conclusion

While the results presented in this thesis and other recent works suggest
that deep RL can be very sample-efficient, there are still several challenges
to be solved before deep RL can be considered a mature technology that can
be readily applied to any problem. The real-world robot learning bench-
marks proposed in Publications V-VI can be used to measure our progress
on the advance of deep RL. We observed that model-based RL methods
can be extremely sample-efficient. The key components of the model-based
RL approach we proposed in Publications II-III are the learned dynamics
models and the uncertainty estimation. In principle, it is possible to learn
dynamics models from any dataset, even an offline dataset collected by
another policy, to optimize actions for arbitrary reward functions. However,
to achieve this, we need dynamics models that can generalize well, make
accurate long horizon predictions, and learn robustly online as the training
data distribution changes. There are limitations on how well a dynamics
model can generalize when trained on limited data and we also need accu-
rate predictive uncertainty estimates of the dynamics models to prevent
planning from exploiting the dynamics model. We have to improve super-
vised learning and uncertainty estimation methods and leverage this in
model-based RL to improve sample efficiency and asymptotic performance.
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