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Revealing underlying relations between the nodes in the network is one of the
most important tasks in network analysis. This can be achieved by partitioning
the network into sets of nodes which are, in some sense, more similar to each other
than to the other nodes. Using tools and techniques from a variety of disciplines,
many community detection methods have been developed for many different
scenarios. This thesis examines the statistical properties of community detection
algorithms with a focus on Bayesian procedures. We review key definitions and
theoretical results related to large sample behavior of the posterior distribution.
In particular, we focus on how these results are applied in the context of Bayesian
stochastic block models.

The thesis proposes a dynamic community detection algorithm based on Gibbs
sampling, which takes multiple independent and identically distributed network
snapshots as an input. To understand the limiting behavior of the sampler, we
derive two posterior concentration inequalities that imply posterior (almost) exact
recovery of the community structure and a posterior contraction rate that improves
as the number of snapshots increases. Moreover, we derive bounds for sufficient
separation between within- and between-community connectivity parameters
to achieve exact and almost exact community recovery. These conditions are
comparable to a well known threshold for community detection in the stochastic
block model with two equal communities.

We perform numerical experiments to assess how increasing the number of snapshots
affects the classification accuracy of the sampler. The results show that the improved
contraction rate and the decreased threshold for community recovery translate to
improved accuracy in small to moderate network sizes.

Keywords: Community detection, Stochastic block model, Bayesian asymptotics,
Networks, Posterior contraction, Consistency, Random graphs, Dy-
namic
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Toimijoiden välisten piilevien vuorovaikutussuhteiden selvittäminen on verkos-
toanalyysin keskeisimpiä ongelmia. Tämä voidaan saavuttaa jakamalla toimijat
joukkoihin, joiden jäsenillä on tietyssä mielessä enemmän yhteistä keskenään
kuin muiden toimijoiden kanssa. Hyödyntäen työkaluja ja tekniikoita useilta eri
tieteenaloilta, on tätä varten on kehitetty laaja joukko erilaisia yhteisötunnistusme-
netelmiä eri käyttötapauksia silmällä pitäen. Tässä opinnäytetyössä tarkastellaan
yhteisötunnistusalgoritmien tilastollisia ominaisuuksia keskittyen erityisesti baye-
silaisiin menetelmiin. Opinnäytetyö tekee katsauksen keskeisiin määritelmiin ja
tuloksiin, joilla pyritään kuvaamaan posteriorijakauman käyttäytymistä otoskoon
kasvaessa. Työssä keskitytään erityisesti siihen, kuinka näitä tuloksia on sovellettu
bayesilaisten stokastisten lohkomallien tarkasteluun.

Työ esittelee Gibbsin otanta-algoritmiin perustuvan dynaamisen yhteisötun-
nistusalgoritmin, joka käyttää syötteenään useita riippumattomia ja samoin
jakautuneita verkkoja. Algoritmin asymptoottisia ominaisuuksia tarkastellaan
johtamalla kaksi posteriorin suppenemista kuvaavaa epäyhtälöä. Näistä seuraa,
että algoritmi palauttaa piilevän yhteisörakenteen (melkein) tarkasti verkosta
tehtyjen havaintojen lukumäärän kasvaessa. Tällöin myös suppenemisnopeus
kasvaa. Lisäksi näytetään, että yhteisörakenteen (melkein) tarkka tunnistus
onnistuu, kun yhteisöjen sisäisen ja välisen vuorovaikutustodennäköisyyden
eroavuus ylittää esitetyn alarajan. Johdetut ehdot muistuttavat kuuluisaa kahden
samankokoisen yhteisön stokastisen lohkomallin kynnysarvoa.

Kun tarkastellaan pieniä ja keskisuuria verkkoja, numeeristen kokeiden tulokset
viittaavat siihen, että havaintojen lukumäärän kasvaessa kasvava suppenemisnopeus
ja pienenevä kynnysarvo johtavat luokittelutarkkuuden parantumiseen.

Avainsanat: Yhteisön tunnistus, Stokastinen lohkomalli, Bayesilainen asympto-
tiikka, Verkostot, Posteriorin suppeneminen, Tarkentuvuus, Satun-
naisverkot, Dynaaminen
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1 Introduction
Block modelling, i.e. model-based clustering of network-valued data, is an increasingly
popular multi-disciplinary research area due to wide range of applications in statistics,
machine learning and network science. In block modelling, nodes in a network are
assigned into clusters such that nodes in the same cluster, for example, share a
connectivity pattern, interact frequently, or have similar functions within the network.
In the context of community detection, the nodes in a given cluster are more likely
linked to each other than to nodes in other clusters. Communities emerge in networks
from many fields including physics, sociology, biology, computer science, engineering,
economics, politics, and neuroscience. Moreover, many of such networks evolve over
time.

1.1 Stochastic block model
In this thesis, one block model in particular, the stochastic block model (SBM)
(Frank and Harary, 1982; Holland et al., 1983), is examined. Stochastic block model
is a type of probability distribution over the space of adjacency matrices, where the
link probability between two nodes is solely determined by the assignment of the
nodes into communities. Thus, once the community assignment and the matrix of
link probabilities is known, it is easy to sample networks from the model or evaluate
the likelihood of given data. In general, the vast majority of SBM variants assume
a known number of communities. However, in practice this is frequently unknown
before modelling and inference. In those cases the question arises: should the number
of communities be a model parameter or should its optimal value be selected once the
model is fitted with different values? In the Bayesian framework, the former approach
involves assigning a prior distribution on the number of communities. Examples
of this include the infinite relational model (IRM) of Kemp et al. (2006) (further
developed e.g. by Mørup and Schmidt, 2012) that uses the Chinese restaurant
process (CRP), and Geng et al. (2019) with their mixture of finite mixtures (MFM)
model. Unrelated methods, like the adjacency-spectral partitioning procedure of
Fishkind et al. (2013), also adopt the first approach. The latter approach includes
for example penalty based methods using BIC or AIC-type1 information criteria
(Daudin et al., 2008; Wang and Bickel, 2017), and methods based on information
theoretical concepts like minimum description length (Peixoto, 2013; 2017).

The stochastic block model has been expanded to model overlapping communities as
well as vector-valued or equivalently multi-layer interactions between nodes. SBM
variants with overlapping communities include those of Airoldi et al. (2008), Latouche
et al. (2011), Panov et al. (2017), and Huang et al. (2020), whereas e.g. Ishiguro et al.
(2010), Tang and Yang (2011), Herlau et al. (2013), Xu and Hero (2014), Han et al.
(2015), Matias and Miele (2017), and Ghasemian et al. (2016) introduce multi-layer
variants of the stochastic block model. Some authors, including Fu et al. (2009) and

1In the context of SBMs, BIC and AIC rely on invalid assumptions about the asymptotic shape
of the model likelihood (see, e.g., Yan et al., 2014; Latouche et al., 2009).
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Durante et al. (2017) implement models with both overlapping communities and
vector-valued data.

1.2 Limiting behavior of community detection algorithms
In the context of this thesis, the phrase community detection is a synonym for
community recovery and does not stand for mere detection of existence of community
structure. The rich body of community detection literature contains a range of both
frequentist and Bayesian approaches to the estimation of model parameters, the latter
of which can to a large extent be attributed to the development of computational
statistics. This thesis examines the statistical properties of community detection
algorithms with a focus on Bayesian procedures, pioneered by Snijders and Nowicki
(1997, 2001). One such property of interest is consistency, which akin to robustness
in the frequentist setting describes the influence of chosen prior on the posterior. In
particular, when an observer believes the data arises from an unknown true model,
consistency entails convergence of the posterior towards the truth. However, the
notion of consistency proves useful with or without this belief; given two priors,
someone who denies the existence of a true parameter is nonetheless interested in
whether the two predictive distributions merge. Generally speaking, opinions of two
observers using different priors will merge if and only if consistency holds.

For any given network, the performance of a community detection algorithm can be
evaluated by inspecting metrics such as the classification accuracy. For this reason, the
Bayesian machinery is often used without the corresponding philosophy, which leads to
procedures that seem to work well in practice while no claims about their asymptotic
properties are made. Consider an example of topic modelling: given frequencies of
certain keywords in a document as data, fairly complicated, very high-dimensional
and essentially non-parametric models are constructed involving multinomial priors
and Dirichlet hyperpriors. Such model may be a good classifier whether or not it is
believed to be an accurate description of reality. However, discussion of statistical
properties of these procedures has resurfaced for pragmatic reasons; in a world of
non-parametric models and high-dimensional inference, asymptotics actually matter
in practice. Even two consistent priors may differ strongly in accuracy given a finite
sample size, depending on how quickly the posteriors approach the truth as the
sample size increases.

Community detection problems are characterized by large parameter spaces. Without
exercising proper care or judgment, assigning a prior probability distribution on a
large parameter space risks failure. For the reasons discussed earlier, the asymptotic
analysis of community detection algorithms is a trending research topic. Since a vast
majority of research on Bayesian block modelling has adopted the pragmatic approach
to Bayesian machinery, there is much left to analyze and innovate. This thesis reviews
a framework for establishing posterior consistency referred to as Schwartz’s method
(Schwartz, 1965; Ghosal et al., 2000; Ghosal et al., 2007). The method has recently
been applied to community detection by Jiang and Tokdar (2021), who apply the
method to establish posterior consistency on their diagonally dominant SBM with
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an unknown number of communities. The method is also applied by Chen et al.
(2016), who examine posterior contraction rates of the Indian buffet process (IBP),
which inspired Li et al. (2021) to establish strong posterior consistency of sparse
latent feature models. Similar methods are used by van der Pas et al. (2018) and
Ghosh et al. (2019), who examine the asymptotic properties of the conjugate SBM
by Nowicki and Snijders (2001).

1.3 Contribution of this thesis
Dynamic community detection combines aspects of time series, where the time
increases, and machine learning, where the number of observations increases. These
problems are typically characterized by multilayer data, e.g. a three-way adjacency
tensor indexed by nodes and a time parameter. Few results on statistical analysis
of dynamic community detection algorithms have been published. Durante et al.
(2017) establish consistency of their block model with the unknown number of
communities and a constant network size when the number of independent and
identically distributed (i.i.d.) network layers called snapshots increases, and Lei
et al. (2020) introduce a consistent least squares membership estimator when the
connectivity parameter varies across snapshots. This thesis contributes to the field
by generalizing the results of Kleijn and van Waaij (2021) on the consistency of an
SBM with two communities. In particular, we derive two posterior concentration
inequalities that imply posterior (almost-)exact recovery of the community structure
and a posterior contraction rate that improves as the number of i.i.d. snapshots
increases. Results from a numerical study show that the theoretical results translate
to improved classification accuracy in non-asymptotic network sizes.

2 Evolution of stochastic block model
The stochastic block model dates back to 1980s, where multiple authors proposed
likelihood-based methods for the estimation of model parameters (see, e.g., Holland
et al., 1983; Fienberg et al., 1985) and assessing the model goodness of fit (Wasserman
and Anderson, 1987). Computing maximum likelihood estimates (MLE) of the
parameters typically amounts to solving a constrained or regularized version of the
problem. This thesis however focuses on the Bayesian inference of model parameters,
attributed to Snijders and Nowicki (1997, 2001). This section presents some of the
variations of the stochastic block model. In particular, we examine three models,
each of which builds on the previously presented model. By choosing to focus on
these three models, we gain insight on some relevant research directions in the last
twenty years of vast Bayesian community detection literature. The authors of the
first model pioneered Bayesian block modeling in a computationally feasible way,
and the authors of the second model were driven by the problem of inferring the
number of communities from the data. Finally, the third model sacrifices some of
the computational efficiency for a more intuitive notion of community and ease of
asymptotic analysis.
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First, let us recall some key terminology. Consider a simple (no multiple edges
between two adjacent nodes allowed) undirected graph G = (V,E) on n nodes. The
adjacency matrix X is a symmetric n × n binary matrix, where Xij = 1 if node
i ∈ V and node j ∈ V are connected ({i, j} ∈ E) and Xij = 0 otherwise. Thus, an
adjacency matrix is a representation of the graph G. Consider a Bernoulli random
graph where the community assignment Z partitions nodes [n] into K ∈ Z≥1 non-
empty sets and assigns each node a community label. Let Z be an n × K binary
matrix such that Zik = 1 if node i is in community k, otherwise zero. Moreover,
denote by Z(i) the community of node i. Finally, let the community-wise connectivity
probability matrix be Q ∈ [0, 1]K×K . We assume that the relationships between any
two distinct communities are symmetric, and let Q be symmetric. Then

Xij | Z ind∼ Ber(QZ(i)Z(j)) for 1 ≤ i < j ≤ n, (1)

and P (Xii = 0 | Z) = 1, i ∈ [n] := {1, . . . , n}, assuming no self-loops, i.e. links
between a node and itself. The resulting graph is reffered to as stochastic block model
(SBM). Throughout this thesis, unless stated otherwise, we use capital letters (such
as P ) to refer to probability measures and corresponding lower case letters (such as
p) to refer to associated densities. Moreover, we use Π and π to designate prior or
posterior distributions and their densities. The notation Pf is an abbreviation of∫
fdP .

2.1 Bayesian SBM
First, we examine a Bayesian SBM with conjugate priors by Nowicki and Snijders
(2001). Given K,

Qab
iid∼ U[0, 1], 1 ≤ a ≤ b ≤ K,

Z(i) | ω iid∼ MNK(1;ω), i ∈ [n]
ω ∼ Dir(K;α),

(2)

where ω is a random variable drawn from a Dirichlet distribution with dimension
K and ωi is the probability of a node being assigned to community i. The K-
variate multinomial distribution with a single trial MNK(1;ω) is equivalent to a
categorical distribution with event probabilities ω. The parameter of the Dirichlet is
a vector α of length K. It follows that the model is a probability measure Πn,K,α

on {0, 1}n×n × [0, 1]K×K × [K]n × [0, 1]K describing the law of (X,Q,Z, ω), and
parameterised by the network size n, the community count K, and α1, .., αK . When
clear from context, we may omit the model parameters for notational convenience
and write Π instead of Πn,K,α.

The authors Nowicki and Snijders use the Gibbs sampler, a simulation method for
the approximation of a posterior distribution with arbitrary accuracy, to sample
from the posterior Π(Q,Z, ω | X,K). In particular, the authors fix the number of
communities and derive expressions for Π(ω | X,Q,Z,K), Π(Z | X,Q, ω,K) and
Π(Q | X,Z, ω,K) such that the elements Z(i) (or Qab) are conditionally independent
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of each other, given (X,Q,K) (or (X,Z,K)). Since Z(i) follows the categorical
distribution, we have Π(Z(i) = a) = ωa, for community a ∈ [K], and the joint
distribution of Z(i) is

Π(Z(1) = z1, . . . , Z(n) = zn) = ωn1
1 . . . ωnn

n , (3)

where

na(Z) =
n∑

i=1
1{zi=a}

denotes the number of nodes in community a. Here 1E is the indicator function for
the event E, which is to say 1E = 1 if E occurs and zero otherwise. Given (1), the
likelihood function of a stochastic block model becomes

Π(X | Z,Q) =
∏

1≤a≤b≤K

Q
Oab(Z,X)
ab (1 −Qab)nab(Z)−Oab(Z,X), (4)

where Oab is the number of links that exist in block ab, i.e. the set of links between
communities a and b; nab is the maximum number of links that can be formed between
communities a and b. Clearly, nab is a function of Z. Moreover, Oab is a function of
Z and X. For off-diagonal blocks, nab = nanb. For diagonal blocks, naa depends on
the form of the network as follows,

naa =



1
2na(na − 1) undirected, no self-loops
1
2na(na + 1) undirected, self-loops
na(na − 1) directed, no self-loops
n2

a directed, self-loops.

As mentioned earlier, this thesis restricts its focus to undirected networks with no
self-loops. With a change of index (4) becomes

Π(X | Z,Q) =
∏

1≤i<j≤n

Q
Xij

Z(i)Z(j)(1 −QZ(i)Z(j))1−Xij . (5)

Given (3) and (5), the conditional probability formula yields the joint distribution

Π(X,Z | Q) = ωn1
1 . . . ωnn

n

∏
1≤i<j≤n

Q
Xij

Z(i)Z(j)(1 −QZ(i)Z(j))1−Xij ,

and it can be concluded that the conditional probability distribution of Z(i) is given
by

Π(Z(i) = a | X,Q, ω, Z−i)
= Cωa

∏
1≤h<i

QXhi

Z(h)a(1 −QZ(h)a)1−Xhi
∏

i<j≤n

Q
Xij

aZ(j)(1 −QaZ(j))1−Xij ,
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where C is a constant independent of a, and Z−i := (Z(j))j ̸=i. Another index change
yields

Π(Z(i) = a | X,Q, ω, Z−i) = Cωa

∏
1≤b≤K

Q
O

(i)
b

(Z−i,X)
ab (1 −Qab)n

(i)
b

(Z−i)−O
(i)
b

(Z−i,X),

where O
(i)
b is the number of i-v links such that the node v ∈ G is assigned to

community b, and n
(i)
b is the number of nodes v ̸= i in community b.

Note that the Dirichlet distribution Dir(K; 1, . . . , 1) is the uniform distribution on
the K-dimensional unit simplex SK := {ω ∈ RK | ωa ≥ 0, ∀a, ∑K

a=1 ωa = 1}. Since
the prior distribution of ω is Dirichlet, the prior distribution of Q is uniform (Dirichlet
with parameters (1, . . . , 1)), and ω and Q are a priori independent, Nowicki and
Snijders (2001) apply a well-known results on the Bayesian analysis of multinomially
distributed data (see, e.g., Gelman et al., 1995) to derive the posterior distribution
Π(ω, P | X,Z): said posterior is given by independent Dirichlet distributions with
parameters

(na + αa)a∈[K] for ω, and (6)
(Oab + 1, nab −Oab + 1) for Qab, 1 ≤ a ≤ b ≤ K. (7)

It follows that the posterior mode of ωa becomes
na + αa − 1∑K

b=1(nb + αb) −K
.

When α is a vector of ones, i.e. ω has a uniform prior, the mode becomes na/n, the
proportion of nodes in community a. Similarly, the posterior mode of Qab becomes the
ordinary block constant least squares estimator Oab/nab, which has been extensively
applied in literature (see, e.g., Gao et al., 2015; Klopp et al., 2017; van der Pas et al.,
2018).

2.2 Bayesian SBM with conjugate priors
Next, we examine a model with conjugate priors that expands the model by Nowicki
and Snijders to include an unkown number of communities by Mcdaid et al. (2013).
Their prior becomes

Qab | K iid∼ U[0, 1], 1 ≤ a ≤ b ≤ K,

Z(i) | K,ω iid∼ MNK(1;ω), i ∈ [n],
ω | K ∼ Dir(K;α),
K ∼ Poi(1) | K > 0,

where the authors follow Nowicki and Snijders (2001) by fixing αi = 1 for all i ∈ [K].
Thus, the model becomes

Πn,α(X,Q,Z, ω,K) = Poi∗(1)(K)Πn,K,α(X,Q,Z, ω),
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where Πn,K,α is the Bayesian SBM by Nowicki and Snijders (2001) from Section 2.1,
and Poi∗(1) refers to a Poi(1) distribution conditioned to be nonzero. Given

Π(X,Q,Z, ω,K) = Π(X,Q | Z)Π(Z, ω | K)Π(K),

the authors collapse nuisance parameters (apply the law of total probability on) Q
and ω to sample from Π(X,Z,K) using a numerical integration method known as
Markov Chain Monte Carlo (MCMC) based on the allocation sampler of Nobile and
Fearnside (2007):

Π(X,Z,K)

=
∫
Q
π(X,Q | Z)dQ ·

∫
SK

π(Z, ω | K)dω · Π(K) = Π(X | Z)Π(Z | K)Π(K),

where Q := [0, 1]K×K is the domain of Q, and the unit simplex SK is the domain of
ω. The authors show that

Π(X | Z) =
∏

1≤a≤b≤K

B(Oab + 1, nab −Oab + 1), (8)

Π(Z | K) = Γ(K)
Γ(n+K)

∏
1≤a≤K

Γ(na(Z) + 1), (9)

Π(K) ∝ 1
K!1{1≤K≤Kn},

where B is the beta function B(x, y) = Γ(x)Γ(y)/Γ(x + y), and Γ is the gamma
function; [Kn] is the support of K, and the expressions for conditional probabilities in
(8) and (9) arise from the beta-Bernoulli conjugacy (when αi = 1 for all i ∈ [K]) and
Dirichlet-multinomial conjugacy, respectively. Since K cannot be marginalized out
within the Gibbs sampler, complicated Metropolis–Hastings moves (Hastings, 1970)
are required to simultaneously update Z and K. Recall that the MCMC algorithms
only require the knowledge of a function proportional to the posterior to sample from
the posterior.

2.3 Diagonally dominant SBM
Finally, we examine a diagonally dominant model by Jiang and Tokdar (2021). The
authors propose a prior that sacrifices conjugacy and with it some computational
efficiency for a more intuitive notion of community and simpler asymptotic analysis:
given δn ∝ log(n)/n,

Qab | K, {Qaa}a∈{1,...,K}
ind∼ U(0, Qaa ∧Qbb − δn], a < b ∈ {1, . . . , K},

Qaa | K iid∼ U(δn, 1], a ∈ {1, . . . , K},

Z(i) | K,ω iid∼ MNK(1;ω), i = 1, . . . , n,
ω | K ∼ Dir(K;α)
K ∼ Poi(1) | K > 0.

(10)
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The authors also follow Nowicki and Snijders (2001) by fixing αi = 1 for all i ∈ [K].
The phrase ”diagonally dominant” refers to the fact, that between-community link
probabilities are restricted to be strictly (by at least δn) larger than the respective
within-community link probabilities. Although this more intuitive notion of commu-
nities is an appealing selling point for the algorithm, the sacrifice of computational
efficiency is evidently motivated by their goal of rigorously establishing that their
algorithm infers the ”true” community assignment and link probabilities as the
amount of data increases asymptotically. This is referred to as consistency, and
the analysis by the authors is further discussed in Section 3.5. In fact, the authors
conjecture the consistency of the posterior by Mcdaid et al. (2013) based on the
similar numerical performance of the two algorithms.

Since the inference algorithm proposed by the authors only requires the knowledge of
a function proportional to the posterior to sample from the posterior, the marginal
distribution of the data induced by the model and the prior can be ignored. We have

Π(Z,K,Q | X) ∝ Π(X | Z,Q)Π(Q | Z)Π(Z | K)Π(K) (11)

with

Π(X | Z,Q) =
∏

1≤a≤b≤K

Q
Oab(Z,X)
ab (1 −Qab)nab(Z)−Oab(Z,X),

Π(Q | Z) =
∏

1≤a<b≤K

1{0≤Qab≤Qaa∧Qbb−δn}

Qaa ∧Qbb − δn

, (12)

Π(Z | K) = Γ(K)
Γ(n+K)

∏
1≤c≤K

Γ(nc(Z) + 1),

Π(K) ∝ 1
K!1{1≤K≤Kn}.

The posterior of the element-wise link probability matrix (12) is derived as a product
of the (improper) likelihood functions of uniform distribution of Qab, a ̸= b.

Since the dimensionality of the sample space changes as our estimate of K changes,
to sample from (11) the authors resort to using reversible jump Markov Chain Monte
Carlo based on the allocation sampler of Mcdaid et al. (2013). In particular, the
proposal of the Metropolis-Hastings algorithm used has two stages: in the first stage,
sample (Z,K) in the spirit of the allocation sampler; in the second stage, sample Q
from Dirichlet distribution Dir(Oab + 1, nab −Oab + 1) given (Z,K) as in (7).

3 Nonparametric Bayesian inference
What follows is a brief overview of some of the main theories for establishing consis-
tency in nonparametric bayesian inference. For more details, refer to Ghosal and
van der Vaart (2017).
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3.1 Bayesian statistical model
A probability model is a collection (Ω,F , P ). Here Ω is the sample space, F is a
σ-algebra, and P is a probability measure on the measurable space (Ω,F ). The
sample space consists of all possible outcomes of a random experiment, and the
σ-algebra consists of sets of possible outcomes E ⊂ Ω known as events. Generally
speaking, F is a suitable collection of events on which it is possible to have consistent
rules of probability. Finally, P assigns each event a probability that is a real number
between zero and one. The probability model is then used to model randomness:
chance determines the random outcome ω ∈ Ω, and the outcome ω determines
various quantities of interest, random variables. A random variable with values in the
measurable space (S,S ) is thus a suitable F/S -measurable function Y : Ω → S
that associates to each possible outcome ω ∈ Ω a value Y (ω) ∈ S.

A statistical model M is a collection of probability models. (McCullagh, 2002) In
the Bayesian setting of this thesis, a statistical model is a set M = {Pθ : θ ∈ Θ}
of probability measures Pθ on the parameter space (Θ,B) that is assigned a prior
distribution Π. Specifically, the prior is a probability measure on the measurable
space (Θ,B). The corresponding posterior distribution is the conditional distribution
of θ given the data X. Here X follows the distribution Pθ. We assume that Pθ is a
probability kernel from the parameter space (Θ,B) into the sample space (X,X ),
which is to say

– for any A ∈ X , the mapping θ 7→ Pθ(A) is B-measurable,

– for any θ ∈ Θ, the mapping A 7→ Pθ(A) is a probability measure.

Then the joint distribution of (X, θ) is the unique probability measure on the product
space (X × Θ,X ⊗ B) such that

P (X ∈ A, θ ∈ B) =
∫

B
Pθ(A)dΠ(θ), A ∈ X and B ∈ B.

This implies

P (X ∈ A) =
∫

Θ
Pθ(A)dΠ(θ), A ∈ X ,

which is the marginal distribution of the data X induced by the model and the prior
distribution. The probability kernel Pθ is also referred to as the likelihood function,
since A 7→ Pθ(A) is the probability that the outcome X ∈ A is observed given the
parameter value θ ∈ Θ.

We consider a standard Borel sample space, which is to say that X is a Polish space2

such that X is the Borel σ-algebra.3 Moreover, let the parameter space (Θ,B) be
standard Borel. Then, for a dominated collection of measures Pθ, it is possible to

2A topological space that is a complete separable metric space relative to some metric that
generates the topology.

3For a topological space X, the Borel σ-algebra on X is the σ-algebra generated by the collection
of open sets in X.
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select densities pθ (Pθ(A) =
∫

A pθ(X)dµ(X)) relative to some σ-finite dominating
measure µ such that the maps (x, θ) 7→ pθ(x) are jointly measurable. Then, a version
of the posterior distribution is given by Bayes’ formula,

Π(θ ∈ B | X) =
∫

B pθ(X)dΠ(θ)∫
Θ pθ(X)dΠ(θ) ,

where B ⊂ Θ. This is defined only if the marginal density of the data X in the
denominator is positive. Given n independent and identically distributed observations
X1, . . . , Xn

iid∼ Pθ, we write

Πn(θ ∈ B | X1, . . . , Xn) =
∫

B

∏n
i=1 pθ(Xi)dΠ(θ)∫

Θ
∏n

i=1 pθ(Xi)dΠ(θ) .

Let X (n) := X ⊗ · · · ⊗ X︸ ︷︷ ︸
n times

be the product sigma-algebra on X(n) := X × · · · × X︸ ︷︷ ︸
n times

.

Finally, denote the joint distribution of n ∈ Z≥1 Pθ-distributed samples X(n) in the
sample space (X(n),X (n)) by P (n)

θ , and let

X(∞) := lim
n→∞

X(n), X(∞) := lim
n→∞

X(n), X (∞) := lim
n→∞

X (n), and P
(∞)
θ := lim

n→∞
P

(n)
θ .

In parametric Bayesian inference, the model M is finite dimensional, whereas in
the nonparametric case the model is infinite-dimensional. A parametric model is
essentially a strong prior opinion; the parametric model {Pθ : θ ∈ Θ} may be written
as {P : P ∈ Π}, where Π is a prior distribution on the measurable space (P ,P)
of all possible probability measures P on (X,X ), and Π({Pθ : θ ∈ Θ}) = 1. This
equates to setting all prior mass to a narrow set of probability measures. In general,
in the nonparametric setting it is natural to place a prior directly on the distribution
of the data. We let (P ,P) be standard Borel. Then each element in the sequence
of random probabilities (P (A) : A ∈ X ) is a random variable with values in [0, 1]
(P/R-measurable4 function P (A) : P → R). Thus, given a probability space
(P ,P,Π) and a measurable space (R,R), (P (A) : A ∈ X ) is a stochastic process
indexed by A, which takes values in [0, 1].

Now consider a parameter θ equal to the distribution P . Then the parameter space
becomes (P ,P), and the statistical model {Pθ : θ ∈ Θ} is P itself. As before,

– for any A ∈ X , the mapping P 7→ P (A) is P-measurable,

– for any P ∈ P , the mapping A 7→ P (A) is a probability measure.

The process of drawing a measure P from the prior Π on (P ,P) and sampling
observations X from P is thus mathematically justified.

4R is the Borel σ-algebra on R.
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3.2 Consistency
Let us first discuss a well-known result by Doob (1949). Consider the general setting
of Section 3.1. The theorem suggests that given X1, . . . , Xn

iid∼ Pθ0 , where the true
parameter value θ0 is assigned a positive prior probability, the posterior distribution
converges towards the truth under very general conditions. The notion of convergence
towards the truth is referred to as consistency.

Theorem 3.1. (Doob, 1949) Assume that the parameter θ is identifiable, which is
to say θ1 ̸= θ2 =⇒ Pθ1 ≠ Pθ2, for all θ1, θ2 ∈ Θ. For Π-almost every θ0 ∈ Θ, for
every neighborhood B ⊂ Θ of θ0, we have

Πn(B | X(n)) n→∞−−−→ 1, P
(∞)
θ0 -a.s.

If a prior that assigns no mass on the true parameter value, nothing can be said
about whether the posterior converges towards the truth. In the case of a countable
parameter set, this problem can always be avoided by assigning prior mass on every
element of the parameter set. Moreover, if a parameter space is Euclidean, one can
choose a prior with a density with respect to Lebesgue measure which is positive
on whole Θ, and Doob’s theorem can be used to guarantee consistency everywhere
except Lebesgue null sets. This may be appealing despite the fact that one cannot
say for any given point whether consistency will hold. Given a more general setting,
it is important to know, for a given ”reasonable” prior, at which parameter values
consistency holds.

From now on, we consider a nonparametric setting, where the parameter θ is equal
to a probability density p of P (p = dP/dν), relative to some σ-finite dominating
measure ν on the standard Borel sample space (X,X ). The prior distribution Π is
a probability measure on the parameter space (P ,P) of all possible densities on
(X,X ). Each distribution in the sequence of posterior distributions

(
Πn(· | X(n))

)
is the version given by Bayes’ formula. We aim to estimate p ∈ P based on a
P

(n)
0 -distributed random sample X(n) of observations X1, . . . , Xn | p0

iid∼ p0 with
the true density of p0 ∈ P .

The posterior is consistent at the parameter p0 if for every neighborhood U of p0, we
have

P
(∞)
0

(
X(∞) ∈ X(∞) : Πn(U | X(n)) n→∞−−−→ 1

)
= 1,

or Πn(U | X(n)) n→∞−−−→ 1 P
(∞)
0 -almost surely. This is often referred to as strong

consistency, whereas for weak consistency it suffices to establish convergence in
probability. When P is a metric space, the neighborhoods U are balls around p0,
which is to say U = {p ∈ P : d(p, p0) < ϵ}, ϵ > 0 for some metric d, and strong
consistency is equivalent to the convergence Πn(p : d(p, p0) < ϵ | X(n)) n→∞−−−→ 1
P

(∞)
0 -almost surely, for all ϵ > 0. The choice of the metric d affects the strength of

consistency; the total variation distance is suitable for the estimation of density p0,
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whereas a weak metric may be appropriate for the estimation of the corresponding
probability measure P0. This distinction based on the selected metric is not to be
confused with the terms weak and strong consistency.

A density p0 belongs to the Kullback-Leibler support of the probability measure Π
on (P ,P) if for every ϵ > 0, we have

Π(p : dKL(p0 || p) < ϵ) > 0,

where dKL(p0 || p) =
∫
p0 log p0

p
dν is the Kullback–Leibler divergence between p0

and p. If p0 belongs to the Kullback-Leibler support of Π, we denote p0 ∈ dKL(Π).
Crucially, p0 ∈ dKL(Π) does not require Π(p0) > 0 but merely some prior mass
arbitrarily close to p0 (in the sense of dKL). The Kullback-Leibler divergence is
related to log-likelihood ratios between densities since by a strong law of large
numbers with P0-probability one we have

1
n

n∑
i=1

log p0

p
(Xi) n→∞−−−→ P0 log p0

p
:=
∫
X
p0(X) log p0

p
(X)dν(X) = dKL(p0 || p).

Moreover, given a null hypothesis p0 = p, we refer to the measurable mappings
ϕn : X(n) → [0, 1] and the corresponding statistics ϕn(X1, . . . , Xn) as tests. Tests
can be interpreted as follows: the null hypothesis is rejected with probability ϕn,
and P (n)ϕn :=

∫
X(n) ϕndP

(n) (or P (n)
0 ϕn) is the probability of rejection if the data are

sampled from P (n) (or P (n)
0 ). Suppose we are testing a null hypothesis H0 : p = p0

against an alternative hypothesis H1 : p ∈ U c, where U is a neighborhood of p0. A
type I error is the mistaken rejection of an actually true null hypothesis and a type
II error is the mistaken acceptance of an actually false null hypothesis. A sequence
of test functions is said to be uniformly consistent if both probabilities of type I and
II errors converge to zero as n increases. (Hoeffding and Wolfowitz, 1958)

Theorem 3.2. (Schwartz, 1965) The posterior is strongly consistent at p0 if p0 ∈
dKL(Π) and for every neighborhood U of p0 there exist tests ϕn such that

P
(n)
0 ϕn

n→∞−−−→ 0 and sup
p∈Uc

P (n)(1 − ϕn) n→∞−−−→ 0.

To satisfy the conditions of Schwartz’s theorem, the true density p0 should belong to
the Kullback-Leibler support of the prior, and the null hypothesis should be testable
against complements of neighborhoods of p0. While Theorem 3.1 by Doob ensures
consistency at every parameter in a set of prior probability one, Schwartz extends
the focus to a larger set of parameters in the Kullback-Leibler support of the prior.
Essentially, a large Kullback-Leibler support in addition to a satisfied identifiability
condition implies posterior consistency.

To gain a better understanding of Theorem 3.2, what follows is a short sketch of its
proof. By Bayes’ rule,

Π(U c | X1, . . . , Xn) =
∫

Uc

∏n
i=1 p(Xi)dΠ∫

P
∏n

i=1 p(Xi)dΠ
=
∫

Uc

∏n
i=1

p(Xi)
p0(Xi)dΠ∫

P
∏n

i=1
p(Xi)
p0(Xi)dΠ

,
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and since the tests have ϕn ∈ [0, 1], the posterior can be upper bounded by

Π(U c | X(n)) ≤ Π(U c | X(n)) + ϕn(1 − Π(U c | X(n)))

= ϕn +
(1 − ϕn)

∫
Uc

∏n
i=1

p(Xi)
p0(Xi)dΠ∫

P
∏n

i=1
p(Xi)
p0(Xi)dΠ

.

By applying the assumption on the sequence of tests (ϕn) for p = p0 against p ∈ U c it
can be shown that the first term approaches zero almost surely under P (∞)

0 -probability
as n → ∞. By the same token, for some β0,

lim
n→∞

enβ0(1 − ϕn)
∫

Uc

n∏
i=1

p(Xi)
p0(Xi)

dΠ = 0

P
(∞)
0 -almost surely. On the other hand, since ∏n

i=1
p(Xi)
p0(Xi) = exp

(
−n 1

n

∑n
i=1 log p0(Xi)

p(Xi)

)
,

due to the relationship between Kullback-Leibler divergence and the log-likelihood
ratio and the fact that p0 ∈ dKL(Π), it follows that for all β > 0 we have

lim inf enβ
∫
P

n∏
i=1

p(Xi)
p0(Xi)

dΠ = ∞

P
(∞)
0 -almost surely. To show that the upper bound of the posterior approaches zero
P

(∞)
0 -almost surely it suffices to combine the above statements with β = β0, and

Schwartz’s theorem follows.

Theorem 3.2 is helpful when establishing consistency in weak metrics. On the other
hand, the posterior distribution may still be consistent for strong metrics, but the
required tests may not exist. Thus in the extended Schwartz’s theorem below, the
space of densities is partitioned so that a subspace with little prior mass does not
need to be tested. The sequence of sets (Pn) are referred to as sieves.

Theorem 3.3. Extension of Schwartz 5 The posterior is strongly consistent at
p0 if p0 ∈ dKL(Π) and for every neighborhood U of p0 there exist a constant C > 0,
measurable sets Pn ⊂ P , and tests ϕn such that

Π(P c
n) ≤ e−Cn, P

(n)
0 ϕn ≤ e−Cn, and sup

p∈Pn∩Uc
P (n)(1 − ϕn) n→∞−−−→ 0.

Proving the existence of certain test functions required by Schwartz’s theorem and
its extension may be difficult in practice. Thus looser but more practical versions of
the theorem employ the fact that a certain upper bound on the complexity of the
parameter space suffices to ensure the existence of certain tests. Denote by N(ϵ,P , d)
the minimal number of d-balls of radius ϵ needed to cover a set P . This is called the
covering number of P , whose logarithm is referred to as the metric entropy.

5Appeared in an unpublished technical report by Barron in 1988.
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Theorem 3.4. Consistency in total variation (Ghosal et al., 1999) The posterior
is strongly consistent at every p0 ∈ dKL(Π) if for every ϵ > 0 there exists a partition
P = Pn,1 ∪ Pn,2 (which may depend on ϵ) such that, for constants C > 0, ξ < 1/2
and sufficiently large n,

Π(Pn,2) ≤ e−Cn, and logN(ϵ,Pn,1, || · ||1) ≤ ξnϵ2.

With minor modifications, the above theorem leads to posterior consistency with
respect to any distance d that is bounded above by the Hellinger distance

d2
H(p, q) = 1

2

∫
X

(√
p(X) −

√
q(X)

)2
dν(X),

where p, q ∈ P . For the corresponding probability measures P and Q, we have
dH(P,Q) = dH(p, q).

3.3 Hypothesis testing
Schwartz’s theorem and its further developments require the existence of certain
tests concerning the null hypothesis and its alternative: how confidently can we infer
whether the data is sampled from a distribution P or from some other distribution in
the complement of its neighborhood in the parameter space P . In practice, this boils
down to satisfying a metric entropy condition. In order to develop an understanding
of the relationship between these metric entropy conditions and the existence of
uniformly consistent tests, we first define the minimax risk for testing P against
Q, where P is a probability measure and Q is a collection of finite measures on a
measurable space (X,X ). For a, b > 0, the minimax risk is defined by

R(P,Q) = inf
ϕ

(aPϕ+ b sup
Q∈Q

Q(1 − ϕ)),

where ϕ : X → [0, 1] is a measurable function referred to as test. The two components
of the minimax risk are the probabilities of type I and type II errors, Pϕ and Q(1−ϕ),
respectively. By Le Cam (1986), if P and Q are dominated by a σ-finite measure ν,
the infimum in the above expression is attained, and for every 0 < α < 1,

R(P,Q) ≤ aαb1−αρα(P || conv(Q)),

where ρα(P || Q) = ρα(p || q) :=
∫
pαq1−αdν is the Hellinger product, conv(Q) is

the convex hull of Q, and ρα(P || Q) := supQ∈Q ρα(P,Q). The Hellinger product
at α = 1/2 is referred to as affinity and for probability measures it holds that
− log ρ1/2 ≥ d2

H , which implies that for ν-dominated P and Q we have

R(P,Q) ≤ a1/2b1/2e−d2
H(P,conv(Q)).

Now, assume that dH(P,Q) > ϵ and Q is convex and choose a−1 = c = b. It follows
that when testing P against Q, for some ϕ the expected probabilities of errors of
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type I and type II are bounded such that Pϕ ≤ ce−ϵ2 and supQ∈QQ(1−ϕ) ≤ c−1e−ϵ2 ,
respectively.

Let d be a semimetric6 on a collection of measures containing P and Q, where
Q is the complement of an ϵ-ball around P for every ϵ > 0. To construct tests
for P against the non-convex set of alternatives Q, define the covering number
for testing Nt(ϵ,Q, d) as the minimal number of sets Q1, . . . ,QN in a partition of
{Q ∈ Q : ϵ < d(P,Q) < 2ϵ} such that for each Ql there exists a test ψl with

Pψl ≤ ce−Kϵ2
, sup

Q∈Ql

Q(1 − ψl) ≤ c−1e−Kϵ2
, (13)

for some constants c,K > 0. By the above remark, to satisfy (13) it suffices to choose
convex Ql. The following lemma combines tests ψl against these convex alternatives
into a single composite test ϕ. The bounds on the error probabilities given by the
lemma depend depend on the complexity of the alternative Q (covering number for
testing) and the power of any single test ψl.

Lemma 3.5. (Le Cam, 1986) If Nt(ϵ,Q, d) ≤ N(ϵ) for every ϵ > ϵ0 ≥ 0 and some
nonincreasing function N : (0,∞) → (0,∞), then for every ϵ > ϵ0 there exists a test
ϕ such that, for all j ∈ Z≥1 and some constants c,K > 0,

Pϕ ≤ cN(ϵ) e−Kϵ2

1 − e−Kϵ2 , sup
Q∈Q:d(P,Q)>jϵ

Q(1 − ϕ) ≤ c−1e−Kϵ2j2
.

Now, we examine what is referred to as the basic testing assumption. Suppose that
d and e are semimetrics such that for universal constants K > 0 and ξ ∈ (0, 1), there
exists for every ϵ > 0 and every Q ∈ Q such that d(P,Q) > ϵ a test ϕ with

Pϕ ≤ ce−Kϵ2
, sup

R∈Q:e(R,Q)<ξϵ
R(1 − ϕ) ≤ c−1e−Kϵ2

. (14)

Observe that the basic testing assumption (14) is merely the condition (13) when
Ql are ξϵ-balls relative to the semimetric e. Since the covering number for testing
entails the minimal number of sets Ql that cover {Q ∈ Q : ϵ < d(P,Q) < 2ϵ}, it
follows that the covering number for testing can be bounded by metric entropy

Nt(ϵ,Q, d) ≤ N(ξϵ, {Q ∈ Q : d(P,Q) < 2ϵ}, e), ϵ > 0.

Finally, applying Lemma 3.5 yields the following lemma.

Lemma 3.6. (Kleijn and van der Vaart, 2006) Given semimetrics d and e that
satisfy the basic testing assumption and N(ξϵ, {Q ∈ Q : d(P,Q) < 2ϵ}, e) ≤ N(ϵ)
for every ϵ > ϵ0 ≥ 0 and some nonincreasing function N : (0,∞) → (0,∞), then
for every ϵ > ϵ0 there exists a test ϕ such that, for all j ∈ Z≥1 and some constants
c,K > 0,

Pϕ ≤ cN(ϵ) e−Kϵ2

1 − e−Kϵ2 , sup
Q∈Q:d(P,Q)>jϵ

Q(1 − ϕ) ≤ c−1e−Kϵ2j2
.

6A semimetric satisfies the axiom of symmetry and the triangle inequality like a metric, but two
distinct elements can have a distance of zero.
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The above lemma states that when the basic testing condition is satisfied and we
have a handle on the metric entropy, for some constant K, there exist a uniformly
consistent test for P against a complement of a jϵ-ball for all positive integers j.

3.4 Contraction rates
Consistent priors may have very different accuracies, which can be measured through
their rates of contraction. A posterior contraction rate is a speed at which the posterior
approaches the true distribution of the data, and asymptotically consistent prior
with a very slow rate of contraction may not have any practical use. The theory of
contraction rates builds on the theory of posterior consistency and links nonparametric
Bayesian analysis to the minimax theory of general statistical estimation.

3.4.1 Independent and identically distributed observations

Recall the nonparametric setting of Section 3.2: consider as a parameter a probability
density p of P , a standard Borel parameter space (P ,P), and let Π be a prior
distribution of p on the standard Borel sample space (X,X ). Let X1, . . . , Xn |
p0

iid∼ p0 with the true density of p0 ∈ P . A sequence (ϵn) is a posterior contraction
rate at the parameter p0 with respect to the semimetric d if

Πn(p ∈ P : d(p, p0) ≥ Mnϵn | X(n)) → 0

in P
(n)
0 -probability, for every Mn → ∞. According to Ghosal and van der Vaart

(2017), the constants Mn can be fixed to a single large constant M in most infinite-
dimensional models without changing (ϵn), which gives a contraction rate in a slightly
stronger sense. More often than not, we are interested in the smallest sequence (ϵn)
that satisfies the definition of a contraction rate, which we refer to as the contraction
rate. Note that we defined posterior contraction rates in the context of convergence
in probability instead of almost sure convergence. The latter may be established
by setting tighter constraints on the distribution of prior mass around the true
parameter.

The main theorem applies the fact that any semimetric d on the parameter set P
that is dominated by Hellinger distance and generates convex balls satisfies a version
of the basic testing assumption (14) (see, e.g., Ghosal and van der Vaart, 2017,
Proposition D.8): for some universal constants c,K > 0 and ξ ∈ (0, 1) and for every
n ∈ Z≥0 and ϵ > 0 such that d(p1, p0) > ϵ, there exists a test ϕn with

P
(n)
0 ϕn ≤ ce−Knϵ2

, sup
p∈P :d(p,p1)<ξϵ

P (n)(1 − ϕn) ≤ e−Knϵ2
. (15)

The equipment for establishing posterior contraction build on the following idea
discussed in Section 3.3: the complement of an ϵ-ball centered at p0 is covered with
small balls, and p0 is tested locally against each small ball, and rejected if any local
test rejects it.
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In the following theorem, the posterior contraction rate is described using a combi-
nation of Kullback-Leibler divergence and kth Kullback-Leibler variation

Vk,0(p0 || p) =
∫
p0

∣∣∣∣∣log p0

p
− dKL(p0 || p)

∣∣∣∣∣
k

dν.

Whereas restricting Kullback-Leibler divergence controls the log-likelihood itself, the
Kullback-Leibler variation helps to control the variability of the log-likelihood around
its mean.

For every ϵ > 0 define neighborhoods of p0 by

Bk(p0, ϵ) = {p : dKL(p0 || p) < ϵ2, Vk,0(p0 || p) < ϵk}, k > 0.

Theorem 3.7. (Ghosal et al., 2000) Given a semimetric d that satisfies (15), suppose
there exists a partition P = Pn,1 ∪Pn,2 and a constant C > 0, such that, for constants
ϵn ≤ ϵn with nϵ2

n → ∞,

Πn(Pn,2) ≤ e−(C+4)nϵ2
n , Πn(B2(p0, ϵn)) ≥ e−Cnϵ2

n , and logN(ϵn,Pn,1, d) ≤ nϵ2
n.

Then, for all sufficiently large M , Πn(p : d(p, p0) ≥ Mϵn | X(n)) P
(n)
0−−→ 0.

The smallest sequence (ϵn) that satisfies the conditions of the above theorem is the
posterior contraction rate at p0 with respect to the semimetric d.

3.4.2 General observations

The following theorem generalises Theorem 3.7 to the setting of Section 3.1 with
the addition of a parameter space that depends on n. We consider experiments
(X(n),X (n), P

(n)
θ : θ ∈ Θn), where Θn are parameter spaces, X(n) are observations

and θn,0 ∈ Θn are true parameters. A sequence (ϵn) is a posterior contraction rate at
the parameter θn,0 with respect to the semimetric d if

Πn(θ ∈ Θn : d(θ, θn,0) ≥ Mnϵn | X(n)) → 0

in P
(n)
θn,0-probability, for every Mn → ∞. For k > 0, define

Bn,k(θn,0, ϵ) = {θ ∈ Θn : K(p(n)
θn,0 || p(n)

θ ) ≤ nϵ2, Vk,0(p(n)
θn,0 || p(n)

θ ) ≤ nk/2ϵk}.

The testing condition (15) can be generalized as follows: let dn and en be two
semimetrics on Θn such that for every n ∈ Z≥0, ϵ > 0, and p1 with dn(p1, p0) > ϵ
there exists a test ϕn with, for some universal constants ξ,K > 0,

P
(n)
θn,0ϕn ≤ e−Knϵ2 and sup

θ∈Θn:en(θ,θn,1)<ξϵ
P

(n)
θ (1 − ϕn) ≤ e−Knϵ2

. (16)

As in the i.i.d. case, any semimetrics dominated by Hellinger distance that create
convex balls have the above property. While using two semimetrics adds flexibility,
in many cases, including the setting of this thesis, it suffices to choose dn = en. The
following theorem has been simplified by setting the semimetrics equal to each other.
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Theorem 3.8. (Ghosal et al., 2007) Given a semimetric dn on Θn that satisfies
(16), suppose there exists a partition Θn = Θn,1 ∪ Θn,2 such that for constants k > 1
and (ϵn) with nϵ2

n → ∞, for every sufficiently large j ∈ Z≥0,

Πn(θ ∈ Θn,1 : jϵn < dn(θ, θn,0) ≤ 2jϵn)
Πn(Bn,k(θn,0, ϵn)) ≤ eKnϵ2

nj2/2, (17)

sup
ϵ>ϵn

logN(ξϵ, {θ ∈ Θn,1 : dn(θ, θn,0) < 2ϵ}, dn) ≤ nϵ2
n. (18)

Then, for all sufficiently large M ,

Πn(θ ∈ Θn,1 : dn(θ, θn,0) ≥ Mϵn | X(n)) = O
P

(n)
θn,0

(e−nϵ2
n).

The authors Ghosal et al. (2007) relieve the entropy condition (18) by employing the
subsets Θn,1 ⊂ Θn, and consequently end up with an assertion on about the posterior
distribution on Θn,1 only. The following lemma makes a complementary assertion
about the subsets Θn,2.

Lemma 3.9. (Ghosal et al., 2007) If, for some k > 1,

Πn(Θn,2)
Πn(Bn,k(Θn,1, ϵn)) = o(e−2nϵ2

n), (19)

then Πn(Θn,2 | X(n)) = O
P

(n)
θn,0

(e−nϵ2
n).

Weaker but simpler conditions for posterior contraction can be derived by replacing
prior mass and local entropy in (17) and (17) by their lower and upper bounds,
respectively. The numerator in (17) is trivially bounded by one, and the local entropy
is bounded by global entropy logN(ξϵn,Θn,1, dn). In infinite-dimensional cases the
local and global entropy often have the same order-of-magnitude as ϵn → 0, and the
contraction rate is unaffected by the simplification. Thus (17) and (18) become

Πn(Bn,k(θn,0, ϵn)) ≥ e−Cnϵ2
n , and (20)

logN(ξϵn,Θn,1, dn) ≤ nϵ2
n,

with C ≥ Kj2/2. By applying the lower bound of global entropy in (20), a sufficient
condition for (19) becomes

Πn(Θn,2) = o(e−(C+2)nϵ2
n).

When conditions of Theorem 3.8 and Lemma 3.9 are satisfied simultaneously, it
follows that

Πn(θ ∈ Θn : dn(θ, θn,0) ≥ Mϵn | X(n))
P

(n)
θn,0−−−→ 0. (21)

In particular, Ghosal et al. (2007) proof the convergence in mean w.r.t. P (n)
θn,0 ,

P
(n)
θn,0Πn(θ ∈ Θn : dn(θ, θn,0) ≥ Mϵn | X(n)) n→∞−−−→ 0,
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or equivalently∫
X(x)

Πn(θ ∈ Θn : dn(θ, θn,0) ≥ Mϵn | X(n))dP (n)
θn,0(X(n)) n→∞−−−→ 0. (22)

The left hand side of Expression (22) entails the following process:

i) The data X(n) is sampled from P
(n)
θn,0 .

ii) The observer computes the conditional distribution Πn(· | X(n)).

iii) Error R(X(n)) := Πn(B(θn,0,Mϵn)c | X(n)) is computed, with B(θn,0,Mϵn) =
{θ ∈ Θ : dn(θ, θn,0) < Mϵn}.

The error R(X(n)) is a random variable. Thus, by Markov’s inequality for all δ > 0
we have P (n)

θn,0(R(X(n)) > δ) < δ−1P
(n)
θn,0R(X(n)) n→∞−−−→ 0, and (21) follows.

The preceding analysis shows that in order to establish that the posterior contracts
at the rate (ϵn) relative to some metric d that satisfies the basic testing assumption,
we have to consider the Kullback-Leibler divergence and variation between the true
density and our estimate, the choice of prior Π, and the partition of the parameter
space Θn = Θn,1 ∩ Θn,2. Thus, any change we apply to the statistical model requires
us to repeat the analysis of posterior contraction.

3.5 Consistent community detection
In this section, we focus on the diagonally dominant stochastic block model from
Section 2 and denote by Pθ the corresponding law of X, with θ the n× n node-wise
link probability matrix in the space

ΘK,δ = {θ ∈ [0, 1]n×n : θ = D(ZQZT ), Z ∈ Zn,K , Q ∈ SK,δ},

where Zn,K denotes the collection of all possible assignment of n nodes into K
communities that have at least two members, SK,δ is the domain of Q, and D(A) :=
A− diag(A) with A a square matrix. In addition to community assignment Z along
with the number of communities K, our goal in the community detection problem is
to infer the between-community link probability matrix Q. Given the prior (10), the
space of connectivity probability matrices becomes

SK,δ = {Q ∈ [0, 1]K×K : QT = Q, Qab ≤ Qaa ∧Qbb − δ, 1 ≤ a < b ≤ K}.

Since K is an unknown parameter, the dimensionality of link probability matrix
Q is unknown. Consequently, the parameter space is infinite dimensional and the
problem is nonparametric. In most applications, it is reasonable to assume that
the number of communities is significantly smaller than the number of nodes in the
observed network, which implies that almost every community is empty and the
dimensionality of the parameter space can be reduced to some finite number when
these empty communities are ignored.
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In the context of community detection, it is convention to choose the scale parameter
n as the number of nodes in the network. However, the number of observations
increases by n as the number of nodes increases from n to n + 1; given that the
link probability between two nodes depends only on the underlying community
assignment of said nodes, each possible link gives us insight on the community
assignment. The number of all possible links in a simple undirected graph with
no self-loops is n(n− 1)/2, which is asymptotic to n2. Thus, when examining the
asymptotic behavior of a community detection algorithm given an n-node network,
the number of observations in any given formula is substituted by n2.

While there is a substantial amount of Bayesian literature on estimating the commu-
nity structure of an observed graph, theoretical results on the accuracy of the estimates
are few and far between. Ghosh et al. (2019) established that the multinomial-Dirichlet
prior first proposed by Nowicki and Snijders (2001) results in near-optimal posterior
contraction rates when the number of communities K is known. In Section 3.3 we
discussed how the metric entropy condition in Schwartz’s method ensures that there
exist exponentially consistent test for the true parameter against the complement of
its neighborhood. While Ghosh et al. do not apply Schwartz’s method per se (likely
due to the fact that they study posterior contraction under the Euclidean distance,
which is not dominated by Hellinger distance), they derive such tests in a similar way
by first establishing a handle on the complexity of the parameter space; since the
link probabilities depend solely on the community assignment, the authors are able
to reduce the effective number of parameters from O(n2) to O(K2 + n). The authors
draw a parallel to emerging literature on posterior contraction in high-dimensional
sparse problems (Castillo and van der Vaart, 2012; Castillo et al., 2015; Pati et al.,
2014; Banerjee and Ghosal, 2014), where the complexity of the parameter space is
reduced by exploiting the fact that a large proportion of the parameters are either
zero or negligible in magnitude.

In their recent work, Jiang and Tokdar (2021) studied consistent community detection
when the number of communities is unknown. What makes their result especially
interesting in the context of this thesis is the fact that the authors applied Schwartz’s
method. In the following analysis, the authors suppose that adjacency matrix
X ∼ Pθn,0 , let θn,0 = D(Z0Q0Z

T
0 ), Q0 ∈ Θk0,δ0 for some k0 ≾

√
n and δ0 > 0, and

the number of entries zero and one of θn,0 is at most O(n2ϵn), where ϵ2
n ≍ log k0

n
. The

asymptotic notations f ≾ g, f ≺ g, f ≻ g, f ≿ g, and f ≍ g are equivalent to
f = O(g), f = o(g), f = Ω(g), f = ω(g), and f = Θ(g), respectively. Moreover,
the authors assume that the parameter space is essentially diagonally dominant.
When the parameter space is partitioned into the diagonally dominant part and its
complement and the latter is given very little prior mass, the complementary assertion
of the Theorem 3.8, Lemma 3.9 is satisfied. To ensure that the neighborhood of the
true distribution is given sufficient prior mass, the authors assume that the prior
on Q conditional on K and δ, prior on Z conditional on K, and the prior on K
are essentially bounded from below, such that the prior probability of the set of
true parameters is non-zero. The authors note that their diagonally dominant prior
satisfies these assumptions depicted in full detail below.
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Assumption 3.10. (Prior mass on the parameter space) There exists δ ∈ (0, 1) such
that for all 0 < δ < δ and k > 1, Πn(Sk,δ | K = k) ≥ 1 − e−n2δ.

Assumption 3.11. Prior decay rates

1. (Prior on Q conditional on K and δ) for a ∈ {1, . . . , k}, diagonal entries {Qaa}
are independent with prior density ωn(Qaa | K, δ) ≥ e−C log(n)Qaa1{Qaa∈(δ,1)},
off diagonal entries {Qab}a∈{1,...,k} are conditionally independent on diagonal
entries with conditional prior density

ωn(Qaa | {Qab}a∈{1,...,k}, δ,K) ≥ e−C log(n)(Qaa∧Qbb)1{Qab∈(0,Qaa∧Qbb−δ)}

for some positive constant C independent of a, b ∈ [K].

2. (Prior on Z conditional on K) The prior on the membership assignment Z
satisfies Πn(Z = z | K = k) ≥ e−Cn log(k) for all z ∈ Zn,k and for some universal
positive constant C.

3. (Prior on K) The support of K is [Kn] with Kn ≾
√
n. For k ∈ [Kn], the prior

on K satisfies Πn(K = k) ≥ eCk log(k) for some universal positive constant C.

The following lemmas establish the identifiability of the community assignment and
the community-wise link probabilities when the node-wise link probabilities are either
known exactly or estimated. This exact identifiability is made possible by the diagonal
dominance -constraint on the link probability matrix. While exact identifiability is
not a requirement for posterior consistency, it simplifies the asymptotic analysis.

Lemma 3.12. (Jiang and Tokdar, 2021) Suppose Q ∈ Sk,δ for some constant
δ > 0 and θ = D(ZQZT ) for some Z ∈ Zn,k. Then D−1 recovers both community
assignment Z and connectivity matrix Q from θ.

While the previous lemma assumes perfect knowledge of the node-wise link probability
matrix θ, in practice this matrix is estimated from data. The following lemma extends
the notion of identifiability when θ is estimated within a certain error margin from
its true value θn,0.

Lemma 3.13. (Jiang and Tokdar, 2021) Suppose that θn,0 = D(Z0Q0Z
T
0 ) for some

Z0 ∈ Zn,k0 , Q0 ∈ Sk0,δ and δ > 0. Then, {θ = D(ZQZT ) : ||θ − θn,0||∞ ≤ r,Q ∈
Sk,δ, Z ∈ Zn,k} = {θ = D(Z0Q0Z

T
0 ) : ||Q − Q0||∞ ≤ r,Q ∈ Sk,δ} holds for all

r < δ/2.

Here ||A||∞ is the supremum norm of the matrix A, max(i,j) |Aij|. In particular,
when the estimated node-wise link probabilities are within a δ/2-radius from the
underlying link probabilities, the δ-gap assumption between within-community and
associated between-community link probabilities uniquely determines the underlying
community assignment, and the parameter space is reduced to its Z0-slice. This
dimensionality reduction is analogous to that of Ghosh et al. (2019) discussed earlier,
and is likewise used by the authors to control the complexity of the parameter space.
Another consequence of diagonal dominance, a partition of the parameter space by
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the number of communities (Θk,δ ∩ Θk′,δ′ = ∅ for any k ̸= k′ and δ, δ′ ≥ 0), is applied
to bound the metric entropy.

Recall that to apply Schwartz’s theorem or any of its extensions, the chosen metric
must satisfy the basic testing assumption. It suffices to show that the selected metric
is dominated by the Hellinger distance. While the supremum norm dominates the
Hellinger distance in the general setting, this is not the case in the context of SBMs
when the parameters are restricted to [0,1].

Lemma 3.14. (Jiang and Tokdar, 2021) If Xij | θ ind∼ Ber(θij) for i < j and
i, j ∈ [n], then || · ||∞ is dominated by Hellinger distance: ||θ0 −θ1||∞ ≤ 2dH(Pθ0 , Pθ1).

The parameter space is partitioned into ⋃Kn
k=1 Θk,δn and its complement. Moreover, it

is shown that ⋃Kn
k=1 Θk,δn further partitions into Θ1,δn ,Θ1,δn , . . . ,ΘK,δn , which together

with Lemma 3.13 ensure that the complexity of sieve remains adequate. Now, given
the assumptions 3.10 and 3.11 discussed, the authors show that there exists a constant
C > 0, such that, for constants nϵ2

n ≍ log
√
n,

Πn(θ : dKL(Pθn,0 || Pθ) < n2ϵ2
n, V2,0(Pθn,0 || Pθ) < n2ϵ2

n) ≥ e−Cn2ϵ2
n and

logN
(
ϵn,

Kn⋃
k=1

Θk,δn , || · ||∞
)
≾ n2ϵ2

n.

Then, by Theorem 3.8, for all sufficiently large M ,

Πn(θ ∈
Kn⋃
k=1

Θk,δn : ||θ − θn,0||∞ ≥ Mϵn | X)
P

(n)
θn,0−−−→ 0.

Moreover, Jiang and Tokdar show that Assumption 3.10 implies

Πn

(θ ∈
Kn⋃
k=1

Θk,δn

)c
 ≾ e−Cnϵ2

n .

Now, by Lemma 3.9,

Πn

(θ ∈
Kn⋃
k=1

Θk,δn

)c
 P

(n)
θn,0−−−→ 0,

and it follows that for all sufficiently large M ,

Πn(θ : ||θ − θn,0||∞ ≥ Mϵn | X)
P

(n)
θn,0−−−→ 0.

Finally, using Lemma 3.13 and this posterior contraction, the authors show that

Πn(K = k0, Z = Z0 | X)
P

(n)
θn,0−−−→ 1,

and the posterior concentrates on the true number of communities and the community
assignment.
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4 Dynamic community detection

4.1 Dynamic SBM
The dynamic SBM introduced in this section adopts the conjugate priors (2) by
Nowicki and Snijders (2001) from Section 2.1,

Qab
iid∼ U[0, 1], 1 ≤ a ≤ b ≤ K,

Z(i) iid∼ MNK(1;ω), i ∈ [n]
ω ∼ Dir(K;α).

(23)

Now, suppose that we observe a sequence of T adjacency matrices X = (Xt)t∈[T ],
which we refer to as network layers (or snapshots), such that

(Xt)ij | Z ind∼ Ber(QZ(i)Z(j)) for 1 ≤ i < j ≤ n, t ∈ [T ] (24)

with P ((Xt)ii = 0 | Z) = 1, i ∈ [n], t ∈ [T ], and it follows that Xt
iid∼ Pθ, t ∈ [T ].

Let P⊗T
θ := ∏T

t=1 P
(t)
θ (Xt) = ∏T

t=1 Pθ(Xt). A sample X(n) of n P⊗T
θ -distributed

observations has a law of P⊗T,n
θ . We aim to infer the community assignment as

before. We could apply the sampler of Nowicki and Snijders (2001) as it is to infer
Z, Q and ω for any Xt individually. However, to take advantage of the increased
amount of data we adjust the likelihood function (4) accordingly, which yields

Π(X | Z,Q) = Π(X1, X2, . . . , XT | Z,Q)
= Π(X1 | Z,Q)Π(X2 | Z,Q) . . .Π(XT | Z,Q)
=

∏
1≤t≤T

∏
1≤a≤b≤K

Q
Oab(Z,Xt)
ab (1 −Qab)nab(Z)−Oab(Z,Xt), (25)

by the independence of (Xt)t. The model changes when the number of layers increases,
which may affect the posterior contraction rate as discussed earlier in the end of
Section 3.4.2. However, the prior is unaffected due to assumption of independence
between layers.

The dynamic posterior sampler adopts the prior by Nowicki and Snijders and is based
on their sampler described in Section 2.1. Both samplers approximate the posterior
densities of (ω,Q), Z(1), . . . , Z(n), where (ω,Q) is treated as a single random vector
with the prior density Π(ω,Q); given the values of the parameters at iteration s, the
values at the following iteration ω(s+1), Q(s+1), Z(s+1) are determined as follows:

1. ω(s+1), Q(s+1) is drawn from the posterior distribution of (ω,Q), given the
observed data X and the community assignment at previous iteration Z(s).

2. For each i ∈ [n], Z(s+1)(i) is drawn from the conditional distribution of Z(i)
given ω(s+1), Q(s+1), X and Z(s+1)(j) for j ∈ 1 . . . , i − 1 and Z(s)(j) for j ∈
i+ 1, . . . , n.

By general theory of Gibbs sampling (see, e.g. Gelman et al., 1995), despite of
the starting values, given the data X, the distribution of (ω(s), P (s)) converges to
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the posterior distribution, and the distribution of Z(s) converges to the posterior
predictive distribution.

Given the dynamic likelihood function (25), the conditional distribution of Z(i)
becomes

Π(Z(i) = a | X,P, ω, Z−i) = Cωa

∏
1≤t≤T

∏
1≤b≤K

Q
O

(i)
b

(Z−i,Xt)
ab (1 −Qab)n

(i)
b

(Z−i)−O
(i)
b

(Z−i,Xt),

where C is a constant independent of a. Now consider the posterior distribution
Π(ω, P | Z,X) given by independent Dirichlet distributions with parameters (6) and
(7). We designed the dynamic model such that the posterior modes of ω and Q retain
their interpretations; given the parameters

(na + αa)a∈[K] for ω, and(
T∑

t=1
Oab(Xt) + 1, Tnab −

T∑
t=1

Oab(Xt) + 1
)

for Qab, 1 ≤ a ≤ b ≤ K,

the posterior mode of Qab becomes an extension of the block constant least squares
estimator 1/T ∑t Oab(Xt)/nab, i.e. the average number of ab-links over all layers.
Since na does not depend explicitly of X, the posterior mode of ω remains unchanged.

Despite the theoretical appeal of assigning non-informative prior on ω, it makes
little sense when the number of communities K is known. A uniform distribution
on ω has a strong tendency to favour unequal class sizes, which may cause the
following problem in the early states of the Markov chain: given a very small ω(s)

a ,
the conditional probability of {Z(s)(i) = a}i∈[n] is very small, and the size of class
a at state s becomes almost zero. Therefore, as noted by Nowicki and Snijders
(2001), the uniform prior distribution for ω represents a model with a nonnegligible
probability of having less than K classes. To mitigate this problem, they suggest
setting αi = 100K for all i, which we will follow in Section 4.3 Simulation study.

4.2 Consistent dynamic community detection
To gain understanding of on how the increase in the number of network snapshots
(or layers) affects the posterior, we expand on a recent result by Kleijn and van Waaij
(2021). The authors examined a sparse stochastic block model with two commu-
nities of unequal sizes and derived posterior concentration inequalities concerning
the recovery of community structure. In particular, each node is assigned into a
community one (1) of size 0 ≤ m ≤ ⌊n/2⌋ or a community zero (0) of size n − m,
and the authors aim to infer the true community assignment vector θn,0 ∈ {0, 1}n.
The parameter space becomes

Θn =
⌊n/2⌋⋃
m=0

Θn,m, (26)
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where Θn,m denotes set of size
(

n
m

)
, 0 ≤ m ≤ ⌊n/2⌋, such that

Θn,m =

{θ ∈ {0, 1}n : ∑n
i=1 θ(i) = m}, if m < n/2,

{θ ∈ {0, 1}n : ∑n
i=1 θ(i) = n/2 and θ(1) = 0}, if m = n/2.

When the communities are of different sizes, the community one is thus the smallest;
when the communities are of equal size, the first node is always assigned to the
community zero. This definition ensures that the community assignment is fully
identifiable. Otherwise θn,0 would be identifiable only up to a label switching:
θn,0 = (θn,0(1), . . . , θn,0(n)) and 1 − θn,0 := (1 − θn,0(1), . . . , 1 − θn,0(n)) induce the
same law Pθn,0 for X.

As opposed to Jiang and Tokdar (2021), both communities share a within-community
link probability pn ∈ [0, 1]. The probability of a link between the communities is
denoted by qn ∈ [0, 1].

4.2.1 Exact recovery of the community structure

Definition 4.1. (Exact recovery) Given community assignment θn,0 for all n ≥ 1,
an estimator sequence θ̂n : X(n) → Θn is said to recover θn,0 exactly if θ̂n is correct
with high probability, which is to say

P
(n)
θn,0(θ̂n(X(n)) = θn,0) n→∞−−−→ 1.

We say that the posterior recovers the community assignment exactly, if

P
(n)
θn,0Πn({θn,0} | X(n)) n→∞−−−→ 1. (27)

As established in the end of Section 3.4.2, convergence in mean w.r.t. P
(n)
θn,0 and

convergence in P
(n)
θn,0-probability are related through Markov’s inequality. It follows

that (27) is a form of weak consistency (as defined in the beginning of Section 3.2).
Recall that strong consistency requires convergence in the almost sure sense.

The following theorem based on the Theorem 4.1. in Kleijn and van Waaij (2021)
establishes an upper bound on the posterior probability in the context of a dynamic
stochastic block model with independent and identically distributed layers. In what
follows, we denote the affinity between two Bernoulli distributions with parameters
p, q ∈ (0, 1) by

ρ(p, q) = p1/2q1/2 + (1 − p)1/2(1 − q)1/2. (28)

Theorem 4.2. For fixed n ≥ 1, suppose X1, . . . , Xn
iid∼ P⊗T

θn,0 given θn,0 ∈ Θn and
choose the uniform prior on Θn. Then

P⊗T,n
θn,0 Πn({θn,0} | X(n)) ≥ 1 − n

2ρ(pn, qn)T n/2enρ(pn,qn)T n/2
,
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which is to say, if

nρ(pn, qn)T n/2 n→∞−−−→ 0, (29)

the posterior recovers the true community assignment exactly.

Proof. The proof follows that of Theorem 4.1 of Kleijn and van Waaij (2021). By
Lemma B.8 in Ghosal and van der Vaart (2017), the affinity between two product
densities factorises as

ρ1/2(⊗n
i=1pi || ⊗n

i=1qi) =
n∏

i=1
ρ1/2(pi || qi).

Consequently, the testing power of the likelihood ratio test ϕ(X) between θ ∈ Θn

and η ∈ Θn considered in Lemma B.1 of Kleijn and van Waaij (2021) increases: given
n ≥ 1, θ, η ∈ Θn, there exists a test function ϕ : Xn → [0, 1] such that

πn(θ)P⊗T
θ ϕ(X) + πn(η)P⊗T

η (1 − ϕ(X)) ≤ πn(θ)1/2πn(η)1/2P⊗T
θ

(
⊗T

i=1pη

⊗T
i=1pθ

(X)
)1/2

= πn(θ)1/2πn(η)1/2
T∏

i=1
Pθ

(
pη

pθ

(X)
)1/2

,

and by the independence of P (t)
θ the affinity is raised to the T th power in the proof of

Proposition 3.1 of Kleijn and van Waaij (2021). Then, for n ≥ 2, a prior probability
mass function πn on Θn, and a nonempty Sn ⊂ Θn \ {θn,0}, the posterior mass of Sn

satisfies the upper bound

P⊗T,n
θn,0 Πn(Sn | X(n)) ≤ ρ(pn, qn)T dn

∑
θ∈Sn

√√√√ πn(θ)
πn(θn,0)

, (30)

where dn = minθ∈Sn |D1(θn,0, θ) ∪D2(θn,0, θ)|); the numbers D1 and D2 denote the
number of edges (from the complete graph with n vertices) whose probabilities change
from pn to qn and from qn to pn, respectively, upon replacement of θn,0 with θ.

The proof of Theorem 4.1 of Kleijn and van Waaij (2021) then applies the lower
bound (30) instead of that given in Proposition 3.1 of Kleijn and van Waaij (2021).
The rest of the proof remains the same.

Suppose that nρ(pn, qn)n/2 → 0, which is to say that the posterior of a single-layer
SBM with uniform prior on Θn recovers the community assignment exactly when we
observe a layer Xt. Then Theorem 4.2 implies that observing more layers improves
the rate at which the lower bound on the posterior probability of exact recovery
increases. Examining the sufficient condition (29) tells us how the number of added
layers affects the sufficient separation between the two Bernoulli distributions Ber(pn)
and Ber(qn) for community recovery. Let R1/2(p, q) := −2 log ρ(p, q) denote the Rényi
divergence between two Bernoulli distributions with parameters p, q ∈ (0, 1).
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Corollary 4.2.1. Under the suppositions of Theorem 4.2, if

R1/2(p, q) ≥ 4.04 log n
Tn

, (31)

the posterior recovers the community assignment exactly.

Proof. Recall the formula (28) for affinity ρ(p, q). Now (29) becomes

nρ(pn, qn)T n/2 = elog n−T nR1/2(p,q)/4 → 0,

which is equivalent to

Tn

4 R1/2(p, q) − log n → ∞. (32)

It thus suffices that

Tn

4 R1/2(p, q) ≥ 1.01 log n.

Abbe et al. (2015) examined an SBM with two communities of equal size m = n/2
and established a threshold of

R1/2(p, q) >
2 logm
m

= 4(log n− log 2)
n

(33)

for strong consistency (see also Mossel et al., 2015). The bound in (33) is sharp, which
is to say community detection in SBM with two equal communities is impossible if
this condition is not satisfied. For T = 1, the relatively higher factor in the bound
of Corollary 4.2.1 accounts for the unknown smallest community size m, but as the
number of layers increases, the lower bound shrinks below that of (33).

Now analogous to results of Kleijn and van Waaij (2021), we obtain a slightly simpler
sufficient condition for community recovery:

Corollary 4.2.2. Under the suppositions of Theorem 4.2, if the sequences (pn), (qn)
satisfy

Tn

4 (√pn − √
qn)2 − log n− Tpnqn

8
n→∞−−−→ ∞. (34)

the posterior recovers the community assignment exactly.

Proof. The proof follows that of the authors: given the Definition (28) of ρ(p, q),
consider the fact that for all x ∈ [0, 1], (1 − x)1/2 ≤ 1 − x/2. It follows that

ρ(pn, qn) ≤ p1/2
n q1/2

n + (1 − pn

2 )(1 − qn

2 ) = 1 − (p1/2
n − q1/2

n )2

2 + pnqn

4 ,
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and since (1 + x/r)r ≤ ex,

nρ(pn, qn)T n/2 ≤ n

(
1 +

(
Tn

2

)−1 Tn

2

(
−(p1/2

n − q1/2
n )2

2 + pnqn

4

))T n/2

≤ exp
(

log n− Tn(p1/2
n − q1/2

n )2

4 + Tnpnqn

8

)
.

Thus, the divergence (34) implies

nρ(pn, qn)T n/2 → 0,

which is a sufficient condition for exact community recovery by Theorem 4.2.

The resemblance of (34) to (32) is far from coincidental; when pn, qn = o(1), for
large enough n we have ρ(pn, qn) ≈ 1, and since log(1 + x) expanded around 0 is
x+O(X2),

R1/2(pn, qn) = −2 log ρ(pn, qn)
= −2 log(1 − (1 − ρ(pn, qn)))
= −2(−(1 − ρ(pn, qn)) +O((1 − ρ(pn, qn))2))
= 2(1 − ρ(pn, qn)) +O((1 − ρ(pn, qn))2))
= pn + qn − 2(pnqn)1/2 +O((pn + qn)2)
= (√pn − √

qn)2 +O((pn + qn)2),

and for sparse networks R1/2(pn, qn) ≈ (√pn − √
qn)2.

4.2.2 Almost exact recovery of the community structure

This section examines a form of consistency where the proportion of misclassified
nodes is bounded. The error is defined in terms of the Hamming distance h, which
refers to the number of differing elements between vectors θ ∈ Θn and η ∈ Θn, such
that h(θ, η) = ∑

i 1{θ(i)̸=η(i)}. Since the two community assignments θ and 1 − θ
induce the same law for X by symmetry, it is natural to define the error as

Err(θ, η) = h(θ, η) ∧ (n− h(θ, η)). (35)

By Definition (26) of the parameter space, it follows that Err is a metric on Θn.

Definition 4.3. (Almost exact recovery) Given θn,0 and some sequence of positive
integers (en) of order en = o(n), an estimator sequence θ̂n : X(n) → Θn is said to
recover θn,0 almost exactly with error rate en if

P
(n)
θn,0(Err(θ̂n(X(n)), θn,0) ≤ en) n→∞−−−→ 1.
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Based on the definition of almost exact recovery, the authors define the Hamming-
metric balls as

Bn(θn,0, en) = {θ ∈ Θn : Err(θ, θn,0) ≤ en}. (36)

The posterior recovers the community assignment almost exactly, if

P
(n)
θn,0Π(Bn(θn,0, en) | X(n)) n→∞−−−→ 1.

As in the definition of posterior contraction, we hope to establish convergence in
mean (or analogously convergence in probability). Let us examine the connection
between the definition of almost exact recovery and posterior contraction rates more
thoroughly. From (38) and the definition of Hamming-metric balls (36) it follows
that almost exact recovery is equivalent to

Π(θ ∈ Θn : 1
n

Err(θ, θn,0) >
en

n
| X(n)) → 0

in P
(n)
θn,0-probability. For an error rate en = ϵnn, this is equivalent to

Π(θ ∈ Θn : 1
n

Err(θ, θn,0) > ϵn | X(n)) → 0 (37)

in P (n)
θn,0-probability. Consequently, the sequence (ϵn) is the posterior contraction rate

at the parameter θn,0 with respect to the proportional error Err /n, which is a metric
on Θn. The proportional error Err /n is referred to as classification error (see, e.g.,
Meilă and Heckerman, 2001; Fortunato, 2010).

The bound established in Theorem 4.4 of Kleijn and van Waaij (2021) considering
the almost exact recovery of the community structure can be similarly improved in
the context of multi-layer block modelling. The improved bound follows from the
exact same modifications as Theorem 4.2, and the proof is thus omitted from this
thesis. As we will see, this sheds a light on the effect of added layers on the posterior
contraction rate as defined in Section 3.4.1.

Theorem 4.4. For fixed n ≥ 1, suppose that X1, . . . , Xn
iid∼ P⊗T

θn,0 given θn,0 ∈ Θn

and choose the uniform prior on Θn. For some sequence (ϵn) with 0 < ϵn < 1/2,
let en be an integer such that en ≥ ϵnn. Then the expected posterior probability of
Bn(θn,0, en) is lower bounded as

P⊗T,n
θn,0 Π(Bn(θn,0, en) | X(n)) ≥ 1 − 1

2

(
e

ϵn

ρ(pn, qn)T n/2
)ϵnn (

1 − e

ϵn

ρ(pn, qn)T n/2
)−1

,

(38)

which is to say, if (
e

ϵn

ρ(pn, qn)T n/2
)ϵnn

n→∞−−−→ 0,

the posterior recovers the true community assignment almost exactly.
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As was the case in the context of exact recovery, we obtain a sufficient condition of
the following form:

Corollary 4.4.1. Under the suppositions of Theorem 4.4, the posterior recovers the
community assignment almost exactly with any error rate en ≥ ϵnn, if

ϵnn
(

log ϵn + Tn

4 (√pn − √
qn)2 − Tn

8 pnqn

)
n→∞−−−→ ∞. (39)

Proof. The proof is analogous to that of Corollary 4.2.2. By the affinity between two
Bernoulli distributions (28) and the fact that for all x ∈ [0, 1], (1 − x)1/2 ≤ 1 − x/2,
we have

ρ(pn, qn) ≤ p1/2
n q1/2

n + (1 − pn

2 )(1 − qn

2 ) = 1 − (p1/2
n − q1/2

n )2

2 + pnqn

4 ,

and since (1 + x/r)r ≤ ex,

e

ϵn

ρ(pn, qn)T n/2 ≤ e

ϵn

(
1 +

(
Tn

2

)−1 Tn

2

(
−(p1/2

n − q1/2
n )2

2 + pnqn

4

))T n/2

≤ exp
(

1 − log ϵn − Tn(p1/2
n − q1/2

n )2

4 + Tnpnqn

8

)
.

Thus, the divergence (39) implies(
e

ϵn

ρ(pn, qn)T n/2
)ϵnn

→ 0,

which is a sufficient condition for almost exact community recovery by Theorem
4.4.

Again following Kleijn and van Waaij (2021), we examine a sparse situation when
pn, qn = o(1) and consider an error rate en = ϵnn for some vanishing fraction ϵn ↓ 0
such that ϵnn → ∞.

Corollary 4.4.2. Under the suppositions of Theorem 4.4, let pn, qn = o(1) and ϵn ↓ 0
such that ϵnn → ∞. If

R1/2(p, q) ≥ 4.04 log(1/ϵn)
Tn

, (40)

the posterior recovers the true community assignment almost exactly.

Proof. In this setting, Corollary 4.4.1 implies a sufficient condition for almost exact
recovery as a function of R1/2(p, q) ≈ (√pn − √

qn)2:

TnR1/2(p, q) + 4 log ϵn → ∞. (41)

This holds for pn and qn that satisfy
Tn

4 R1/2(p, q) ≥ 1.01 log(1/ϵn).
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When ϵnn → ∞, log(1/ϵn) = o(log n), and the bound in Corollary 4.4.2 is (asymp-
totically) lower than that of Corollary 4.2.1, as one should expect.

Consider the setting of Corollary 4.4.2. By inspecting the sufficient condition (41),
we observe that if the number of snapshots T is increased, the coefficient of the
positive term (√pn − √

qn)2 increases, and we may decrease ϵn. Recall that by (37),
ϵn is the posterior contraction rate at the parameter θn,0 relative to the classification
error. Thus, we conclude that in the context of a sparse stochastic block model with
two communities of unequal sizes, increasing the number of observed layers improves
the posterior contraction rate.

4.2.3 Sparsity

The community recovery is examined under two distinct sparsity settings: the
Chernoff-Hellinger phase and the sparser Kesten-Stigum phase. Under the Chernoff-
Hellinger phase, the link probabilities are defined as pn = ann

−1 log n, qn = bnn
−1 log n

with an, bn ≍ 1. The expected average degree of a random graph G on n nodes with
an adjacency matrix X is

E deg(G) ∝ n
k∑

a=1

k∑
b=1

ωaQabωb,

with ωa the relative frequency of nodes in community a, which becomes

E deg(G) ∝ n

(
m2

n2 pn + m(n−m)
n2 qn + (n−m)2

n2 pn

)

= log n
(
m2 + (n−m)2

n2 an + m(n−m)
n2 bn

)

in the current setting under the Chernoff-Hellinger phase. Thus the expected average
degree of G under the Chernoff-Hellinger phase grows logarithmically with n. The
Kesten-Stigum phase further bounds the probabilities (asymptotically) strictly below
those of the Chernoff-Hellinger phase: pn = cnn

−1, qn = dnn
−1 with cn, dn ≍ 1, and

the expected average degree is bounded in the limit.

The two sparsity phases motivate the use of two different notions of consistency. The
notion of exact recovery (Definition 4.1) suits the Chernoff-Hellinger phase, while
the notion of almost exact recovery (Definition 4.3) is a more suitable definition of
consistency when the link sparsity follows the Kesten-Stigum phase. In fact, it is
impossible, to recover the community structure exactly in the Kesten-Stigum phase.
(see, e.g. Kleijn and van Waaij, 2021)

Now analogous to results of Kleijn and van Waaij (2021), in the Chernoff-Hellinger
phase, we obtain the following sufficient condition for community recovery: the
following corollary follows directly from Corollary 4.2.2.

Corollary 4.4.3. Let the link sparsity follow the Chernoff-Hellinger phase. Under
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the suppositions of Theorem 4.2, if the sequences (an), (bn) satisfy(
T (√an −

√
bn)2) − Tanbn log n

2n − 4
)

log n n→∞−−−→ ∞, (42)

the posterior recovers the community assignment exactly.

The following corollary gives a sufficient condition for almost exact community
recovery in the Kesten-Stigum phase. Since cn, dn are of order o(log n), the third
term in the condition (39) of Corollary 4.4.1 is negligible, and the corollary below
follows.

Corollary 4.4.4. In the Kesten-Stigum phase and under the suppositions of Theorem
4.4, the posterior recovers the community assignment almost exactly with any error
rate en ≥ ϵnn, if the sequences (cn), (dn) satisfy

ϵnn
(

log ϵn + T

4 (√cn −
√
dn)2

)
n→∞−−−→ ∞. (43)

4.3 Simulation study
We perform a simulation study to examine the effect of the number of observed
network layers on the classification accuracy of a community recovery algorithm. In
particular, we compare the performance of the Gibbs sampler by Nowicki and Snijders
(2001) (see Section 2.1 Bayesian SBM) to the performance of its extension that takes
as an input a tensor of independent and identically distributed adjacency matrices (see
Section 4.1 Dynamic SBM). The source code is available at github.com/kalaluusua.

4.3.1 Simulation design

We study the community detection performance of the dynamic SBM on synthetically
generated networks of K = 2 communities of size n = 100. We choose the following
cases for link probabilities:

Case 1: p = 0.3 and q = 0.2;

Case 2: p = 0.15 and q = 0.1,

where p and q are the within-community link probability and the between-community
link probability, respectively. In both cases we observe 10 synthetically generated
networks with T ∈ {1, 3, 5, 7} independent and identically distributed network layers.
To control the sources of variation, the 10 synthetically generated networks share
a community structure Z0 where the nodes are deterministically and uniformly
assigned into K communities. Finally, the networks are generated from (24) with
Q0 = (p − q)IK + q1K1T

K , where IK denotes the K × K identity matrix and 1K

denotes the K-dimensional vector of ones.

The prior parameters are depicted in Table 1.

To construct a single point estimate of community assignment from the Markov
chain generated by the Gibbs sampler, we employ a method by Dahl (2006). Dahl

https://github.com/kalaluusua
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Table 1: The parameters of the prior probability distributions for Q, Z and ω
(depicted in (23)) used in the numerical simulations.

n K α

100 2 (200, 200)

criticizes a commonly used approach of selecting the observed assignment with the
highest posterior probability (the maximum a posteriori, MAP, estimate) since the
MAP estimate may only be slightly more probable than the next best alternative, yet
depict a contrasting community assignment. As a solution, they describe a method
with intuitive appeal: for each assignment Z(s), form an n × n association matrix
δ(Z(s)) whose (i, j) element δij(Z(s)) is an indicator of whether node i is assigned with
node j. Select the assignment Z from the Markov chain whose association matrix
minimizes the sum of squared deviations from the pairwise assignment probability
matrix δ, that is the element-wise average of the association matrices δ(Z(s)) over
each state s of the Markov chain. More precisely, let Z = Z(s∗) such that

s∗ = arg min
s

n∑
i=1

n∑
j=1

(δij(Z(s)) − δij)2,

where δ = (1/N)∑N
s=1 δ(Z(s)). Thus, the method uses information from all the

community assignments and selects the ”average” assignment. In practice, we
average over the last M members of the sequence of N states to allow for an initial
”burn-in” period before stationary is reached; in their experiments considering the
single layer model, Nowicki and Snijders (2001) concluded that for n ranging between
10 and 80, convergence appeared satisfactory after approximately N −M = 10000
initial iterations, and often much earlier. Given our comparatively larger network size
and the fact that the number of model parameters grows quadratically with respect
to M , we take a burn-in period of N −M = 1000 initial iterations with M = 100.

To evaluate the accuracy of our estimate Z given the underlying community structure
Z0, we use the Hubert-Arabie adjusted Rand index (Rand, 1971; Hubert and Arabie,
1985), which is a measure of similarity between two community assignments. The
unadjusted index is one when the assignments are identical and zero when they
have no similarities (i.e., when the first assignment assigns all nodes to the same
community and the other assigns each node to a singleton). In particular, Rand
considered the four distinct types of pairs of nodes (i, j) that are depicted in Table 2.

The number of pairs of type (1) and type (2) together represent the number of
agreements A between the assignments. Likewise, the number of disagreements D
between the assignments is the sum of the number of pairs of type (3) and the number
of pairs of type (4). The Rand index is defined as the level of agreement A/(A+D).
Since the definition disregards the relative community sizes, it tends to represent
the level of agreement among large communities. However, in our experiment the
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Table 2: Classification of the four types of node pairs (i, j) based on whether i and j
are in the same/different community in Z0 and in the same/different community in
Z.

Type Z0 Z

(1) same same
(2) different different
(3) different same
(4) same different

average community sizes are close to being equal, and use of the index is justified.
Hubert and Arabie corrected the index for chance using the formula

Index − Expected index
Maximum index − Expected index ,

where the maximum index is one and the expected index is computed under the
selected null hypothesis of randomness. Here it is assumed that the two assignments
are sampled from the multinomial hypergeometric distribution subject to having
the original number of communities of the original sizes, which is to say that the
the original community labels are shuffled between the nodes. This correction for
chance takes into account that even two independent community assignments are
likely to agree to some degree. In both cases 1 and 2 we replicate the experiment
for 10 synthetic networks and compute the associated adjusted Rand indices. To
measure the agreement between the posterior distribution of Z and the truth Z0, we
compute the average of the 10 indices.

4.3.2 Simulation results

Table 3 depicts the averages of the classification error Err /n (CE), where Err follows
the definition (35), and the averages of the adjusted Rand index (AR) of our estimate
given the number of observed network layers T and the link probabilities. From
now on will refer to the average adjusted Rand index by accuracy. The table also
depicts the standard deviation of each associated vector of estimates. Case 2 is
more difficult than Case 1 since it invokes sparser networks where within-community
link probability is very close to the between-community link probability. The Rényi
divergence R1/2(p, q) := −2 log ρ(p, q) values corresponding to cases 1 and 2 are 0.010
and 0.006, respectively. According to Corollary 4.2.1, for the exact recovery of the
community assignment (Definition 4.1) it suffices that R1/2(p, q) ≥ 4.04 log n/(Tn).
For comparison, the T -values of 1, 3, 5 and 7 are associated with the 4.04 log n/(Tn)-
values of 0.186, 0.062, 0.037 and 0.027, respectively. For fixed values of n, these
values should not be read too much into, since the exact recovery is an asymptotic
concept. Still, we expect that the community detection performance improves as T
increases and is overall worse in Case 2. This is precisely what Table 3 shows.

When we inspect each case individually, we observe that the classification error
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Table 3: Average classification error and average adjusted Rand index of our commu-
nity assignment estimate with the corresponding standard deviation in parenthesis.
For each pair (T,Case i), the 10 simulated networks have n = 100 nodes with K = 2
communities, and connectivity parameters that vary between Case 1 and Case 2.
The priors are described in (23), and Table 1 shows the prior parameters.

Case 1 Case 2
T CE AR CE AR
1 0.34(0.13) 0.16(0.20) 0.45(0.03) 0.01(0.01)
3 0.03(0.01) 0.90(0.05) 0.30(0.15) 0.23(0.23)
5 0.01(0.01) 0.98(0.03) 0.09(0.09) 0.70(0.23)
7 0.00(0.01) 0.99(0.03) 0.04(0.02) 0.85(0.08)

decreases and the adjusted Rand index increases as T increases. When T = 1, the
sampler misclassifies on average third of the observations in Case 1 (with an accuracy
of 0.16) and nearly half of the observations (with an accuracy of 0.01) in Case 2.
Recall that due to symmetry the domain of the classification error is [0, 1/2] and a
Rand index of 0.01 implies that the assignments are essentially independent. The
relatively large standard deviations in Case 1 imply that, despite the bad overall
performance, given a favourable initial values the sampler may correctly classify a
large proportion of the nodes. Relatively small standard deviations in Case 2 imply
that this is unlikely when the problem is more difficult. In Case 1 the accuracy
improves rapidly as the number of observed layers increases; when T = 3, the sampler
is very likely to classify all but few nodes correctly, while T values of 5 and 7 lead
to near perfect accuracy. In Case 2 the increase in accuracy is more muted but
nevertheless apparent; when T = 3, the accuracy of the sampler resembles that in
Case 1 with T = 1, and when T = 7, it resembles that in Case 1 with T = 3.

5 Discussion
This thesis examined in detail three Bayesian mixture models for static community
detection: the conjugate SBM of Nowicki and Snijders (2001) was generalized for an
unknown number of communities by Mcdaid et al. (2013), whose model was further
modified by Jiang and Tokdar (2021) for ease of asymptotic analysis. We generalized
the Gibbs sampler of Nowicki and Snijders for a dynamic setting, where we are
given multiple i.i.d. network snapshots as an input. We reviewed key definitions and
theoretical results related to large sample behavior of the posterior distribution. In
particular, we focused on how these results are applied in the context of Bayesian
community detection, e.g. by Jiang and Tokdar. To understand the limiting behavior
or our dynamic sampler, we generalized the results of Kleijn and van Waaij (2021)
on the consistency of an SBM with two communities. In particular, we derived
two posterior concentration inequalities that imply posterior (almost-)exact recovery
of the community structure and a posterior contraction rate that improves as the
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number of i.i.d. snapshots increases. Moreover, we derived sufficient conditions for
exact and almost exact community recovery, comparable to a well known threshold
in the SBM with two equal communities (Abbe et al., 2015; Mossel et al., 2015).
Results from the numerical experiments show that the improved contraction rate and
the decreased threshold for community recovery translate to improved classification
accuracy in small to moderate network sizes.

There are many important questions left unanswered, including the question of
whether the sufficient conditions presented in Section 4.2 are also necessary. While
we show that the posterior contraction rate improves under the dynamic setting of
this section, it may also be possible to derive an explicit formula for the improved rate.
Moreover, our analysis is limited to stochastic block models with two communities,
an unknown smaller community size, and unknown within- and between-community
connectivity parameters. Generalizing the results for K > 2 communities, with K
possibly unknown, is left for future work. Another interesting research direction
would be to examine community detection in networks that vary over time. All
in all, this thesis provides an encouraging first look at the statistical properties of
dynamic stochastic block models, a research topic that will certainly see great many
advancements in the coming years.
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A Glossary of Symbols

i.i.d. independent and identically distributed
a.s. almost surely
1 indicator function
× Cartesian product, product of measures
⊗n

i=1pi product of densities pi, . . . , pn

⊗ product of σ-algebras
⌊x⌋ greatest integer less than or equal to x
∝ proportional to
a := b a is equal to b by definition
an = O(bn), an ≾ bn an/bn bounded
an = o(bn), an ≺ bn an/bn → 0
an = Ω(bn), an ≿ bn bn/an bounded
an = ω(bn), an ≻ bn bn/an → 0
an = Θ(bn), an ≍ bn an = O(bn) and an = Ω(bn)
P−→ convergence in probability
OP (an) sequence of random variables bounded in probability
a ∨ b, a ∧ b maximum and minimum of a and b, respectively(

n
k

)
the number of k-element subsets of an n-element set

(an) sequence with nth entry an

[n] the set {1, . . . , n}
(a, b) open interval with endpoints a and b
[a, b] closed interval with endpoints a and b
(a, b], [a, b) half-open intervals that include b and a, respectively
AT transpose of matrix A

A.1 Sets
Z set of all integers
R real line
Z≥x set of all integers greater or equal to x
Rk k-dimensional Euclidean space
R Borel σ-algebra on R
An set of all n-vectors with elements in the set A
An×m set of all n×m matrices with elements in the set A
Sk k-dimensional unit simplex, {(x1, . . . , xk) ∈ Rk | xi ≥ 0, ∀i, ∑k

i=1 xi = 1}
conv(A) convex hull of A

A.2 Norms and distances
The density of a ν-dominated probability measure P on (Ω,F ) is denoted by the
corresponding lower case letter p = dP/dν. Moreover, we use Π and π to designate
prior or posterior distributions and their densities.
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||x||p lp-norm of x = (x1, . . . , xn), (∑n
i=1|xi|p)1/p

||x||∞ supremum norm of x = (x1, . . . , xn), limp→∞ (∑n
i=1|xi|p)1/p =

maxi |xi|
||A||∞ supremum norm of matrix A, max(i,j) |Aij|
dTV(P,Q) total variation distance between probability measures P and Q,

dT V (p, q) := maxA⊂S |P (A) − Q(A)| = 1
2 ||P − Q||1, when Ω is

countable
dH(P,Q) Hellinger distance of probability measures P and Q,

dH(P,Q) = dH(p, q) := 1
2
∫ (√

p− √
q
)2
dν

dKL(P || Q) Kullback-Leibler (KL) divergence of probability measures P and
Q, dKL(P || Q) = dKL(p || q) :=

∫
p0 log p0

p
dν

Vk,0(P || Q) centered KL variation of order k between probability measures P
and Q, Vk,0(P || Q) = Vk,0(p || q) :=

∫
p0

∣∣∣log p0
p

− dKL(p0 || p)
∣∣∣k dν

ρα(P || Q) Hellinger product between probability measures P and Q,
ρα(P || Q) = ρα(p || q) :=

∫
pαq1−αdν

ρ1/2 affinity
Rα Rényi divergence, −2 log ρα

N(ϵ, B, d) ϵ-covering number of B with respect to distance d; the minimal
number of d-balls of radius ϵ needed to cover a set B

logN(ϵ, B, d) metric entropy
KL(Π) Kullback-Leibler support of the prior Π; a density p0 ∈ KL(Π) if

for every ϵ > 0, we have Π(p : dKL(p0 || p) < ϵ) > 0

A.3 Random variables and distributions

EP (X) expected value of X relative to P , PX =
∫

Ω X(ω)dP (ω)
X ∼ P X has distribution P

Xi
iid∼ P X1, X2, . . . are i.i.d. and X ∼ P

Xi
ind∼ P X1, X2, . . . are independent and X ∼ P

U(a, b) uniform distribution over the interval (a, b)
Beta(a, b) beta distribution with parameters a and b
Dir(k;α1, . . . , αk) k-dimensional Dirichlet distribution
Ber(p) Bernoulli distribution with parameter p
Bin(n, p) binomial distribution with parameters n and p
Cat(k; p1, . . . , pk) categorical distribution with k categories
MNk(n; p1, . . . , pk) k-variate multinomial distribution with n trials
Poi(λ) Poisson distribution with mean λ
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The Dirichlet distribution Dir(k;α1, . . . , αk) is a multivariate generalization of the
beta distribution that is a suitable model for the random behavior of percentages
and proportions. It is the conjugate prior of the multinomial distribution
MNk(n; p1, . . . , pk), that is a multivariate generalization of the binomial distribution.
The Bernoulli distribution P (X = 1) = p = 1 − P (X = 0) is a special case of
the binomial distribution, where the number of trials n is set to one. Conversely,
the binomial distribution, Bin(n, p), is the distribution of the sum of n Bernoulli
trials Xi ∼iid Ber(p). Categorical distribution, a special case of the multinomial
distribution, is the multivariate generalization of the Bernoulli distribution.

The Dirichlet distribution Dir(k;α1, . . . , αk) has a support of x1, . . . , xk, such that
xi ∈ [0, 1] and ∑k

i=1 xi = 1. It has a probability density function of

1
B(α1, . . . , αk)

k∏
i=1

xαi−1
i

where B is the beta function B(α1, . . . , αk) = ∏k
i=1 Γ(αi)/Γ(∑k

i=1 αi), and Γ is the
gamma function. It follows that the Dirichlet distribution Dir(k; 1, . . . , 1) is the
uniform distribution on the k-dimensional unit simplex Sk, and

Dir(k; 1, 1) = Beta(1, 1) = U[0, 1].

The support of the multinomial distribution MNk(n; p1, . . . , pk) is x1, . . . , xk such that
xi ∈ {0, . . . , n} and ∑k

i=1 xi = n. The probability mass function of MNk(n; p1, . . . , pk)
is

n!
x1! · · ·xk!p

x1
1 · · · pxk

k .

The Poisson distribution Poi(λ) is a discrete probability distribution that gives the
probability of k events occurring in a fixed interval if these events occur with a known
constant mean rate λ and independently of the time since the last event. It has a
support of k ∈ Z≥0 and a probability mass function of

λke−λ

k! .
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