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Abstract
Everyone wants their images to look as good as possible when they post on social
media. It is not always possible to retake a picture or to manually edit small
mistakes afterwards. This paper investigates the viability of using deep learning to
perform this task for a type of edit. More specifically, we want to “photoshop” a
face onto a subject wearing a facemask. To explore this possibility, we examined
techniques and methodologies from facial attribute removal and image completion.
Then, we structurally test and implement the most promising ideas. The result is
a CycleGAN model capable of reconstructing a realistic looking face. The model
matches performance with state-of-the-art image completion and outperforms models
in facial attribute removal.
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CNN Convolutional Neural Network

CV Computer Vision
DCGAN Deep Convolutional GAN
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DMFN Dense Multi-scale Fusion Network
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PEN-Net Pyramid-context Encoder Network

PSNR Peak-Signal-to-Noise-Ratio
RED Region Ensemble Discriminator

ReLU Rectified Linear Unit
ResNet Residual Network

SGD Stochastic Gradient Descent
SSIM Structural Similarity Index Measure
VGG Deep CNN created by the Visual Geometry Group

WGAN Wasserstein GAN
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1 Introduction

Recent advancements in Computer Vision (CV) have given us the ability to transform
media with the help of filters and AI image editing. These technologies have paved
the way for apps such as FaceApp, whose core functionality is in these filters, to
accumulate over 500 million downloads in under 4 years [1].

The filters can have several functions. Functions such as transforming a subject look
younger, or add realistic looking facial hair. This paper investigates recreation of
the face without certain attributes, such as jewellery or items worn on the head.
The process is virtually the same for all types of attributes. This paper focusses
on removing the facemask of a subjects face, because it covers one of the most
important areas of the face, hence making it more challenging than removing earrings,
for example. Furthermore, the ubiquitous appearance of facemasks is a current
phenomenon [2].

This paper researches the possibilities for a model capable of recreating a person’s
face using only an image of that person wearing a facemask, as shown in Figure 1.
As such, deep convolutional networks, especially GANs, are the obvious option due
to unparalleled success in the CV space [3].

Figure 1: The goal of this paper is to research a model that can reconstruct faces
wearing facemasks.

In Section 2, we discuss the background. We start from basic methods, derived
from linear algebra, and end with the current state of the art. After that, Section 3
attempts to combine techniques and ideas found in the literature. Section 4 describes
the experiments, parameters used, and outcomes in more detail. Section 5 compares
the performance to current research and discusses potential improvement and further
research. Finally, Section 6 concludes our results and answers whether we achieved
our goal or not.
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2 Background

Section 1 introduced removal of face masks in images as the main topic of this
paper. This section introduces necessary background information and state-of-the-art
methods that are referenced in the remainder of the paper. The background starts
from basic components and keeps adding information until the current state of the
art.

Section 2.1 derives Multilayer Perceptrons (MLP), the most vanilla form of the neural
network, from linear algebra. Next, Section 2.2 describes the convolution layer, which
is the single most important addition to equip neural networks for image related tasks.
We explore the Generative Adversarial Network (GAN), an architecture necessary to
generate realistic looking images, in Section 2.3. Section 2.4 combines the sections
before it to generate an image given another image. Section 2.5 looks at the specific
case of recreating predefined areas. Finally, Section 2.6 deals with state of the art on
the removal of facial attributes.

2.1 Multilayer Perceptron

The removal of facemasks can be seen as a mathematical function. A function
requires and input to give an output, which are the pixel values of the original and
edited image, respectively. This hypothetical function is realistically impossible to
create manually due to the complexity. Instead, the function can be approximated
by (artificial) neural networks.

The most widely used vanilla neural networks are feedforward neural networks, which
are also called Multilayer Perceptrons (MLP) [4]. An MLP consists of neurons,
connections, and activation functions. Neurons hold scalar values, and they are
usually organized into layers. This subsection describes how an MLP generates an
output and then how it is trained.

An example helps describe how an MLP generates an output. Figure 2 shows an
MLP with three layers: one input, one hidden, and one output layer. Since this is a
feedforward network, the combination of the values of one layer, the weights of the
connections with the next layer, and the activation function determine the values of
the next layer. This can be written in a compact way using linear algebra. In the
example, the expression f1(W1x) defines the values in the hidden layer. Repeating
this calculation in a process that is also known as forward propagation, one could
calculate the output of the entire network with

y = f2(W2f1(W1x)),
where x ∈ R3, y ∈ R2, W1 ∈ R4×3, and W2 ∈ R2×4. f1 and f2 are activation
functions. Popular choices for activation functions are Sigmoid, σ(x) = 1

1+e−x , and
Rectified Linear Unit (ReLU), f(x) = max(0, x).
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Input Hidden Layer Output

Figure 2: Network diagram of an MLP with one hidden layer. For every node in
two subsequent layers there is a connection, making the network fully connected. A
matrix can represent all the weights connecting two layers.

Weights can be initialized randomly, or using a scheme such as Xavier initialization [5].
This yields random outputs for any input, so the next step is to adapt the weights in
such a way that the network approximates the desired function. Training a neural
network model is the colloquial term for adapting these weights.

The first step, after initialization, in training is to propagate the input through the
network. After that, a loss function, L, determines the error or loss from the output
and the target value. Next, Gradient Descent in conjunction with the chain rule
updates the weights starting from the last layer all the way to the first. This is the
backpropagation algorithm [6]. One training iteration consists of a forward pass,
loss calculation, and backpropagation. Performing one training iteration for all the
available data once is termed an epoch.

There are multiple different loss functions, such as the Mean Absolute Error (L1),
Mean Squared Error (L2), or Binary Cross-Entropy (BCE). The task at hand
usually decides the loss function, e.g., the most popular loss for classification is BCE.
However, Janocha and Czarnecki [7] showed that even for classification tasks choosing
the loss function depends on a lot more factors.

The aforementioned concepts form the basis of neural networks. There are some
small practical improvements that are worth mentioning.

The training procedure described above implies forwarding only one training sample.
In practice, the training routine forwards multiple samples, often referred to as a
mini-batch. You calculate the loss function over the batch, usually by means of
averaging the individual loss functions. The backpropagation step remains the same.
In this case, the loss function over the mini-batch provides a gradient estimate. The
name of the optimizer changes to Stochastic Gradient Descent (SGD), since this
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method optimizes the gradient estimate.

Furthermore, Qian proposed adding a momentum term to SGD to improve the
convergence rate [8]. More recently, Kingma and Ba [9] proposed a new update rule
based on moment estimation. The name of this optimizer is Adam, derived from
adaptive moment estimation, which is the most popular at the time of writing.

2.2 Convolutional Neural Network

MLPs with fully connected layers have the ability to theoretically solve most problems.
The reasons for further research are data limitations, computational and memory
constraints. Most problems, especially for working with images, require solutions
that would reach an amount of weights that is impossible to store or compute with.
Connecting the inputs of a 256 by 256 image to 1000 outputs for classifying, for
example, already gives 3 · 256 · 256 · 1000 = 197 · 106 weights without any hidden
layers.

One solution is the Convolutional Neural Network (CNN), which is an architecture
that employs convolution layers. A convolution layer convolves a predefined amount
of kernels with the input. The expression

(K ∗ I)[i, j] =
∞∑︂

m=−∞

∞∑︂
n=−∞

K[m, n] · I[i − m, j − n]

defines one convolution with a kernel K and input I. Figure 3 illustrates this
convolution with a given kernel. Each kernel yields a feature map as output. So, a
convolutional layer with C kernels results in an output shape of C × W × H, where
C are called the channels.

3 1 2 0

0 2 4 5

1 3 0 1

3 4 2 0

0 2

1 1

4 10 9

8 11 11

13 6 4

Input Kernel Output

Figure 3: Illustration of a convolution with a given 2 by 2 kernel with stride one and
no padding. The highlighted output follows the computation 3·0+1·2+0·1+2·1 = 4.
Sliding or shifting the kernel yields the other values.
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At the start, the values of the kernels are unknown. The network trains the values
in the kernel as weights. The idea is that each kernel learns a feature and convolving
the input with a kernel generates a feature map of said feature [10]. The kernel shifts
across the input, so these features are shift invariant.

Since the features are shift invariant, a translation of the input yields an output with
the same translation. This property, translation equivariance, is a key property of
CNNs. For example, if there is a ball in the image, then you need only one kernel
that can detect a ball. An MLP would have to replicate the same feature in each
location separately. This makes training CNNs much more efficient.

Subsampling Subsampling Full connection

1@32x32
6@28x28 6@14x14

16@10x10 16@5x5 1x120
1x84

1x10

Figure 4: LeNet-5. Four convolutional followed by three fully connected layers.
Subsampling layers are 2 by 2 filters with stride 2. Illustration with NN-SVG [11].

In 1998, LeCun et al. [12] successfully applied convolutional layers in LeNet-5 for
document recognition. As the name implies, LeNet-5 has five convolutional layers.
The layers marked subsampling utilize kernels with size 2 and stride 2. The others
use stride one, and the full connection layer has kernels of size 1. The remaining
layers use kernel size 5. The last two layers are fully connected.

Later in 2009, Deng et al. [13] introduced ImageNet, a dataset consisting of over 15
million labelled high-resolution images in over 22 thousand categories. The ImageNet
Large-Scale Visual Recognition Challenge (ILSVRC) is an annual competition using
a subset of the previously mentioned dataset. In this competition contestants classify
1.2 million images into a thousand different categories. In 2012, Krizhevsky et
al. [14] won the competition of that year with significant margin with their entry,
AlexNet. AlexNet does not deviate radically from a traditional CNN, rather it ekes
out performance by using dual GPU training, dropout layers, and ReLU activations
in the convolutional layers.

He et al. [15] published a paper on the next relevant breakthrough in the form of
the Residual Network or ResNet, abbreviated. The methods described previously
attempt to approximate a complicated function with multiple nonlinear layers, while
ResNet seeks to approximate the residual function instead.

Suppose that a few layers approach a mapping F(x). The mapping F(x) can be
rewritten as (F(x) − x) + x := H(x) + x. Instead of representing F(x), these layers
can approach the residual function H(x). These layers are Residual Blocks (or
ResBlocks) and the identity can be pictured as a shortcut connection in the network
graph (see Figure 5). Theoretically, both forms should be able to approximate the
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Figure 5: Residual Block. Building block for ResNets [15].

same function, but training the latter form is much easier. The intuition is that a
ResBlock learns this residual in case there is an opportunity to learn. However, when
there are too many ResBlocks, they can easily be constructed as identity mappings
avoiding a penalty on the performance. As such, a deeper model should have a
training error no greater than its shallower counterpart. He et al. show that this
allows for deeper neural networks.

2.3 Generative Adversarial Network

Autoencoder networks are central to generation. The goal of an autoencoder is to
learn efficient encodings in a latent or embedding space [6]. For example, Figure 6
can be used to learn the identity map for vectors in a subspace of R10. If successful,
the left three layers of this network then create an embedding in R3, which can be
decoded by the right three.

One could think that decoding a random point from the latent space results in a
new vector in the desired data space. However, the latent space is still irregular, so
decoding a random point in the latent space does not generate a desirable output.
Over the years, researchers proposed regularization methods to give the latent space
desired properties, such as close points in the latent space yielding similar outputs
once decoded [16]. These properties in conjunction with dedicated samplers allow
autoencoders to sample data from a desired distribution [17]. Later Kingma and
Welling [18] proposed representing encodings as a distribution rather than points in
a vector space, which makes generation a lot more straightforward.

Another data generating method that recently gained a lot of traction is the Generative
Adversarial Network (GAN) [3]. GANs generally consist of two parts: a generator
and a discriminator. A generator learns a mapping from a predefined input noise
variable pz(z) to an output vector y, G : z ↦→ y. The discriminator, or adversarial
network D, determines whether a given x comes from the data rather than the
generator. Meanwhile, G tries to generate output that is considered real by the
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Input Layer ∈ ℝ¹⁰ Hidden Layer ∈ ℝ⁶ Hidden Layer ∈ ℝ³ Hidden Layer ∈ ℝ⁶ Output Layer ∈ ℝ¹⁰

Figure 6: Autoencoder network. Illustration with NN-SVG [11].

adversarial network. The objective function describes this constant battle between
the generator and discriminator,

min
G

max
D

VGAN(D, G) = Ex∼pdata(x)[log(D(x))] + Ez∼pz(z)[log(1 − D(G(z)))].

Similar to the other architectures and techniques, researchers proposed many aug-
mentations on top of GANs.

Radford et al. [19] introduced Deep Convolutional GAN (DCGAN), which incor-
porated convolution layers and a set of architectural guidelines to aid with image
generation. Regular adversarial networks adopt the Binary Cross Entropy (BCE)
loss and are thus viewed as a classifier. Mao et al. [20] proposed a new objective
function

min
G

max
D

VGAN(D, G) = Ex∼pdata(x)[(D(x) − b)2] + Ez∼pz(z)[(D(G(z)) − a)2] (1)

where a and b are labels for fake and real data, respectively. The advantage of
using least squares as opposed to cross entropy is that is more stable and lessens the
vanishing gradient problem for samples that are on the correct side of the decision
boundary.

Furthermore, the discriminators described previously either classify real and fake
samples, or assign a probability of inputs being real or fake. The real samples
start with a high probability and the fake samples start with a low probability of
being real. As the generator improves, the fake samples look more realistic to the
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discriminator and thus increases their probability of being real. When fake images
start to look realistic, the discriminator classifies the majority of the batch as real.
This behaviour ignores the a priori knowledge that half of the mini-batch contains
fake samples. Jolicoeur-Martineau [21] presented this inconsistency as the prior
knowledge argument, and it serves as the main motivator behind the relativistic
GAN improvement. The solution is to decrease the probability of real samples being
real while fake samples become more realistic. The objective function

min
G

max
D

VGAN(D, G) = E(x,z)∼(pdata(x),pz(z))[log(D(x) − D(G(z)))]

satisfies this condition. This objective function can also easily be combined with
different objective functions, such as the one found in Equation 1.

2.4 Image-to-image translation

The GAN, as presented in the previous section, is not yet viable for image-to-
image translation tasks. Issues related to raw processing power, inclusion of all
frequencies present in images, and correctness according to human perception prevent
photorealistic image generation.

Figure 7: U-net is a CNN specifically designed for biomedical image segmentation [22].

Fully connected networks, just like for image classification, are too computationally
expensive for image translation. Images consist mostly of patterns, which can be
extracted with convolutional layers. Conversely, they can also be used to build up
images again. These convolutional layers together with bottlenecked autoencoders
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reduce the computational needs sufficiently. If the image you are rebuilding is closely
related to the input image, then skip connections will also greatly enhance the
performance. U-net [22], see Figure 7, is a generator architecture that incorporates
these characteristics. It was specifically designed for biomedical image segmentation,
but with slight modifications it found success in a variety of CV applications [23].

Blurry results are a common problem when generating images with the L1 or L2 loss.
These losses force the average error to be minimal. This motivates the generator to
focus on creating the average pixels, which comprises the low frequency patterns.
High frequency patterns make up the crispness and edges in an image, so their absence
create blurry results. To mitigate this problem, Isola et al. [23] propose PatchGAN,
a discriminator that tries to classify all possible square patches of a predefined size
as real or fake. It assumes independence between pixels separated by more than the
patch diameter, which is what lends the name Markovian discriminator. As such,
PatchGAN places more emphasis on the higher frequencies within a patch. It can be
interpreted as a form of texture or style loss.

Human perception works differently from basic loss measures, such as the BCE or
L2. These loss measures work by looking at loss based on pixel values rather than
the patterns or features, which are more important to human perception.

Using a GAN with convolutional layers helps to deal with this. Due to the con-
volutional layers it learns what features are necessary for a picture to be realistic.
Furthermore, in case of image-to-image translation, Isola et al. proposes conditional
GAN that judges the output of the generator together with the given input. The
objective function is then

min
G

max
D

VcGAN(D, G) = Ex,y[log(D(x, y))] + Ex,z[log(1 − D(x, G(z)))],

where x and y are image sample pairs, z is a random noise vector, and G : {x, z} ↦→ y
is a generator that takes z as one of the inputs [23].

Comparing feature maps of real and fake images directly also allows these patterns
to be taken into account. These feature maps can be taken from the discriminator,
or they can be created by a CNN that is trained for large-scale object recognition. A
deep convolutional network frequently used for this purpose is VGG [24] trained on
the large ImageNet dataset for image classification. A popular measure to calculate
the difference between these feature maps is the cosine similarity. The final loss
function typically combines the cosine similarity and other loss functions [25], [26].

Until now, training the image-to-image translation models requires paired data, i.e.,
both the input and corresponding output need to be available. In some cases, such as
face reconstruction, it is impractical or even impossible to create or find paired data.
Zhu et al. [27] presented CycleGAN, an approach to train image-to-image translation
models given images from two different image domains. There are two generators,
G : X ↦→ Y and F : Y ↦→ X, that translate from one domain to the other. Each
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Figure 8: CycleGAN has the ability to train on unpaired images. (a) shows two
generators, G : X ↦→ Y and F : Y ↦→ X, and adversarial discriminators, DX , DY .
(b) and (c) illustrate the cycle-consistency loss [27].

domain has its own adversarial discriminator DX and DY as shown in Figure 8a.
Suppose that both generators are perfect, then F ◦ G : X ↦→ X should be the identity
function. The intention is to use the difference between F ◦ G(x) = x̂ and x, the
cycle-consistency loss, as a term in the loss function. This cycle-consistency loss can
be calculated in both directions as illustrated by Figure 8b and c.

2.5 Image Completion

Image completion accepts an image and image mask as input to create a reconstruction
of the pixels covered by the mask. A network for image reconstruction can be trained
by applying binary masks to a picture and have a network reconstruct this picture.
This particular application has the advantage that only one image will both give
the input and output, so techniques like CycleGAN are not necessary. Besides the
adversarial loss, the fact that the model has access to the completed image during
training allows for extra loss terms not found in other GANs. Figure 9 illustrates
the most straightforward addition to the loss function, the reconstruction loss.

Figure 9: CE encodes an image, then fully connects layers within each channel,
followed by a decoder that reconstructs the image [28].

As one of the first, in 2016 Pathak et al. [28] proposed the following reconstruction
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loss
Lrec = ∥M ⊙ (x − G((1 − M) ⊙ x))∥2 ,

where ⊙ denotes the Hadamard or element-wise product, and M the binary mask. A
binary mask is now also an input, so the adversarial loss needs to be adapted. A
simple substitution yields

Ladv = E[log(D(x))] + E[log(1 − D(G((1 − M) ⊙ x)))].

The linear combination of these two loss functions together with a generator that is
derived from AlexNet results in the Context Encoder (CE) image completion model.

For image completion, many algorithms only fill a small area in the image. Discrimi-
nators applied to the entire image do not focus enough on the specific filled in pixels.
Iizuka et al. [29] added an extra local discriminator that explicitly focusses on the
patch containing the completed pixels. This decision is prevalent in most recent
image completion methods [26], [30]. Some recent methods employ both the local
and global discriminators as one by concatenating their feature spaces, which allows
both discriminators to be regarded as one, simplifying training [30], [31]. PatchGAN,
mentioned in Section 2.4, is essentially a local discriminator that is applied to every
possible patch of a predefined dimension by convolving it over the image. So, after
its inception in 2017, it often replaced both local and global discriminators [23], [32].

(a) Patch-Swap architecture. The first network, Image2Feature, includes several VGG
layers, while the second network is mostly a decoder [30].

(b) CA architecture. The coarse network creates a rough prediction, with the refinement
network delivering the refined output [33].

Figure 10: (a) Patch-Swap architecture. (b) CA architecture.
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Figure 11: Left: illustration of CAM. Right: CAM placement in the refinement
network [30].

Besides the discriminators and loss functions, researchers proposed several architec-
tural improvements for image reconstruction. When recreating parts of an image, it
will have similar features to other parts surrounding the missing pixels. To simplify
the explanation, the remainder of this paper will refer to the missing pixels as the
foreground, and the other pixels will be defined as the background. Song et al. [33] try
to fill the foreground using surrounding features in the background with Patch-Swap.
Yu et al. [30] attempt a similar feat by using an attention mechanism with Contextual
Attention (CA).

Matching foreground features with background features has one glaring issue, there is
nothing to match these features to since the foreground consists of the missing pixels.
To solve this issue, both methods use two generators sequentially. The first generator
generates a coarse prediction, while the second generator refines this prediction. As
shown in Figure 10, Patch-Swap considers the first network to include parts of the
next encoder. This allows it to be trained by the VGG and adversarial loss, which
emphasize the high-level features. Meanwhile, CA’s first generator learn to predict
the coarse prediction by only using the L1 loss. After generating a coarse prediction,
both methods encode that image and try to mix and match the features in the
foreground with those in the background. Both methods use similar techniques,
which will be explored further. Afterwards, the decoder of the second network uses
these mixed features to reconstruct the image. Later, Cai and Wei [34] combined this
architecture with an extractor network to make the model pluralistic and produce
better results.

The Patch-Swap layer divides an area surrounding the foreground into 3 by 3 patches
of features. Then, the function calculates the cosine similarity between these patches
and the foreground. The method replaces features with the highest score from the
background to the foreground.

The Contextual Attention Module (CAM), left of Figure 11, does something sim-
ilar, so the differences will be highlighted instead. First, applying softmax to the
similarity score yields an attention map with the attention score for each pixel. The
corresponding attention map describes where in the picture similar features can be
found, which can be seen on the right side of Figure 11. This attention map is then
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deconvolved with the background patches to reconstruct the foreground feature map.
Moreover, CAM uses the entire background, rather than just a portion of it. Finally,
the refinement network, right of Figure 11, comprises two parallel encoders and one
decoder. One encoder uses CAM, while the other encoder uses (dilated) convolutions
to hallucinate contents in the foreground. Both are then concatenated and passed
through the decoder, which presents the final result.

Pixels that are covered by a mask have a value of zero. Any convolutional network
that needs to fill those values has to convolve kernels over these zero values. Any
amount of the kernel that covers these pixels lowers the output by that same amount,
e.g., a third of the kernel covers the mask, then the output would be approximately a
third lower than what they should be. This leads to unwanted behaviour, especially
if the mask is irregular. Liu et al. [35] introduced the Partial Convolution,

Oy,x =

⎧⎨⎩
∑︁∑︁

W · (I ⊙ M
sum(M)), if sum(M) > 0

0, otherwise

where the kernel gets normalized by the amount of valid pixels. This solves the
problem for the first convolution; however convolutions on smaller feature maps still
gives problems as there is no perfect way to downsize the binary mask.

In 2019, a year after they published CA, Yu et al. [36] presented some improvements
to his architecture. They replaced all the convolutions with Gated Convolutions,
which is an extra parallel convolution for each layer that determines the soft gate
at that layer, essentially superseding the Partial Convolution. This improved its
performance with respect to free-from masks considerably. Furthermore, the global
and local critic where replace by a spectral normalized patch discriminator. The
Gated Convolution gives the updated architecture its moniker, GC.

In 2021, Shin et al. [37] wrote about PEPSI++, an inpainting method that improves
on GC. The authors merge the coarse network and the refinement network into
one. The new network has one encoder and two decoders, effectively merging the
encoder of the coarse and refinement network. They move CAM to one of the decoder
branches and also made the decoders share weights between them. Furthermore, the
authors notice improvements when replacing the cosine similarity with L2. Their
decoder replaces the final layer with a pixel-wise fully connected layer, which should
combine the local patches to a global discriminator. This change should make the
Region Ensemble Discriminator (RED) act as a global and local discriminator at the
same time.

In many cases the reconstructed parts require different levels of features. Several
new architectures where promoted to extract and reuse these different levels.

Wang et al. [26] promoted a Generative Multi-column CNN (GMCNN) with varying
amount of filter sizes and decoders. They concatenated these columns in a single
generator to have a representation of these different levels as seen in Figure 12.
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Figure 12: GMCNN with 3 encoder-decoder branches, local and global discriminator,
and VGG19 feature map matching [26].

Furthermore, their method applies the global-local discriminator and VGG feature
map matching mentioned earlier.

In 2021, Yang et al. [38] united GMCNN and CA into the Multi-Scale Encoder
Network (MSE-Net). As opposed to their colleagues working on PEPSI++, they
decided to keep the coarse and refinement networks separate. The coarse network
utilizes GMCNN in Figure 12 except for the deconvolution layers at the end of the
branches. The refinement network only has one branch, as opposed to the two used
in CA. First, the network applies a decoder to the coarse image. Next, the network
augments the embedding by concatenating it with contextual attention information
generated by CAM. Finally, the decoder creates the fine image from the augmented
embedding.

Figure 13: PEN-Net, combining U-net and CA [32].

Zeng et al. [32] proposed Pyramid-context Encoder Network (PEN-Net), an architec-



21

ture that combines a U-net with attention transfer. The decoder of PEN-Net remains
the same as a traditional U-net. As seen in Figure 13, the encoder first encodes the
different levels using regular convolutional layers from pixels to high level features in
an upward pass. The architecture then ameliorates each level of features using the
Attention Transfer Network (ATN) before passing it onto the decoder. The ATN
reuses the CA layer and adds dilated convolutions to better integrate the features.
This essentially combines the strengths of both CA and U-net.

Figure 14: DMFB made up of several (dilated) convolutions. Conv-3-4 indicates 3 by 3
convolution layer with dilation rate of 4. ⊕ denotes the element-wise summation [31].

In 2020, Hui et al. [31] unveiled the Dense Multi-scale Fusion Network (DMFN).
DMFN encodes an image into an embedding space. Dense Multi-scale Fusion Blocks
(DMFB) then fuse and transfer features to the masked areas. Finally, the decoder
reconstructs the missing pixels from the embedding space, which are then merged
with the image by element-wise addition. The DMFB, see Figure 14, consists of
multiple parallel convolutions that then cascade into each other. The convolutional
layers have different amounts of dilation to capture features on multiple scales. The
discriminator consists of a global and local branch that are merged to give one output.

Besides the change in architecture, the authors heavily invest in different loss functions.
This is interesting to note, since this is the opposite approach from GC that uses the
reconstruction and adversarial loss. The authors balance six different loss functions,
most of which we have seen before. The different loss functions are:

1. L1 reconstruction loss,

2. adversarial loss,

3. VGG feature matching,
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4. discriminator feature matching,

5. self-guided regression, and

6. geometrical alignment.

The last two mentioned in the enumeration utilize VGG feature maps to enforce
some desired property. Self-guided regression takes the difference in VGG feature
maps between output and ground truth. The linear combination of the differences
with the pixel errors as coefficients make up the self-guided regression loss. Finally,
geometrical alignment looks at the spatial probability of one of the VGG response
maps and uses the distance between the centres as another loss term.

2.6 Facial Attribute Removal

Facial attribute analysis consists of two sub-categories: Facial Attribute Estimation
(FAE), which recognizes the attributes present in a given image, and Facial Attribute
Manipulation (FAM), which creates, changes, or removes attributes [39]. The problem
considered in this paper, Facial Attribute Removal (FAR), can be considered a sub-
problem of FAM. This paper considers FAR to be the replacement of an attribute
by a realistic looking alternative, e.g., facemask to no facemask. Section 3 describes
how FAR could be considered a pure image to image translation task, or it could be
image completion combined with some automated method to highlight the part that
needs to be changed. Often techniques belong to one of those categories, but most
research focusses on combining both with the help of attention mechanisms.

Figure 15: Left: multi-domain image translation using CycleGAN. Right: multi-
domain image translation with StarGAN [40].

Some tasks in FAM require many attributes to be variable, e.g., hairstyle, moustache,
earrings. Traditionally, a model specializing in each attribute would be trained with
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CycleGAN. Figure 15 shows that only four attributes necessitate 16 different models,
which in turn greatly increase the required resources. Choi et al. [40], [41] propose
StarGAN, a single generator capable of generating all the classes from any input.
The first version of StarGAN facilitates this decision by making the discriminator
classify the domain, and by adding the target domain as an input to the generator.
The authors added the target domain by depth-wise concatenation of the one-hot
encoded vector. The loss function incorporates the extra class label with the Domain
Classification Loss,

Lcls(x) = Ec′ [− log Dcls(c′|x)] + Ec[− log Dcls(c|G(x, c))],

where c′ corresponds to the original label, and Dcls(c′|x) represents the probability
distribution over the domain labels computed by D. StarGAN version 2 adds multi-
headed networks to generate a style encoding that are given to the generator as extra
information instead of just the target label.

Figure 16: DIAT generates a mask and transformed image in parallel. The combina-
tion yields the final result and also determines the loss function. [42].

StarGAN as constructed in the paper is an example of a method that translates one
image of a domain to another. Li et al. [42] created Deep Identity-Aware Transfer
(DIAT) that occupies a place on the other side of the spectrum. As seen in Figure 16,
DIAT comprises two networks: a transform network, which performs the translation
between the desired domains, and a mask network, which decides what part of the
transformation replaces the original image. The authors use discriminator feature
matching, smoothing loss, adversarial loss, and identity loss. The identity loss takes
advantage of the idea that a person before FAM should be the same as the one after.
VGG-Face [43], a special network for creating unique face encodings, provides vectors
that can serve as the identity loss function. Note that DIAT was proposed in 2016,
before CycleGAN.
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Figure 17: ResGAN uses a CNN to approximate the residual with respect to the
input [44].

Shen and Liu [44] advertise ResGAN. ResGAN uses a typical CycleGAN setup with
two fully convolutional autoencoders as generators and a single discriminator. The
novel idea they came up with is that the generators learn the residual image with
respect to the input image, i.e., they learn the values that need to be added to the
input to create the output, see Figure 17. This way the generators only have to learn
the difference between input and output rather than recreating the entire output.
The adversarial network outputs one of three classes, one for each domain and a
class for fake images.

In 2018, Zhang et al. [45] reused the same concepts as DIAT with the updated
knowledge on GANs and CV. Inspired by StarGAN, Zhang et al. used a single
generator and discriminator for the translations between domains. A separate network,
the Spatial Attention Network, provides the mask that combines with the translation
output to yield the result.
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3 Methods

Section 2 outlined methods, architectures, and techniques relevant for Face Attribute
Removal. This section describes the methods investigated to complete the task at
hand, and draws important similarities to relevant state of the art. First, Section 3.1
proposes some loss functions. There are multiple broad ways to approach the problem.
Section 3.2 explores those directions and argues what direction our methods will
focus on. Section 3.3 looks at possible training architectures. Finally, Section 3.4
and Section 3.5 analyse discriminators and generators, respectively.

3.1 Loss Functions

The loss function influences the performance of the model. To get the most out of
the model, we explore popular choices and experiment with them in Section 4.4.

The original GAN proposed by Goodfellow et al. [3] uses the minimax loss,

Ladv = Ex[log(D(x))] + Ez[log(1 − D(G(z)))],

where x and z are the target and input images. The output of the discriminator is
the probability of the input being real. The generator minimizes this loss, while the
discriminator maximizes it. This loss function essentially minimizes the similarity
between the generated data distribution pg and the real sample distribution pr given
by the Jenson-Shannon divergence [46]. The Jensen-Shannon divergence incorporates
the Kullback-Leibler divergence,

DKL(p||q) =
∫︂

x
p(x) log

(︄
p(x)
q(x)

)︄
dx,

to create a symmetric measure,

DJS(pr||pg) = 1
2DKL(pr||

pr + pg

2 ) + 1
2DKL(pg||pr + pg

2 ).

The generator optimizer cannot change the weights of the adversarial network, so
Goodfellow et al. suggest that the generator maximizes log(D(G(z))) instead. This
pattern of simplifying the discriminator loss repeats for most of the adversarial loss
functions.

Arjovsky et al. [47] introduced the Wasserstein GAN (WGAN) to alleviate some
problems seen in the traditional GAN, e.g., mode collapse. The traditional GAN
minimizes the Jensen-Shannon divergence, whereas WGAN optimizes the earth
mover’s distance, or Wasserstein metric instead. The earth mover’s distance formula
on the continuous probability domain is

DW (pr, pg) = inf
γ∼Π(pr,pg)

E(x,y)∼γ[∥x − y∥].
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The authors note that finding the smallest value over all possible joint distributions
in Π(pr, pg) is an intractable problem, meaning that there is no efficient algorithm to
solve it. According to the Kantorovich-Rubinstein duality, this is equivalent to

DW (pr, pg) = sup
∥f∥L≤1

Ex∼pr [f(x)] − Ex∼pf
[f(x)],

where sup∥f∥L≤1 means the supremum over 1-Lipschitz functions. In other words,
the discriminator tries to maximize

Ladv = Ex[D(x)] − Ez[D(G(z))],

where x and z are the original and input images. The adversarial network produces
a value that quantifies the realism of the input image. This value does not need to
be constraint to the interval [0, 1], so this adversarial is called a critic rather than
a discriminator. It is important to note that the critic must satisfy the Lipschitz
constraint. Arjovsky et al. achieved this by clipping the weights, but noted that this
is a “terrible way to enforce a Lipschitz constraint”. Gulrajani et al. [48] published
this as an improvement in the form of a gradient penalty, giving it the abbreviation
WGAN-GP.

Figure 18: Maximum margin classifier [49].

The hinge loss is another loss function that aims to solve some of GANs shortcomings.
PEPSI++ [37] uses this loss function instead of the minimax loss to avoid the
vanishing gradient problem. The classifier using the hinge loss is a maximum margin
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classifier. A maximum margin classifier punishes samples on the wrong side of
the separating hyperplane as well as those inside a predefined margin around that
hyperplane. Figure 18 visualizes this behaviour. The formula is

Ladvg = −Ez[D(G(z))]
Ladvd

= Ex[max(0, 1 − D(x))] + Ez[max(0, 1 + D(G(z)))],

where x and z are the original and input images.

Section 2.3 covers applying least squares in the adversarial loss function proposed by
Mao et al. [20]. It is another approach to reduce the vanishing gradient problem for
samples on the right side of the separating hyperplane. The least squares loss has
the ability to pick the target value for real and generated images. A logical choice is
zero for generated and one for real images. This creates the formula:

Ladvg = Ez[(D(G(z)) − 1)2]
Ladvd

= Ex[(D(x) − 1)2] + Ez[D(G(z))2].

That same section touches on the loss function presented by Jolicoeur-Martineau [21].
To briefly reiterate, the writer argues that the adversarial network ignores the a priori
knowledge that half of the mini-batch contains fake samples. The discriminator can
classify the majority as real, even though it should not. To solve this, the author
proposes to modify the loss functions to determine how more realistic real images look
when compared to generated ones. This can be done to all loss functions mentioned
before.

3.2 Approach

We found two main ways in which the task could be completed. The first possibility
is to segment out the facemask followed by applying image completion described
in Section 2.5. Another option combines both steps into one to give an end-to-end
solution, which is more in line with FAR.

An important distinction is that the first option takes the steps sequentially as opposed
to the end-to-end solution. The sequential model requires only a segmentation
method for facemasks, since it can take a pretrained image completion model. The
segmentation model can be obtained in multiple ways. Kanezaki [50] proposed a
method for unsupervised image segmentation. Initial experiments (see Section 4.5)
exposed numerous downsides that make this choice infeasible for this project. Another
way is to train a model on segmentation data directly. Segmentation data is costly
to obtain. Moreover, the focus of the project is more on facial reconstruction rather
than segmentation, so this is more of a practical solution rather than a researched
option. Finally, one could train an image masking model next to a transformation
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model similar to DIAT [42]. Some models proposed in the Methods section produce
such a mask, so this will be experimented with in Section 4.5.

We theorize that the method would give good results early on, but the individual
errors of the segmentation and image completion accumulate, making it harder to
improve later. As such, this method will receive less attention. The last approach
of the three will be used as a benchmark in testing to compare image completion
state-of-the-art.

The end-to-end method, as mention in Section 2.6, localizes and reconstructs the
appropriate parts in multiple different ways. Some view the generator as a black box
with convolution layers, ResBlocks, DMFBs, that give a reconstructed image with
the masked image as input. This is prevalent in methods constructed for general
image-to-image translation, e.g., Isola et al. [23], Zhu et al. [27], Hui et al. [31], Choi
et al. [40], etc. These methods do not actively infer missing features and pixels
with contextual attention, self-attention, or mask estimation. On the other side of
the spectrum, there is Li et al. [42], who generate a mask and image with separate
networks in parallel, which combine to yield the output. Shen and Liu [44] take a
middle road. Their method, ResGAN, learns only the difference in pixels between
input and output. It avoids recreating the whole image.

To find the best end-to-end approach, we conduct experiments using black-box, paral-
lel, and hybrid techniques inspired by architectures described by the aforementioned
state of the art. Additionally, this paper investigates a novel hybrid approach that
combines the best aspects of DIAT and ResGAN.

When exploring these deep learning solutions, one noticeable trend appears. Solutions
based on a new idea usually consists of multiple networks, e.g., CycleGAN, CA,
global-local discriminators, DIAT. Later, other researchers find ways to merge these
improvements in one network, e.g., StarGAN, PEPSI++, PatchGAN, ResGAN,
respectively. DIAT allows the transform network to focus on the important parts
with the help of a mask generated by another network. ResGAN skips this step and
learns the difference between input and output instead. This means that ResGAN
does not learn to reconstruct something, rather it has to learn the composition of the
deconstruction and reconstruction. This extra step increases the difficulty. Instead,
we theorize that one network learning both the transformation and the mask will
yield less overhead compared to this composition operation. Section 4 describes the
experiments that test this theory.

3.3 Architecture

The previous subsection discusses the different high-level approaches possible. The
next level is the training architecture, which largely depends on the type of training
data available.
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The project used no internal datasets, so it relies on publicly available datasets. We
want to train a generator to translate from an image with a facemask, X, to an
image without a facemask, Y . Training a traditional GAN requires paired images
for X and Y , i.e., the training data must consist of pairs

{(x, y) ∈ X × Y | y = G(x)}.

Acquiring these image pairs is achievable by artificially applying a facemask to images
to a face image dataset. However, it would practically be impossible with real world
images. Creating these artificial datasets is a complex topic on its own, and the
performance is related to how realistic the dataset models real life. Also, no such
realistic artificial datasets are readily available online. Even in the future, we assume
that it is more feasible to collect X rather than create it. As such, a traditional GAN
setting does not suffice.

As mentioned in Section 2.4, CycleGAN [27], and by extension StarGAN [40], offer
unpaired image training. To reiterate, CycleGAN defines two generators, G : X ↦→ Y
and F : X ↦→ Y . The generators cannot use reconstruction loss, since there are no
paired images. Instead, both learn simultaneously by minimizing the cycle-consistency
loss. This loss can be viewed as a reconstruction loss between F ◦ G(x) = x̂ and x,
and G ◦ F(y) = ŷ and y. Adversarial networks check both X and Y to control the
realism of G and F individually.

The downside is that the number of generators explodes as the number of domains
increases. In this project, there are two domains, X and Y , so there need to be two
generators and discriminators. Some researchers, such as Zhang et al. [45] and Shen
and Liu [44], theorize that one discriminator with the ability to also classify improves
performance and reduces memory usage overhead. Unifying the discriminators
requires adding an extra output that gives the class label and a domain classification
loss. StarGAN extends this by also merging the generator. A generator capable
of creating outputs for more than one domain has to have some way of inferring
the target domain. The generator is a convolutional neural network, so StarGAN
includes this information using depth-wise concatenation. Depth-wise concatenation,
in this case, means that the input contain extra channels that encode the class as a
one-hot vector. For example, assume that the target domain is the second one in a
system with only two domains. This is encoded as (0, 1). The input comprises the
RGB channels together with a channel that only contains zeros and another one that
only contains ones. The number of input channels is thus always 3 + #classes.

Besides computational costs, unified discriminators yielded improved performance in
research of the past. Unifying the generator improves performance if there are many
domains and not too many training samples, because each domain can rely on the
general features created by the decoder. This project has two domains and should
have sufficient amount for each domain. Furthermore, this project requires only one
of the generators, while the other just serves for training. As a result, Section 4.5
describes tests to see whether the problem benefits from a generic generator or not.
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3.4 Discriminator

The approach and architectures of interest are clear. As Section 3.3 describes, the
desired architecture will comprise one or more generators and adversarial networks.
This section covers discriminators used in the background literature, Section 2, with
a specific focus on those relevant to facial reconstruction.

The first GANs only used a global discriminator [3], [28], [44]. Only one value
determines whether an image is real or fake. The difference between the single output
and the target label determines training error. A single output allows the system to
quickly gauge whether an image is real or fake, but training the entire network based
on one value makes it harder to train. Furthermore, this design accepts only images
of a predefined size, so images with a different size have to be rescaled or cropped.

For image completion, some researchers add a second local discriminator that focusses
solely on the completed pixels [26], [29], [42]. The local discriminator has a smaller
area to check and can be a lot smaller. It still requires the global discriminator, so in
total it only adds to the computational complexity. Furthermore, this system requires
the completed pixels need to be known beforehand, hence making it unsuitable for
this project without any modifications.

Isola et al. [23] introduced PatchGAN, an architecture that uses a Markovian dis-
criminator instead of a global one. The term Markovian comes from the assumption
that the pixels model a Markov random field, i.e., pixels not contained in the same
patch are independent. Such a network can be smaller than a global adversarial
network, because only a subset of the pixels need to be evaluated. Furthermore, it
receives more direct feedback. Each patch in an image needs to look realistic instead
of the entire image.

The biggest difficulty using PatchGAN is finding the right patch size. The concept we
refer to as patch size seems intuitive, but actually defining it is not as straightforward.
The patch size is the size of the receptive field of an output neuron. This receptive
field is the part of the input that could change the value of the output. Number of
layers, kernel size, stride, and dilation all influence the receptive field. Thus, the
patch size is very central in the network architecture and is not easily changed.

Determining the patch size itself depends on the type of image and resolution,
because the pixels not in the same patch need to be independent. Too small and you
violate the Markov property. Too big and you are missing out on performance. It is
important to note that a PatchGAN with patch size the same as the image is not the
same as a regular global discriminator, because the patches can be partially outside
the image. A violation of the property can result in locally consistent but globally
inconsistent image, such as shown in Figure 25. For general image translation, Isola
et al. proposed a 70×70 patch and some literature uses this [27]. Recently, increasing
image resolutions led to increased patch sizes.
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Figure 19: RED used in PEPSI++ is a PatchGAN, where a pixel-wise fully connected
layer replaces the last convolution layer [37].

Yu et al. [36] applied a Markovian discriminator with small changes to free-form
inpainting. Furthermore, all six convolution layers are spectral normalized to increase
training stability and speed, giving the network the name SN-PatchGAN. Finally,
the last layer does not reduce the channels to one. Instead, the output is three-
dimensional; two-dimensional patches and the channels focus on different semantics.

In 2021, Shin et al. [37] suggested the Region Ensemble Discriminator (RED), a slight
improvement over SN-PatchGAN. RED has the exact same layout as SN-PatchGAN
except for the last layer. The last layer of a traditional PatchGAN reduces the
channels to one, so one value describes the realism for each patch. SN-PatchGAN
keeps the different channels, which should also capture different semantics for each
patch. RED’s last layer fully connects all channels for a particular pixel in the feature
map, see Figure 19. This can be thought of as a 1 × 1 convolution, where the kernel
changes for every pixel. This allows the network to learn features specific to their
patches rather than assume their independence.

Section 4 investigates which of these adversarial networks suits this task the best.
The number of kernels present in a convolution determines the number of channels
that convolution creates. In SN-PatchGAN, the different channels of one patch are
all expected to give the same real or fake result. So, the kernels in the last layer all
receive the same input, are independent of each other, and are expected to produce
the same output. Hence, we theorize that the benefits of this strategy are no more
than repeating that last convolution a number of times. Our task involves images of
faces, which does have dependence between pixels that are far from each other. The
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reason is that a face usually only has one nose, so nowhere else in the picture do we
expect another nose. We theorize that RED is best suited to capture this high-level
dependency.

3.5 Generator

The next step is to find a generator that will produce the best possible result. Similar
to discriminators, researchers have suggested a lot of different designs for generators.
These designs consist of basic building blocks. Section 2 covers most of these and
their general purpose. This section argues what building blocks have potential to
help solve the problem. Following the recent trends as described in Section 3.2, this
paper focusses on generators consisting of a single network.

Isola et al. [23] and Zhu et al. [27] created a paradigm shift with their publications
on image translation using GANs. Their solutions where the first in this paradigm,
so we will take their work as a base and explore relevant modifications proposed
since. Isola et al. use convolutional autoencoders for the generator. They test
three encoder-decoder variants: basic, one with skip connections, and one with skip
connections as concatenation, such as in U-Net [22] (see Figure 7). Zhu et al. use an
encoder, some ResBlocks, and then a decoder. This design draws inspiration from an
architecture by Johnson et al. [51], who achieved impressive results for neural style
transfer and super resolution.

These techniques address general image to image translation. Encoding and then
decoding feature maps is insufficient for our use-case, since facial attribute removal
requires filling in the missing part. The missing features need to be deduced from
other parts of the image. ResBlocks are one broadly applicable method that aim to
fulfil this role. Here, we draw inspiration from image completion literature discussed
in Section 2.5.

Pathak et al. [28] introduce an encoder-decoder design that uses channel-wise fully
connected layers to impute the feature maps of the missing areas. Figure 9 shows
the overall architecture of this idea. Channel-wise fully connected means that every
pixel depends on all pixels in the same channel of the previous layer. In practice,
this operation is quite expensive as each pixel depends on each other pixel. As a
result, reuse of this layer is difficult as the computational complexity explodes.

Yu et al. [30], [36], Song et al. [33], Wang et al. [26] apply convolution layers with
different dilation rates to mix these features more gradually. Many combinations of
dilation rate and stride are possible, so it requires a lot of computational power and
time to find a suitable combination.

Hui et al. [31] alleviate this issue partially. They combine several dilated convolutions
with different rates in one block, the Dense Multi-scale Fusion Block (DMFB).
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Figure 14 illustrates a DMFB. Similar to ResBlocks, this block can be placed
between the encoder and decoder. The skip connection ensures that placing more
does not produce any adverse effects.

Another method that recently gained more traction in Image Completion is the
Contextual Attention Module (CAM) [30], [32], [36]–[38]. Section 2.5 covered the
workings of this module in detail; however, this paragraph reiterates important
aspects for completeness. State of the art using this method achieved the best results
thus far. The method works by matching each foreground patches to the most similar
background patch. The generator uses this information to import, or otherwise mix,
the background patches. One major downside is that the module needs to know
which pixels belong to the foreground. This particular problem does not provide this
information, so using CAM would require an extra network to estimate it.

StarGAN [40] reuses the generic generator from CycleGAN with some small modifica-
tions. As mentioned in Section 2.6, StarGAN encodes the target domain as additional
channels, and adds those to the input. Moreover, it uses a different encoder and
decoder setup. Lastly, the generator features bigger feature maps to make use of
more powerful hardware.

Section 4 experiments with the different architectures and building blocks mentioned
in this section. Furthermore, some aspects of the design that we consider minor
also receive more attention in that section. This covers loss functions, type of
normalization on the convolution layers, etc.
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4 Experiments

Section 3 amalgamates state-of-the-art concepts into methods capable of face attribute
removal. This section describes the setup, experiments, and results that assert the
effectiveness of each method. Sections 4.1, 4.2, 4.3, and 4.4 give relevant information
regarding the general setup of the tests. This consists of the datasets used, evaluation
metrics, and loss functions. Sections 4.5, 4.6, 4.7, and 4.8 describe experiments and
results of methods mentioned in Approach (3.2), Architecture (3.3), Discriminator
(3.4), and Generator (3.5), respectively.

4.1 Datasets

To train the deep learning models, a lot of data is a necessity. There are multiple
ways in which the project can proceed, and each way has different data requirements.
Section 3 covers these approaches. This section briefly summarizes the data require-
ments of each approach. After that, we motivate the specific dataset choice for this
project.

As described in Section 3.2, one approach is to create a facemask segmentation
model and combine it with a general image inpainting model trained on faces. Such
a model requires images of people wearing facemasks and a binary mask of this
facemask. This information is not readily available online. We estimate that it is
costly to obtain and scale, since the process would need to be repeated for a different
facial attribute. Together with reasons mentioned in Section 3.2, we abstain from
investigating this road further.

(a) (b)

Figure 20: Example images of the chosen datasets FFHQ (20a) and CMFD (20b).

All other methods mentioned in Section 3 necessitate images from two domains:
faces with facemasks and faces without facemasks. This solution scales, because
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images containing faces can be scraped and classified with an object detector. The
only manual labour is checking the dataset for anomalies, which is less costly than
creating facemask segmentations.

A lot of CV research involves faces in some way. Over the years, researchers created
numerous high quality datasets freely available for research. Liu et al. [52] created
CelebA for facial attribute recognition. CelebA has over 200K images of over 10K
celebrities, each with 5 landmark locations and 40 binary attributes. This dataset
contains many lower quality and odd resolution images. Later, in 2018, Karras et
al. [53] published an improved variant, CelebA-HQ. This version consists of 30K
images high quality images with a resolution of 1024 × 1024.

The CelebA datasets includes only images of a select group of celebrities, which
limits the variety of the faces. To incorporate a higher diversity in terms of ethnicity,
age, and image background, Karras et al. [54] compiled Flickr-Faces-HQ (FFHQ).
This dataset comprises 70K images from different subjects. Figure 20a depicts an
image of FFHQ.

There is enough choice when it comes to face datasets. The models still require
images from the other domain, masked face images. Real-world images containing
people with facemasks are hard to come by. Maranhão [55] published a dataset
containing images of subjects who have their facemask correctly worn, incorrectly
worn, or not worn. The dataset has 853 images and cropping the faces similar to
FFHQ yields low quality images. Wang et al. [56] shared a dataset build up of
4K images masked images. The dataset has good quality, even after cropping and
aligning the images. Retrieving the facial landmarks needed to crop and align the
images correctly are not a trivial task. Using the same techniques as FFHQ, this
yields a bit under 200 cropped and aligned images. Figure 25a shows an example
from this dataset.

An artificial dataset has the potential to fill this gap. Creating a dataset has a lot of
caveats. First and foremost, a model is only as good as the data it learns from. At
some point, the performance of the model is a measure of how well the artificial dataset
mimics the real-world scenario. In that case, measuring the model performance loses
its meaning. Furthermore, initial trials highlighted the immensity of this task; it is
an entire research field of its own. Instead, we evaluate the performance on (different)
artificial data. The resulting model will not function on real-world examples, but
at least it allows us to compare model performance. In 2021, Cabani et al. [57]
released such a dataset, Correctly Masked Face Dataset (CMFD), which models
simple facemasks on top of FFHQ images using facial landmarks.

The highest quality datasets for masked and unmasked images are CMFD and FFHQ.
CMFD is derived from FFHQ, which brings some evaluation advantages as discussed
in Section 4.2. As such, these are the main datasets of choice. The overlap between
CMFD and FFHQ needs to be avoided, since the model would otherwise train on data
it would not have access to in a realistic scenario. The datasets combine to around
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70K images per domain. We use around 30K for each domain, 1K for validation, and
9K for testing. The only data processing is resizing to 256 × 256. Some fine-tuning
tests use the dataset from Wang et al.

4.2 Evaluation metrics

Evaluating model performance is paramount when attempting to find the best one.
This subsection lists and reasons about evaluation metrics used in general image
translation and image completion.

The most relevant way of comparing performance is by visually inspecting outputs
produced by each model. The downside is that inspecting multiple images for
each model becomes infeasible with the amount of models training produces. A
quantitative performance indicator solves this issue.

GANs that produce image from a distribution have no original image to compare
with. The Inception Score (IS) [58] evaluates the distribution of the generated images.
The Fréchet Inception Distance (FID) [59] compares the distribution of the generated
images with the distribution of the trained images. It uses the InceptionV3 network
to do this. The generators in this project create images similarly; however, the input
does not come from a distribution. Thus, comparing distributions does not paint a
relevant picture.

This project falls under attribute manipulation, so it makes to investigate the same
evaluation metrics.

Besides visual inspection, ResGAN [44] uses the distance between facial landmarks
of the before and after picture. A third party tool, Dlib, provides landmarks for
the original and translated images. The average normalized distance error between
those landmarks gives an indication of similarity between the before and after images.
The method requires visible landmarks on the source image, which are covered by a
facemask in this project. The original image without facemask could be taken as a
source instead, since that is what we are ultimately trying to recreate.

DIAT [42] and StarGAN [40] also use attribute classification to check whether the
output contains the desired attributes. Both methods focus on changing many
attributes, e.g., no glasses vs glasses, so checking their presence is a good option. All
our created images only add a nose and mouth; other attributes are irrelevant. A
basic requirement is that all generated images have a nose and mouth, so this would
not capture the realism to the desired degree for our case.

As mentioned in Section 4.1, we train the models on FFHQ and CMFD, which
contain the same subjects. Training does not reuse the same subject from each
dataset, because that would create an unfair advantage over a real-world scenario.
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For testing, we can profit from this advantage, as it allows us to compare the output
to the original pre-photoshopped image. This opens possibilities of using evaluation
metrics meant for image inpainting.

Testing in image inpainting compares the reconstructed image to the original. The
most straight-forward way is by comparing pixel values directly using L1 or L2 loss
function. Stemming from signal processing, Peak-Signal-to-Noise-Ratio (PSNR)
expresses the dissimilarity of two images using the MSE of the pixel differences.
Structural Similarity Index Measure (SSIM) [60], [61] provides a more high level
similarity measure based on the luminance, contrast, and structure. As discussed
before, pixel values do not paint the entire picture. Human vision is more sensitive to
features rather than pixels. In 2018, Zhang et al. [62] bridged this gap by publishing
Learned Perceptual Image Patch Similarity (LPIPS), a metric that compares deep
features to provide a perceptual similarity score.

The measures mentioned in the last paragraph are the metrics of choice. They are
the most common in literature, and have arguably the most expressing power.

The PSNR is defined over non-negative signal values, so we rescale the image from 0
to 1. The PSNR derives as follows,

PSNR = 10 · log10

(︄
MAX2

I

MSE

)︄

= 20 · log10

(︃
MAXI

MSE

)︃
= 20 · log10(MAXI) − 10 · log10(MSE)
= 20 · log10(1) − 10 · log10(MSE)
= −10 · log10(MSE).

The pytorch-msssim library provides the SSIM implementation, and lpips facilitates
the official LPIPS implementation [62].

4.3 General training

This section gives some general information regarding the training setup that does
not fit in the previous sections.

As advocated by Heusel et al. [59] and used by Choi et al. [40], we apply the
Two-Timescale Update Rule with learning rates of 4 × 10−4 and 1 × 10−4 for the
discriminator and generator, respectively. Inspired by Choi et al., the experiments
utilize the Adam optimizer with β1 = 0.5 and β2 = 0.9 unless stated otherwise.

The architecture of the generator and discriminator are specific to the experiments,
so each set of experiments describes them individually. We train every setup for
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2, 10, or 50 epochs, depending on the outcome we are trying to observe. We use
an empirically motivated batch size of 4. The training set contains 28720 unpaired
images, which gives 28720/4 = 7180 iterations per epoch. The validation and test
set contain a 1000 and 8608 images, respectively. StarGAN [40] is a recent tried and
tested architecture, so we use its generators and discriminators as a base to try out
other variations on.

4.4 Loss Functions

FAR as applied in this paper differs from the original application StarGAN is tuned
for, so we need to find a suitable loss function. A loss function can be tweaked and
added to indefinitely, so for this section we limit ourselves to a simple loss function
that allows stable training.

In this paper, we always use two optimizers, one for the discriminator and one for
the generator. CycleGAN has two generators and two discriminators, where both
fall under their respective optimizers. For each network, we need a loss function. As
covered by Section 2, the (minimal) generator loss consists of a reconstruction and
an adversarial loss. The adversarial network provides this adversarial loss and thus
tries to optimize it in the opposite direction compared to the generator.

Common choices for the reconstruction loss are the L1 or L2 norm:

Lrec = Ex,x̂[∥x − x̂∥1] = Ex,x̂[|x − x̂|],

Lrec = Ex,x̂[∥x − x̂∥2] = Ex,x̂[(x − x̂)2],
where x and x̂ represent the original and recreated image. We follow the lead of
most recent articles that choose the L1 norm [23], [27], [37], [40], [41], [44].

The adversarial loss enjoys much more variety and the choice is not as clear-cut as
Section 3.1 shows. All tests utilize the StarGAN [40] networks in a CycleGAN [27]
architecture. Table 1 and 2 display the exact networks used. We chose the CycleGAN
architecture, because we have enough data for it. Besides that, we sidestep whether
both translations fit in a general model.

The generator loss is a linear combination of the reconstruction and adversarial loss,

Lgen = Lrec + λadvLadv.

As such, the weight λadv also needs to be tuned. We gather different setups and λadv

values from the state of the art. Table 3 shows the results, and Figure 21 shows
output images who performed well quantitatively.

Next, we draw some conclusions from the results presented in Table 3 and Figure 3.
The quantitative results show clear dominance of WGAN. The hinge loss comes in a
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Part Input → Output Shape Layer Information

Down-sample

(h, w, 3 + nc) → (h, w, 64) Conv2d (N64, K7, S1, P3), IN, ReLU

(h, w, 64) → (h
2 , w

2 , 128) Conv2d (N128, K4, S2, P1), IN, ReLU

(h
2 , w

2 , 128) → (h
4 , w

4 , 256) Conv2d (N256, K4, S2, P1), IN, ReLU

Bottleneck

(h
4 , w

4 , 256) → (h
4 , w

4 , 256) ResBlock (N256, K3, S1, P1), IN, ReLU

(h
4 , w

4 , 256) → (h
4 , w

4 , 256) ResBlock (N256, K3, S1, P1), IN, ReLU

(h
4 , w

4 , 256) → (h
4 , w

4 , 256) ResBlock (N256, K3, S1, P1), IN, ReLU

(h
4 , w

4 , 256) → (h
4 , w

4 , 256) ResBlock (N256, K3, S1, P1), IN, ReLU

(h
4 , w

4 , 256) → (h
4 , w

4 , 256) ResBlock (N256, K3, S1, P1), IN, ReLU

(h
4 , w

4 , 256) → (h
4 , w

4 , 256) ResBlock (N256, K3, S1, P1), IN, ReLU

Up-sample

(h
4 , w

4 , 256) → (h
2 , w

2 , 128) ConvT2d (N128, K4, S2, P1), IN, ReLU

(h
2 , w

2 , 128) → (h, w, 64) ConvT2d (N64, K4, S2, P1), IN, ReLU

(h, w, 64) → (h, w, 3) ConvT2d (N3, K7, S1, P3), Tanh

Table 1: StarGAN generator architecture. nc denotes the number of classes. In the
CycleGAN tests, we set nc = 0. IN stands for Instance Normalization.

Layer Input → Output Shape Layer Information

Input (h, w, 3) → (h
2 , w

2 , 64) Conv2d (N64, K4, S2, P1), LeakyReLU

Hidden

(h
2 , w

2 , 64) → (h
4 , w

4 , 128) Conv2d (N128, K4, S2, P1), LeakyReLU

(h
4 , w

4 , 128) → (h
8 , w

8 , 256) Conv2d (N256, K4, S2, P1), LeakyReLU

(h
8 , w

8 , 256) → ( h
16 , w

16 , 512) Conv2d (N512, K4, S2, P1), LeakyReLU

( h
16 , w

16 , 512) → ( h
32 , w

32 , 1024) Conv2d (N1024, K4, S2, P1), LeakyReLU

( h
32 , w

32 , 1024) → ( h
64 , w

64 , 2048) Conv2d (N1024, K4, S2, P1), LeakyReLU

Output (Dsrc) ( h
64 , w

64 , 2048) → ( h
64 , w

64 , 1) Conv2d (N1, K3, S1, P1)

Output (Dcls) ( h
64 , w

64 , 2048) → (1, 1, nc) Conv2d (Nnc, K h
64 , S1, P0)

Table 2: StarGAN discriminator / critic architecture. LeakyReLU has a negative
slope of 0.01.
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M H W L RH RL
λadv 0.1 0.01 0.01 0.1 0.1 0.1 0.1
L1 0.0784 0.0564 0.0526 0.0453 0.3459 0.0654 0.1186
L2 0.0102 0.0087 0.0075 0.0059 0.1657 0.0093 0.0268
PSNR 20.025 20.806 21.464 22.443 7.8544 20.473 15.846
SSIM 0.7456 0.8135 0.8190 0.8202 0.0146 0.7068 0.4328
LPIPS 0.1575 0.1280 0.1149 0.1153 0.4397 0.1868 0.3998

Table 3: Loss function results after 2 epochs with CycleGAN. M = minimax, H =
Hinge, W = Wasserstein, L = the least squares, R = relativistic.

(a) Input (b) Target (c) WGAN (d) Hinge (e) Minimax

Figure 21: Results of quantitatively the highest performing models trained after 2
epochs with different loss functions and CycleGAN.
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close second after tuning λadv. We can also see that the least squares and relativistic
least squares do not seem to converge after 2 epochs. Even though it is not present
in the table, the relativistic hinge loss performs worse than its normal counterpart
with the same lambda values.

Inspecting from a qualitative point of view is hard. One first sight, the hinge loss
seems to perform the best when you look at the smoothness, teeth, and nose. On
the other hand, WGAN comes closer when it comes to skin tone in most images.

It is important to note that the way the GANs reconstruct the face changes between
runs with identical hyperparameters, so visual comparison has some limitations.
When it comes to quantitative comparison WGAN consistently outperforms the
other loss functions, so in future training runs we default to the WGAN loss.

4.5 Approach

Section 3.2 describes using two main approaches: end-to-end and image segmentation.
We mentioned that the end-to-end approach has more potential, and is more suitable
for this task. Nonetheless, we explore two image segmentation options, which provide
results that allow us to compare the methods in this section to the image completion
state of the art.

The first segmentation option is the unsupervised image segmentation proposed by
Kanezaki [50]. The two main problems are the speed and difficulty of choosing the
right segments. The algorithm is iterative and the result shown in Figure 22 takes
663 seconds to create on modern hardware. Secondly, this result still requires that
we pick the right group of segments to create the mask from. These two reasons
make it infeasible to test a large amount of images.

The second segmentation option is creating our own segmentation network. One
way is training it like DIAT [42], where we train the mask network and take a
state-of-the-art network as transformation network. A downside is that this does not
allow for a cycle-consistency loss, because the transformation network only allows
for translation in one direction. Alternatively, we also train our own transformation
network. This way the method can use the cycle-consistency loss and achieve better
results. The difference with end-to-end is that we give the mask to a state-of-the-art
transformation network as input in testing. This paper focusses on one network, so
we extend the StarGAN [40] generator to function as the transformation network as
well as provide a mask.

Table 4 and Figure 23 show that a binary mask creates problems with learning. The
cut-off point for what pixel to use is binary, which creates a chicken and egg problem.
The mask network will only choose pixels from the transformation network when
it is better; however the transformation network will only get better if the mask
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network chooses its pixels. The network is able to overcome this problem, but having
a floating point mask allows for more gradual learning. The floats are values in [0, 1]
which decide how much to use of the transformation.

(a) (b) (c)

Figure 22: Kanezaki’s [50] (b) method and our method (c) applied to an image in
our test set (a).

For the end-to-end options, there are three options: normal GAN, ResGAN, or
masked GAN. The best results from the loss experiments, WGAN with λadv = 0.1,
function as the normal GAN results. That same network modified to learn residuals
provides the results for ResGAN. For masked GAN, we duplicate the last layer and
give it a single channel as output with sigmoid activation, which serves as the mask.
We create two versions that create different masks: one where the output is in the
interval [0, 1], and a binary one created by rounding the former. The network uses
the version with floats as pixel weights to mix the input and transformed image.
The version with the binary mask simply decides what pixels from the input and
transformed image combine to form the final result.

Table 4 confirms that our hypothesis in Section 3.2 is correct. The overhead of
learning to create the new image as well as unlearn the existing image exceeds that
of learning a separate mask output. The discrete mask has trouble learning what
pixels to change, since it has to choose all or nothing. This becomes more apparent
when closely looking at the mesh like structure it creates in Figure 23 (c).

The segment approach (DMFN) gives by far the best result. The researchers trained
the DMFN model on FFHQ, so without knowing their data split the chances are
very high that they trained this DMFN model on data that we use for testing. As
such, we can use these results only as a reference point with respect to the state of
the art.

The best end-to-end method is the masked approach. It is both quantitatively and
qualitatively the best option.
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WGAN Residual Mask Bin Mask DMFN
L1 0.0453 0.0352 0.0263 0.0427 0.0153
L2 0.0059 0.0070 0.0068 0.0081 0.0024
PSNR 22.443 21.652 21.879 20.967 26.425
SSIM 0.8202 0.8823 0.9016 0.7990 0.9193
LPIPS 0.1153 0.0978 0.0840 0.1434 0.0382

Table 4: CycleGAN with different approaches. DMFN with segmentation provides a
reference point to state of the art.

(a) Target (b) DMFN (c) Residual (d) Mask (e) Bin Mask

Figure 23: Results using different approaches.
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4.6 Architecture

Due to the artificial dataset, there is enough data to train a CycleGAN. Now,
the question is if a network of sufficient size could generalize and benefit from
performing both translations. Table 5 shows experiments with various discriminator
and generator setups. We use the StarGAN generator and the same loss functions as
in Section 4.4. As a result, we can compare these results directly to those presented
in Table 3.

Hinge WGAN WGAN WGAN
λadv 0.01 0.1 0.1 1
ndisc 1 1 2 2
L1 0.4416 0.4049 0.1558 0.4005
L2 0.2682 0.2232 0.0403 0.2204
PSNR 5.7563 6.5389 13.981 6.5921
SSIM 0.0149 0.0271 0.3518 0.3130
LPIPS 0.7879 0.7005 0.4361 0.4854

Table 5: StarGAN results with different number of discriminators and loss functions.

(a) Input x (b) Target y (c) Gx(y) (d) Gy(x) (e) Gy(Gx(y))

Figure 24: Results of StarGAN (2 discriminators, λadv = 0.1, WGAN) after 2 epochs.

From Table 5, StarGAN is outperformed by CycleGAN with even the worst loss
function. We theorize that the task does not benefit from a general generator. This
is further backed by Figure 24, which shows the network clearly trying to learn a
generalized version of the translations. The generator creates blue tinted images
when trying to recreate the mask, while it creates red tinted images where it tries
to recreate the face. Even penalizing the intermediate results more by increasing
the lambda value does not dissuade the generator from learning an incomplete
translation.

Furthermore, a hypothetical deployment requires only one generator, so there is no
size advantage. The training speed is also the same, because the number of forward
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and backward passes does not change. The only noticeable difference is the memory
requirement. However, both models fit even on a system constraint by memory.
From these findings we conclude that CycleGAN is superior for this task.

4.7 Discriminator

Section 3.4 covers three main discriminators of interest: StarGAN, PatchGAN, and
RED. Table 2 describes the layout of StarGAN. The Region Ensemble Discrimi-
nator (RED) makes small tweaks to this layout. The convolutions are all spectral
normalized. We increased the LeakyReLU negative slope to 0.2 and the kernel size
of all convolutions to 5. A pixel-wise fully connected layer replaces the last source
output layer. We implemented this layer as separate fully connected layers, where
each fully connected layer receives all channels of one pixel as input. PatchGAN,
Table 6, uses batch normalization and fewer layers.

Layer Input → Output Shape Layer Information

Input (h, w, 3) → (h
2 , w

2 , 64) Conv2d (N64, K4, S2, P1), LeakyReLU

Hidden

(h
2 , w

2 , 64) → (h
4 , w

4 , 128) Conv2d (N128, K4, S2, P1), BN, LeakyReLU

(h
4 , w

4 , 128) → (h
8 , w

8 , 256) Conv2d (N256, K4, S2, P1), BN, LeakyReLU

(h
8 , w

8 , 256) → (h
8 , w

8 , 512) Conv2d (N512, K4, S1, P1), BN, LeakyReLU

Output (Dsrc) (h
8 , w

8 , 512) → (h
8 , w

8 , 1) Conv2d (N1, K4, S1, P1)

Table 6: PatchGAN used in the CycleGAN paper [27]. LeakyReLU has a negative
slope of 0.2. BN denotes batch normalization.

As mentioned before, these discriminators evaluate the input image in patches. The
size of the patch that can influence an output neuron is its perceptive field. This
perceptive field depends on the input size, kernel size, stride, and dilation of the
layers that come before it. The formula

Rk,j = (Rk,j+1 − 1)sj+1 + kj+1

describes how the receptive field of layer k relates to that of j, where R, s, and k are
the receptive field, stride, and kernel size of layer j + 1 [63]. StarGAN, RED, and
PatchGAN have a receptive field of 318, 253, and 70, respectively. The image size is
256, so the first two discriminators have patches that can almost cover the entire
image.

We experimented with the StarGAN generator with these different discriminators,
when we noticed a peculiar problem with PatchGAN. Some samples show facial
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(a) (b)

Figure 25: Example where the assumption of independence between pixels outside
the patch leads to logically flawed results.

features recreated in the wrong locations. Figure 25 portrays a clear example of
the phenomenon. The generator placed the lips in the location where the left eye
should be and a nose above it. Below the lips, the network even created some round
dividing line to make it look more like a chin. This clearly shows that the pixels
outside the 70 pixels patch do depend on each other. If you imagine inspecting the
image in windows of 70 pixels, you could see the local coherency.

Original StarGAN PatchGAN RED
L1 0.0453 0.0483 0.0896 0.0460
L2 0.0059 0.0065 0.0184 0.0057
PSNR 22.443 21.993 17.446 22.507
SSIM 0.8202 0.8098 0.6645 0.8164
LPIPS 0.1153 0.1304 0.2480 0.1330

Table 7: CycleGAN results with different discriminators.

From Table 7, we can conclude that StarGAN and RED perform the best. The pixel-
wise fully connecting layer is much more expensive in terms of computing resources
than a convolution layer with a kernel size of 3. This is a definite disadvantage for
RED. As a result, we deem StarGAN to be the most suitable discriminator for this
project.

4.8 Generator

The design of the generator depends on a lot of factors. In this section, we limit
ourselves to generators that consist of an encoder, intermediate modules, and a
decoder. These intermediate modules could be residual blocks, DMFB, etc.
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In the approach experiments, Section 4.5, we saw that learning the masked transfor-
mation yields the best results with the limited amount of epochs. Performance of the
masked approach seems to plateau after a few epochs, while the normal approach
keeps improving. So, the normal approach could have more potential when fully
trained. This section will find the best generator for each approach, train them, and
then compare the results.

The normal approach together with residual blocks results in an LPIPS score of
0.1153, while DMFB receives a score of 0.2671. The DMFB seems inferior when
reconstructing the whole image. We train the normal approach for 50 epochs and
show the best result in the table below.

For the masked approach, we try StarGAN and DMFN encoder and decoders with
residual blocks and DMFB. The DMFN encoder and decoder are similar to StarGAN.
The only difference is that the first layer has a kernel size of 5 and all the others
have a size of 3. We also try combining the methods by introducing a dilation of 2
to the second layer of the residual blocks.

Masked / Normal N M M M M M
ResBlock / DMFB R R R R (dil= 2) D D
StarGAN / DMFN D D S S S D
L1 0.0320 0.0215 0.0218 0.0184 0.0253 0.0192
L2 0.0037 0.0049 0.0045 0.0035 0.0064 0.0039
PSNR 24.418 23.210 23.741 24.703 22.173 24.380
SSIM 0.8468 0.8947 0.9062 0.9054 0.8974 0.9127
LPIPS 0.0659 0.0592 0.0761 0.0524 0.0602 0.0481

Table 8: Results created by different generators.

Table 8 shows that the masked approach with DMFB and the DMFN encoder-decoder
achieves the best results. Remarkable is that the DMFB and residual blocks perform
approximately the same in the masked approach, while the DMFB perform poorly
in the normal approach.

4.9 Summary

We briefly summarize the results of the experiments.

The loss function is essential in an optimization problem. For this problem, we chose
a loss function consisting of two parts: the reconstruction loss and the adversarial
loss. We take the reconstruction loss to be the L2 norm, which is default across
all related literature. There are more choices when it comes to the adversarial loss.
Section 4.4 determines that the Wasserstein loss with a λadv = 0.1 performs the best
of the options tested.
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We identified multiple approaches to complete the task at hand. The model can learn
the entire transformation, the residual, the mask, the binary mask, or a combination
of those. Section 4.5 shows that combining the mask with DMFN, a state-of-the-art
image completion, performs the best. The creators of DMFN trained it on the
same dataset as the one we use. We do not know what samples they trained and
tested on, so it is likely that they trained on data in our test set. Furthermore, the
authors trained DMFN on paired data, so they have an inherent advantage. As such,
one should not compare the results directly. Training the mask and transformation
network together provides the best results where the training and test set are disjoint.

In Section 4.6, we learned that the translation between both image domains does
not benefit from a general transformation network. So, we prefer CycleGAN over
the StarGAN architecture.

Section 4.7 compares different discriminators inspired by recent literature. RED and
StarGAN perform the best. The similarity in their performance is expected, because
RED takes the StarGAN adversarial network and adds a pixel-wise fully connected
layer. This layer is quite expensive to compute, so the regular StarGAN critic is the
clear winner.

The generator is a crucial part to this project. Different experiments described in
Section 4.8 suggest that using DMFB combined with the DMFN encoder-decoder
yields the best performance using the masked approach.
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5 Discussion

This section discusses the results and summary of the experiments, Section 4. We
compare our work to other state of the art. The discussion also includes improvements
to these experiments and future work.

ResGAN [44] only provides the normalized distance to landmarks, which we cannot
easily compare with. DIAT [42] quantify their performance with classification
accuracy, PSNR, and SSIM. Their PSNR and SSIM scores are not comparable, since
they do not have an original to compare it with. Furthermore, other research applies
FAR on smaller translations, so comparing these values does not paint an accurate
picture. This means that we cannot compare to FAR state of the art directly.

Luckily, due to the artificial dataset, this task shares many similarities with more
general image completion. Some papers use image completion on FFHQ, but more
compare to the older CelebA-HQ. DMFN [31] uses both FFHQ and CelebA-HQ
and scores virtually identical in both datasets, highlighting the similarity in their
difficulty.

Image completion with faces is slightly different, since you know the part that needs
to be changed. This is an advantage for image completion. However, we have
the advantage that the model changes the same approximate area. Also, image
completion does not have to split the dataset between two domains. This means
that the figures serves as a good estimate on the performance.

Ours Mask + DMFN DMFN GMCNN CA
PSNR 24.380 26.425 26.490 25.880 24.130
SSIM 0.9127 0.9193 0.8985 0.8879 0.8661
LPIPS 0.0481 0.0382 0.0457 0.0509 0.0724

Table 9: Our best method compared to other image completion state of the art.
DMFN [31], GMCNN [26], CA [30]. Note that Mask + DMFN has a potential
overlap in training and test set, but were included because of completeness.

Table 9 presents a quantitative comparison. For a similar problem, we match, and in
some cases outmatch, the current state of the art.

There is also room for improvement in the experiments. In order to decrease the
stochasticity of the results, we reran the experiments multiple times taking the
best results. This increases processing needs and limits the amount of epochs and
experiments we can run. Some experiments, e.g., the loss function experiments, could
have a different outcome if some loss function is better at the later stages of training.
With more time and resources, rerunning more experiments for longer could yield
better results.

Despite rerunning the experiments, results were not consistent. More experiments
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with different learning rates and initialization, e.g., Xavier initialization, should offer
more stability and allow the model to perform better.

Even the L1, L2, PSNR, SSIM, and LPIPS combined do not paint an accurate picture
of performance. Some models still perform much better visually even though their
quantitative numbers do not suggest so. Figure 26 shows various results throughout
the paper. According to the chosen metrics, the right column should perform the
worst by far. Instead, it outperforms several other models showcased in this paper
with better scores.

(a) Input (b) Target (c) M + DMFN (d) Ours (e) Normal

Figure 26: Various results created throughout the paper. M + DMFN, Ours, Normal
score an LPIPS of 0.0382, 0.481, 0.0659, respectively. Normal stands for normal
approach, ResBlocks, DMFN encoder-decoder, see Table 8.

For future work, we would like to tune this pretrained model to a real world dataset.
Figure 25 shows an example test image. The dataset was too small, around 100
images, to fine-tune the model. Furthermore, there is no original image, so there
are no quantitative results worth sharing. Future research focussing more on data
gathering and augmentation could look into the real world scenario.

The artificial dataset can also be improved. This will make the task more comparable
to the real world scenario, hence would increase the value of the experiment results.
Fine-tuning on a real world dataset will also be more successful, because the gap to
real world is smaller.
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Finally, a custom loss function could yield some improvements. We proposed a loss
function that consists of adversarial and reconstruction loss. We decided to focus
on this rather simple setup as it allows us to compare performance easily. Future
research could create custom loss function such as the ones described in Section 2.5
to eke out more performance from the model.
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6 Conclusion

The goal of the paper is to explore and test techniques to remove facial attributes.
We focus on removing the face mask from a subject and replacing it with a visually
pleasing and realistic alternative.

This paper covers literature from facial attribute removal, image completion, and
essential building blocks. Section 2 explores existing techniques and trends in both
fields. Then, we develop methods that adhere to the findings of previous research.
The methods include different loss functions, approaches, generator, and discriminator
architectures found in both fields of research. Section 4 describes experiments to test
these methods. The result is a model that can recreate a realistic looking face. The
model can also provide a segmentation of the face mask.

The final model uses DMFB [31] to import and mix features from other parts of
the image. The methodology of ResGAN [44] and DIAT [42] is combined by having
one network determine both the residual and mask. We found training with the
Wasserstein loss together with the StarGAN discriminator to be most effective. FAR
state-of-the-art papers use no metrics we can compare to; however, we outperform
a modernized reimplementation of ResGAN on L1, L2, PSNR, SSIM, and most
importantly an LPIPS score of 0.0840 to 0.0978. It also matches the performance of
state-of-the-art image completion with regard to these metrics (see Figure 9).

Further research is necessary to reduce the disparity between models created with
the artificial dataset and real world images. This includes suggestions on improving
the artificial dataset. Furthermore, this model could still be improved with more
robust testing and different custom loss functions.
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