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1. Introduction

Shipping routes form the arteries of modern trading networks and act as
key enablers in globalization. Roughly 80 % of the global trade volume is
transported through the oceans [1], making shipping the most important
form of transportation for transferring goods. In the context of human
mobility, ferries enable efficient means of transportation across water while
luxurious cruise ships offer unique experiences for tourists. The maritime
sector continues to play an integral role in today’s global economy.

A key challenge for most industries across the world is the reduction
of anthropogenic greenhouse gas (GHG) emissions. In accordance with
the Paris Agreement [2], GHG emissions should be limited so that global
warming does not exceed 2 degrees Celsius compared to pre-industrial
levels. The shipping sector is not exempt from these goals, accounting for
2.89 % of global anthropogenic emissions in 2018 [3]. The International
Maritime Organization (IMO) has formed a strategy for meeting the targets
of the Paris Agreement, by setting a goal of reducing shipping-related
carbon dioxide (CO2) emissions by 50 % by 2050 compared to the emission
levels of 2008 [4]. As the global fleet is projected to grow by 40 % by 2050,
this would mean a carbon intensity reduction of 70 % for individual ships.

Ship-borne emissions are regulated according to MARPOL Annex VI [5],
which currently declares two instruments for this purpose: the energy
efficiency design index (EEDI) and the ship energy efficiency management
plan (SEEMP). EEDI sets a limit on CO2 emissions per capacity mile for
new builds, depending on ship type. Because this limit is calculated for
new builds depending on installed technology aboard, it mostly encourages
emission reduction through the installation of devices that increase energy
efficiency. The stringency of EEDI is increased every five years. On
the other hand, SEEMP is an operational measure for ship-borne CO2
reduction. Ship operators are required to form a plan on measures to
increase the energy efficiency of their ships, according to the rules laid out
in SEEMP. However, SEEMP as it is declared currently does not necessarily
mandate any actions, other than forming the plan for improvements. In
addition to CO2-related regulations, MARPOL Annex VI also regulates
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the emissions of particulate matter, sulfur oxides, and nitrogen oxides.
Current GHG emission regulations do not account for the emissions of

existing ships effectively. In addition, efficiency improvements through op-
erational measures are not reflected directly in the regulatory framework.
However, amendments are planned to MARPOL Annex VI that would
tackle these challenges. A similar instrument as EEDI is planned to be
put into effect for the existing fleet, the energy efficiency design index for
existing ships (EEXI), as well as a carbon intensity indicator (CII) which
sets a limit on the allowed annual CO2 emissions for each ship over 5000
gross tonnage. CII in particular would necessitate the measurement of
actual CO2 emissions, and encourage ship operators to improve energy
efficiency through operational measures. In addition to meeting the cur-
rent and future regulations, energy efficiency developments are lucrative
improvements from a monetary point as well due to rising fuel prices.[6]

Ship emissions can be reduced with alternative fuels, technical design
choices or operational measures. This dissertation focuses primarily on
power management methods that enable the adoption of new power sources
in the energy system of the ship. In addition, a methodology for ship speed
profile optimization is studied as well which enables the employment of
the developed model predictive control approach for ship energy systems.
Furthermore, such operational measures as speed profile optimization
increase the efficiency of shipping directly which makes them a lucrative
option for ship operators due to their low up-front cost.

Introducing new power sources to the energy system of a ship has re-
cently gained traction as an effective method to increase the overall energy
efficiency of the ship, especially in short-sea traffic [7, 8]. In the context of
this work, control methodologies were developed in particular for energy
systems that contain a mix of batteries, fuel cells and generating sets.
Batteries remove the temporal contingency between power production and
power demand, acting as a buffer between the two. The main benefit of
this approach stems from operating the internal combustion engines (ICE)
of the ship closer to their design point, where their efficiency is higher.
On the other hand, fuel cells are an alternative energy conversion unit
to generating sets. Comparatively, their efficiency is higher which makes
them an attractive candidate for future ship energy systems.

Introducing these new power sources into the energy system of a ship
makes the control of that system considerably harder. The methods devel-
oped in this work are focused especially on unit commitment, the optimiza-
tion of scheduling the usage and the production of power-producing units.
Unit commitment of traditional ship energy systems which employ only
generating sets is relatively simple. Internal combustion engines are fast
to respond to different power demand rates, and as such unit commitment
is mostly focused on keeping an adequate number of generating sets online.
However, a battery installed on-board necessitates that decisions need
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to be made on whether to charge or discharge the battery. Additionally,
high-temperature fuel cells have a long ramp rate for power production, so
the unit commitment strategy should be formed proactively.

1.1 Goal and research questions

Hybrid ship energy systems require intelligent high-level control method-
ologies for effective usage of the installed equipment. The primary goal of
this dissertation was to develop new methodologies that enable unit com-
mitment control of such energy systems in real-time. The primary research
problem of this thesis is: "What are the control methods for effective unit
commitment in complex ship energy systems and how to format them?".
This main research problem is divided into various research questions:

1. How to format the unit commitment problem of the energy system of a
ship in the reinforcement learning framework?

2. What is the potential of reinforcement learning in ship energy system
unit commitment?

3. How to solve ship energy system unit commitment with model predictive
control, without assuming a priori knowledge of the future power demand
profile?

4. How to optimize the speed profile of a ship in a realistic manner under
varying hydrometeorological conditions and a fixed schedule?

5. How to format a convex longitudinal ship resistance model?

Research questions 1 and 2 were studied and answered in Publication I
and research question 3 in Publication II. These three research questions
form the core solutions to the primary research problem by exploring two
distinct methods for unit commitment in complex ship energy systems.
Investigation of the model predictive control method in Publication II
revealed the need for improvements in the existing ship speed profile
optimization methodologies. Thus, research questions 4 and 5 were focused
on this subject and are studied and answered in Publication III.

1.2 Scope

In the context of energy system control, the scope is limited to unit com-
mitment specifically. Energy system dynamics and lower-level control are

17



Introduction

not considered, meaning for example the control logic behind increasing
the power output of an engine. Rather, it is assumed that lower-level
energy system control follows the strategy set forth by unit commitment
flawlessly.

Detailed modeling of energy system components was ruled outside the
scope of this dissertation. The developed unit commitment methods con-
sidered the time-scale of an entire journey between ports, and as such the
uncertainty of future operation prediction is much more significant than
the accuracy improvements from detailed modeling of system components.
Furthermore, such detailed component models would increase the compu-
tational load of the developed methods to such an extent that they would
become infeasible. However, component characteristics are accounted for
in the extent to which they have an impact on unit commitment. For
example, the start-up time of power-producing units and their power ramp
rates are accounted for.

In the context of speed profile optimization, the scope was limited to
studying journeys with a fixed schedule, and operation under detrimen-
tal conditions was not limited. This was to study the benefit of speed
profile optimization specifically, rather than the broader topic of time
charter equivalent maximization. The scope of ship resistance modeling
was limited to regression-based methods to reach the fast computational
performance required by the developed methods.

1.3 Scientific contributions

Previous ship energy system unit commitment studies have often assumed
a priori knowledge of the future that is not available in online control
applications [9, 10, 11, 12]. Developed methods also often make quite
drastic simplifications in the modeling process to employ a mathematical
optimization algorithm for the task of unit commitment. An alternative
is to use non-linear optimization methods, such as particle swarm opti-
mization or genetic algorithms that have few limitations in regards to
model complexity but have a significant computational load. Ideally, a
unit commitment method for ship energy system control should have the
following characteristics:

• no sacrifice in model complexity,

• prediction of future power demand accounts for the whole journey and

• ability for real-time control.

Publication I presented a novel reinforcement learning method for the
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unit commitment of the energy system of a ferry consisting of four gener-
ating sets. This method allows highly non-linear models, the look-ahead
window can be configured to consist of the whole journey, and once trained,
the method can be used for real-time control. Furthermore, the developed
controller had the capability of modifying its control stratagem according
to changes in the underlying system, due to the continuous learning pro-
cedure that is inherent to solutions in the RL family. To the knowledge
of the authors, this publication presented the first iteration of utilizing
reinforcement learning for ship energy system unit commitment.

Publication II considered the unit commitment of a cruise ship’s energy
system consisting of generating sets, fuel cells, and a battery utilizing
model predictive control (MPC). MPC has been previously used for this
purpose, but the novelty of this research originated from the unique com-
bination of power demand prediction and unit commitment optimization
that allowed for the look-ahead window to consist of the whole journey.

Previous research concerning the optimization of a ship’s speed has been
conducted, although research focusing especially and solely on speed profile
optimization is quite limited. Speed profile optimization is often employed
together with route optimization, utilizing methods that discretize the jour-
ney into separate legs. The resolution of this discretization is often quite
low to accommodate the computationally heavy methods to produce results.
Furthermore, the resulting speed profile might not be all that realistic due
to the discretized speed selection. The power demand prediction method
developed in Publication II relied on a realistic, continuous estimate of the
future speed profile, which existing methods could not produce.

Publication III established a novel convex optimization model for ship
speed profile optimization, that could be used as an extension to existing
methods that rely on discretizing the journey. Extending existing speed
profile optimization methods with the developed convex model allowed
a lower resolution in the discretization of the journey, which resulted in
improved computational performance of the overall methodology. Further-
more, the produced speed profile was continuous, so it could be directly
connected to the method presented in Publication II.

1.4 Outline of the dissertation

The outline of this dissertation is as follows. Chapter 2 explores the
state-of-the-art of ship energy system unit commitment and speed profile
optimization. Chapter 3 presents the used research methods of reinforce-
ment learning, model predictive control, and convex ship speed profile
optimization. In chapter 4, the obtained results are presented and in chap-
ter 5 the significance and ramifications of the results are discussed. Finally,
chapter 6 offers a summary and a conclusion to the discussed research.
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2. State-of-the-art

The literature review was carried out to understand the state-of-the-art
in marine energy system unit commitment methodologies and ship speed
profile optimization. Research gaps were identified based on this review,
and research was targeted towards filling these gaps. Literature on energy
system unit commitment and speed profile optimization were analyzed
separately, as these topics are rarely combined.

Research on unit commitment was focused on publications on methods
employing mathematical optimization specifically. The reason for this was
that the end goal was to develop an online control method, and mathe-
matical optimization models can be solved efficiently and in a predictable
amount of time. In contrast, heuristic methods may offer more flexibility
in modelling the energy system, but solving the control problem can take
an unpredictable amount of time. A holistic unit commitment solution
must be able to predict the future power demand with some accuracy, as
the future power demand estimate is given as an input to the method used
for optimizing unit commitment. For this reason, special attention was
also given to the state-of-the-art of ship power demand prediction models.
Such models usually utilize the predicted speed profile of a ship to form
the power demand prediction.

The literature review on ship speed profile optimization was targeted
towards methods for optimizing the detailed speed profile of a ship be-
tween two harbors. Such methods were of particular interest, because the
power demand prediction models require a detailed speed profile estimate
specifically.

2.1 Ship energy system unit commitment

Energy system unit commitment refers to the practice of forming an overall
scheduling and production strategy for available power-producing units of
an energy system. At a high level, unit commitment methods consist of
the following items:
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• model of the energy system,

• incorporation of expert knowledge / prediction of future power demand
and

• method for producing a control sequence, based on available data.

The goal of unit commitment is to ensure that power demand is met
by consuming as little resources as possible, while still maintaining an
adequate robustness level against unpredictable changes in power demand.
A review of various unit commitment methodologies for land-based energy
grids can be found in [13].

Since unit commitment is not concerned with lower-level control of the
overall system, the energy system is often modeled with certain simplifi-
cations. Models based on first principles are often not used. Rather, the
energy system is modeled as a collection of rules such as rules on power
balance, unit start-up times and ramp-up rates, and simplified estimations
of unit efficiencies [13]. Incorporation of expert knowledge to the unit
commitment logic can take the form of keeping a certain amount of energy
stored in an energy storage device according to some rule-based system
for example. Such an approach could be implemented for the purpose of
handling unexpected power spikes by drawing power from the battery.
In more rigorous approaches, the future power demand profile could be
estimated for some future horizon period and the commitment strategy
optimized based on this prediction.

Methods for unit commitment can roughly be separated into those that
employ mathematical optimization and heuristic methods. Methods utiliz-
ing mathematical optimization employ certain tricks and simplifications
in the model of the energy system to arrive at a linear or convex form for
the model. These approaches are computationally efficient and the found
solution is guaranteed to be optimal. On the other hand, transforming
the model of the energy system into linear or convex form may result in
quite drastic simplifications, although the effect of these simplifications is
discernible.

Mathematical optimization solutions to the unit commitment problem
of ship energy systems were studied in [9, 10, 11, 14]. In [9], the authors
presented a dynamic programming model which simultaneously optimized
the unit commitment and required speed of a vessel. The power demand
profile was derived directly from the optimized speed profile, which in turn
was selected so that the case-study all-electric cruise ferry was able to
maintain a schedule with multiple port-calls. The authors reported a 3 %
decrease in total operating costs by utilizing the developed method. The
same methodology was also employed in [10], this time featuring a 10.5
MWh battery on-board as well as additional constraints for GHG emissions.
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In [11], the capacity and power rating of an energy storage system were
optimized for a case study drillship, and the unit commitment strategy was
solved with a mixed-integer non-linear model. The power demand profile
was assumed to be known beforehand. Similarly in [14], the authors stud-
ied the economic impact of various battery sizing options for the auxiliary
power network of a case-study ferry. The unit commitment of the auxiliary
network was optimized with a mixed-integer linear programming (MILP)
model, assuming a known power-demand profile. It was demonstrated that
the main benefits of energy storage integration in this vessel resulted from
the energy storage acting as a source of reserve power.

The literature discussed above was focused on solving the unit com-
mitment problem specifically, by either assuming a known power demand
profile or then estimating the demand profile in a one-off assessment before
adjourning. It can be assumed that a more suitable real-time solution to
the unit commitment problem is dynamic in nature, reacting to unexpected
changes in the energy system of the ship or deviations in the actual en-
countered power demand. Such systems can be modeled as MPC problems,
where the unit commitment strategy is optimized continuously based on
the instantaneous state of the energy system and available knowledge at
the time of optimization.

In general, an MPC model is characterized by three steps [15]:

1. prediction of future outputs of the controlled process by utilizing a model
of the system under control,

2. minimization of an objective function to produce a control sequence and

3. sequential actuation of the control sequence, where the first control
action in the sequence is executed, the new system state is observed and
the process is started again from step 1.

In ship energy system unit commitment, the model used for future pre-
dictions usually takes the form of power demand prediction. The con-
trol sequence is then produced by similar methods as discussed above in
[9, 10, 11, 14]. Actual implementations may vary greatly based on the mod-
eled process, which also has a large impact on the length of the prediction
horizon. The length of the prediction horizon determines how far into the
future process outputs are predicted and consequently how far into the
future the control sequence is optimized. The selected prediction horizon
length depends largely on the controlled process and is influenced by for
example the requirement for accounting for future events, allowed compu-
tational complexity for solving the control sequence, and the capability of
the model to produce a reliable prediction of future outputs.

MPC approaches for ship energy system control were studied in [12, 16,
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17, 18]. In [12], the authors developed a method for controlling generating
set outputs so that the output voltage of the direct current bus remained
stable. The system output was predicted based on a known future load pro-
file, and the control sequence was solved with particle swarm optimization
[19]. In [16] and [17], a fully electric naval ship’s energy system response to
high load spikes was optimized. The load spikes originated from the usage
of a rail-gun, and the onboard generating sets were supported by a battery.
The load profile associated with the usage of the rail gun was assumed to
be known beforehand, and the optimization of the control sequence was
modeled as a convex optimization problem. An MPC approach for fulfilling
multiple power supply requirements of a naval ship was developed in [17].
The non-linear model was solved with three distinct algorithms specifically
tuned to the power management controller. The prediction of future power
demand was based on known disturbances in the energy system, of which
the MPC model was given information about before the occurrence of the
disturbances. Finally, a holistic MPC framework for ship energy system
control was developed in [18], where ship speed control and hybrid ship
energy system management were all incorporated into the same model.
The future prediction of power demand was based on the speed control
sequence of the ship. Arguably, this research is closest to the research
presented in this dissertation in terms of the research premise. However,
the solved problem was fundamentally different as the used prediction
horizon was 1 second and the method was focused on phenomena of a much
shorter time-scale, whereas the methods presented in this dissertation
consider the entire length of the voyage.

Most of the aforementioned studies considered future power demand
profiles or phenomena which were assumed to be known beforehand and
simply fed into the optimization algorithm, except for in [18]. A holistic
online unit commitment model needs to consider the predictive model
for future power demand in parallel to the optimization algorithm which
solves the unit commitment problem.

Prediction of future power demand has been studied quite extensively on
its own. The used methods range from regression methods based on towing
tank tests, such as the method developed by Holtrop & Mennen [20], to
artificial neural networks (ANN) and Gaussian processes (GP) that can
capture ship-specific intricacies based on measured power demand data.
The methods derived from towing tank tests estimate propulsion power
demand specifically, and as such, they are more applicable to ships with
low auxiliary power demand requirements, such as most cargo vessels. On
the other hand, vessels such as cruise ships have significant amounts of
auxiliary power demand and it may be more appropriate to estimate the
power demand profile with an alternative method. The choice of model
also depends on the availability of data, where regression-based methods
require information about the ship’s hull properties while ANNs and GPs
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are trained based on measured power demand data.
In [21] and [22], an ANN was combined with regression-based methods

to produce an accurate power demand predictor for a cargo ship. An
ANN and a GP were compared for demand prediction in [23], and it was
concluded that the ANN was slightly more accurate whereas the GP had
the additional benefit of producing a probabilistic future estimate of the
load profile. Predictor models featuring a single ANN were developed in
[24] and [25], and a model applying a GP for predictions in [26]. The models
utilized multiple inputs, such as weather conditions, to produce an accurate
estimate of future power demand. In [27], the authors compared white-box
models, black-box models and grey-box models for the task of predicting
the fuel consumption of a ship. Data driven black-box models were found to
be superior for the task compared to the white-box models which employed
a more physics-based approach. On the other hand, such black-box models
require a substantial amount of data to train the models, so novel grey-box
models were also presented that combined physics based white-box models
and improved their accuracy via the utilization of measured data of the
actual system. Such models were found to perform equally to the black-box
models, but required significantly less data in comparison.

2.2 Ship speed profile optimization

The problem of setting a speed for a ship arises in many contexts with
different levels of generality. The most general form of the problem arises in
the design phase of a ship. In the design phase, the hull shape and energy
system are selected so that a certain maximum speed can be reached and
so that the ship operates at peak efficiency at a certain design speed. This
design speed reflects the expected operational profile of the ship during its
lifetime. In a more detailed problem setting, the fixed speed of a ship may
be optimized for a certain route in a liner network or between multiple port
calls. At the highest level of detail, the intricate speed profile of a ship is
optimized for a journey between two ports, taking varying environmental
conditions into account. This last problem setting usually also includes
route optimization and is referred to as voyage optimization or weather
routing.

In this thesis, research on this topic is focused on the speed optimization
portion of the last problem setting, which will be referred to as speed profile
optimization. Furthermore, the schedule of the ship is assumed to be fixed.
This problem setting leads us to a solution that considers the optimal speed
profile of a ship depending entirely on the length of the journey, expected
environmental conditions present, and the technical properties of the ship
in question. The alternative approach of leaving the schedule open would
result in a time charter equivalent maximization problem.

25



State-of-the-art

In a calm water scenario, the optimal speed profile of a ship is to travel at
a fixed speed for the entirety of the journey. The fixed speed is selected so
that the target port is reached in the allotted time frame. Variable hydrom-
eteorological conditions such as ocean currents, waves and wind complicate
the matter. If adverse conditions are present at some portion of the journey,
it may be beneficial to configure the speed profile so that a slower speed
setting is used during the adverse conditions. This phenomenon originates
from the speed dependent additional resistance terms that describe the im-
pact of environmental conditions [28, 29, 30]. In addition, highly adverse
conditions such as storms may be entirely avoided by controlling the speed
of the vessel during the journey.

Existing speed profile optimization methods usually couple speed opti-
mization together with route planning. Research on such methods was
gathered and analyzed in [31] and [32]. Typically, existing solutions to
the problem separate the voyage into a set of discrete states, where each
state is defined by the location of the ship, time spent on the voyage, and
active weather conditions for example. Traversal between states occurs
through the selection of speed and course setting actions, where the next
state depends on these actions. This state transition is also associated with
a cost, such as fuel consumption, to form a directed and weighted graph.
Solving the optimal path between the source state and the goal state in
this graph represents the solution to the voyage optimization problem.
Employed methods to produce this solution include the isochrone method
and its variants [33, 34, 35], dynamic programming [36, 37, 38, 39] and
the utilization of a genetic algorithm [40].

Research focused specifically on detailed speed profile optimization be-
tween two ports was presented in [36, 41, 42, 43, 44, 45]. The attained
fuel savings via speed profile optimization alone ranged between 0.72 - 3.1
%. In [36], the authors developed a forward dynamic programming model
for solving the route and speed of a vessel in a cross Atlantic voyage. The
route was represented as a three dimensional grid, where each state was
represented by the ships latitude, longitude and time spent on the voyage.
The authors also compared the developed method to a similar approach
where engine power was kept constant and declared that utilizing a three
dimensional grid, which allows controlling the ship’s speed as well, was
more fuel efficient.

The proposed solution in [41] included a detailed non-linear ship effi-
ciency model which was used in an MPC framework to solve the optimal
speed profile of a small cruise vessel. Particle swarm optimization was
used as the solver due to the non-linear ship efficiency model. The high
fuel savings reported in the research were mainly attributed to the allowed
flexible schedule and optimization of arrival time, but also to the inclusion
of vessel dynamics in the MPC model.

The research presented in [42] is quite close in comparison to the devel-
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oped model in this research. The authors optimized the speed profile of a
container ship travelling along a fixed route according to a predetermined
schedule. However, the model presented in this dissertation considered
the temporal changes in environmental conditions in addition to spatial
changes, whereas in [42] the environmental conditions were modelled only
spatially.

The research in [43] was more focused on dealing with uncertainties in
weather predictions and maintaining schedule and as such, fuel savings
with an optimized speed profile were not compared to operation with a fixed
speed setting. In fact, the research was more geared towards optimizing
the scheduling between port calls according to stochastic weather patterns.

An interesting two-stage routing optimization method was described
in [44]. First, the route of a vessel was optimized with a pathfinding
algorithm, assuming a fixed speed profile for the vessel. In the second stage,
the speed profile was optimized utilizing a novel geometric programming
approach. The developed model illustrated an intriguing idea on how to
combine route optimization with speed profile optimization.

A similar problem setting was described in [45], where a genetic algo-
rithm was utilized to solve the optimal route and speed profile of a vessel
simultaneously. The short-coming of such approaches is often the high
computational cost associated with non-convex optimization methods, al-
though the authors did report a fairly efficient solving time of 10 minutes
for the described problem. The authors did not report fuel savings with
speed optimization specifically, although the developed method seemed to
prefer a fixed speed setting. These studies on speed profile optimization
are compared in table 2.1.

Table 2.1. Comparison of existing ship speed profile optimization literature. The fuel
savings were given as the attained savings with an optimized speed profile
compared to operation with a fixed speed.

Article Method Voyage schedule Fuel savings [%]

[36] Dynamic programming Fixed 3.1

[41] Model predictive control Relaxed 28

[42] Mathematical optimization Fixed 0.72

[43] Robust optimization Relaxed -

[44] Geometric programming Fixed 2.5

[45] Genetic algorithm Fixed -
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2.3 Research gap

Existing methods for ship unit commitment optimization often assume
a known power demand profile. On the other hand, literature on power
demand prediction also exists but is usually solely focused on that prob-
lem alone. A research gap was identified for methods that optimize unit
commitment for the whole journey of a ship, without assuming a priori
knowledge of the future power demand profile. Such a scenario reflects the
actual circumstances aboard more accurately.

This research gap was addressed in Publication I and Publication II. The
RL based method studied in Publication I is such that prediction of future
power demand is embedded into the resulting policy for controlling the
energy system. The main mechanism behind this behaviour is that the
policy is learned based on simulations with real power demand profiles. In
contrast, Publication II focused on a solution with a more clear distinction
between the phases of predicting the future power demand profile, and
optimizing the energy systems response to that profile.

In the context of ship speed profile optimization, research focused on
speed profile optimization specifically was scarce. Existing methods usually
combined speed profile optimization together with route optimization or
then focused on the more general problem of fixed speed selection between
multiple port calls. Novel convex optimization methods had also not been
applied to the problem. A research gap was identified in ship speed profile
optimization for solutions that increase the computational performance
of the methods through convex optimization. Research of power demand
prediction methods also revealed the need for a speed profile optimization
method that produces a more realistic future speed profile suggestion,
without large discrete shifts in speed selections. This research gap was
targeted in Publication III, where the proposed convex optimization add-on
to speed profile optimization focused especially on decreasing the computa-
tional load of such methods, and on producing a continuous speed profile
as the result.
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The developed methods in this dissertation were primarily focused on
producing a holistic solution to the unit commitment problem of arbitrarily
complex ship energy systems. Figure 3.1 depicts a flowchart of the two
proposed approaches for unit commitment optimization. The methods
behind these approaches are explained in more detail in the preceding
sub-chapters of this section.

Figure 3.1. Flowcharts of the two suggested approaches for unit commitment optimiza-
tion. The RL approach (left) is a self contained framework, based on iterative
trial-and-error type learning to formulate the optimal policy for unit commit-
ment. The greyed out step was not implemented in the studied solution. The
approach based on mathematical optimization (right) involves iterative steps
to produce the solution. The used methods in each of these steps are shown
on the right-hand side of each step.

The Q-learning based method in approach 1 could be integrated into the
ships energy system in such a way that the policy would be continuously
polished based on operational data measured from the ships energy system.
This way, the control policy could automatically tune itself in case the
underlying energy system would change in some way. However, this study
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was simulation based and previously measured power demand profiles
were rather used to train the control policy.

Approach 1 is self contained and the unit commitment problem can be in
theory solved with a single method. However, because of the computational
limits of Q-learning, control policies can only be trained for relatively
simple energy systems. Furthermore, the logic behind the learned policy
can be seen as a black box, which might cause some hesitancy in adopting
such methods due to the lack of transparency behind decision making.

On the other hand, approach 2 consists of various methods which are
chained together to form the complete solution. Each of these methods has
predictable outputs and consequently the whole solution is quite transpar-
ent in its operation. Furthermore, the mixed-integer linear programming
solution can be configured in such a way that the unit commitment opti-
mization of arbitrarily complex energy systems is possible. On the other
hand, the energy system model must be linear which means that certain
aspects of the model, such as unit efficiencies, need to be linearized. This
has an effect on the accuracy of the model, and ultimately on the true
optimality of the end result. Also, approach 2 does rely on the assumption
that the future power demand profile of a ship can be estimated, which
might not always be the case. For example, the power demand profile of a
tugboat might be impossible to predict for a long period of time into the
future.

3.1 Unit commitment

Mathematical modeling of the unit commitment problem takes the form
of a cost function to minimize, encompassed by soft or hard constraints
that describe the underlying energy system. The cost function is usually
formatted to be the fuel consumption of the energy system. For a single
generating set, the fuel consumption of the ICE takes the form:

Cf = x · Pmax · SFOC(x) ·ΔT, (3.1)

where x is the power setting of the ICE as a percentage of the maximum
power rating, Pmax is the maximum power rating of the engine, SFOC

is the specific fuel oil consumption (SFOC) curve of the engine, and ΔT

is the amount of time the engine operates at the power setting x. The
problem is discretized into n steps where each step is characterized by the
same amount of time spent, ΔT , in the step. The size of n is selected so
that the sum

∑n
i=1ΔTi forms a temporal boundary for the problem, which

can be some arbitrary prediction horizon or in the context of ship energy
system unit commitment, the remaining duration of the journey. Given
some horizon of n steps, the cumulative fuel consumption of an ICE can be
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declared as:

Cf =
n∑

i=1

xi · Pmax · SFOC(xi) ·ΔT (3.2)

This cost function is constrained by at least the power balance constraint
and a constraint on engine power setting. The power balance constraint
takes the form:

xi · Pmax ≥ Di, ∀i, (3.3)

where Di is the vector of expected future power demand. The engine power
setting constraint is of the form:

0 ≤ x ≤ 1, (3.4)

which constraints the engine to operate between 0 and 100 % of the engines
maximum rating. The lower limit is usually set to around 20 % in marine
generating sets, according to the engine manufacturers specifications [46].

This generic unit commitment problem formulation is tailored to the use
case in question. Additional features might include the formulation of the
problem to account for multiple engines, unit start-up costs, unit ramp
rates, other power sources, reserve power requirements, or minimization
for total costs or emissions. The formulation of such features in this context
is discussed further in chapter 3.1.2.

3.1.1 Reinforcement learning

Reinforcement learning (RL) is a subgroup of machine learning, where an
agent is taught to operate optimally in an environment, which is mathe-
matically formulated as a Markov decision process (MDP) [47]. From the
point of view of unit commitment, the benefits of RL include flexibility
in modeling, continuously evolving control logic based on the current cir-
cumstances and the fact that the whole problem and the solution can be
contained in the same RL framework. Modeling flexibility in this context
means that the MDP does not need to adhere to any mathematical struc-
tures, rather, the model of the environment is often highly non-linear. This
section explains the methodology behind the unit commitment strategy of
Publication I.

An MDP is a collection of possible states and actions in the environ-
ment which it is modeled to represent. It can be represented as a 4-tuple
(S,A, P,R), where

• S is a set of possible states s,

• A is a set of possible actions a, which signify the transition from the
current state s to the next state s′,
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• P is a set of probabilities of transitioning from state s to s′, by taking
action a and

• R is a set of rewards r, attainable by transitioning from state s to s′.

Given such a representation of an environment, the ultimate goal of RL
is to find the optimal actions in each possible state, that maximize the
cumulative reward in the long term. The mapping of states to actions is
called a policy, notated as π(s).

Given some policy π(s), the expected cumulative reward attainable from
state s, or the value of state s, can be expressed with the value function:

vπ(s) =
∑
a

π(a|s)
∑
s′,r

p(s′, r|s, a)[r + γvπ(s
′)], (3.5)

where vπ(s) is the value of state s when following a sequence of actions
given by policy π(s). π(a|s) is the probability of choosing action a in state s,
p(s′, r|s, a) is the probability of transitioning to state s′ by choosing action a

in state s and γ is a discount factor for future rewards. Put more succinctly,
the value of a state is the sum of the immediate reward that is attained
from moving from state s to state s′ according to the given policy, and the
discounted value of state s′ when operating according to the given policy.

The various methodologies under RL are all based on the formulation of
an optimal policy, with the help of the value function described above. The
method chosen for the study of energy system unit commitment control was
Q-learning [48]. In Q-learning, an agent updates the values of state-action
pairs iteratively, based on encountered rewards in the MDP. The value of a
state-action pair is notated as Q(s, a). Given the experienced information
of reward r when selecting the action a in state s, the value of Q(s, a) is
updated as follows:

Q(s, a) = (1− λ)Q(s, a) + λ(r + γ ∗maxa′∈AQ(s′, a′)), (3.6)

where λ is the learning rate of the agent, specifying how much the value of
Q(s, a) is altered based on a new discovery and maxa′∈AQ(s′, a′) is analo-
gous to vπ(s

′) in equation 3.5.
The operating sequence of Q-learning is as follows:

Q(s, a) = 0 for all s ∈ S and a ∈ A

s = starting state
While current iteration < total iterations Do

Choose action a according to the ε− greedy policy
Execute action a to get new state s′ and reward r

Update Q(s, a) according to equation 3.6
s = s′

current iteration = current iteration +1

The ε − greedy policy refers to an action selection scheme, where mostly

32



Methods

random actions are selected initially at the beginning of training for the
purpose of exploring the state-action space. As the agent becomes knowl-
edgeable about the environment, the policy is shifted so that the agent
begins to favor actions that have the maximum Q(s, a) value. This ensures
that the state-action space is explored adequately, while also ensuring that
the learning procedure is ultimately targeted towards states that maximize
the attained reward signal. Given an infinite amount of iterations, this
algorithm is guaranteed to find the optimal policy [49].

To apply Q-learning to the unit commitment problem of the energy
system of a ship, the auxiliary energy system of the case-study ship, Silja
Serenade, was first modeled as an MDP. The auxiliary network consists
of four generating sets which provide power to the hotel functions of the
ship, as well as the auxiliary thrusters used in maneuvering especially
near harbors.

The possible states of the energy system are represented as vectors:
S = (G1, G2, G3, G4,M,D,G), where

• G1...4 = 0, 1,

• M = 1, 2, 3, 4,

• D = 0, 5, 10, ..., 400,

• G = 0, 1, 2, 3.

G1...4 is the state of a generating set, where 0 represents that the generating
set is off-line and 1 that it is online. M is the operational mode of the
ship, D is the distance to the current destination in kilometers and G is
the current destination. The possible actions in each state were to switch
the on/off status of each of the generating sets, or then to do nothing. The
operating modes were the following:

1. maneuvering with auxiliary thrusters,

2. open sea operation,

3. operation in the Swedish archipelago and

4. mooring,

and similarly the destinations were:

1. mooring,
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2. Mariehamn,

3. Stockholm,

4. Helsinki.

This state representation was formed based on the best available data
available on board that carried information about the instantaneous
and upcoming power demand and reserve power requirement conditions.
For example, the reserve power requirement was higher in the Swedish
archipelago than in the open sea, and as such this information was relayed
to the agent through the operational mode state variable. As an alter-
native example, arrivals to port were characterized by significant spikes
in auxiliary power demand due to maneuvering with auxiliary thrusters,
and as such the distance to the next destination was included as a state
variable.

The reward from transitioning between states was calculated as:

r = cmax − (ccurrent + pon + poff + preserve + pdemand), (3.7)

where cmax represents the fuel consumption with all generating sets online
and ccurrent is the current actual fuel consumption. pon and poff are penal-
ties for starting and shutting off a generating set and preserve and pdemand

are penalties for not fulfilling the reserve power and power demands. The
numerical values of pon and poff were set according to the reported fuel
consumptions of start-up and shut-down operations of the generating sets
[46], whereas preserve was left as a hyperparameter of the model, control-
ling how robust the end control logic was to unexpected changes in power
demand. pdemand was set to an arbitrarily high value so that the agent
learned quickly to fulfill the power balance constraint.

Taking an action in some state incremented an internal time step variable
in the model, according to which M , D and G were updated for the next
state. Furthermore, a power demand value was retrieved according to
the time step value from the measured power demand profiles of Silja
Serenade, which was then used to calculate the current fuel consumption
in equation 3.7. This MDP formulation allowed Q-learning to find out the
fuel-optimal policy for the unit commitment of the auxiliary power network
of Silja Serenade, while maintaining a specific level of robustness according
to the selected preserve. The learning rate λ, future discount factor γ and
reserve power violation penalty preserve were selected to be 0.055, 0.7 and
75 respectively, based on a brute force search with convergence time and
learning stability being the criteria for selection. The selection ranges and
the increment of variation of these hyperparameters in the brute force
search can be seen in table 3.1.
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Table 3.1. Hyperparamater test ranges and increments

Hyperparameter Range Increment

Discount factor (γ) 0.6 ... 0.9 0.1

Learning rate (λ) 0.005 ... 0.1 0.005

Reserve requirement violation weight 50 ... 150 25

3.1.2 Mixed-integer linear programming

In Publication II, a more traditional MILP model was established for
optimizing ship energy system unit commitment. A MILP has the form:

minimize f0(x)

subject to fi(x) ≤ bi, i = 1, ...,m,

where f0 is the objective function of the optimization problem, x is a vector
of optimization variables that contains a mix of integer and non-integer
variables, fi, i = 1, ...,m are the constraint functions and b1, ..., bm are the
bounds for the constraints. The objective and constraint functions need to
be linear. [50]

The case-study vessel studied in Publication II was the Mein Schiff 6
cruise ship. The energy system of the ship was modeled to contain a battery
and a fuel cell in addition to the four existing generating sets.

The objective function of the MILP model was formatted to be the cu-
mulative fossil fuel consumption along a voyage, which was minimized by
controlling how much power was produced with each power producer. In
addition, the usage of fossil fuels was minimized in particular near coasts.
Inputs to the model included a prediction of the future power demand
profile, information when the ship is near a coast, current engine operating
mode, current battery state-of-charge (SoC), current fuel cell power, and
current hydrogen amount. As an output, the MILP model produced the
optimal commitment of power producers for the entirety of the journey.

The fuel consumption of a single generating set during a single time
step was calculated as (A+A′x)PmaxT , where A and A′ are the intercept
and slope of a linear engine fuel flow rate function respectively, fitted
according to the measured fuel flow rate of the generating sets. x is the
power output of the generating set as a percentage of the maximum power
of the generating set, Pmax is the maximum power output and T is the size
of the time step.

To account for an arbitrary number of generating sets, the maximum
power ratings of the generating sets were formatted as a matrix Mj,k, the
entries of which are shown in table 3.2.
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Table 3.2. Matrix Mj,k entries depicting the online status of generating sets and their
maximum power (MW) in each of the operating modes.

Generating set (k)

Operating mode (j) 1 2 3 4

1 9.6 0 0 0

2 0 0 14.4 0

3 9.6 0 14.4 0

4 9.6 9.6 14.4 0

5 9.6 0 14.4 14.4

6 9.6 9.6 14.4 14.4

The index j refers to an engine operating mode, which determines which
engines are online, whereas the index k refers to an individual engine. If
an engine is not online in an operating mode, the corresponding maximum
power rating value at indexes j, k in the matrix Mj,k is set as zero. The
optimization variable x can be used as a single load setting for all online
generating sets since all online generating sets need to be operated at the
same load percentage. Were this not the case, changes in power demand
would shift the generating sets into different rotations per minute regions.

A fuel consumption penalty was also associated with starting up and
shutting down a generator according to the engine manufacturer’s product
guide [46]. These penalties correspond to the idling fuel consumption
for two minutes for start-up operations and a five-minute idling fuel con-
sumption for shutting a generating set offline. The fuel consumption of all
on-line generating sets is then:

K∑
k=1

[Si,kPk + S′
i,kP

′
k +

J∑
j=1

(Ayi,j +A′xi,j)Mj,kT ]. (3.8)

Si,k and S′
i,k are the starting up and shutting down penalties respectively,

Pk and P ′
k are indicators whether engine k was started or shut down for

this time step respectively, yi,j is an indicator whether operating mode j is
active in time step i and xi,j is the load of all generating sets at time step i.

The full optimization model can then be formulated as:

Minimize
xi,j , x

′
i, Xi, X

′
i, fi, yi,j , Si,k, S

′
i,k

objective function:

I∑
i=1

Ci

K∑
k=1

[Si,kPk + S′
i,kP

′
k +

J∑
j=1

(Ayi,j +A′xi,j)Mj,kT ], (3.9)
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subject to:

J∑
j=1

K∑
k=1

Mj,kxi,j +Xiη − X ′
i

η′
+ fi ≥ Di, ∀i (3.10)

{ ∑J
j=1 yi,j ≤ 0 if y′ = 0

yi,j=y′ ≥ 1 otherwise
, i = 1 (3.11)

J∑
j=1

yi,j ≤ 1, ∀i (3.12)

xi,j ≤ 0.85 ∗ yi,j , ∀i, ∀j (3.13)

xi,j ≥ 0.2 ∗ yi,j , ∀i, ∀j (3.14)

J∑
j=1

(yi+1,j − yi,j)M
′
j,k ≤ Si,k, ∀i, ∀k (3.15)

J∑
j=1

(yi,j − yi+1,j)M
′
j,k ≤ S′

i,k, ∀i, ∀k (3.16)

{
x′i ≤ x′′ if i = 1

x′i ≤ x′i−1 +
X′

i−1−Xi−1

E T otherwise
, ∀i (3.17)

X ′
i ≤ X ′

max(V + x′i(1− V )), ∀i (3.18)

Xi ≤ Xmax(V + x′i(1− V )), ∀i (3.19)

{
hi ≤ h′ if i = 1

hi ≤ hi−1 − 6.3 ∗ 10−5fi−1T otherwise
, ∀i (3.20)

fi ≤ fmax, ∀i (3.21)

fi ≤ f ′, i = 1 (3.22)

fi − fi−1 ≤ 0.01 ∗ 60 ∗ fmaxT, ∀i (3.23)

i ∈ {1, 2, ..., I}
j ∈ {1, 2, ..., J}
k ∈ {1, 2, ...,K}
xi,j , x

′
i, x

′′ ∈ [0, 1]

yi,j , S, S
′ ∈ {0, 1}
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Xi, X
′
i, f, f

′, h, h′ ∈ R>0

The objective function is the cumulative fossil fuel consumption during
the whole voyage, penalized by multiplier Ci when the ship is near a coast.
The threshold for coast proximity was set to 10 kilometers for this study
based on estimates of the local emission impact range.

Equation 3.10 is the energy system’s power balance constraint. The power
balance constraint ensures that the combined power of the engines, battery,
and fuel cell at time step i matches or exceeds the power demand Di. The
constraint acts as an equality constraint because of the minimization of
fuel consumption but is formatted as an inequality constraint to increase
the efficiency of the solver.

Equations 3.11 and 3.12 define constraints for selecting engine opera-
tional modes at time step i. Equation 3.11 constrains the initial operating
mode, yi=1,j , to match the given initial operating mode y′. Equation 3.12
constrains the engine operating mode vectors yi so that only one engine
operating mode can be active in a time step.

Equations 3.13-3.16 constrain the operation of the engines. Equations
3.13 and 3.14 ensure that engine load xi,j does not exceed 85% of the
engines rated power, and that the load is not below 20% of the rated power,
respectively. Additionally, these equations constrain xi,j so that it can be
greater than 0 only in an operating mode yi,j that is active in time step i.

A higher engine load level threshold was set to 85% to make the system
more robust, and to allow modeling engine fuel flow rate as a linear func-
tion. The lower engine power threshold of 20% is specified in the engine’s
product guide. Equations 3.15 and 3.16 constrain the engine start indicator
S and engine off indicator S′ to equal 1 only in time steps when an engine
is actually turned on or off, respectively. Equation 3.16 works in a similar
fashion to indicate an engine going offline.

Equations 3.17-3.18 constrain the operation of the battery. Equation
3.17 forces the batteries initial SoC x′i=1 to equal that of the given initial
SoC x′′. In addition, the equation describes how the battery SoC behaves
depending on how much the battery is charged/discharged. The change
in battery SoC between time steps i and i − 1 is X′

i−1−Xi−1

E T . Equations
3.18 and 3.19 limit the batteries maximum discharging (Xi) and charging
powers (X ′

i), respectively, according to SoC dependent voltage drop of the
battery.

Equations 3.20-3.23 are constraints for the fuel cell. Equation 3.20 en-
sures that the initial hydrogen amount on-board (hi=1) is equal to the given
initial hydrogen amount (h′). Additionally, the equation links subsequent
time steps together by determining how much hydrogen is used during a
time step depending on current fuel cell power (fi). Hydrogen mass flow in
a time step was calculated as ΔHkg = 6.3 ∗ 10−5fiT . [51]

Equation 3.21 simply restricts fuel cell power (fi) to be smaller than or
equal to the fuel cells rated power (fmax). Equation 3.22 sets the initial
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fuel cell power (fi=1) to be equal to or smaller than the given initial fuel
cell power (f ′). The reason why fuel cell power is the only one to have
such an initial condition is that the ramp rate of a solid oxide fuel cell is
much slower than that of a diesel engine or a battery. Finally, equation
3.23 constrains the ramp-up rate of the fuel cell to a maximum of 1% of the
cell’s rated power per minute.

Given a power demand prediction vector D, this MILP model produces
the optimal unit commitment strategy for the rest of the voyage. Following
optimization, the strategy can be retrieved from the optimization variables
xi,j , yi, j,Xi, X

′
i and fi for every time step considered. The next section

explains how the power demand vector D was formed.

3.1.3 Power demand prediction

The RL and MILP models for ship energy system unit commitment base
their decision on an expectation of the future power demand profile. The
RL model does this inherently, using the learned association between
states and power demand on the basis of the power demand profiles that
the model was trained on. On the other hand, the MILP model takes a
prediction of the future power demand profile as an input. This prediction
must be shaped before the MILP model can be actuated.

In Publication II, the method for predicting the power demand profile a
ship was selected based on the available literature on ship power demand
prediction. The goal of this selection was to choose an adequate prediction
model to support the presented MPC model, rather than to study the
extensive topic of prediction model selection for this specific task.

In Publication II, the power demand prediction was created by a GP
model fitted for the task. As an input, the expected future speed profile
of the ship was used. A GP was selected as the methodology because of
the following reasons. Firstly, the mapping from speed to power demand
includes substantial stochastic elements, since the case study cruise ship
can be expected to present comparatively large demand sources in the
form of hotel loads. Furthermore, such stochasticity arises from propulsion
power demand as well, due to changing weather conditions. The presence
of this stochasticity favours the usage of a probabilistic method for esti-
mating the power demand. Secondly, the initial goal was to utilize the
probabilistic power demand estimates in the unit commitment optimiza-
tion methodology. This research direction was not pursued in the end, but
it was deemed that the constructed GP model was suitable in presenting
the research goals and results of Publication II. Furthermore, utilizing
the probabilistic prediction method offers more information to the end
user of the created MPC model, and opens up the possibility to extend the
research with stochastic or robust optimization methods. Lastly, a GP was
found to be a suitable method for the task of ship power demand prediction
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in the literature of power demand prediction methods [23, 26].
Whereas a multi-variate Gaussian distribution is a distribution over

random variable vectors, a GP is a distribution over an infinite amount of
functions. These functions are sampled according to the covariance and
mean function of the GP model, according to which the GP model is fully
specified. In fact, when a GP model is trained to fit some data, it is the
parameters of the mean and covariance functions that are tuned. The task
of the mean function is to represent the output prediction in the correct
magnitude, whereas the covariance function, or kernel, determines the
shape and form of the sampled function. Understanding exactly how a GP
model operates internally is not relevant to understanding the results and
conclusions of this research, so a detailed explanation of this modeling tool
is omitted. For the interested reader, see [52] for a detailed explanation of
the topic.

The GP model was formed by selecting the Matérn covariance function
[53] as the kernel, which estimated the power demand most closely out
of the tested kernels. The GP model was then trained to predict power
demand from the speed over ground (SOG) of the ship. Pairs of SOG and
power demand data points were gathered from the measured Mein Schiff
6 data; data points measured at the Caribbean sea for training the GP
model, and data points in the Mediterranean Sea for testing the quality
of the fit. The training data was condensed with stochastic variational
inference [54] to form a stochastic variational Gaussian process [55]. This
step was necessary because a traditional GP model is O(n3) complex with
respect to the amount of training data. The amount of training data points
used would have otherwise rendered the computational load of prediction
infeasible.

Figure 3.2a shows the training points used with speed over ground on
the x-axis, and normalized power demand on the y-axis. The brighter
orange line depicts the mean of the predicted demand value, whereas
the lower alpha fill in orange constitutes the 95 % confidence interval of
the prediction. The vertical black lines signify the locations which were
used to train the GP model, selected by stochastic variational inference.
In figure 3.2b, the prediction of the GP model is compared to the actual
measured power demand in one of the voyages. We can see that the actual
demand does fall into the confidence interval of the prediction, although the
mean is somewhat off. This is because the GP model bases the prediction
solely on SOG, meaning that other contributors to power demand are not
considered. Other significant contributors can be changes in weather or
the employment of auxiliary thrusters for example.

The GP model does reasonably well in predicting power demand generally.
However, to use the prediction in an MPC framework, the short-term
prediction of power demand should be very accurate. Further down the
prediction horizon, it is enough that the trend of the prediction is accurate
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(a) (b)

Figure 3.2. Fitted Gaussian Process to predict demand from speed over ground and
inducing locations that summarize the larger set of measured points (a) and
Gaussian process demand prediction for one Mediterranean trip (b).

and that the magnitude of power demand is not too far off. For these
reasons, the overall prediction methodology in Publication II was enhanced
with a separate local prediction model.

The local power demand prediction model was implemented with Bayesian
ridge regression [56] in order to complement the probabilistic power de-
mand prediction of the GP model. This local prediction model was fitted to
100 previously seen power demand values along the journey on a 1-minute
interval. The model was then used to predict power demand values for
the next 450 minutes at a 15-minute interval. Whereas the GP model
employs the connection between SOG and power demand to predict power
demand values generally, the Bayesian ridge regression method produces
accurate short-term power demand predictions, based on the fact that the
magnitude of power demand does not usually change much in the short
term.

The two power demand prediction vectors were fitted together according
to a decaying exponential function, so that predictions made by Bayesian
ridge regression were favored in the short-term, shifting gradually towards
the prediction of the GP model as the prediction horizon grew larger.
The revised combination of these two vectors was calculated as D = G ·
Dl + (1−G ·Dg), where D is the revised demand vector, Dl is the locally
predicted demand vector produced by Bayesian ridge regression and Dg

is the global demand vector produced by the GP model. G is a vector of
decaying multipliers, where each ith entry is determined by e−

i
10 . Figure

3.3 shows how the global and local prediction vectors are transformed into
the revised prediction vector. This example illustrates an extreme case
where the global prediction deviates significantly from the encountered
power demand values.
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Figure 3.3. Local demand prediction revision

3.1.4 Model predictive control

With the MILP model defined in section 3.1.2 for solving unit commitment
based on a power demand profile and the methodologies for power demand
prediction described in section 3.1.3, the two can be combined into a holistic
MPC framework for ship energy system unit commitment. A flowchart
depicting the operating logic of the MPC framework can be seen in figure
3.4. The MPC operating sequence starts by planning the route and speed
profile of the upcoming voyage. This step is colored in light blue, as this
step was omitted in Publication II. Speed profile optimization is carried
out in Publication III. The coastal vicinity segments along the voyage are
then flagged, after which the power demand profile of the whole voyage is
estimated using the trained GP model. This step is followed by initial unit
commitment optimization with the MILP model.

The main control loop of the MPC framework comes next. Unit commit-
ment was designed to be optimized every 15 minutes during the voyage.
During these 15 minutes, unit commitment decisions were carried out by
a specialized rule-based system, designed especially to follow the plan laid
out by the MILP model as closely as possible. More detailed information
about this rule-based system can be found in Publication II.

The observation buffer refers to the 100 previously seen power demand
values that are used to fit the Bayesian ridge regression model. Once
100 power demand samples have been observed along the voyage, the
Bayesian ridge regression model is employed to increase the accuracy of
power demand prediction locally. This MPC framework forms a holistic
unit commitment optimization method for the energy system of a ship with
an energy system topology of arbitrary complexity.
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Figure 3.4. Full model

3.2 Ship speed profile optimization

In ship speed profile optimization, the speed profile of a vessel is optimized
based on a cost function which is usually derived from a ship performance
model [36, 41, 42, 44]. A ship performance model maps the speed of the ship
and encountered hydrometeorological conditions to encountered resistance.
In turn, cost functions such as fuel consumption, fuel cost, or emissions
can then be derived from this resistance function.

Given a ship resistance function Rtotal(v, z), where v is the selected
vessel speed and z is a vector describing the active hydrometeorological
conditions, we can calculate the necessary engine power to overcome this
resistance as:

P (v, z) =
Rtotal(v, z) · v

ηtotal
, (3.24)

where ηtotal is the combined hull, propeller and shaft efficiency. This can
then be turned into the fuel consumption of the engine with:

Cfc(v, z) = P (v, z)SFOC(Eop)TΔ, (3.25)

where SFOC is a function that defines the specific fuel oil consumption
of the engine according to the manufacturers product guide, Eop is the
operating point of the engine, ie. the power output as a percentage of the
rated power of the engine and TΔ is amount of time spent in a single time
step of a discretized voyage.

The problem of minimizing fuel consumption along a voyage is solved
by selecting such speed values vi that the cumulative fuel consumption
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∑n
i=0Cfc(vi, zi) is minimized. n is selected so that n·TΔ is equal to the total

duration of the voyage, when TΔ is selected to be sufficiently small to solve
the problem with a suitable temporal resolution. Notably, the hydrometeo-
rological conditions are both spatially and temporally dependent meaning
that the conditions depend on both the location along a voyage and the
specific time that location is reached. A holistic speed profile optimiza-
tion method should be able to account for both the spatial and temporal
variability of hydrometeorological conditions. Next, the formulation of the
resistance function Rtotal(v, z) will be described briefly. For a more detailed
explanation, the reader is referred to Publication III.

The total resistance encountered was calculated with:

Rtotal(v, h, u, w, ω, θ, γ) = Rcalm(v) +Rwaves(v, h, ω) +Rcurrent(v, u, θ) +Rair(v, γ, w),

(3.26)
where is Rcalm is the calm water resistance, Rwaves is the resistance induced
by waves, Rcurrent is additional resistance due to ocean currents and Rair

is the air resistance. Hydrometeorological conditions considered are listed
in table 3.3.

Table 3.3. Hydrometeorological conditions.

Condition Notation Unit

Significant wave height h meters

Ocean current speed u meters per second

Relative wind speed w meters per second

Circular wave frequency ω Hertz

Relative ocean current direction θ Degrees

Relative wind direction γ Degrees

The calm water resistance was defined according to [57]:

Rcalm(v) =
1

2
Ctρwv

2S, (3.27)

where Ct is the total drag coefficient, ρw is the density of water and S is
the wetted area of the hull. The total drag coefficient was calculated with
Ct = Cf + Ci + Cr, where Cf is the coefficient of viscous water resistance:
Cf = 0.075/(logRe − 2)2 where Re is the Reynold’s number, Ci is the
incremental resistance coefficient, selected to be Ci = 0.0004 as suggested
in [57] and Cr is the residual resistance coefficient, which was retrieved
from graphs originally proposed by Harvald [58]. The wetted area of the
hull was approximated with Mumford’s formula: S = 1.025 ∗ Lpp ∗ (CB ∗
B + 1.7 ∗ T ), where Lpp is the ship’s length between perpendiculars, CB is
the block coefficient, B is the beam of the vessel and T is draft.

The wave resistance was defined as the sum of wave reflection effects
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RAWR and resistance due to motion effects RAWM according to [28]:

Rwaves(v, h, ω) = RAWR(v, h) +RAWM (v, h, ω) (3.28)

Additional resistance due to ocean currents was calculated with [29]:

Rcurrent(v, u, θ) = (u2 − 2uv · cos(θ))1
2
CtρwS, (3.29)

and the wind resistance with [30]:

Rair(v, γ, w) =
1

2
Ca(γ)ρaw

2A− 1

2
Ca(0)ρav

2A, (3.30)

where Ca is the air resistance coefficient as a function of the relative wind
speed angle, ρa is the density of air and A is the ship surface area opposed
to the wind.

The optimal speed profile will depend on ship parameters and hydrome-
teorological conditions along the journey. While the ship parameters are
static, the hydrometeorological conditions change both temporally and
spatially. Discretizing the voyage into D distance steps and T time steps
allows us to access the hydrometeorological conditions via matrices in
equation 3.26. For example, Γd,t would refer to the relative wind direc-
tion at location d and at time t when Γ is the hydrometeorological matrix
describing relative wind directions during the voyage. Establishing all
hydrometeorological conditions in such matrix format forms a complete
definition of the voyage for the problem of speed profile optimization.

3.2.1 Dynamic programming

The problem of ship speed profile optimization can be established as a
directed acyclic graph as shown in figure 3.5. The voyage is first discretized
into D distance steps and T time steps and each unique d, t pair is modeled
as a node in the graph. The nodes are connected via edges which represent
the speed selection between two nodes. For example, assume that the units
for d are in kilometers and units for t in hours in figure 3.5. The source
node d = 0, t = 0 is connected to three nodes via edges, which represent the
speed selections of 0 km/h, 20 km/h and 40 km/h.

Each edge between nodes dparent, tparent and dchild, tchild can be associated
with a weight based on the fuel consumption between the nodes by using
equation 3.25. The hydrometeorological conditions can be retrieved from
the aforementioned hydrometeorological matrices at indices dparent, tparent,
and the speed v can be calculated as v =

dchild−dparent

tchild−tparent
. Assigning weights to

each edge forms a weighted and directed acyclic graph, where the optimal
path along edges can be solved with path-finding algorithms.

In Publication III, the graph was constructed with a distance step of 20
kilometers and a time step of 6 hours. This results in a graph with 31552
nodes at maximum for the considered journey, and a speed selection range
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Figure 3.5. Speed optimization graph at source node.

of 0, 3.33, 6.66, ... km/h, up to the maximum speed of the ship. The optimal
path along this graph was then solved with Dijkstra’s algorithm [59]. The
result is a set of tuples {(d1, t1), (d2, t2), ..., (Dtrip, Ttrip))}, where each node
in the set is along the optimal path to the goal node (Dtrip, Ttrip). This
optimal path is the one that minimizes the cumulative fuel consumption
along the voyage.

Note that changing the speed of the vessel is not penalized, so the path
might have quite drastic speed changes embedded into the nodes. Fur-
thermore, the true optimal speed selection will most often fall between
speed values in the speed selection range of the dynamic program. This is
illustrated in figure 3.6 for two imaginary steps of size Δs in the journey.

Figure 3.6. Illustration of the dynamic program solution choosing the speed selection
(dashed line) compared to the actual optimal speed v. This represents a
worst-case scenario for the dynamic program, as the optimal speed falls
symmetrically between the range of speeds available for selection. d represents
the difference in speed selection between the optimal speed selection and the
dynamic program. Δs is the size of the distance step considered.

This speed selection discrepancy from the true optimal speed accumulates
error in the dynamic program, because of the quadratic form of the ship’s
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resistance function. Based on the resistance equations laid out in the last
section, the resistance model of a ship has the generic form av2 + bv + c,
where a, b and c are constants in the case of fixed environmental conditions.
This is not entirely evident in the case of the wave resistance model, but
it is shown later on in section 3.2.2 that the wave induced resistance
ship can be quite accurately represented with a linear model with respect
to the speed of the vessel. Imposing this generic resistance formula to
the example shown in figure 3.6, to compare the energy spent in these
two exemplary distance steps between the optimal speed and the speed
selection of the dynamic program, gives us the following result:

EDP ≥ EO

Δs(a((v + d)2 + (v − d)2) + b((v + d) + (v − d)) + 2c) ≥ 2Δs(av2 + bv + c)

2v2 + 2d2 ≥ 2v2,

(3.31)

where EDP and EO are the energy spent with the dynamic programming
speed selection and the optimal speed selection respectively. We can see
that the inequality holds when d > 0, which means that the speed selected
by the dynamic program will result in a higher amount of energy spent
compared to the optimal speed selection.

The magnitude of d in the previous example can be decreased by increas-
ing the resolution of the dynamic programming graph, but this increases
the time complexity of the solution exponentially. Because of the limita-
tions of the speed selection range, and the incapability of accounting for
acceleration penalties, the result is optimal only within the context of the
graph’s definition, which may not be an accurate model of the true voyage.
On the other hand, dynamic programming is capable of accounting for
both temporal and spatial variations in hydrometeorological conditions,
which is essential for speed profile optimization models. In addition, solv-
ing the optimal path along the graph with Dijkstra’s algorithm is quite
fast computationally. The enrichment of the result produced by dynamic
programming is relevant for increasing the fuel-saving capability of the
method, and necessary for the prediction of future power demand as was
done in Publication II.

3.2.2 Convex optimization

A convex function f is geometrically defined as a function where all points
in a line segment drawn between any two points along f must be larger
than or equal to f . In general, a function is convex if the second derivative
of the function is strictly positive. Mathematically, a convex function is
defined as:

f(δx+ (1− δ)y) ≤ δf(x) + (1− δ)f(y) (3.32)
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for all x, y in dom f and with 0 ≤ δ ≤ 1, when the domain of f is a convex
set. Such a function can be minimised over a convex set, which is formed
by optimization constraints, to form a convex optimization model. Convex
optimization models can be solved in polynomial time by a variety of
algorithms, such as interior-point methods, cutting-plane methods, or the
ellipsoid method. [50]

The ship speed profile optimization problem was formulated as a convex
optimization model in Publication III. The key procedure to accomplish
this task was to formulate the performance model of the ship in a convex
manner so that a suitable convex objective function could be formed. This
section describes briefly how the non-convex components of equation 3.26
were approximated as convex functions, and how the convex optimiza-
tion problem was formed. For more detailed explanations the reader is
encouraged to read the corresponding section in Publication III.

The non-convex wave resistance model was approximated as a compila-
tion of linear functions of the form Rwave = awavev + bwave, where awave is
the slope of the fitted linear function and bwave is the intercept. The slope
and intersection of these linear functions were fitted for wave zero-crossing
periods between 0-6 seconds and wave heights ranging from 0-10 meters.
The correct linear approximation was then chosen in the convex optimiza-
tion model based on the corresponding values of wave zero-crossing period
and height.

The wind resistance coefficient’s dependency on the relative wind angle
in equation 3.30 is non-convex. Thus, values for Ca(γ) were calculated
beforehand, using the relative wind angle values experienced during the
voyage with a fixed speed as a proxy for the actually encountered relative
wind angles. The wind resistance term then becomes:

Rair =
1

2
ψρaA(w

2 + v2 + 2wv · cos(γ))− 1

2
Ca(0)ρav

2A, (3.33)

where ψ is the pre-computed Ca(γ) term.
The convex ship resistance to be used as the objective function in the

convex optimization model can then be declared as:

Rtotal =
1

2
Ctρwv

2S + awavev − uv · cos(θ)CtρwS +
1

2
ρaA(ψv

2 + 2wvψ · cos(γ)− Ca(0)v
2)

= v2(
1

2
CtρwS +

1

2
ρaA(ψ − Ca(0))) + v(awave − u · cos(θ)CtρwS + 2wψ · cos(γ)).

(3.34)
This equation comes from equation 3.26 by substituting each resistance
term with their more detailed variant and by dropping terms that do
not depend on v. Such terms can be dropped since having them in the
objective function does not change the outcome of optimization. The
function is convex in v, since the second order multiplier is positive
(12CtρwS > |minψ(

1
2ρaA(ψ − Ca(0)))|) and ax2 is convex for a > 0, and

the second term in linear in v. Encountered resistance was used as the
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objective function, rather than fuel consumption, because multiplying the
above equation with the speed of the vessel to get the required power as in
equation 3.24 would not result in a convex formulation.

The full convex optimization problem can then be defined as:

Minimize
v

∑
S
i=1v

2(12CtρwS + 1
2ρaA(ψi − Ca(0))) + v(awavei − ui · cos(θi)CtρwS + 2wiψi · cos(γi))

(3.35)
subject to:

τi=1 == 0 (3.36)

τi +
sstep
vi

≤ τi+1, ∀i (3.37)

τi=S ≤ Ttrip (3.38)

vi=1 ≤ amax (3.39)

−amax ≤ vi − vi−1

τi − τi−1
≤ amax, ∀i (3.40)

v ∈ R>0

The vector τ in equations 3.36, 3.37 and 3.38 contains the cumulative
time spent to reach each step i. Equation 3.36 simply states that counting
the cumulative time spent starts from zero. Equation 3.37 ensures that
each time increment in τ is equivalent to actual time taken to traverse that
increment. This constraint is implemented as an inequality constraint
since sstep

vi
is convex, not linear. The next constraint, equation 3.38, ensures

that the journey is completed in the given time limit, and also forces
constraint 3.37 to be tight. Equations 3.39 and 3.40 constrain the ship to
start from a stationary position and constrain the maximum acceleration
of the ship to amax, respectively.

The model is spatial, meaning that each incremental optimization step
i up to S signifies traveling a fixed distance. The temporal variance of
hydrometeorological conditions cannot be accounted for in the convex
model, since the active conditions at a certain distance step i are dependent
on the time that distance is reached, which in turn is dependent on the
previous speed selections, ie. our decision variables. This dependency
is non-convex. Conversely, if we established the model temporally, we
would encounter a similar problem deciphering the relationship between
speed selections and distance traveled. For this reason, the optimization
model expects hydrometeorological conditions as vector inputs which are
estimated a priori.
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In Publication III the dynamic programming solution to the speed opti-
mization problem is leveraged to produce hydrometeorological condition
vectors for the convex optimization model. Since we know that the dynamic
programming solution is close to the optimal speed profile, we can use the
encountered conditions along the path optimized by Dijkstra as inputs
to the convex optimization model. To ensure that this approach works
properly, additional constraints were introduced to the convex optimiza-
tion model that ensures that the speed selections conform to the solution
produced by dynamic programming. Figure 3.7 illustrates the complete
combined speed optimization model utilizing dynamic programming and
convex optimization.

Figure 3.7. Scheme of the developed speed optimization method with a combination of
dynamic programming and convex optimization.
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4. Results

This chapter presents the most significant results obtained with the de-
scribed methods. The results are outlined similarly as they were depicted
in the corresponding publications, although some more nuanced results
were omitted from this dissertation. The interested reader is directed
towards the publications for a full accounting of all attained results.

4.1 Data acquisition

Particular attention was placed on using real measured ship and weather
data for testing the developed methods. In Publication I, the studied
power demand profiles were measured from the automation system of Silja
Serenade; a ferry operating in the Baltic Sea on a route between Helsinki
and Stockholm while stopping briefly in Mariehamn. This power demand
data was provided by Tallink Silja at a measurement frequency of five
minutes whereas the used automatic identification system (AIS) data had
a measurement frequency of 1 minute.

Figure 4.1. Silja Serenade route.

The data included 9 round trips that occurred during the winter. Used
signals were the auxiliary power demand, on/off status of generating sets,
the fuel consumption of generating sets, and the coordinates of the ship’s
position. The main parameters and route of Silja Serenade can be seen in
table 4.1 and in figure 4.1 respectively, and the layout of the ships energy
system can be seen in figure 4.2.

For publication Publication II, measured data from the diesel-electric
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Table 4.1. Silja Serenade main parameters.

Parameter Value

Length 203 m

Beam 31.93 m

Year built 1990

Deadweight 3779 t

Gross tonnage 58376

Ice class 1A Super

Main engines 4 x 8145 kW

Auxiliary engines 2 x 2400 kW, 2 x 3200 kW

Top speed 23 knots

Figure 4.2. Silja Serenade energy system: main propulsion (left) and auxiliary power
system (right).

cruise ship Mein Schiff 6 was used, at a measurement frequency of 1
minute. The data was provided by Meyer Turku. The ship operated mainly
in the Caribbean Ocean during the measurement period spanning 32 days.
The dataset also included one Atlantic crossing and several voyages in the
Mediterranean Sea near Spain. The main parameters of Mein Schiff 6 can
be seen in table 4.2.

The energy system of Mein Schiff 6 was modified for the unit commitment
study of publication Publication II. In addition to the four generating sets,
a battery and a fuel cell were also modeled into the energy system. The
main parameters of the modeled energy system are shown in table 4.3 and
a single line diagram which features the modeled battery and fuel cell as
well, is shown in figure 4.3.
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Table 4.2. Mein Schiff 6 main parameters.

Parameter Value

Length 295 m

Beam 42 m

Year built 2017

Gross tonnage 98811

Generating sets 2 x 9.6 MW, 2 x 14.4 MW

Capacity 2534 passengers, 1030 crew

Propulsion Diesel-electric

Table 4.3. Main parameters of the modeled energy system.

Parameter Value

Battery chemistry NMC

Battery capacity 5 MWh

Battery C-rate 4

Fuel cell rated power 5 MW

Fuel cell type Solid oxide fuel cell

Fuel cell fuel Hydrogen

Hydrogen capacity 3000 kg

Generating sets 2 x 9.6 MW, 2 x 14.4 MW

Figure 4.3. Single line diagram of Mein Schiff 6 energy system featuring the modeled
battery and fuel cell in addition to existing energy system components.

In Publication III, hydrometeorological conditions for the studied jour-
neys were gathered from NAPA Voyage Optimization [60], which gathers
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weather predictions from Tidetech [61]. The used forecast data included
wind speed and direction, wave height and zero-crossing period, and ocean
current speed and direction. The data retrieved from NAPA Voyage Opti-
mization returns the actual weather forecasts at the requested time period,
rather than hindsight casts, which reflects the actual use-case of the devel-
oped model in Publication III more accurately. Information on the weather
forecast and related uncertainties can be found in [62].

4.2 Unit commitment with Q-learning

The ability of Q-learning to produce an efficient control policy for the
unit commitment of the auxiliary power network of Silja Serenade was
studied. The produced control policy was compared to the actual measured
generating set usage aboard the case study vessel. In addition, safety
aspects and robustness of the control logic were studied as well.

Figure 4.4. Measured actual auxiliary network unit commitment

Figures 4.4 and 4.5 show the measured unit commitment strategy and
the unit commitment strategy with Q-learning respectively. The power
demand profile of the auxiliary network of Silja Serenade is characterized
by a stable hotel load of approximately 2 MW, perplexed by significant
power demand spikes that are caused by maneuvering into harbor with
auxiliary thrusters. The profiles start from harboring in Helsinki, where
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Figure 4.5. Auxiliary network unit commitment with Q-learning

the first demand spike corresponds to maneuvering out of the harbor.
The second power demand spike is caused by maneuvering in and out of
Mariehamn, followed by a section in the journey where the ship is traveling
in the Swedish archipelago moving towards Stockholm. This section is
characterized by retaining a higher amount of spinning reserve, most likely
due to the sensitive area the ship is operating in. Power demand spikes 3-6
from left to right correspond to arrival into Stockholm, leaving Stockholm,
Mariehamn again, and finally the arrival back in Helsinki.

Comparing figures 4.4 and 4.5, we can see that the unit commitment
strategy is mostly similar. The most prominent difference is that two
generating sets are preferred by Q-learning during demand spikes com-
pared to the measured strategy, where three generating sets are used.
Furthermore, new generating sets are started more closely to when they
are needed under Q-learning, whereas a more proactive approach is taken
in the measured strategy. Overall, these small adjustments to the unit
commitment strategy resulted in 0.9 % average fuel savings for the studied
nine round-trip journeys.

Inspecting the learned unit commitment strategy further, we can point
out some interesting details. Foremost, the Q-learning agent has learned
based on previous data that the hotel load tends to be slightly higher after
leaving the port of Helsinki for this particular case study ship. This can be
seen from the fact the agent prefers to operate two generating sets between
approximately time steps 300 - 600 in figure 4.5. In the example voyage
shown in the figure, the energy system could manage the load with only
a single generating set, but because circumstances where two generating
sets were needed were present in the training data, the agent prefers
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to use two generating sets in this segment of the voyage. Secondly, the
preference to utilize only two generating sets during power demand spikes
stems from the fact that such power demand spikes which need only two
generating sets online are present in the training data.

Since reinforcement learning is highly flexible in terms of the modeled
environment, it is easy to train it for alternative unit commitment tasks.
As an example, a control strategy that does not consider spinning reserve
requirements at all was trained and the result can be seen in figure 4.6.
As expected, the unit commitment strategy prefers to utilize a singular
generating set for the majority of the voyage, only starting a second one
when it is needed for the power demand spikes. In this example, fuel
consumption decreased by 4.45 % compared to the actual voyage.

Figure 4.6. Auxiliary network control with Q-learning ignoring the reserve power require-
ment

The learning procedure of the Q-learning algorithm over the course
of 50 million training iterations is shown in figure 4.7. This amount of
training iterations corresponds to approximately 6 hours of computing
time, with an Intel Core i7-9700k processor with a clock speed of 3.7 GHz.
We can see that the number of policy changes, ie. changes to the unit
commitment strategy, saturates at around 15 million iterations. The noise
in policy changes between 20 million and 50 million iterations corresponds
to changes in the policy that have no effect on the end result, such as
choosing between two identical generating sets which should turn on.
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Figure 4.7. Amount of policy changes made during the learning process

4.3 Unit commitment with MPC

The effectiveness of unit commitment was tested with the developed MPC
model by comparing the control results to fully optimal control. The
additional task of minimizing fossil fuel consumption especially near coasts
was also set in the MPC model, and the efficacy of fulfilling this task was
studied. Since the energy system was modeled to contain a battery and
a fuel cell in addition to the existing generating sets, the resulting unit
commitment control could not be compared to an actual, measured control
rationale. For this reason, the results focused on comparing MPC to fully
optimal control instead, which stands as a suitable way to establish the
effectiveness of the developed MPC model. In the context of these results,
fully optimal control refers to using an actual measured power demand
profile and feeding it to the MILP model described in chapter 3.1.2, rather
than using the GP and Bayesian ridge regression to predict the power
demand profile. In other words, the fully optimal model operates as if it
had perfect prediction capabilities of the future demand profile.

Figures 4.8 and 4.9 depict the unit commitment control logic of fully
optimal control and the MPC model respectively. Looking at fully optimal
control, we can see that the optimization model tends to operate two
generating sets at a time and keep their power outputs fixed to a certain
value by managing the rest of the power demand via the battery and the
fuel cell. This fixed generating set power output corresponds to the design
point of the ICE, ie. the operational point where peak efficiency is reached.
Attaining such control is non-trivial, as the SoC of the battery must be
maintained and the fuel cell has a rather slow ramp-up rate. Furthermore,
we can clearly see that towards the end of the voyage shown in the figures,
the fuel cell and the battery are the preferred energy sources. This results
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Figure 4.8. Mediterranean trip unit commitment with fully optimized control

Figure 4.9. Mediterranean trip unit commitment with model predictive control

from the additional goal of minimizing fossil fuel consumption, especially
near coasts.

Comparing fully optimal control and the MPC model, we can state that
the primary logic behind unit commitment is the same. However, control
under the MPC model could be described as noisier. This noise results
from small corrections in output power made by the underlying rule-based
system. Furthermore, we can see that the MPC model occasionally starts
an additional generating set sub-optimally for a very short period of time.
Such behavior occurs when the rule-based system starts a generating set,
and the MILP model decides to turn that generating set off in the next
optimization cycle. Overall, it can be stated that unit commitment control
under the MPC model attains the same goals as fully optimal control, with
some minor differences.

Figures 4.10a and 4.10b show comparisons of average ICE powers with
fully optimal control, MPC and the measured actual unit commitment
control with the four generating sets aboard. The depicted values are the
average engine power values in all of the studied Mein Schiff 6 voyages. In
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(a) (b)

Figure 4.10. Average generating set powers under different control strategies (a) and av-
erage total generating set power near shore under different control strategies
(b).

figure 4.10a, we can see that the inclusion of a battery and a fuel cell into
the energy system of the ship, and the application of the developed control
methodologies, increase the average ICE power ratings to values closer to
their peak efficiency. The fact that fully optimal control does not utilize
generating set number 4 at all implies that this generating set would most
likely become redundant with the inclusion of the battery and the fuel cell.
However, such design choices were not studied as the focus was on unit
commitment aspects.

Figure 4.10b shows the combined average ICE output power utilized near
shores. It is clear that under fully optimal control and MPC, the average
ICE powers are significantly smaller than in the original control strategy
since no alternative power sources other than generating sets are included
in the original energy system. However, this figure does highlight that the
developed method was able to achieve the additional goal of reducing fossil
fuel consumption near coasts.

Numerical performance values of the developed MPC model compared
to fully optimal control are shown in table 4.4. The percentage values are
calculated as how the model performed compared to the measured values
in the original ship energy system. The developed MPC model achieved
near-optimal control based on these performance criteria.

The MPC model started generating sets roughly 5 times more often, and
fully optimal control roughly 2 times more often compared to the original
control logic. This is natural since shifting power production to the fuel
cell and battery near coasts necessitates that the generating sets are shut
down and started more often overall. However, the MPC model’s tendency
to do this nearly twice as often as fully optimal control can be seen as
problematic.
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Table 4.4. MPC model and fully optimal control performance compared to measured values
from original ship energy system.

Fully optimal MPC

Fossil fuel reduction 12.6 % 11.8 %

Fossil fuel reduction near coasts 74 % 68 %

ICE running hours 26 % 18 %

The full model was coded in Python. The Gurobi mathematical optimiza-
tion solver [63] was used for solving the MILP model, and the GPFlow
library [64] was used to develop the GP model. The optimization model
was solved in roughly 1-10 seconds, depending on the length of the studied
voyage. The model was designed to be solved every 15 minutes in the
developed model. However, this frequency could be increased based on the
1-10 second solving time.

4.4 Speed profile optimization

The effectiveness of ship speed profile optimization under a fixed schedule
was tested for 5 different ships. The main particulars of these ships are
shown in table 4.5. A voyage from Houston, Texas to London was used as a

Table 4.5. Main particulars of tested ships. The cruise ship is based on the ship: "Mein Schiff 6". Engine
power ratings were estimated so that the engine operated at 80 % load when travelling at
design speed in rough weather conditions. The design speeds were estimated based on [68].

Parameter Bulk carrier [28] Cruise ship KVLCC2 [65] S175 [66] WILS II [67]

Area opposed to wind [m2] 1000* 1600* 1600* 700* 1600*
Beam [m] 50 42.39 58 25.4 38.4

Length [m] 285 295.26 320 175 321
Draft [m] 18.5 8.25 20.8 9.5 15

Displacement [tons] 218752 75000* 312622 24742 140200
Engine power rating [MW ] 52 32.5 65 26 55

Design speed [knots] 14.5* 20* 15* 23* 23*

* Value estimated roughly due to missing data.

case study, and the hydrometeorological conditions of 20 different voyages
were gathered from NAPA Voyage Optimization. The time limits for these
voyages were set so that average speeds ranged between 12 - 17 knots.

The fuel consumption of the five ships was analyzed for the voyages using
three speed selection methods: fixed speed for the entire voyage, speed
optimization with dynamic programming only, and speed optimization with
the developed combined approach of dynamic programming and convex
optimization. For the slower bulk carrier and KVLCC2, the voyages were
also filtered so that their design speed was not exceeded.
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Figure 4.11. Comparison of attained fuel savings by ship type with the proposed combina-
tion of methods and dynamic optimization, compared to fuel consumption
with fixed speed along route.

Figure 4.12. Encountered resistance along a journey with the proposed combined ap-
proach (top), dynamic optimization (middle) and fixed speed (bottom).

Figure 4.11 shows the average fuel savings attained compared to fixed
speed operation. As can be seen, the combined approach is more effective in
producing a fuel-saving speed profile. Overall, the combined approach was
22 % more effective than dynamic programming alone. The effectiveness
of speed profile optimization varied substantially based on ship type. The
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Figure 4.13. Speed profile comparison between the proposed combined method, dynamic
optimization and fixed speed.

ships with the highest design speed, S175, and WILS II, benefited most
while the slower KVLCC2 and Bulk carrier attained only 0.5 % fuel savings
via speed optimization. Interestingly, the benefit for the cruise ship was
also inferior, even though the design speed of the ship is high. Overall,
1.1 % fuel savings were attained on average with the combined approach
across all voyages and ships.

Figure 4.12 shows the encountered resistance with the three speed set-
tings for an example voyage of S175 where 3.8 % fuel savings were attained.
The selected speed profiles for this voyage can be compared in figure 4.13,
where the difference between the dynamic programming solution and the
combined approach can be seen. The voyage features quite severe weather
at the very end with wave heights exceeding 6 meters.

We can see that both the combined and dynamic programming ap-
proaches prefer to operate at a higher speed between 0 - 7000 kilometers,
and then slow down for the rest of the voyage. This approach has two
benefits. Firstly, the ship arrives at the rough seas at the end of the voyage
sooner, where the conditions are not quite as severe as compared to fixed
speed operation. Secondly, a slower speed setting during rough conditions
is beneficial since the additional resistance components become active in
such conditions.

Table 4.6. Average computing time for various phases of the combined method.

Phase Computing time

Graph initialization 2.84 minutes

Dijkstra’s algorithm 1.00 seconds

Convex optimization 4.69 seconds

The computational performance of the various phases of the combined
method are shown in table 4.6. The method was implemented in Python
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with the help of standard libraries that increase computational perfor-
mance such as NumPy [69]. The convex optimization model was created
with CVXPY [70, 71] and the whole implementation was solved with a
standard desktop environment with an AMD Ryzen 5 3600 6-core processor
and 16 GiB of random-access memory. In table 4.6, it is evident that the
majority of computational resources go to initializing the graph structure
of the speed profile optimization problem. Once the graph has been created,
the path of least cost can be solved effectively with Dijkstra’s algorithm. In
addition, the 4.69-second average increase in computation time introduced
by solving the convex model is negligible.
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5. Discussion

5.1 Unit commitment strategies

Based on the research conducted in Publication I, Q-learning proved to
be an applicable method for ship energy system unit commitment, at
least for relatively simple systems. In the presented research, Q-learning
was utilized to control an energy system with four generating sets. The
relatively low potential fuel savings of 0.9 % with this method compared to
measured fuel consumption were expected since it can be assumed that the
original energy system control methodology was already tuned to operate
the generating sets as close to optimal as possible.

On the other hand, the main research focus on this topic was to find
out how RL methods can be applied to the problem setting. This was
deemed important because properly implemented RL applications have
the potential to continuously adapt to the system under control, as well as
find surprising solutions to the problem which would not be accessible to
other methods. The latter feature stems from the complete flexibility in
modeling the system, as well as the trial-and-error type of training that
the agent employs.

Publication I was originally meant to be a stepping stone towards RL
control studies of more complex ship energy systems which employ a mix
of different power producers. However, such development proved out to be
significantly more difficult than the relatively simple case of controlling
four generating sets. In the traditional energy system setting, the state-
action space of the MDP could be modeled in a discrete fashion and in a
manageable size. This was because it could be assumed that the generating
sets operated at a similar load level, which allowed modeling the actions
as turning a generating set on or off. Conversely, introducing a battery into
the system for example would inherently require that continuous actions
be made regarding the input/output power of the battery.

Continuous states and/or actions require that the state-action pair values
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are approximated with a function, rather than stored directly into memory.
RL frameworks for such implementations exist, such as the deep Q network
[72], which was famously employed along other methods to teach an agent
to play the Chinese game of Go at a superhuman level [73]. Roughly
speaking, such methods operate along with similar principles as was
described in chapter 3.1.1. The difference is that rather than updating
the value of a state-action pair directly into memory, a neural network is
trained to predict the value based on encountered rewards. Such methods
were quite extensively tested by the author for a ship energy system
model that included a battery, but no publishable results were attained.
The simultaneous effective selection of neural network architecture, MDP
structure, reward function, and all associated hyperparameters proved out
to be too difficult.

Due to these difficulties the focus was shifted towards methods based
on mathematical optimization and MPC, which were more established in
the existing unit commitment literature [74, 75, 76]. MPC methods have
seen application in other fields as well, such as in automotive powertrain
control [77] and the management of energy supply systems in buildings
[78]. Recent developments in the efficacy of optimization solvers have
enabled more complex control structures to be solved in real-time. The
results of Publication II showed that the developed MPC framework was
able to attain near-optimal control, even though the underlying energy
system was highly complex, featuring a battery and a fuel cell. In addition,
the control system was given an additional task of minimizing fossil fuel
consumption, especially near coasts.

5.2 Speed profile optimization

The convex optimization model for ship speed profile optimization devel-
oped in Publication III proved out to be an effective add-on to existing
speed profile optimization methodologies. The increased resolution of the
result with a negligible increase in computational load can be a valuable
combination of features for ship voyage optimization providers. On the
other hand, the average fuel-saving potential of the method under a fixed
schedule was demonstrated to be 1.1 % for the studied voyages, which is
not drastic. Speed profile optimization was proved to be more effective
for voyages where significant variation in conditions occurred, with 3.5
% average savings attained when filtering the studied journeys based on
weather condition diversity.

On the other hand, the studied voyages used the shortest path between
the harbors, whereas in reality ships are often routed so that adverse
conditions are specifically avoided. Such routing would decrease the oc-
currence of adverse conditions, and as a result, the impact of speed profile
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optimization. It is also important to note that uncertainties in the model
and in future weather predictions may affect this result. The question was
raised whether such savings would incentivize ship operators to use such
methodologies.

However, speed profile optimization would most likely be offered as an
additional tool along with weather routing, a tool that is already widely in
use. The developed methodology may see use as an accompanying feature
in such tools. The limitations of the selected resistance models for the
study were acknowledged, and the convex formulations formatted so that
they should be applicable for alternative, more accurate resistance models
as well. It is expected that such models would be employed by commercial
voyage optimization providers.

One of the goals for the research in Publication III was to develop a
method for producing an estimate of the future speed profile of a ship for
subsequent estimation of the future power demand profile, as in Publica-
tion II. It can be concluded that this goal was met, although estimating the
future power demand based on an assumption of fixed speed for an upcom-
ing journey would not disturb the resulting power demand prediction by a
wide margin. This is because in most cases the optimal speed profile was
found to be very close to the fixed speed solution.

5.3 Impact on maritime energy transition

The usefulness of the presented research is ultimately dependent on
whether ship owners and operators see practical use-cases for the de-
veloped methods. Currently, the ongoing maritime energy transition poses
significant challenges for all parties involved, that must be overcome.
More specifically, the recently approved additions to MARPOL Annex VI,
EEXI, and CII, cause ship owners and operators to rally on solutions for
conforming to these new regulations.

The presumed main technical solution for reaching EEXI conformity is
to derate main engines so that a tolerable efficiency level is reached. In ad-
dition, various technical changes can be retrofitted to the existing tonnage,
such as wind-assisted propulsion, hull modifications, or new additions to
the energy system such as batteries and fuel cells. The prevalence of these
technical changes will vary based on the ship, although it can be expected
that most deep-sea vessels will primarily employ engine derating measures.
On the other hand, vessels which must adhere to ice-class regulations as
well may not be able to reduce engine power greatly, and must therefore
rely on other efficiency-increasing measures.

The unit commitment measures laid out in this dissertation enable the
effective management of novel power sources. As such, they contribute
towards the fulfillment of the emission goals set by the IMO. Of course, in
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the context outside of EEXI, novel power sources like batteries and fuel
cells have been proposed and realized for smaller vessels such as ferries.
The developed methods can be used to improve the unit commitment
strategy of such vessels as well.

Conforming to the future CII tiers might not turn out to be a substantial
challenge once EEXI conformity is reached. However, the planned tiers do
favor even greater CO2 reductions based on the way a ship is operated. On
this front, the developed method for speed profile optimization represents
a low-cost and accessible mechanism for further CO2 reductions through
reduced fuel consumption. Naturally, fuel consumption reduction via speed
profile optimization brings monetary savings to the ship operator as well.

5.4 Future research

The shortcomings of the proposed methods discussed earlier form natural
areas of future research. Foremost, the study of RL methods for energy
system unit commitment would benefit from the application of modern
RL algorithms to the problem, that would enable continuous state-action
spaces. This in turn would pave the way for utilizing the methods in
more complicated energy systems with multiple energy sources such as
batteries or fuel cells. Secondly, the proposed MPC framework could be
improved by solving the problem of frequent generating set start-ups, by for
example increasing the frequency of optimization. Solving the optimization
problem more frequently would decrease the method’s reliance on the sub-
optimal rule-based system which was identified as the root for this problem.
Furthermore, the task of selecting a model for predicting future power
demand could be done more rigorously than it was in this research, where
the model was selected primarily based previous studies on the subject.
It is expected that the overall performance of the MPC solution would
improve, if the most suitable prediction model was selected based on careful
comparison of different prediction models. Finally, the improvement of
the ship performance model in Publication III forms an evident future
research topic in speed profile optimization.

Assessing the topic of RL applications more broadly, the field would bene-
fit greatly from studies focusing specifically on the nuances of applying the
developed methods in real-life problems. Literature on RL topics was quite
heavily focused on algorithm development, while papers discussing the
application of these algorithms were not focused on explaining why certain
design choices were made. An exemplary approach could be drawn from the
research area of deep learning, where particular neural network designs
have been adopted as "cookie-cutters" for specific tasks, such as YOLO [79]
for real-time object detection or GPT-3 [80] for natural language processing.
The field of deep learning has also benefited greatly from standardized
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testing environments, such as the ImageNet [81] for benchmarking object
classification. Such standard approaches for certain tasks and bench-
marking environments could be of significant value for RL research as well.
Admittedly, efforts have already been made towards a standardized RL
testing environment, such as the arcade learning environment [82].

Accounting for prediction uncertainty forms a research topic that applies
especially to the MPC model in Publication II and the speed profile opti-
mization method in Publication III. The power demand prediction model
was designed for probabilistic estimates specifically, although this feature
was not used in the current research. The unit commitment MPC model
could be formalized as a more robust variant that takes this probabilistic
demand estimate into account. For example, the model might charge extra
energy into a battery before a power demand spike, in case there is un-
certainty involved in the magnitude of the upcoming power demand. The
benefits of robustness are quite evident in terms of speed profile optimiza-
tion. The deterministically optimized speed profile of a vessel is subject
to large variations due to the stochastic nature of weather predictions,
especially in longer journeys. These variations translate into deviations in
the arrival time of the ship at the destination, which in turn might lead to
significant monetary penalties.

The speed profile optimization could be extended into a more extensive
time charter equivalent maximization problem, which is more relevant
to ship owners and operators. Such a model would feature a flexible
schedule and the average daily revenue performance of the vessel along
with additional voyage expenses such as crew salaries and port costs. Route
optimization could also be included in the dynamic programming portion
of the model, following the example set by [38].
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6. Conclusion

This dissertation demonstrated the development of three distinct method-
ologies for ship energy efficiency development. Two novel methodologies
were developed for ship energy system unit commitment, and one com-
putationally efficient method for speed profile optimization. The main
goal behind the development of these methods was to support the ongoing
maritime energy transition towards lower carbon intensity.

The development of a novel RL model for ship energy system unit commit-
ment was demonstrated. The auxiliary energy system of a case study ferry
was first modeled as an MDP. Next, a Q-learning agent was taught, based
on previously measured power demand data, to operate the generating
sets of this auxiliary network in an optimal manner. An RL approach
was deemed to be a lucrative option for the task of unit commitment con-
trol, because of the flexibility allowed in modeling the system, and the
all-encompassing single solution to the problem. It was demonstrated
that the developed RL methodology was able to control the energy system
of the case-study vessel in an adequate manner, achieving 0.9 % lower
fuel consumption compared to the measured operation aboard, while still
maintaining reasonable tolerance to sudden engine failures. Because of
the discrete nature of the problem where the only actions were to switch
generating sets on and off, reasonable training efficiency was reached with
the developed method.

Subsequent research on extending the RL framework to more complex
energy systems featuring fuel cells or batteries along the generating sets
proved out to be troublesome. Such additions to the energy system ne-
cessitated that the state-action space of the MDP had to be modeled as
continuous, and even though novel RL algorithms can handle such state-
action spaces in theory, the application was deemed to be difficult for this
purpose in practice. Because of this, the research focus was shifted to-
wards the more established control methodology of MPC for the purpose of
complex ship energy system unit commitment.

A novel MPC model was demonstrated for ship energy system unit
commitment, where the controlled case-study energy system consisted
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of generating sets, a battery, and a fuel cell. The energy system was also
given an additional goal of reducing fossil fuel consumption, especially near
coasts. The complete model featured a novel power demand prediction
method where power demand was predicted from the assumed future
speed profile of the ship via a GP. In addition, the prediction was corrected
locally with Bayesian ridge regression. A MILP model was then utilized to
solve the optimal commitment of power producers in the energy system
of the ship, based on the predicted power demand profile. The MILP
model and the predictive model were seamlessly connected together to
form the resulting MPC model. The employment of the MPC model was
demonstrated with real measured voyages of a cruise ship sailing in the
Mediterranean sea, and near-optimal unit commitment was reached.

The developed MPC model was meant to be a holistic solution to the unit
commitment problem of ship energy systems, by not assuming knowledge
of the future power demand profile prior to the voyage. However, the speed
profile of the ship was assumed to be known beforehand and the future
power demand profile was estimated based on this assumption. For this
reason, the final research topic was focused on the optimization of a ship’s
speed profile.

Some existing voyage optimization methods in the literature of the field
already accounted for speed profile optimization. However, the speed profile
that these methods produced was deemed to have a sub-par resolution
for using the profile as a source for power demand prediction. Increasing
the resolution of the optimized speed profile with existing methods would
have made the computational load of the methods infeasibly high. For
this reason, a novel convex optimization method for ship speed profile
optimization was developed. The developed method operated as an add-on
on top of existing methods, increasing the final resolution of the attained
speed profile with a negligible increase in computational complexity. It was
demonstrated that the novel convex optimization method was 22 % more
effective in producing a fuel-saving speed profile for a vessel compared to
an existing dynamic programming solution alone.

The presented research could be extended in various ways. Foremost, the
potential of modern RL algorithms for ship energy system unit commitment
could be studied further. It is expected that as the relatively young field
advances further, more experience is accrued by researchers especially
on how to apply the methods in practice more effectively. The presented
MPC model is a quite complete solution to the ship energy system unit
commitment problem. Interesting results may be obtained by taking into
account the uncertainty associated with the power demand prediction and
controlling the unit commitment of the energy system accordingly in a
robust manner. The application of the developed convex optimization model
for speed profile optimization could be applied to the broader problem of
time charter equivalent maximization. Such an approach should result in

72



Conclusion

a more practical and interesting solution for ship owners and operators.
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