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Abstract
Apart from native speech, second language learners’ (L2) speech is more difficult
to recognise for automatic speech recognition (ASR) systems, since it is much
more likely to contain lexical and grammatical errors, as well as disfluencies and
mispronunciations. Furthermore, L2 ASR is challenging, because it is low-resource,
meaning that the amount of training data is very limited.

Unlike conventionally used Hidden Markov Model-based ASR systems, end-to-
end ASR systems eliminate the need for separate components by directly mapping
acoustic features to text. However, these systems require large amounts of labelled
training data, which makes it difficult to apply them on L2 ASR.

Recent advancements in self-supervised acoustic learning leverage the highly
available untranscribed speech data to learn powerful acoustic representations which
can be incorporated in end-to-end systems. This work explores and deploys mono- and
multilingual self-supervised acoustic models on low-resource L2 ASR. In this thesis,
the ASR systems are developed for L2 speakers of Finland-Swedish, Finnish, and
German. Depending on the target language, the self-supervised end-to-end models
provide a relative improvement of the word error rate by 31.3-45.1% compared to the
results of the conventional ASR systems. The results obtained in this thesis show the
high performance and the promising potential of self-supervised end-to-end acoustic
models for low-resource L2 ASR. In addition, this work is an important step in the
development of automatic speaking assessment tools for L2 speakers, in which an
accurate ASR system is a crucial component.
Keywords ASR, end-to-end, low-resource, Wav2Vec2.0
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Tiivistelmä
Toisen kielen oppijoiden puheentunnistus on haastava tehtävä kielioppi- ja ääntämis-
virheiden sekä puheen epäsujuvuuden vuoksi. Sen lisäksi kielenoppijoiden puheen-
tunnistus on vähäresurssista, sillä toisen kielen oppijoiden puhedataa on niukasti
saatavilla.

Markovin piilomalleihin pohjautuvat puheentunnistimet vaativat yleensä kompo-
nenttiensa mukauttamista toisen kielen oppijoiden puheentunnistusta varten. Toi-
saalta, yhtenäiset, end-to-end -periaatteeseen perustuvat neuroverkkomallit poistavat
tarpeen erillisistä mukautetuista moduuleista kääntämällä akustisia piirteitä suo-
raan tekstiksi. Näitä malleja on kuitenkin vaikea soveltaa toisen kielen oppijoiden
puheentunnistukseen, koska ne tarvitsevat paljon litteroitua opetusdataa.

Viime aikoina kehitetyt itseohjatut neuroverkkomallit pystyvät oppimaan rikkaita
puheen piirteitä hyödyntämällä runsaasti saatavilla olevaa litteroimatonta puheda-
taa. Nämä opitut piirteet mahdollistavat yhtenäisen puheentunnistusjärjestelmän
opettamista myös pienemmällä määrällä litteroitua puhedataa.

Tässä diplomityössä tutkitaan yksi- ja monikielisiä itseohjattuja neuroverkkomal-
leja sekä niiden soveltuvuutta toisen kielen oppijoiden puheentunnistukseen. Tässä
työssä kehitetään puheentunnistimia suomenruotsin, suomen sekä saksan oppijoiden
puheentunnistamiseen. Tässä diplomityössä opetetut itseohjatut puheentunnistusjär-
jestelmät pienentävät sanavirheastetta kielestä riippuen 31.3-45.1 prosenttiyksikköä
verrattuna perinteisiin malleihin. Tässä työssä saavutetut tulokset osoittavat, että
itseohjattuja yhtenäisiä puheentunnistusmalleja on mahdollista käyttää tehokkaasti
vähäresurssiseen toisen kielen oppijoiden puheentunnistukseen. Tämä työ on myös
tärkeä askel kohti automaattisen toisen kielen puhumisen arviointijärjestelmän kehit-
tämistä, jossa tarkka puheentunnistin on olennainen osa systeemiä.
Avainsanat Puheentunnistus, end-to-end, Wav2Vec2.0
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1 Introduction
Recently, automatic speech recognition (ASR) systems have improved their accuracy
and reached or even outperformed human transcribers [1, 2, 3, 4]. However, their
performance degrades when the systems are applied to non-native speakers or second
language (L2) learners [5, 6]. In contrast to native speech, L2 speech much more
likely contains grammatical, lexical, and pronunciation errors which hinder ASR and
affect recognition errors [7, 8].

The development of an accurate L2 ASR system is important in particular for the
purposes of computer-assisted assessment of speaking skills. Typically, transcribed
L2 data are used to build such a system. Unfortunately, current state-of-the-art
model architectures cannot be utilized due to the need for substantial amounts of
labelled speech data which are in short supply for most languages. For that reason,
a conventional pipeline has generally been used for building L2 ASR models.

An acoustic model (AM), a language model (LM) and a lexicon also known as
pronunciation dictionary are the main components of a conventional ASR system. It
is possible to train each module separately with fewer parameters, and the overall
system is able to achieve adequate performance even with a small amount of training
speech data. In addition, some customization techniques have been applied to reduce
the word error rate (WER) of conventional L2 ASR systems. For example, the
lexicon, which provides a mapping between words and phoneme sequences, has
been expanded by adding extra pronunciations for each lexical item in order to
more accurately accommodate language learners’ pronunciation. However, often
customizing the lexicon is challenging and requires specialized linguist expertise,
rendering the procedure expensive and time-consuming.

Recently, much progress has been achieved by the artificial intelligence (AI)
community in the development of various solutions which enable AI systems to learn
from massive amounts of unlabelled data. The concept of self-supervised learning
has been widely used in various fields; in this type of learning, the model utilizes
labels that are part of the input raw data rather than requiring external labels.

First, this concept has been successfully used in computer vision (CV). For
example, it has been quite common to pretrain models on massive raw image datasets
and fine-tune them with a small number of labelled images for downstream tasks,
such as image classification, image captioning, or object detection. Secondly, in the
field of natural language processing (NLP), self-supervised pretraining for language
models, which include BERT [9], Generative Pre-trained Transformer (GPT) family
[10, 11, 12], and Transformer-XL [13], has improved accuracy in many target NLP
tasks, such as question answering, text classification, text summarization.

Recent research has demonstrated that self-supervised pretraining techniques
can also be sufficiently applied to acoustic data [14, 15, 16, 17, 18, 19, 20, 21]. The
representations have been learned utilizing substantial amounts of untranscribed
speech data and then leveraged for a downstream task, for instance, speech recognition.

Although numerous studies have explored self-supervised pretraining for acoustic
data and explored the performance of the learnt speech representations in downstream
tasks, such as speech recognition, no research has yet been focused on applying them
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for developing L2 ASR. Therefore, the objective of this thesis is to investigate the
applicability of self-supervised mono- and multilingual pre-trained models in low-
resource E2E L2 ASR. For this purpose, E2E ASR systems will be developed for L2
Finland Swedish, Finnish, and German by fine-tuning publicly available pre-trained
models with Wav2Vec2.0 [16] architecture. After building the models, they will be
evaluated and compared to models built following the conventional pipeline in Kaldi
[22]. The main research questions of this thesis are:

1. A model pre-trained on raw L1 speech is expected to learn representations that
capture the structure of native speech. Are these representations sufficient for
use in L2 ASR after fine-tuning on a relatively small amount of labelled L2
speech?

2. Can E2E models that are fine-tuned on a relatively small amount of data
outperform conventional ASR models?

3. Do the audio representations learned from other languages in addition to the
target L1 language improve the L2 ASR accuracy compared to the ones learned
from the target language alone?

The remainder of this thesis is organized as follows. Chapter 2 reviews the main
theoretical concepts related to machine learning. Chapter 3 describes the theory about
automatic speech recognition. The literature of self-supervised learning of acoustic
representations is surveyed in Chapter 4. Chapter 5 describes the experiments and
the results. Chapter 6 investigates the ASR systems trained in this work by analysing
their outputs. In Chapter 7, the thesis is summarized by analyzing and discussing the
obtained results, as well as answering the research questions. Chapter 8 concludes
the thesis.
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2 Machine Learning
Machine learning (ML) is a field of artificial intelligence that enables systems to au-
tomatically learn and improve from experience without being explicitly programmed.
Machine learning algorithms aim to learn patterns from substantial amounts of
information, also called training data, with minimal human intervention. Based on
the patterns identified during the training process, the machine learning systems are
able to make predictions or decisions on the new, previously unseen data.

Deep learning (DL) is a subfield of machine learning that focuses on algorithms
based on artificial neural networks (ANNs). Machine learning algorithms typically
require handcrafted features which are not always guaranteed to be optimal for the
target task. In contrast, deep learning systems extract the features automatically
and learn on their own errors, thus requiring much less human intervention compared
to ML algorithms. However, due to the complex structure and large number of
learnable parameters, deep learning algorithms require much more training data for
reasonable performance compared to traditional machine learning systems.

2.1 Artificial Neural Networks
Artificial Neural Networks (ANNs) are a family of models that adopts studies of the
human brain and nervous system. ANNs emulate biological neural systems by using
the concept of a perceptron proposed in [23]. ANNs with multiple layers between
the input and output layers are called deep neural networks (DNNs). A perceptron,
also referred to as a node or a neuron, is a building block for forming layers in a
neural network. A perceptron is a computational unit that is composed of a single
or multiple inputs with corresponding weights and a bias, a weighted sum, and an
activation function. The bias b is a threshold that the perceptron should reach
before producing the output. The bias is added to the weighted sum of the inputs
before passing it to an activation function. An activation or squashing function is a
mathematical function that limits the amplitude of the output to some range. The
structure of a perceptron is illustrated in Figure 1. The output of the perceptron k
is defined as:

yk = f

(︄
n∑︂

i=1
xiwki + bk

)︄
(2.1)

where x1, ..., xn are the inputs, wk1, ..., wkn are the corresponding weights, bk, and
f is an activation function applied to the weighted sum of the inputs.

Feed-forward forward neural networks (FFNNs) are the first and the simplest
type of artificial neural networks. In these networks, the information flows only in a
forward direction without any loops. The simplest class of FFNN is a single layer
perceptron (SLP) which consists of an input and an output layer. The layers are
fully connected, meaning that each node in one layer is connected with each node
from the next layer.

Another class of FFNNs is a multi-layer perceptron (MLP) which is composed of
an input and an output layer, as well as one or more hidden layers. The intermediate
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Figure 1: An illustration of the internal structure of a perceptron [24].

layers are called hidden since they are not directly observable from the network
inputs or outputs. As in SLPs, the layers are fully connected in MLPs. The overall
architecture of an MLP is shown in Figure 2

Figure 2: An illustration of the MLP architecture [24].

2.2 RNN
Recurrent neural networks (RNNs) are a type of neural networks designed to handle
sequential data. A feed-forward neural network does not have any loops inside and
thus allows processing the inputs only in the forward direction, assuming that the
output at the current time step does not depend on the inputs from previous time
steps. In contrast, a concept of internal memory is implemented in RNNs by feeding
the calculations obtained from earlier input back to the network in order to compute
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the output of the current layer. In RNNs, the historical information of the input
sequence is stored and updated in the hidden state of the network.

The internal architecture of an RNN is shown in Figure 3. A vanilla RNN takes a
sequence of inputs x and maintains the hidden state h. At time step t, the updated
hidden state and the output are calculated as:

ht = f(Uxt + Wht−1 + b1)
ot = g(V ht + b2)

(2.2)

where xt, ht and ot are the input, the hidden state and the output at time step t; U ,
W and V stand for trainable weight matrices; b1 and b2 represent trainable bias param-
eters; f() and g() are non-linear activation functions, for example hyperbolic tangent

(as in Figure 4a) tanh(x) = exp(x) − exp(−x)
exp(x) + exp(−x) or sigmoid σ(x) = 1

1 + exp(−x) . The
initial hidden state for computing the first hidden state h1 is typically set to zero:
h0 = 0.

Figure 3: An illustration of the standard RNN architecture [25].

The standard RNN suffers from exploding and vanishing gradients. While
the first problem is related to extremely large gradient values which hamper the
learning process, the latter one refers to the case when the gradient shrinks during
backpropagation and thus stops contributing learning due to extremely small values.
To solve these issues, Long Short-Term Memory (LTSM) networks [26] are proposed.
LSTM is an extension of a standard RNN that controls the memorizing process by
utilizing a gating mechanism with non-linear gates. LSTM networks have extended
memory compared to vanilla RNNs and are able to handle long-term dependencies.

Figure 4 compares the internal structure of a standard RNN unit to the one in
an LSTM unit. A standard LSTM unit is composed of a forget gate, an input gate,
and an output gate. Given the inputs xt, ht−1, and Ct−1, the LSTM updates for the
time step t are defined as:
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it = σ (xtUi + ht−1Wi + bi)
ft = σ (xtUf + ht−1Wf + bf )
ot = σ (xtUo + ht−1Wo + bo)
C̃t = tanh (xtUc + ht−1Wc + bc)
Ct = σ

(︂
ft ◦ Ct−1 + it ◦ C̃t

)︂
ht = tanh(Ct) ◦ ot

(2.3)

where ◦ stands for the element-wise multiplication, or, Hadamard product; ft,
it and ot correspond to the output of the forget, the input and the output gates,
respectively; W and U are the learnable weight matrices of the corresponding gates;
b are bias vectors.

(a) RNN unit (b) LSTM unit

Figure 4: An illustration of the internal structure of a standard RNN unit (left) and
an LSTM unit (right) [27].

The forget gate discovers which information can be discarded. It passes the
current input vector xt and the previous hidden state ht−1 through the sigmoid
activation function and outputs the vector ft with values on a scale from 0 to 1, in
which 0 means "completely forget" and 1 stands for "completely keep".

The input gate decides which parts of the new information are important and
need to be used to modify the memory. It applies sigmoid on the current input xt and
the previous hidden state ht−1 and outputs it in which more important parts of the
input get larger values. The output of the input gate is then multiplied element-wise
by the cell input activation vector C̃t obtained by feeding xt and ht−1 to the tanh
activation function.

After the forget and the input gate produce their outputs, they are applied on
the past memory vector Ct−1. The updated cell state Ct is calculated by multiplying
element-wise Ct−1 by the forget vector ft and adding the result to

(︂
it ◦ C̃t

)︂
.

The output gate computes the current hidden state ht. Since the updated cell
state ct contains information that is not necessarily needed to be stored on the hidden
state, the output gate discovers which parts of ct should be preserved in ht and which
parts can be discarded. The output gate first processes the current input xt and



7

the previous hidden state ht−1, producing ot. The hidden state ht is the Hadamard
product of ot and tanh of the newly modified cell state Ct.

2.3 CNN
CNN, or Convnet, is a class of neural network that mainly focuses on processing
data that has a grid-like topology, for example, images or video. However, this type
of architecture is also used in other deep learning applications, for instance, NLP
tasks [28, 29, 30], after a proper transformation of the input to the matrix form. The
CNNs were introduced for the first time in a neural network called Neocognitron [31]
in 1979.

Figure 5 shows a simple CNN model LeNet-5 [32] introduced in 1998 for handwrit-
ten digit classification. The model has three convolutional layers, two subsampling
layers, also called pooling layers, and two fully-connected layers.

Figure 5: An illustration of a basic Convolutional Neural Network LeNet-5 [32].
Convulutional, subsampling and fully-connected layers are labelled as Cx, Sx and
Fx, respectively.

The convolution layer is one of the core elements of a CNN network that performs
the feature extraction. In this layer, the kernel which is a set of learnable parameters
is applied across the input. The kernel acts as a filter that is slid with a specified
step size (stride) over the input tensor during the forward pass. The dot product
is calculated between the kernel and the parts of the input, resulting in the output
tensor called feature map. Given the input of size Win × Win × Din, the output
dimension can be calculated as:

Wconv = Win − F + 2P

S
+ 1 (2.4)

where F is the kernel size, P is the optional padding value, and S in the stride
value. The size of the output tensor is then Wconv × Wconv × Dconv, where Dconv

stands for the number of the output channels specified in the convolution layer, also
corresponding to the number of kernels.

Since convolution is a linear transformation, some activation function is usually
applied in the convolutional layer in order to introduce non-linearity into the network.
According to [33], the rectified linear unit (ReLU) f(x) = max(0, x) is the default
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recommendation for modern neural networks such as CNNs. However, also other
activation functions can be applied, for example tanh or sigmoid.

A pooling layer is typically applied to the output of the convolution layer. The
task of the pooling layer is to reduce the dimensionality of the feature maps in order
to decrease the number of parameters and computational costs in the network. The
pooling kernel slides through the input, similar to the convolution step. The output
dimension of the pooling layer is defined as:

Wpool = Wconv − F

S
+ 1 (2.5)

where F is the pooling kernel size, and S stands for the stride value. The number
of channels remains the same after the pooling operation.

Apart from the convolution layer, there are no learnable parameters in the pooling
layer. Instead, there is a pre-defined pooling operation to be applied on the parts
of the feature maps. The most popular functions in the pooling operation are max
pooling, which chooses the largest element from each of the sections, and average
pooling, which computes the average value for each part of the tensor.

The output of the last convolution or pooling layer of the network is usually
flattened, or, reshaped into a one-dimensional vector, and passed to one or multiple
fully-connected layers. The aim of the fully-connected layers is to map the feature
maps into the final output, for example, classification, in which the output dimension
of the final layer corresponds to the number of classes. Fully-connected layers connect
each neuron of one layer to each neuron of the next layer, as in a regular feed-
forward neural network. Each of these layers is followed by an activation function,
for example ReLU. The nonlinear function applied on the last fully-connected layer
depends on the final task of the network. For instance, in multi-class classification,
softmax f(xi) = exp(xi)∑︁

j exp(xj)
is a typical choice for the activation function according

to [34], because it performs normalization of the output values of the final fully-
connected layer by transforming them into non-negative values which sum up to 1,
thus converting them into the probabilities of each target class.

2.4 Transformer
The Transformer [35] is a neural network architecture presented in 2017 for sequence
transduction. Sequence transduction stands for any task in which an input sequence
of elements is transformed into another sequence. Apart from earlier sequence-to-
sequence models, Transformer is the first one which relies entirely on the attention
mechanism for computing representations, without applying any recurrence or convo-
lution for computing the importance of each part of the input data. This architecture
has served as a basis for many SOTA methods in NLP [9, 10, 36] and ASR [37, 16, 38]
tasks.

The Transformer architecture is shown in Figure 6. On a high level, it consists
two main types of blocks, or mechanisms, called encoder and decoder. While the aim
of the encoder is to map the input data x = (x1, x2, ..., xn) into high-dimensional
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encodings z = (z1, z2, ..., zn) by selectively attending to different segments of the
input sequences, the task of the decoder is to convert the encoder representations
z = (z1, z2, ..., zn) into the output sequences y = (y1, y2, ..., ym). Both encoder and
decoder consist of a stack of multiple layers with identical structures but non-shared
weights. The vanilla Transformer is composed of N = 6 encoder and N = 6 decoder
layers.

Figure 6: Illustration of the Transformer architecture, including the multi-head
attention, as well as the scaled dot-product attention [35].

The encoder layer is composed of two parts: a self-attention sub-layer (see the
middle part of Figure 6) and a fully-connected feed-forward network. Each sub-layer
has a residual connection (F(x) + x) and is followed by layer normalization [39].
Self-attention is the technique which the Transformer applies in order to attend to
other tokens in the input sequence while it encodes a specific token.

A single attention layer, or, head is shown in the right part of Figure 6. In the
figure, Q, K and V stand for the query, the key and the value matrices, respectively.
They are computed by multiplying the input embedding matrix by the weight
matrices included into the self-attention layer: W Q ∈ Rdmodel×dk , W K ∈ Rdmodel×dk ,
and W V ∈ Rdmodel×dv .

Given Q, K and V , the output of the self-attention layer is calculated as:

Attention(Q, K, V ) = softmax
(︄

QK⊤
√

dk

)︄
V (2.6)

After obtaining Q, K and V , the dot products of the query with all keys are
calculated, divided by dk and normalized by the softmax function. The dot products
are scaled with a factor of 1√

dk

in order to make the gradients more stable. This
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scaling factor prevents the softmax function from getting into areas where it has
extremely small gradients. The obtained attention weights (output of softmax) are
applied to all the tokens in the sequence encoded in the value matrix V by matrix
multiplication.

Rather than applying a single attention head, the Transformer uses the multi-head
attention mechanism. The self-attention layer contains h = 8 parallel attention heads.
Each of them has its own set of query, key and value weight matrices that project
the inputs into different representation subspaces. In order to reduce the extra
computational cost affected by multiple attention layers, the dimension of the queries,
keys and values is reduced to dk = dv = dmodel

h
= 64. The multi-head attention is

calculated by concatenating the outputs of the attention heads and multiplying the
resulting matrix by the additional weight matrix W O ∈ Rhdv×dmodel :

MultiHead(Q, K, V ) = Concat(head1, ..., headh)W O (2.7)
where headi is the output of the attention head i calculated as in Eq. 2.6.
The output matrix obtained by the multi-head attention layer is fed into the

fully-connected feed-forward layer. This network is composed of two linear layers
with the ReLU activation function between them:

FFN(x) = max(0, xW1 + b1)W2 + b2 (2.8)
While the inner-layer of the feed-forward network has the dimensionality of

dff = 2048, the last layer produces outputs of size dmodel = 512. The output of the
feed-forward network is then propagated to the next encoder block.

The decoder block consists of three sub-layers with residual connections around
them and layer normalization on top of them. In addition to a self-attention and a
feed-forward sub-layer used on the encoder side, there is another multi-head attention
element which attends to different parts of the input sequence. This component
operates similar to the self-attention sub-layer, except it computes its query matrix
Q from the previous layer, but key and value attention matrices K and V are taken
from the top encoder output. The self-attention sub-layer in the decoder is also
modified: it is supplemented with masking before the softmax step in order to restrict
it from attending to future positions of the output sequence.

There is a linear layer on top of the decoder stack which converts the decoder
output into logits vector which can be regarded as a vector with scores for each
token of the model vocabulary. The softmax layer then transforms the scores into
probabilities, and the token with the highest probability is chosen. This token is
added to the decoder input sequence and passed to the decoder in order to produce
the next output. The decoding process is repeated iteratively until the decoder
outputs the special, end-of-sentence (EOS), token.

The decoder input is also shifted to the right by one position. In fact, the first
position is filled with a start-of-sentence token which is hence the first token to be
passed to the decoder. Therefore, the target sequence is the decoder input without
shifting (no start-of-sentence token at the beginning) and with an EOS token at the
end.
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Before feeding source sequences into the encoder and target sequences to the
decoder, they are converted into low-dimensional vector representations, or, embed-
dings. The standard Transformer applies learned input and output embedding layers,
rather than utilizing pretrained embeddings, such as Word2Vec embeddings [40]. It
also shares the weight matrix between the input and output embedding layers. These
layers transform tokens into vectors of dimension dmodel = 512.

Since the Transformer does not include any recurrence or convolution, positional
embeddings are added in order to encode the positional information about the tokens.
These encodings are summed with input and output embeddings before the latter are
passed to the encoder and the decoder stacks, respectively. The following sinusoidal
functions are used in order to inject the order of tokens in the model:

PEpos,2i = sin
(︃

pos

100002i/dmodel

)︃
PEpos,2i+1 = cos

(︃
pos

100002i/dmodel

)︃ (2.9)

where pos stands for the position, i for the dimension and dmodel for the dimension
of token embeddings. Using the sinusoidal functions, the model is able also to scale
to previously unseen sequence lengths that are longer than the ones in the training
set.

2.5 BERT
Bidirectional Encoder Representations from Transformers (BERT) [9] is one of
the models that leverage the Transformer architecture described in the previous
section. More precisely, it is a bidirectional language model which is composed of
Transformer encoder layers and trained on unlabelled text by jointly conditioning
on both left and right context in all layers. BERT can be applied for both feature
extraction purposes and fine-tuning on downstream NLP tasks, for example, sentence
classification, question answering, and named entity recognition (NER). The overall
model architecture is shown in Figure 7.

BERT pre-processes the training text data by applying WordPiece [41] tokeniza-
tion. Initially, the model vocabulary is defined with all the individual characters
in the language. After that, the most frequent character sequences are iteratively
added, resulting in a sub-word vocabulary. BERT has a 30000 token vocabulary, in
which "##" is used to represent sub-words.

There are two types of special tokens used in BERT. First, there is a special
classification token [CLS] which is added at the beginning of each input sequence. The
purpose of this token is to capture the entire sequence representation for classification
tasks. Also, there is a [SEP] token inserted at the end of each sentence.

After tokenization, BERT transforms tokens into embeddings, as shown in Figure
8. The final input representations are computed by adding up three different types
of embeddings. The first two are learned token and positional embeddings, as in
the vanilla Transformer. The position embeddings support sequence lengths up to
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Figure 7: Illustration of the BERT model architecture [9]. Ei represents the em-
bedding representation of token i, Ti stands for the final output and Trm are the
intermediate representations obtained by Transformer encoder layers.

512 tokens. In addition, learned segment embeddings are added in order to indicate
whether a token belongs to the first or the second sentence of the sequence. These
embeddings can be regarded as token embeddings with a vocabulary of size 2.

Figure 8: BERT input representation [9]. The input embeddings are obtained by
summing the token embeddings, the segment embeddings and the position embed-
dings.

As in the vanilla Transformer model, the input embeddings are passed through
the stack of encoder layers in BERT. There are two model configurations for BERT
proposed in [9]: Base and Large. BERT Base has 110 million parameters and consists
of 12 encoder layers, each of which has 12 attention heads. BERT Large has 340
million parameters in total and is composed of 24 encoder layers with 16 attention
heads each. In addition, the hidden size is increased compared to the one in the
vanilla Transformer up to 768 and 1024 in BERT base and large, respectively.

BERT models are pre-trained on text data using two self-supervised tasks. First,
BERT adopts masked language model (MLM) concept in order to learn represen-
tations. Before passing the input sequences into the model, 15% of the tokens are
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randomly chosen, from which 80% are masked by replacing with a special [MASK]
token, 10% are replaced with a random token, and the rest 10% remain unchanged.
The model task is then to predict the correct tokens based on the context. For that
purpose, a linear classification layer with softmax is added on top of the last encoder.
The second pre-training task is next-sentence prediction, in which, given a pair of
sentences, the model is required to predict if the second sentence is the true next
sentence in the original text corpus. While 50% of the sentence pairs are subsequent
sentences, a random sentence from the corpus is put as the second sentence in the
rest 50% of the inputs. In this binary classification task, the true labels would be
"IsNext" and "NotNext" for the fists and the second case, respectively. During training,
the final encoder representation of the [CLS] token is fed to a linear classification
layer with softmax which outputs the probabilities for the categories "IsNext" and
"NotNext".

After pre-training the BERT model, it can be fine-tuned for various NLP down-
stream tasks involving either single sequence or sequence pairs. Typically, this is
done by initializing a fully-connected layer on top of BERT and training the model
on labelled data to adjust all the parameters. Since the model is pre-trained on large
amounts of text data, the learned representations already capture some structural
information about the language. As a result, a few training epochs (from 2 to 4
according to BERT’s developers) are sufficient in order to tune the weights of the
bottom layers and train the new, randomly initialized, classification head.
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3 Automatic Speech Recognition

3.1 Conventional ASR
Automatic speech recognition is the process of identifying spoken words in speech
waveform and converting them into text. Conventional ASR systems involve separate
components, as illustrated in Figure 9. The feature extractor transforms audio into
feature vectors, or, observations O = (o1, o2, ..., oT ). The observations are fed into an
acoustic model which provides likelihoods of observations conditional on phoneme
sequences. The language modelling component computes the a priori probability
distribution over the word sequences P (W). The lexicon, or, the pronunciation
dictionary, is used for mapping the phoneme sequences to words, resulting in a
posteriori probability distribution P (O|W).

Figure 9: Conventional ASR pipeline.

Overall, the task of an ASR system is to find the most likely word sequence W∗,
given the observation sequence, by maximizing the posterior probability P (W|O):

W∗ = arg max
W

P (W|O) (3.1)

Using the Bayes’ rule, Eq. 3.1 can be rearranged as:

W∗ = arg max
W

P (O|W)P (W)
P (O)

= arg max
W

P (O|W)P (W) (3.2)

where P (O|W) is represented by the acoustic model and P (W) is represented
by the language model. The denominator (the likelihood of observations P (O)) can
be eliminated from the equation, since it has no effect on the Maximum A Posteriori
(MAP) decision.

3.1.1 Feature Extraction

Mel Frequency Cepstral Coefficients (MFCCs) [42] are typically used as an input
to an acoustic model. MFCCs are a compact representation of the audio spectrum
which takes into account the human perception of sounds.
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The MFCC feature extraction starts with the pre-emphasis step. The aim of the
pre-emphasis stage is to balance the audio spectrum by boosting higher frequencies
which are suppressed due to the structure of humans’ voice production mechanism.
The speech waveform s(n) is usually sent to a high-pass filter (HPF):

s̃(n) = s(n) − αs(n − 1) (3.3)

where s̃(n) stands for the output of the filter, and α is a pre-emphasis filter
constant which is usually set to 0.9 < α < 1.0 [43].

The pre-processed audio signal is split into 20-30ms frames with around 10-15ms
overlap. For each frame, windowing is applied in order to remove the discontinuities
caused by the framing process. In general, Hamming window is used:

w(n) = 0.54 − 0.46 cos
(︃ 2πn

N − 1

)︃
(3.4)

where N is the length of the filter and n = 0, 1, ..., N − 1.
Discrete Fourier Transform (DFT) is applied on each windowed frame to transform

them from the time domain to the frequency domain. The DFT of an audio frame is
defined as:

X(k) =
N−1∑︂
n=0

= x(n) exp
(︄

−2πikn

N

)︄
(3.5)

where N is the number of points in DFT and 0 ≤ k ≤ N − 1.
After DFT, Mel spectrum is computed by feeding the transformed signal to a set

of triangular band-pass filters called Mel-filterbank shown in Figure 10. The Mel
scale [44] estimates the human ear perception of the frequency content of sound. The
Mel-scale is linear for frequencies below 1kHz and logarithmic for frequencies above
1kHz:

fMel = 2595 log10

(︄
1 + f

700

)︄
(3.6)

where f is the frequency in Hz.

Figure 10: Mel-filterbank [45].
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The Mel spectrum obtained by computing the power spectrum and applying the
Mel weighting filters on it:

s(m) =
N−1∑︂
k=0

|X(k)|2Hm(k) (3.7)

where |X(k)|2 stands for the power spectrum, 0 ≤ m ≤ M − 1 is the filterbank
number, and Hm(k) is the weight given to the k-th spectrum bin. Hm(k) is calculated
as:

Hm(k) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

0, k < f(m − 1)
k − f(m − 1)

f(m) − f(m − 1) , f(m − 1) ≤ k ≤ f(m)
f(m + 1) − k

f(m + 1) − f(m) , f(m) ≤ k ≤ f(m + 1)

0, k > f(m + 1)

(3.8)

Finally, discrete cosine transform (DCT) is applied on the Mel-weighted spectrum.
DCT helps to decorrelate the signal and provides the MFCCs. The Mel spectrum
is usually converted to the log scale before performing DCT. The n-th cepstral
coefficient is calculated as:

c(n) =
M−1∑︂
m=0

log10(s(m)) cos
(︄

πn(m − 0.5)
M

)︄
(3.9)

Typically, 8-13 cepstral coefficients are used in order to represent the shape of
the spectrum. In addition, extra information about the temporal changes in the
signal and the changes of these temporal changes can be obtained from MFCCs by
calculating their first- and second-order derivatives. These features are called deltas
(∆) and delta-deltas (∆∆), respectively.

3.1.2 Acoustic Model

An acoustic model incorporates a statistical representation of phonemes which are
the smallest speech units that distinguish between meanings. Given an acoustic
feature frame, the acoustic model estimates the probability of each phoneme being
pronounced there.

Typically, the context of phonemes is also taken into account by the acoustic
model, since it affects the pronunciation. In context-dependent acoustic modelling,
triphones are used. A triphone consists of a phoneme and its left and right context.
For example, triphone "t − a + l" stands for the phoneme "/a/" preceded by the
phoneme "/t/" and followed by the phoneme "/l/".

The acoustic model usually uses hidden Markov models (HMMs) for modelling
the sequential structure of speech. A hidden Markov model is composed of a sequence
of states and a state transition probability matrix that stores the probabilities of
moving from one state to another. Figure 11 shows a three-state HMM which is a
standard model for modelling a triphone, for example.
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Figure 11: An illustration of a three-state, left-to-right HMM, labelled with states si,
emission distributions oi, and transition probabilities aij [46].

Each state of an HMM has also a conditional distribution of observations, also
known as emission distribution. Conventionally, parametric probability density func-
tions represented as a weighted sum of Gaussian component densities, or, Gaussian
mixture models (GMMs), have been used for modelling the emission distributions.
Alternatively, different model architectures based on the combination of ANNs and
HMMs have been proposed since the beginning of 1990s [47]. For the first time,
hybrid deep neural network hidden Markov models, or, HMM-DNNs, have been
successfully applied to large-vocabulary ASR task in [48]. During the last decade,
hybrid HMM-DNN acoustic models have been employed in many state-of-the-art
speech recognition solutions and outperformed conventional HMM-GMM models.

LSTM (see Section 2.2) and time delay neural network (TDNN) [49] are typically
used as DNN architectures in hybrid acoustic models, since they have proven to be
efficient in handling the context information of speech [50, 51]. TDNN, also known
as one-dimensional CNN, is a feed-forward multi-layer network with a hierarchical
structure. In a TDNN, each layer processes a context window of the previous layer.
As a result, the total receptive field increases while moving towards higher layers
of the network. An example TDNN architecture is shown in Figure 12. In order to
reduce the number of parameters and the computational complexity in a TDNN,
sub-sampling [51] can be applied. With the sub-sampling technique, only a sampled
subset of timestamps is processed in each hidden layer. For example, with sub-
sampling enabled, layer 2 of the TDNN from Figure 12 splices sampled input at
frames t − 1 and t + 2, where t is the index of the current frame.

3.1.3 Language Model

A language model is a statistical tool for analyzing linguistic patterns in a human
language. It is usually trained on large corpora of plain text. Based on the training
set, the LM computes the probability distribution over the word sequences. After
training, the model is able to estimate the probability of a word in a sentence based
on the previous words, or, the history.
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Figure 12: An illustration of TDNN internal structure [51]. Red lines indicate
computations with sub-sampling, while red+blue lines indicate computations without
sub-sampling.

The language model is responsible for computing the probability of a word
sequence P (W) = P (w1, w2, ..., wN ) from Eq. 3.2. The probability can be calculated
using the chain rule:

P (W) =
N∏︂

i=1
P (wi|w1, ..., wi−1) (3.10)

The probability of a word given the word history can be derived from relative
frequency counts. More precisely, the number of times this word follows the preceding
sequence is divided by the number of all possible continuations of the sequence:

P (wi|w1, ..., wi−1) = C(w1, ..., wi)
C(w1, ..., wi−1)

(3.11)

However, this technique is not always feasible due to the large variability of
possible contexts. N-gram language models approximate Eq. 3.10 with a Markov
assumption by restricting the context to N − 1 last words. Therefore, the conditional
probability of the next word in a sentence is approximated in an n-gram language
model of order N as:

P (wi|w1, ..., wi−1) ≈ P (wi|wi−N+1, wi−1) (3.12)
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Some word sequences from the test set might not appear in the training set.
Initially, such sequences have zero probability in a language model. However, an
unknown n-gram in a sentence would result in a zero probability of the whole sequence
in Eq. 3.10. To prevent the language model from assigning zero probability to unseen
n-grams, smoothing techniques are applied. Smoothing is the process of reallocating
some probability mass to previously unseen events. Various smoothing techniques can
be applied in n-gram language models, for example, additive smoothing, Kneser-Ney
smoothing [52], or Katz smoothing [53].

Since n-gram LMs are Markov models, they are not able to capture long term
dependencies in natural languages. Furthermore, the representational power of such
models is limited, since they only store statistics on the occurrences of the words and
the n-grams from the training set. To overcome these limitations, neural network
language models have been developed. These networks can handle longer word
histories and learn powerful representations which capture syntactic and semantic
features from raw text corpora. In neural LMs, words are mapped into a continuous
space, in which words with similar contexts are located close to each other. The
neural language models applied in automatic speech recognition are usually recurrent
neural networks [54, 55, 56] or Transformer-based [10, 11, 57, 13].

However, neural language models are computationally expensive and slow in
comparison to n-gram language models. As a result, they are not typically used in
conventional ASR systems for decoding in the first pass. Instead, they are often
applied in the second pass rescoring after an n-gram language model has reduced
the search space in the first pass decoding.

3.1.4 Lexicon

A lexicon, or, a pronunciation dictionary is a collection of words with corresponding
transcriptions, or, pronunciations, designed using a pre-defined set of phonemes.
The lexicon is used by a conventional ASR system for mapping words to phoneme
sequences. The vocabulary of the ASR system is defined by the lexicon together
with the LM. A larger lexicon reduces the number of out-of-vocabulary words and
thus positively affects the overall accuracy of the system.

Table 1 shows an example of an English lexicon. The transcriptions are written
ARPAbet format which is widely used in speech processing. Alternatively, other
phonetic alphabets can be used for writing phonetic transcriptions in the pronunci-
ation dictionary, for instance, the Speech Assessment Methods Phonetic Alphabet
(SAMPA) [58]. The first row of the example lexicon corresponds to the silence token,
while the following three rows are spoken noise entries. <UNK> stands here for
"unknown" and is used for OOV words.

Some words may have identical pronunciation but different meanings and typically
spelling, for example, "eight" and "ate" (the past tense of "eat"). These words are
called homophones. In case when the ASR system decodes a phoneme sequence
corresponding to a transcription of a homophone, the word with higher LM probability
is chosen. There are also words with multiple correct pronunciations, for example,
"data" which can be spelt in two different ways.
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# SIL
<UNK> SPN
<aaah> SPN
<mmm> SPN
eight EY T
ate EY T
data D EY T AH
data D AE T AH

Table 1: An example of an English lexicon.

Some languages have simple spelling rules. For example, in Finnish, each phoneme
is represented by one grapheme, or, letter, and each letter stands for one phoneme for
most native words. As a result, most pronunciations can be generated automatically
for such languages. Some exceptions, however, should be handled manually, such as
words borrowed from other languages.

In contrast, for languages with complex orthographies, such as English, German,
or Swedish, a lot of manual work is required for creating a pronunciation dictionary
for the reason that these languages have letters with multiple possible pronunciations
depending on the position in the word. Furthermore, a specialized linguist is
typically needed for making an L2 lexicon, since it should have alternative, non-native
pronunciations which do not completely follow the spelling rules of the language.

3.2 End-to-End ASR
Despite the popularity and the high performance of conventional hybrid HMM-
DNN ASR models, they still have several drawbacks. First, these systems have
complex multi-module architecture, in which each of the individual blocks has to
be optimized separately. Since the components are trained separately with different
objectives, there might be incoherence in optimization, which makes it even more
difficult to achieve high accuracy of the ASR system. In addition, the decoding
and inference require integrating all the internal modules of the conventional ASR
system, thus making the process slow and complicated. Secondly, HMM-based
models use conditional independence assumptions which are not valid for speech,
potentially degrading the ASR performance. Lastly, creating the lexicon is a cost
and time-consuming process, because it typically needs to be performed manually
by a human expert. The pronunciation dictionary might also contain human errors
which affect the overall performance of the ASR.

To overcome the issues of the conventional ASR models, extensive research
[59, 60, 61, 62, 63, 64, 65, 66, 67] has been done towards developing neural network-
based end-to-end (E2E) systems that integrate the pronunciation, the acoustic, and
the language modelling modules into a single model. End-to-end ASR architectures
enable the joint optimization of these components while training a single network.
These systems act as sequence-to-sequence models which directly convert the raw
audio or the acoustic features into graphemes or word sequences. Therefore, both
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the training and the decoding pipelines are simplified in comparison to the hybrid
HMM-DNN models. However, end-to-end models have also some serious limitations,
for example, they require much more training data than hybrid ASR systems in
order to achieve similar WER, since they are prone to overfitting when the amount
of training data is limited.

The end-to-end ASR architectures can be divided into attention-based encoder-
decoder systems and connectionist temporal classification (CTC) approaches. In
addition, there are RNN-Transducers which can be regarded as an extension to the
CTC-based methods. The internal structure of these model structures is illustrated
in Figure 13.

(a) Attention-based model (b) CTC-based model (c) RNN-Transducer

Figure 13: A schematic representation of the main types of end-to-end architectures
for ASR [68].

Attention-based encoder-decoder networks (see Figure 13a) have been first pro-
posed in the field of neural machine translation (NMT) [69]. In speech recognition,
the encoder is a network which acts as an acoustic model and transforms the acoustic
features x = (x1, x2, ..., xT ) into hidden representations henc = (henc

1 , ..., henc
T ). In

addition, there is a decoder network which outputs logits hdec
u . The logits at step u

are generated by the decoder using the label yu−1 predicted at the previous step and
the context vector cu computed by the attention module. Finally, the softmax layer
transforms the logits into a probability distribution P (yu|yu−1, ..., y0, x) over the next
label yu, conditioned on the previous predictions and the whole input sequence. The
labels are generated by the ASR system until the special end-of-sentence token is
predicted.

Since the attention mechanism acts on all the encoding results, the system has
to wait until the whole sequence is processed by the encoder before starting the
decoding. As a result, standard attention-based E2E ASR systems have long delay
and are not suitable for streaming speech recognition without further modifications
in the architecture. Another limitation of these systems is that they can be used
efficiently only to recognize utterances that are not longer than training samples,
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otherwise their performance degrades [63, 69].
The CTC criterion has been first introduced in [70] as an alignment-free method

for training E2E models. CTC-based E2E ASR models (see Figure 13b) have the
simplest overall structure compared to other types of E2E ASR systems. The encoder
is the only component which needs to be trained in a standard CTC-based model.
Also, CTC models have short prediction delay, since they perform token-level iterative
decoding.

The process of mapping the input audio sequence x to the text sequence y in CTC-
based E2E ASR models is illustrated in Figure 14. The model input is first fed to the
encoder network which transforms it into a sequence of logits henc = (henc

1 , ..., henc
T ).

The logits are passed to a softmax layer which outputs a probability distribution
P (ŷt|x) over the set of target labels for each time step t. In CTC-based models
the set of grapheme outputs is augmented with a special "blank" token "ϵ". The
system computes the probabilities of all possible hard alignments, in which the output
sequence length corresponds to the input sequence length. The overall computation
cost of this operation is reduced by dynamic programming algorithm which allows
merging alignments which have reached the same output label at the same time step.
Finally, CTC merges the consecutive repeated tokens and removes blank symbols
and produces the probability distribution over the output sequences. The conditional
probability of the output sequence given the input sequence is defined by CTC as:

P (y|x) =
∑︂

ŷ∈B(y,x)

T∏︂
t=1

P (ŷt|x) (3.13)

where B(y, x) defines the set of all possible sequences of length |x| = T which
are composed of the target labels and the blank symbol.

One of the main drawbacks of CTC-based systems is the conditional independence
assumption. As can be noticed from Eq. 3.13, CTC assumes that output tokens
do not depend on each other during enumerating the hard alignments. However,
this is not true for speech. Therefore, many CTC-based end-to-end ASR models
[61, 72, 73, 74] incorporate an external LM in order to improve the ASR performance.
Although the language model decreases the WER, these systems do not follow the
end-to-end principle, since the LM component is trained separately. Furthermore,
an external LM increases the overall computational cost of the ASR system and the
prediction delay.

RNN-Transducer [59] fixes the conditional independence assumption of CTC-
based models by introducing a recurrent prediction network. While the encoder can
be treated as an acoustic model, similar to other end-to-end ASR architectures, the
prediction network acts as a language model component. In addition, a joint network
is added to the model. The whole structure of the RNN-Transducer is illustrated in
Figure 13c.

The prediction network processes the previously predicted grapheme label yu−1
and outputs the vector pu that depends on the whole sequence of the previous
grapheme outputs y0, ..., yu−1 in which y0 is the special start-of-sentence token. This
vector is fed into a joint network along with the encoder output henc

t . The joint
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Figure 14: ASR pipeline in CTC-based end-to-end ASR models [71].

network computes the logits zt,u as follows:

hjoint
t,u = f (W1henc

t + W2pu + b1)
zt,u = W3hjoint

t,u + b2
(3.14)

where f is an activation function, for example tanh, W are the weight matrices,
and b refer to the bias terms. The logits are then fed into the softmax layer which
outputs a probability distribution over the set of the target tokens with the blank
symbol included.

Compared to other end-to-end ASR architectures, RNN-Transducers require
much more memory for training [75]. In addition, training an RNN-Transducer is
itself complex [76]. Furthermore, these models require a softmax operation on every
input-output pair, which increases the overall computational complexity.
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4 Self-Supervised Acoustic Modelling
Self-supervised learning is a learning method that does not require human-annotated
data. Sometimes it is regarded as a form of unsupervised learning. However,
unsupervised learning is typically concentrated on specific data patterns, for example,
clustering. In contrast, self-supervised learning algorithms do not usually perform
any grouping or clustering of the data. Instead, in self-supervised learning, some
supervised learning task is automatically generated out of the unlabelled data. In
general, it aims to recover hidden or missing parts or properties of the input data
given an unhidden part of the same input. In order to solve such tasks, the machine is
forced to learn powerful representations which carry the semantics or structure of the
data. These learned representations are expected to be useful in various downstream
tasks, usually after fine-tuning with few labels.

Recently, various self-supervised speech representation models have been proposed,
for example vector quantised variational autoencoder (VQ-VAE) [21], Mockingjay
[18] and Audio ALBERT [19]. In this work, Wav2vec 2.0 architecture [16] is utilized
for obtaining deep acoustic representations. The rest of this section describes in
detail the Wav2Vec framework and its variants.

4.1 Wav2Vec
Wav2Vec is a framework for learning speech representations in a self-supervised
manner presented in [14]. It should be noticed that Wav2Vec itself is not an acoustic
model. Instead, it is a speech encoder model which provides embeddings to an acoustic
model as an alternative to conventional log Mel-filterbanks or MFCC features.

Wav2Vec learns acoustic representations by predicting future samples from a
given audio signal context. A similar approach has been already applied successfully
in NLP for optimizing models from the GPT family. However, unlike text, audio
signal is high-dimensional continuous data. Therefore, there is an infinite number
of possible future audio sequences. This property of acoustic data makes it difficult
to properly model its distribution P (x). This challenge is overcome in Wav2Vec by
reducing the dimensionality of speech signals rather than modelling raw speech data.

The general structure of Wav2Vec framework is shown in Figure 15. The model
consists of two convolutional neural networks: an encoder network and a context
network, or, an aggregator. The encoder f : X → Z maps the input audio signal
xi ∈ X to the low-frequency latent representation zi ∈ Z, resulting in feature vectors
covering about 30ms of speech every 10ms. The context network g : Z → C maps v
encoder outputs zi...zi−v ∈ Z to a single contextualized representation ci ∈ C which
covers around 210ms of audio.

More precisely, instead of predicting the future audio samples directly, the training
objective of Wav2Vec is a contrastive loss which requires the model to distinguish
the true sample zi+k at the future step k from the distractors, or, the negatives z̃:

Lk = −
T −k∑︂
i=1

(︃
log σ(z⊤

i+khk(ci)) + λE
z̃∼pn

[log σ(−z̃⊤hk(ci))]
)︃

(4.1)
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Figure 15: Illustration of the Wav2Vec framework [14].

where σ(x) = 1
1 + exp(−x) is the sigmoid function and hk(ci) = Wkci + bk is a

k-specific affine transformation which is applied to the contextualized representation
ci. log σ(z⊤

i+khk(ci)) represents the probability of zi+k being the true sample. The
second part of the equation represents the expectation of probability of distractors.
λ = 10 negative samples are picked from the same audio sequence uniformly with the
probability pn(z) = 1

T
where T is the total number of latent representations in the

sequence. Finally, the total loss to be optimized is the sum over all the k = 1, 2, ...K
steps L = ∑︁K

k=1 Lk.
The results obtained by the developers of the framework in [14] have demonstrated

that self-supervised acoustic representations can provide an improvement in WER
over ASR systems trained on traditional log Mel-filterbank features. Furthermore,
their approach has outperformed the best character-based ASR available at the time
[1] while requiring much less labelled training data. As a result, additional research
has been done in this direction to further improve the framework.

4.2 VQ-Wav2Vec
A modified version of the Wav2Vec framework, VQ-Wav2Vec, has been introduced
in [15]. The model architecture is otherwise the same as in the original Wav2Vec,
except for the newly designed quantization layer. The purpose of this module is to
turn continuous features into discretized representations. Quantization enables direct
use of architectures from the field of NLP, for example, BERT [9].

The model architecture of VQ-Wav2Vec is illustrated in Figure 16a. The quanti-
zation component q : Z → Ẑ transforms dense feature representation z to discrete
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indices ẑ = ei where e ∈ RV ×d is a fixed-size codebook with V representations of size
d. The quantizer substitutes latent variable z with the nearest codebook vector using
one of two proposed techniques: Gumbel-Softmax [77, 78, 79] or K-means clustering
[21]. Discrete representations ẑ are then fed into the context network and the model
is optimized following the same pipeline as in Wav2Vec.

(a) VQ-Wav2Vec (b) Training pipeline

Figure 16: Illustration of the VQ-Wav2Vec framework and the full training pipeline
[15].

Argmax is a mathematical function that returns the argument x which gives
the largest value from the target function f(x). Gumbel-Softmax is a differentiable
approximation of the argmax operation for computing one-hot representations. Figure
17a shows how the nearest codebook vector is chosen using Gumbel-Softmax. First,
logits l ∈ RV representing the codebook vectors are computed by two linear layers
and the ReLU activation function between them. In a forward pass, the codeword ei

is picked by calculating i = arg maxj P (j), where P (j) is the probability of choosing
j-th index in l:

P (j) = exp(lj − log(− log(uj))/τ∑︁V
k=1 exp(lk − log(− log(uk))/τ

(4.2)

where u are samples from the standard uniform distribution U(0, 1) and τ is a
variable for the Gumbel-Softmax temperature. During a backward pass, the true
gradient with respect to the Gumbel-Softmax outputs is used.

K-means is another fully differentiable approach that can be used in the quan-
tization module of VQ-Wav2Vec. As shown in Figure 17b, K-means chooses the
codeword which is closest to the dense output of the encoder network in Euclidian
space. More precisely, ei is chosen by calculating i = arg minj ∥z − ej∥2

2.
Preliminary experiments have shown that replacing the encoder output z ∈ Rd

with a single codeword ei from the codebook might result in mode collapse which
means that only a small part of the codebook entries is used. This issue has been
solved in [15] by dividing the dense vector into G parts and transforming it into a
matrix z′ ∈ RG×(d/G) and choosing quantized representations for each part from G
codebooks, or groups, using either Gumbel-Softmax or K-means clustering. After that,
the picked codebook entries are concatenated, resulting in the discrete representation
ẑ. The codebook can be designed following one of the two possible strategies:
its entries can be either shared, resulting in a codebook of size e ∈ RV ×(d/G), or
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(a) Gumbel-Softmax (b) K-means clustering

Figure 17: Illustration of Gumbel-Softmax and K-means algorithms [15].

non-shared, giving a codebook of size e ∈ RV ×G×(d/G). In practise, VQ-Wav2Vec
developers have observed that the codebook with shared codewords generally provides
results similar to a non-shared representation.

After training VQ-Wav2Vec, the framework can be used to convert raw speech
data to discrete form. Then, the data can be applied to train a BERT network
which can help to better model the context. Original BERT model [9] is pre-trained
using two tasks: masked language modelling (MLM), when the model is required
to predict masked tokens, and next sentence prediction, when the model learns to
predict if the second sentence follows the preceding one in the original text source. In
this work, the BERT model is pre-trained using only the MLM objective, similar to
[80]. The model learns the structure of speech by predicting masked discrete audio
representations. In addition, the BERT training pipeline has been changed as in [81]
by masking spans of consecutive feature vectors instead of masking single tokens in
order to make the MLM task more challenging and improve accuracy. The speech
embeddings obtained from the trained BERT network can be then fed as an input
to an acoustic model, as shown in Figure 16b.

According to the results obtained in [15], discrete representations of VQ-Wav2Vec
together with a BERT model improve the ASR accuracy compared to the original
Wav2Vec framework. In addition, a sequence-to-sequence model has been trained
to perform speech recognition in a completely end-to-end fashion by feeding the
descrete feature vectors from VQ-Wav2Vec into a Transformer network without using
any external language model or pronunciation dictionary. Although the WERs of
this system are far from the state-of-the-art results, this is still an important step
towards E2E ASR approach the authors present in their next paper.

4.3 Wav2Vec 2.0
The training procedure of Wav2Vec2 consists of two phases. First, the model learns
acoustic representations during self-supervised pre-training by utilizing substantial
amounts of unlabelled speech data. In the second phase, supervised fine-tuning, the
model is trained on labelled speech data to correctly predict sequences of graphemes,
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or, characters, from raw audio.
The model structure of Wav2Vec2 is presented in Figure 18. Raw speech waveform

xi ∈ X is normalized to zero mean and unit variance, passed to the feature encoder
f : X → Z, and converted to latent representations zi ∈ Z. The structure of the
feature encoder in Wav2Vec2 follows the design of the one in the original Wav2Vec
and VQ-Wav2Vec except ReLU activation function is replaced by GELU [82].

Figure 18: Illustration of the Wav2Vec 2.0 framework [16].

Apart from the predecessors, where the context network is a stack of convolutional
layers, the context network g : Z → C of Wav2Vec2 is Transformer-based. More
precisely, it follows the BERT architecture except for modifications in positional
encoding. Here, fixed positional embeddings are replaced with relative positional
embeddings in order to learn relative positional information. For this purpose, a
convolutional layer is added to the Transformer network similar to [83]. Two model
configurations with different setup of the context network are proposed by the authors:
BASE and LARGE. While BASE models consist of 12 Transformer blocks and have
model dimension 768, inner dimension 3072 and 8 attention heads, LARGE models
contain 24 Transformer blocks and 16 attention heads, with model dimension and
inner dimension increased up to 1024 and 4096, respectively.

Latent representations zi ∈ Z are also discretized in the quantization module
q : Z → Q. This module is the same as in VQ-Wav2Vec and described in Section
4.2. In Wav2Vec2, the codebook entries are shared, resulting in the codebook of
size e ∈ RV ×(d/G), and the codewords are chosen by the quantization module using
Gumbel-Softmax.

In the pre-training phase, a part of latent speech representations is masked before
feeding them to the context network. Random starting indices are sampled with
the probability p = 0.065 and M = 10 subsequent time steps from each selected
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point are masked. The selected spans to be masked may also overlap. After that,
around 49% of all time steps are masked with an average span length of 299ms. The
training objective is modified in Wav2Vec2 in comparison BERT’s masked language
modelling objective by the contrastive learning.

The key idea of the contrastive representation learning is to learn to provide such
representations in which similar samples are near each other and different ones are far
from each other. In unsupervised settings, two different transformations are applied
to the input, and the model is required to recognise whether the representations
obtained after these transformations correspond to the same input. Here, the input
is a latent representation zt for which the first transformation ct is obtained from the
context network, and the second transformation occurs in the quantization module,
resulting in the representation qt.

During pre-training, the Wav2Vec2 model is required to choose the correct quan-
tized representation qt for a masked time step t within a set quantized representations
q̃ ∈ Qt. For each masked time step, the set consists of the true sample and K = 100
distractors which are chosen uniformly from the same audio sequence. Additional ex-
periments performed in [16] have shown that sampling negatives from other utterances
hurts the model performance. The contrastive loss is defined as

Lm = − log exp(sim(ct, qt)/κ)∑︁
q̃∼Qt

exp(sim(ct, q̃)/κ) (4.3)

where κ = 0.1 is the temperature in the contrastive loss and sim(a, b) = a⊤b
∥a∥ ∥b∥

stands for the cosine similarity score.
The codebook of Wav2Vec2 model consists of G = 2 groups with V = 320

codewords each. The total theoretical vocabulary size is V G = 102400 discretized
representations. In order to prevent the quantization module from using only small
subset of the entries and thus wasting the potential of the codebook, the loss function
of Wav2Vec2 is augmented with the diversity loss. The diversity loss is based on
the concept of entropy and acts as a regularization technique to force the model
to use the codewords from the codebook equally often. The entropy is defined as
H(X) = −∑︁

x P (x) log(P (x)). The largest value for the entropy is obtained when
the data has uniform distribution, or, when each event x has equal probability P (x).
In case of the Wav2Vec2 codebook, using more codewords during the quantization
procedure would increase the entropy. The diversity loss is thus implemented by
minimizing the negative entropy (equals to maximizing the entropy):

Ld = 1
GV

G∑︂
g=1

−H(p̄g) = 1
GV

G∑︂
g=1

V∑︂
v=1

p̄g,v log p̄g,v (4.4)

where p̄g is the softmax distribution of the codebook entries in group g. The
total loss function is then defined as

L = Lm + αLd (4.5)

where α is a tuned hyperparameter.
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The second training phase of Wav2Vec2, fine-tuning for the downstream task
(ASR), starts with a random initialization of a classifier, or, a linear layer projection,
on top of the Transformer network into C classes. The classes represent the vocabulary
which consists of characters and a word boundary token. The classifier is trained on
the labelled speech data and optimized with a standard a Connectionist Temporal
Classification (CTC) loss [70]. The weights of the feature encoder are frozen during
the fine-tuning and thus not updated. In addition, the quantization module is
disabled. Wav2Vec2 also applies a masking technique similar to SpecAugment [84]
during fine-tuning in order to prevent early overfitting and improve the accuracy of
the classifier. The starting indices are chosen randomly among the feature encoder
representations, and spans of M = 10 subsequent samples from each selected point
are masked. In addition, some frequency channels are masked: spans of 64 subsequent
channels are selected randomly and set to zero value. Spans may overlap for both
time steps and frequency channels.

The Wav2Vec2 models have been trained on English speech data only in [16]. The
architecture is able to achieve the SOTA results of the time on the full Librispeech
benchmark [85] for the noisy test set. Inspired by the results, the authors have further
investigated the efficiency of acoustic representations learnt by their framework and
presented a multilingual version of Wav2Vec2, XLSR [86]. The training pipeline is
the same as for original Wav2Vec2, except batches are formed by sampling training
speech utterances from a multinomial distribution (pl)l=1,...,L, where pl ∼

(︃
nl

N

)︃
,

where nl is the number of pre-training hours of language l, L is the total number of
languages used for pre-training the model, N stands for the total size of the training
speech dataset in hours, and α is a tunable parameter for controlling the importance
of high- and low-resource languages during the pre-training step.
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5 Experiments
In this section, experiments and results are presented, as well as speech corpora
used for experiments. Most experiments are performed on Swedish L2 ASR, since
there are publicly available pre-trained monolingual Swedish Wav2Vec2 models in
addition to the multilingual ones. The performance of the end-to-end ASR approach
has been analyzed and compared to the conventional method also for L2 Finnish and
German. The audio recordings used for training the models have been converted to
mono and resampled to 16000 Hz with the audio resolution of 16 bits per sample.
The transcriptions have been lowercased, and all punctuation except the apostrophe
has been removed.

To evaluate the accuracy of the ASR models trained in this work, word error rate
(WER) is used. WER is a metric based on the Levenshtein distance [87] which shows
the percentage of words in the ground truth text that is incorrectly decoded by the
ASR system and is calculated by dividing the sum of the substitutions, insertions,
and deletions in the ASR hypothesis by the total number of words in the reference
transcription. In addition, character error rate (CER) is calculated for the models
using the WER formula on the character level. CER is a useful metric for the analysis
of an ASR system when the decoding errors are minor, for example one incorrect
letter in a word. In addition, recognizing a compound word as two separate words or
vice versa would not increase the CER as much as the WER.

5.1 Datasets
5.1.1 Finland Swedish L2 Data

Finland Swedish is the Swedish dialect spoken by the Swedish-speaking population
of Finland. It differs from Swedish spoken in Sweden in pronunciation. In addition,
there are words and phrases that are not used in Sweden Swedish but exist in Finland
Swedish. Some of them are considered archaic in Sweden, while others are loanwords
from Finnish.

The language learners’ Finland Swedish and Finnish speech data used in this
work have been collected as a part of the DigiTala project [88] which aims to develop
automatic tools for the assessment of spoken Finnish and Finland Swedish languages
in order to reduce the work overload of human raters during the Finnish national
high school matriculation examination. The Finland Swedish speech data have been
collected from Finnish upper secondary high school students responding to free-form
and read-aloud speaking tasks. The speech data will become available for research
via the Language Bank of Finland1 after the additional data collection and human
assessments of the oral skill levels are finished by the end of the year 2021.

The free-form responses have been used in this work for training the ASR models.
The details on this subset of the data are summarized in Table 2. It consists of 4777
transcribed recordings with a total duration of 1156 minutes. The average duration of
a speech sample is 14.5 seconds. The samples have been recorded from 341 students

1https://www.kielipankki.fi/language-bank/
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with the spoken language proficiency level varying mostly between A1 and B2 and
answering from 1 to 19 free-form tasks. The total number of different free-form tasks
is 26. The responses have been recorded in normal classroom conditions with several
students speaking simultaneously, so the speech data include some background noise.

Task Description No. of No. of Duration,
Subtasks Responses min.

General speaking situations 10 1290 216
Image description 6 1513 484
Question answering, short responses 5 1088 131
Question answering, long responses 1 150 40
Question asking 3 735 283
Pair discussion 1 1 2
Smaller training set 25 2287 273.6
Full training set 26 4720 1146.3
Test set, clean 20 57 9.5
Test set, other _ 211 40.8
Total 26 4988 1197

Table 2: Statistics (description, number of questions, number of responses, duration
in minutes) for each task in the free-form L2 Swedish speech subset, as well as for
test and training sets used in this work and in total.

To test the ASR performance, a small set of 57 speech samples (roughly 10
minutes) from 7 speakers has been manually chosen, covering all tasks except the
pair discussion which includes only one response. Due to the small overall size of the
dataset, it was not reasonable to remove all the overlap between speakers and tasks
in the train and test sets.

In addition to the sorted free-form data, there are some transcribed but unsorted
recordings for which task prompts are unknown as a consequence of missing docu-
mentation. Another, 40-minute test set has been created out of these samples (see
Test set, other in Table 2). It includes 211 speech recordings from 84 speakers. While
speech in the samples from the small test set is mostly clear and the utterances are
relatively short, recordings from this one vary in quality. Some of them have very
low sound quality and contain other students’ background speech. Also, some of the
utterances might be responses to the read-aloud tasks. Furthermore, there have been
some errors in the transcriptions, for example, transcription together with the task
prompt or multiple different transcriptions in the transcription text file. Although
these errors have been explored and corrected manually, some small mistakes might
still remain in the transcriptions. Given these factors, the designed L2 Swedish test
sets are called clean and other, respectively. With Test set, other included, the overall
size of the L2 Finland Swedish speech dataset used in this work is 4988 recordings,
or, 1197 minutes.
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5.1.2 Finnish L2 Data

As a part of the DigiTala project, L2 Finnish data have been collected remotely from
69 upper secondary high school students in Finland in spring 2021 and manually
transcribed in June 2021. The open-source learning management system called
Moodle2 has been customized for the purposes of the remote collection of speech
data and two different test versions have been designed for B1 and B2 proficiency
levels. While most responses have been recorded in classrooms, some students have
taken the test from home.

Apart from the Finland Swedish high school speech data, this dataset has more
variability in speakers’ background. There are students who learn Finnish as a second
mother tongue (mofi, or, modersmålsinriktad finska), immigrants learning Finnish
(S2 ), as well as Finnish Swedes learning Finnish (A-finska, B1-finska).

The statistics on the Finnish high school dataset are shown in Table 3. The first
two tasks (see Reading aloud a sentence and Talking on a given topic in Table 3)
are common to the B1 and B2 versions of the test. 1063 recordings, or, around 4.7
hours of speech, have been collected in total with the average duration of a sample
of 16 seconds. Due to the very small amount of speech collected so far, all recordings
have been used for the experiments, including the microphone test responses and the
read-aloud samples.

Task Description No. of No. of Duration,
Subtasks Responses min.

(Microphone test) 1 64 5
Reading aloud a sentence 6 414 56
Talking on a given topic 1 67 47
Question asking 6 135 17and reacting to comments
Question answering, 5 136 17short responses
Single image description 1 33 17
Multiple image description 1 36 35and comparison
Opinion on a video 1 34 35
General speaking situations 4 144 50
Training set 26 977 249
Test set 15 63 30
Total 26 1063 279

Table 3: Statistics (description, number of questions, number of responses, duration
in minutes) for each task separately, as well as for test and training set and in total
for the L2 Finnish high school dataset.

In addition to transcribing the recordings, the language skills of the students
2https://moodle.com/
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have been assessed in the collected speech samples by human raters. A control set
of 40 recordings common for all the raters has been manually designed by choosing
responses of students studying different Finnish language course levels (mofi, S2,
A-finska or B1-finska) to the first two tasks common to all students and the image
description tasks. The L2 Finnish high school 30-minute test set has been obtained
by expanding this control set with randomly chosen 23 free-form responses.

The amount of L2 Finnish school speech collected in the DigiTala project is
currently less than 5 hours, which is around 4 times less compared to the size of the
L2 Swedish high school dataset. Therefore, L2 Finnish data have been expanded
with free-from audio recordings from another L2 Finnish speech dataset, referred to
as YKI set.

YKI stands for the official language proficiency test for adults in Finland. YKI
test assesses the language skills and the certificate can be used when applying for
a job or a study place, as well as when applying for Finnish citizenship. The test
consists of four parts: reading, writing, listening and speaking. There are three levels
available for Finnish: basic, intermediate and advanced.

For research purposes, the members of the DigiTala project have been provided
with transcribed recordings of 196 speakers performing the spoken part of the Finnish
YKI examination either at intermediate or at advanced level, as well as the metadata
for the speakers.

The statistics on the YKI data are summarized in Table 4. Both test versions
consist of two free-form tasks. The examinees are asked to talk on a given topic
1.5 or 2 minutes, depending on the task. The task prompts cannot be revealed
in this work due to the privacy policy. Most of the speakers, 176, have taken the
intermediate version of the test. The rest 20 speakers have taken the advanced test.
The average sample duration is about 1.7 minutes and the total duration roughly 11
hours. The audio quality is mostly good, although there is some background noise in
some recordings.

Proficiency level No. of Tasks No. of Responses Duration, min.
Intermediate 2 346 587
Advanced 2 40 68
Training set 4 368 625
Test set 4 318 30
Total 4 386 655

Table 4: Statistics (number of questions, number of responses, duration in minutes)
for each task in the free-form speech subset, as well as for test and training sets used
and in total for the L2 Finnish YKI dataset.

The recordings for the test set have been chosen manually, covering both interme-
diate and advanced level and all four different tasks. In addition, the metadata have
been used for choosing speakers with different L1 language for the test set. Since
there are at most 2 responses per speaker, the test set has been designed so that
there is no overlap between speakers in the train and the test sets.
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YKI and Finnish high school data have been combined into a single dataset which
has been used for training the L2 Finnish ASR models. More detailed information
on the resulting dataset the can be found from Table 5.

Dataset
Training Set Test Set

No. of Duration, No. of Duration,
Utterances h Utterances h

High School (FI) 977 4.2 63 0.5
YKI 368 10.4 18 0.5
Total 1345 14.6 81 1.0

Table 5: Overall statistics (number of utterances, duration in hours) on the L2
Finnish data used in this work.

5.1.3 German L2 Data

Trentino Language Testing (TLT) school data [89] have been used in this work for
ASR experiments with L2 German speech. TLT corpus is a corpus of speech samples
collected by Fondazione Bruno Kessler (FBK) research institute in schools of Italy
from students learning both English and German. The language learners are Italian
pupils, from 9 to 16 years old, belonging to the school grade levels form 5 to 11 and
the CEFR proficiency levels between A1 and B1.

Speech samples have been recorded in classrooms with around 20 pupils performing
the test simultaneously, causing extra background noise and other pupils’ overlapping
speech. Also, fixed duration of utterances was used, so that all the samples for
a specific task have equal length. As a result, there is extraneous speech and
noise captured especially in the end of the recordings. In addition, many pupils
were whispering, which makes it even more difficult to understand their speech.
Furthermore, pupils often used multiple languages (English, German and Italian)
while answering the questions.

The test for A1 speakers consists of four introductory questions (e.g. "How old
are you?") and six tasks putting the pupils in the role of a customer in a bar. A2
level test consists of tasks related to general speaking situations. Finally, B1 level
questions are otherwise similar to the A2 ones, except they add a role-play activity
in the final part of the test. The total number of tasks is 23.

Most students have performed both English and German test. In this work, only
the German part of the corpus is used for the experiments. The data resources have
been provided as part of the Interspeech 2021 non-native children speech recognition
challenge3.

A part of the collected German data has been manually transcribed, resulting
in around 5 hours of speech. The statistics of the transcribed German part of the
corpus are summarized in Table 6. In the experiments, 4 hours are used as a training
set and 1 hour as a test set. The speech data have been collected from 341 students

3https://sites.google.com/fbk.eu/ss-is2021-nonnativechildren/
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answering from 1 to 10 different tasks. 275 speakers are included in the training set
and the rest 66 in the test set.

No. of Subtasks No. of Responses Duration, min.
Training set 23 1177 236
Test set 23 273 57
Total 23 1450 293

Table 6: Statistics (number of questions, number of responses, duration in minutes)
for each task in the free-form speech subset, as well as for test and training set for
the L2 German dataset.

5.2 Baselines
As a point of comparison with Wav2Vec2 models, a chain Kaldi [22] model has been
adapted from a Tedlium recipe4. The baseline systems have been implemented for
Finland Swedish, Finnish and German. Each of them consists of an acoustic model
(AM) trained on the target speech data described in Section 5.1 and a language
model (LM) built from all the transcriptions of the dataset.

The AM is a Time-delayed Neural Network (TDNN) acoustic model with Long
Short-term Memory (LSTM). There are 6 TDNN layers of size 512 and 3 LSTM
layers of size 512 after every second TDNN layer. The input features are 40-d
high-resolution Mel-Frequency Cepstral Coefficients (MFCCs) and 100-dim i-vectors.
The TDNN-LSTM model is trained for 4 epochs with an initial learning rate (lr) of
0.001 and final lr of 0.0001. Volume perturbation and 3-way speed perturbation are
applied during training for augmenting the AM training data.

Word-level N-gram has been chosen as a type of the baseline language model due
to its fast speed, small memory cost and simplicity of implementation. More precisely,
the LM is a four-gram language model with Witten-Bell discounting applied.

Apart from from the Finland Swedish and Finnish models, the German one
utilizes a multilingual lexicon in order to model also words that do not belong to
the target language. The lexicon used for the L2 German baseline is composed
of German, English and Italian words. It should also be noticed that the Finland
Swedish baseline uses Sweden Swedish pronunciation dictionary since there is no
Finland Swedish lexicon at the time of writing.

Table 7 presents the baseline results. The Finland Swedish baseline model trained
on around 19 hours of speech (Full training set in Table 2) achieves 17.33% WER on
the clean test set. However, the WER on Test set, other is quite low, 46.89%, meaning
that almost half of the words are recognized incorrectly. One of the reasons for such
large difference compared to the WER on the clean test set is that transcriptions of
the other test set have not been included in the LM of the baseline.

The Finnish Kaldi model achieves the lowest WER among the baselines, 12.15%.
The Finnish test data have been decoded also with a LM that does not contain

4https://github.com/kaldi-asr/kaldi/tree/master/egs/tedlium/s5_r2
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the test set utterances in order to further investigate influence of the LM on the
accuracy of the ASR output. This setup corresponds to the scenario if a student
would pronounce an utterance that is likely to be previously unseen for both AM
and LM of the system. In this case, the WER of the model on the test set increases
up to 37.91% which is roughly 3 times higher compared to the WER of the original
setup.

The German baseline model has been trained on the smallest amount of acoustic
data (less than 4 hours). In addition to ultra low-resource ASR conditions, the audio
data are children speech, making the decoding more challenging. The resulting WER
of the model is quite high, 61.32%.

Kaldi Model Size of WER, %Training Data, h
Swedish 19.1 17.33/46.89 (clean/other)
Finnish 14.6 12.15
Finnish, no test transcriptions in LM 37.91
German 3.9 61.32

Table 7: The WER results for Kaldi baseline systems. Results for L2 Swedish model
contain WER for Test set, clean and Test set, other. Results for L2 Finnish model
contain also WER after decoding with a LM that does not include the transcriptions
of the test set recordings.

5.3 Pre-trained Wav2Vec2 Models
Table 8 presents the pre-trained models used in this work. For the pre-trained models,
publicly available 5,6,7 Wav2Vec2 models of two model sizes are used: Base which
includes about 95 million parameters and Large which contains up to 317 million
parameters. Three of them are monolingual Swedish models and the rest two are
multilingual models.

Two monolingual models are pre-trained on 4.5K hours of unlabelled native
Swedish speech data of VoxPopuli dataset which is sourced from European Parliament
(EP) plenary session recordings [90]: a smaller Wav2Vec2 Base model denoted
Wav2Vec2.0-4.5K-Swedish-Base, and a larger Wav2Vec2 Large model as Wav2Vec2.0-
4.5K-Swedish-Large. Another monolingual model, Wav2Vec2.0-5.5K-Swedish-Large,
is additionally pretrained on 1000 hours of Swedish local radio broadcasts by KBLab8,
the data lab at the National Library of Sweden. It should be noticed that these
models are pre-trained on Sweden Swedish which differs in pronunciation from the
Finland Swedish dialect.

Both multilingual models are built using the Wav2Vec2-Large architecture. The
one denoted as Wav2Vec2.0-XLSR-Multilingual-Large is pre-trained on about 56K

5https://github.com/facebookresearch/voxpopuli#pre-trained-models
6https://github.com/pytorch/fairseq/tree/master/examples/wav2vec#pre-trained-models
7https://huggingface.co/KBLab/wav2vec2-large-voxpopuli-sv-swedish
8https://www.kb.se/in-english/research-collaboration/kblab.html
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Model Dataset(s) Unlabelled Hours
SV FI DE Total

Wav2vec2.0-4.5K-Swedish-Base
VoxPopuli

4.5K _ _ 4.5K
Wav2vec2.0-4.5K-Swedish-Large 4.5K _ _ 4.5K
Wav2vec2.0-100K-Multilingual-Large 4.5K 4.4K 4.5K 100K

Wav2vec2.0-5.5K-Swedish-Large VoxPopuli 4.5K _ _ 5.5KSwedish Radio 1K

Wav2vec2.0-XLSR-Multilingual-Large
Common Voice
Babel 3 _ 2K 56K
MLS

Table 8: Details on pre-trained models.

hours of unlabelled speech from Common Voice [91], BABEL [92] and Multilingual
Librispeech (MLS) datasets [93], including 3 hours of native Swedish speech. The
latter one, Wav2Vec2.0-100K-Multilingual-Large, is pre-trained on the full 100K-hour
VoxPopuli dataset.

It should be noticed that the acoustic data used for pre-training the Wav2Vec2
models are quite different from the target domain. First, most of the data is native
speech. Furthermore, all datasets used during pre-training except for the Swedish
Radio dataset consist of readaloud speech only, while the target speech is mostly
free-form.

5.4 Fine-Tuning Wav2Vec2 Models
5.4.1 Fine-Tuning for L2 Finland-Swedish ASR

Fine-tuning the Wav2Vec2 models is relatively slow process and requires large amount
of GPU memory. Therefore, for initial experiments, only part of the training data
has been used (see Smaller training set in Table 2). To obtain this training set,
samples with the duration more than 11 seconds have been filtered out from the
original L2 Swedish training set, resulting in reducing of the total duration from
1146.3 to 273.6 minutes. All Wav2Vec2 models have been first fine-tuned on this
set on a single Tesla V100 GPU with 16Gb of memory for about 70-80 epochs. The
batch size of 8 has been used for fine-tuning the Base model and 4 for fine-tuning
the Large models. Fine-tuning of a single model takes around 10 hours.

Table 9 presents the word and character error rates of the fine-tuned models.
Wav2vec2.0-4.5K-Swedish-Base has the highest WERs among the models. With the
same speech data used for pretraining and fine-tuning, Large architecture provides
relative improvement of WER of 23.65% and 24.10% compared to Base architecture
on the clean and the other test set, respectively. The monolingual model with the
largest amount of Swedish speech used during pretraining, Wav2vec2.0-5.5K-Swedish-
Large, gives the best results. Surprisingly, even with ∼4 times less training data
compared to the full training set utilized by the conventional TDNN-LSTM model,
it outperforms the baseline, although the improvement of WER on the clean test set
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is quite small (1.79% of relative improvement).

Model # of Size, WER, % CER, %
Samples min. clean other clean other

Baseline
Kaldi TDNN-LSTM+LM 4720 1146.3 17.33 46.89 14.60 38.11
Models fine-tuned on a smaller training set
Wav2vec2.0-4.5K-Swedish-Base

2287 273.6
27.87 60.61 10.87 28.07

Wav2vec2.0-4.5K-Swedish-Large 21.28 46.00 9.06 21.71
Wav2vec2.0-5.5K-Swedish-Large 17.02 38.44 8.47 18.43
Wav2vec2.0-XLSR 2287 273.6 27.23 58.42 9.92 25.95Multilingual Large
Wav2vec2.0-100K 2287 273.6 21.70 52.47 8.97 23.91Multilingual Large
Models fine-tuned on the full training set
Wav2vec2.0-4.5K-Swedish-Base

4720 1146.3
17.23 33.78 7.71 16.02

Wav2vec2.0-4.5K-Swedish-Large 14.26 27.17 6.16 13.04
Wav2vec2.0-5.5K-Swedish-Large 11.91 22.47 6.16 11.09
Wav2vec2.0-XLSR 4720 1146.3 15.53 36.69 7.36 16.25Multilingual Large
Wav2vec2.0-100K 4720 1146.3 14.47 30.21 7.13 14.11Multilingual Large

Table 9: Results of experiments on L2 Swedish data conducted in this work. Columns
represent the developed models, the amount of fine-tuning data used, as well as
corresponding WER and CER.

The absolute difference in word error rates of the models is higher on the larger,
more challenging, Test set, other compared to the Test set, celan. All models
achieve around twice higher WER in comparison to WER on the clean test set. In
addition, the order of WERs and CERs remains the same, except Wav2vec2.0-100K-
Multilingual-Large which has slightly lower CER on the clean test set and higher
CER on the other test set compared to Wav2vec2.0-4.5K-Swedish-Large. Wav2vec2.0-
4.5K-Swedish-Base model yields the worst performance and achieves 60.61% WER
on the other test set. Wav2vec2.0-5.5K-Swedish-Large has the lowest WER equal to
38.44% which is still too high for an accurate ASR system.

Some of the utterances in the L2 Swedish dataset are too long to fit in the GPU
memory during fine-tuning of the Wav2Vec2 models. In order to optimize GPU
memory usage and utilize all the available speech data, several techniques have been
used.

First, gradient checkpointing [94] has been applied. When using gradient check-
pointing, the model is divided into segments with checkpoints between them. As a
result, only several checkpoints are stored in the GPU memory during the forward
propagation instead of saving all the layers’ inputs. Then, during backward propaga-
tion, the parts of the computation graph between the checkpoints are recomputed.
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This technique allows to reduce the GPU memory requirements to O(
√

n) during
training a neural network with n layers at the cost of increasing the computation
time.

Secondly, gradient accumulation has been used in order to increase the effective
batch size by dividing it into mini-batches. The mini-batches are first run by the
model sequentially without updating the model parameters, meaning that all they
use the same model variables for computing the gradients. After that, the gradients
accumulated in all these steps are utilized to calculate the model variable updates as
if the global batch size was used.

Using these techniques, the Wav2Vec2 models have been fine-tuned on the full L2
Swedish high school speech dataset. As in the previous experiments, the models have
been fine-tuned for 70-80 epochs. The batch size of 1 has been used together with 10
gradient accumulation steps for the Base model and 32 gradient accumulation steps
for the Large models, resulting in the total batch sizes of 10 and 32, respectively.
The training has been performed on a Tesla V100 32GB GPU.

The second section of Table 9 presents the results of fine-tuning the models
on the full L2 Swedish dataset. As can be noticed, all models outperform the
TDNN-LSTM baseline on both test sets. As when fine-tuned on a smaller training
set, Wav2vec2.0-4.5K-Swedish-Base provides the highest WER and CER among
Wav2Vec2 models on the clean test set. However, Wav2vec2.0-XLSR-Multilingual-
Large gives the highest WER on Test set, other which is 2.91% higher compared to
Wav2vec2.0-4.5K-Swedish-Base. After fine-tuning on the full training set, the WER
of the best model, Wav2vec2.0-5.5K-Swedish-Large, decreases from 17.02% to 11.91%
and from 38.44% to 22.47% on the clean and the other test set, respectively. Second
best model, Wav2vec2.0-4.5K-Swedish-Large, gives the same CER of 6.16% as the
best model on the clean test set. However, the corresponding WER is 2.35% higher.

5.4.2 Fine-Tuning for L2 Finnish ASR

Since there are no monolingual Finnish Wav2Vec2 models available at the time of
writing, only the multilingual models have been fine-tuned on the L2 Finnish data:
Wav2vec2.0-100K-Multilingual-Large and Wav2vec2.0-XLSR-Multilingual-Large. Al-
though the latter one has not utilized any Finnish speech during pretraining, it has
been included in the experiments with L2 Finnish ASR in order to evaluate the
effectiveness of the acoustic representations learnt from other languages.

Both models have been fine-tuned with the batch size of 1 and 4 gradient accumu-
lation steps, resulting in the total batch size increased up to 4. In addition, gradient
checkpointing has been applied in order to use also longer samples of the dataset.
Fine-tuning has been run on a Tesla V100 32GB GPU for 80 epochs. Fine-tuning a
single model on Finnish data takes around 1.5 days.

Table 10 summarizes the results of L2 Finnish ASR experiments. Neither of
the multilingual Wav2Vec2 models outperforms the TDNN-LSTM system in case
if the baseline uses the LM with the transcriptions of the test recordings included.
Wav2vec2.0-XLSR-Multilingual-Large provides the worst results among the models
and achieves 29.53% WER. While the difference in the CER between the baseline
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and Wav2vec2.0-100K-Multilingual-Large is small (0.24 absolute percentages), the
WER of the latter one is much higher (9.94 absolute percentages).

However, in case if the Kaldi model uses the LM that contains the transcriptions
of the training set only, Wav2Vec2 models perform better: the absolute difference
of WER of the baseline is 8.38% and 15.82% in comparison to Wav2vec2.0-XLSR-
Multilingual-Large and Wav2vec2.0-100K-Multilingual-Large, respectively.

Model No. of Size, WER, % CER, %Samples min
Baseline 1345 874 12.15 6.16
Baseline, No Test Transcripts in LM 1345 874 37.91 17.50
Wav2vec2.0-XLSR 1345 874 29.53 8.02Multilingual Large
Wav2vec2.0-100K 1345 874 22.09 6.40Multilingual Large

Table 10: Results of experiments on L2 Finnish data conducted in this work. Columns
represent the developed models, the amount of fine-tuning data used, as well as
corresponding WER and CER.

5.4.3 Fine-Tuning for L2 German ASR

German dataset is the smallest dataset used in this work: it is almost five times
smaller than the L2 Swedish dataset and 3.7 times smaller compared to the L2
Finnish data. In addition, it is expected to be the most challenging for the ASR,
since the data is children speech.

Both multilingual Wav2Vec2 models used for the experiments have utilized
German speech during the pretraining step (more details in Table 8). The models
have been fine-tuned on a Tesla V100 32GB GPU for 70 iterations with the total
batch size of 12 (per-device batch size of 1 combined with 12 gradient accumulation
steps) with gradient checkpointing applied. The fine-tuning process takes roughly 9
hours.

Table 11 shows the results of the experiments. As can be seen from the results,
the Wav2Vec2 models outperform the Kaldi baseline considerably in terms of the
WER and the CER. The best model, Wav2vec2.0-100K-Multilingual-Large, provides
almost twice lower WER on the test set compared to the baseline: the WER drops
from 61.32% to 33.69%. Wav2vec2.0-XLSR-Multilingual-Large is the second best
model according to the results. The relative improvement of Wav2vec2.0-100K-
Multilingual-Large over Wav2vec2.0-XLSR-Multilingual-Large is 17.65% and 12.49%
for the WER and the CER, respectively. Despite of the large improvement in the
accuracy, the Wav2Vec2 models still have relatively high WER. A deeper analysis
on the ASR outputs is provided in Section 6.
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Model No. of Size, WER, % CER, %Samples min
Baseline: TDNN-LSTM+LM 1177 236 61.32 49.56
Wav2vec2.0-XLSR 1177 236 40.91 16.89Multilingual Large
Wav2vec2.0-100K 1177 236 33.69 14.78Multilingual Large

Table 11: Results of experiments on L2 German data conducted in this work. Columns
represent the developed models, the amount of fine-tuning data used, as well as
corresponding WER and CER.

5.5 Combined Results
Table 12 summarizes the results of L2 ASR experiments performed in this work.
The Wav2Vec2 demonstrate improvement in accuracy in all three languages, except
for the case when the L2 Finnish baseline system uses the LM consisting of both
training and test transcriptions and is likely to be biased towards the correct output.
The monolingual model with Wav2Vec2-Large architecture has provided the best
results in the Swedish experiments. In addition, this model has provided the largest
improvement in terms of the WER compared to the TDNN-LSTM system on "Test
set, other". Wav2vec2.0-100K-Multilingual-Large has outperformed the XLSR model
in other languages, where there are no monolingual Wav2Vec2 models used in the
experiments.

Lang. Best Wav2Vec2 WER, % Relative difference
Model compared to baseline, %

SV Wav2vec2.0-5.5K 11.91/22.47 -31.28/-52.08
Swedish Large (clean/other) (clean/other)

FI 22.09 81.81/-41.73
Wav2vec2.0-100K (with/without test transcripts in Kaldi LM)

DE Multilingual Large 33.69 -45.06

Table 12: The results of the best Wav2Vec2 models. The columns represent target
language, model name, WER and relative change in comparison to the corresponding
Kaldi baseline.

In addition to the improvement in the WER, the Wav2Vec2 models decrease the
CER in comparison to the conventional Kaldi systems. The CER of best Wav2Vec2
models varies from 6.16% in Swedish to 14.78% in German. This seems to suggest
that the outputs produced by these end-to-end ASR models are acoustically much
closer to the reference than the outputs of the conventional ASR systems which
utilize a language model and a pronunciation dictionary. Because this would be
interesting for the L2-ASR task, a deeper analysis of the actual ASR outputs is
provided in the next chapter.
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6 Analysis of ASR Outputs
In this chapter, some of the outputs of the best models are investigated and compared
to the outputs of the conventional Kaldi ASR systems. The analysis provides an
overview on typical errors made by the conventional and the end-to-end system in
each of the three languages, as well as the main strengths and weaknesses of the
Wav2Vec2 models in comparison to the baseline.

6.1 L2 Swedish ASR Outputs
As shown in Table 13, in the first example, it seems that Kaldi does not recognize
"ansigt" ("face") and "kungligen" ("royal"), because they both do not appear in the
training dataset. However, the E2E model, interestingly, manages to extrapolate
words that are not very phonemically far from the ground truth. For the first word
"ansigt", it outputs "ansikt" which is one letter or phoneme away from the reference.
Similarly, the second word "kungligen" is recognized as "kunglingen" which again not
very far phonemically from the true label.

(1) Reference öö vad är din ansigt av kungligen i sverige
Baseline öö vad är din åsikt av sverige
Wav2Vec2 öö vad är din ansikt av kunglingen i sverige

(2) Reference jag tänker att ... kan kanske i dragsvik ... studera
Baseline jag tycker att ... kanske idag ... studera
Wav2Vec2 jag tänker att ... kan kanske ... och studera

(3) Reference ööm joensuu är jätte mysig ...
Baseline öö jag är så är jätte mysig ...
Wav2Vec2 öm jo ensu är jätte mysik ...

(4) Reference aa kan du dd kolla min än instagram öö ää bil foto
Baseline kan <garbage> <garbage> vill
Wav2Vec2 aa kan du kolla min ninstagram bil

Table 13: A comparison between the decoded output of conventional ASR and the
best model (Wav2vec2.0-5.5K-Swedish-Large) along with the ground transcripts. L2
Swedish test set.

In the example number 2, the Kaldi system outputs a word "tycker" different from
the reference while the Wav2Vec2 model produces the correct word "tänker". While
both outputs have similar meaning ("think"), the LM in the baseline favors "tycker"
while the end-to-end model adheres to the acoustic or phonetic representation. In this
particular example, the speaker does not succeed to pronounce the word "kanske" so
they repeat the first segment "kan" and Kaldi filtered out the disfluency error, while
the Wav2Vec2 ASR provides the output as-is but still fails to decode the following
proper noun "Dragsvik" (a village in Finland).

Another example of where the E2E system decodes partially correct phonetic
outputs is the word "Joensuu" recognized as "jo ensu" in sentence no. 3. On the
other hand, Kaldi’s hypothesis "jag är så" ("I am so...") is grammatically correct
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because of the LM but the middle segment "är" is still phonetically different from
that of the reference word.

While the previously analyzed sentences are from the clean test set, the last
one is from the Test set, other, in which there are more challenging samples with
background noise, some students might laugh or speak Finnish, other students’ speech
might be present in the recording. Furthermore, the transcriptions of these samples
are not included in the LM of the baseline. In the first example, the baseline system
has recognizes correctly only one word from the whole sentence. It also decodes one
word incorrectly ("vill" instead of "bil") and skips the rest of the words (and produces
"<garbage>" tokens). In contrast, Wav2Vec2 system skips some hesitations and the
last word of the sentence "foto". In addition, it merges a hesitation with the next
word, resulting in "ninstagram" instead of "än instagram".

In addition, there are some noisy samples in Test set, other for which the baseline
does not provide any output, while Wav2vec2 produces correct transcriptions. Also,
there are some extremely noisy sentences in which the end-to-end model transcribes
background speech of some other student.

6.2 L2 Finnish ASR Outputs
The Finnish test set includes several read-aloud samples. Given that the same text
prompt is read by many students, all ASR systems trained in this work have learned
to decode these recordings perfectly or with minor mistakes. Small errors might occur
when a speaker reads the text incorrectly, making hesitations, repetitions, lexical
or grammatical errors. An example of such errors is shown in Table 14, (1). The
full prompt of this read-aloud task is "Fazer toimii 8 maassa mutta sen vienti on
huomattavasti suurempaa: se vie tuotteita n. 40 maahan." ("Fazer operates in 8
countries but its export is significantly larger: it exports goods to about 40 countries.").
The full sentence in Finnish without numbers and shortened words is "Fazer toimii
kahdeksassa maassa mutta sen vienti on huomattavasti suurempaa: se vie tuotteita
noin neljäänkymmeneen maahan." In this response, the student says "huomattavista"
instead of "huomattavasti" and the numbers "8" and "40" in wrong word forms.
While the latter errors are spotted by all three ASR systems successfully, the word
"huomattavista" has been produced only by the Wav2Vec2 model. The errors in
choosing correct word forms for these numbers are quite common for the language
learners in this dataset. In contrast, the errors in the word "huomattavasti" are quite
rare and unexpected to the ASR system. As a consequence, the Kaldi model hides
the student’s error and outputs the word that has high probability in the LM.

In the example 2, the student is singing the "Happy Birthday" song in Finnish.
This example shows how the way a student speaks might affect recognition errors in
a relatively simple sentence. In comparison to speaking voice, singing voice has a
wider variation in frequencies and intensity and appears to affect extra difficulties
especially to the end-to-end ASR model. The Wav2Vec2 system aims to generate
acoustically correct output but fails to correctly identify the word boundaries. For
instance, it decodes the word "onnea" as "onnee a", "on nee ja", or "onne ja". The
output of the baseline system is closer to the ground truth transcription, except for
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(1) Reference ... huomattavista suurempaa se ... noin neljäkymmentä maahan
Baseline ... huomattavasti suurempaa se ... noin neljäkymmentä maahan
Wav2Vec2 ... huomattavista suurempaa se ... noin neljäkymmentä maahan

(2) Reference paljon onnea vaan paljon onneja elina paljon onnea vaan
Baseline paljon onnea ja vaan oon erittäin paljon onnea vaan
Wav2Vec2 paljon onnee a vaan onnes paljo on nee ja elina paljon onne ja vaan

(3) Reference no onnea onko sulla jotain synttäriä tänään
Baseline no onnea onko sulla jotain synttäriä sen noin
Wav2Vec2 no onnea onko sulla jotain synttteria tänään

Table 14: A comparison between the decoded output of conventional ASR and the
best model (Wav2Vec2.0-100K-Multilingual-Large) along with the ground transcripts.
The output of the baseline is decoded using the LM that includes the transcriptions
from both the training and the test set. L2 Finnish test set.

the middle part of the utterance in which the speaker is laughing.
In the third example, the Wav2Vec2 model fails to decode the word "synttäriä"

and recognizes it as "synttteria". The system captures the general structure of speech
and the target language during training. However, it fails to learn some fundamental
elements of Finnish grammar, for example, impossibility of using triple consonants
(or the rules of using the "ä" and "ö" vowels in words). In this case, an external
lexicon and a language model could help to avoid these types of errors.

6.3 L2 German ASR Outputs
Several examples of the ASR outputs are shown in Table 15. In the first example,
the Kaldi system was not able to recognize correctly the last word of the utterance
("karate"). This word is rare in the corpus and appears only once in the training
set. Although this word appears in the training set and is included in the lexicon,
the baseline chooses the word "tanzen" which is more common in the training set
and has higher probability in the LM. In contrast, the Wav2Vec2 model recognizes
"karate" as "carate" which is acoustically identical to the reference.

In the second example, both systems have difficulties in decoding the last word
of the sentence ("swimming"). While the Kaldi system does not produce any output
for this English word, the Wav2Vec2 model decodes it as "shwimming". The output
of the "Wav2Vec2" model differs slightly from the ground truth both phonemically
and grammatically. However, interestingly, it is acoustically close to the word
"schwimmen" which means "swimming" in German. This example demonstrates how
the end-to-end model might get confused by phonemically close words from different
languages.

The last example shows how the ASR systems decode a sentence spoken in Italian
which is the student’s L1 language. Although there are Italian words in the Kaldi
lexicon, the system gets confused by the foreign language and outputs German
words that are phonemically quite far away from the ground truth transcription.
As can be noticed from the decoded transcription of the end-to-end system, it is
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(1) Reference meine hobby is karate
Baseline meine hobby is tanzen
Wav2Vec2 meine hobby is carate

(2) Reference meine hobbys ist swimming
Baseline meine hobbys is
Wav2Vec2 meine hobbys ist shwimming

(3) Reference che vuol dire non sto capendo un cacchio ben lalalalalalala
Baseline ich ich frühstücke mit meinem
Wav2Vec2 che wohl dire non sto capando un cacio beh le la la la la la la va

Table 15: A comparison between the decoded output of conventional ASR and the
best model (Wav2Vec2.0-100K-Multilingual-Large) along with the ground transcripts.
L2 German test set.

able to recognize Italian words almost correctly while it has been trained (mostly)
on German. Furthermore, it successfully recognizes non-lexical vocables "la la la"
produced by the student.
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7 Discussion
The ASR models have been built in this work under the low-resource conditions.
Various experiments have been performed using from 4 to 19 hours of speech. The
amount of training data used for fine-tuning correlates positively with the accuracy
of the Wav2Vec2 ASR models. For example, increasing the size of the training set in
the L2 Swedish experiments improves the accuracy of the classifier built on top of
the Wav2Vec2 feature extractor.

As expected, the Wav2Vec2 models with Large architecture outperform the
ones with the Base architecture. While the overall size of model decreases by
70%, the WER degrades by about 31%/32% (clean/other test set) when comparing
Wav2vec2.0-4.5K-Swedish-Base to Wav2vec2.0-4.5K-Swedish-Large fine-tuned on a
part of the L2 Swedish training set (Smaller training set in Table 2). Nevertheless,
the gap between the performance of these models is narrowing with more fine-tuning
data: the WER of Wav2vec2.0-4.5K-Swedish-Base is roughly 21%/24% (clean/other
test set) higher compared to the results of Wav2vec2.0-4.5K-Swedish-Large when the
full training set is utilized.

The amount of the speech data in the target language used during pretraining
affects directly the accuracy of the model. First, in the L2 Swedish ASR experi-
ments, the model with the largest amount of Swedish speech used during pretraining,
Wav2vec2.0-5.5K-Swedish-Large, achieves the lowest WER. In addition, the dataset
used for pretraining the Wav2vec2.0-100K-Multilingual-Large model includes more
speech in Swedish, Finnish, and German, compared to the dataset used for pre-
training the Wav2vec2.0-XLSR-Multilingual-Large model (see Table 8). As a result,
Wav2vec2.0-100K-Multilingual-Large outperforms Wav2vec2.0-XLSR-Multilingual-
Large in all three languages.

The total amount of unlabelled pretraining data might possibly affect the ASR
accuracy, since Wav2vec2.0-100K-Multilingual-Large has been pretrained on almost
twice larger total amount of untranscribed data compared to Wav2vec2.0-XLSR-
Multilingual-Large. However, monolingual Swedish Wav2vec2.0-Large models achieve
lower word error rates, even though they have been pretrained on considerably
smaller total amount of speech compared to the multilingual models. Thus, based
on these observations, the total amount of speech data used during pretraining does
not always correlate with the model accuracy. The results obtained in this work
demonstrate that the audio representations learned from other languages in addition
to the target language do not necessarily improve the L2 ASR accuracy compared
to the embeddings learned from the target language alone: while Wav2vec2.0-4.5K-
Swedish-Large and Wav2vec2.0-100K-Multilingual-Large have been pretrained on
the equal amount of unlabelled Swedish speech, the latter one does not yield better
results in the L2 Swedish experiments in comparison to the monolingual model.

Although it is preferable to use a model pretrained on the target language, the
results of the L2 Finnish ASR experiments have demonstrated that multilingual
Wav2Vec2 model pretrained on other languages is able to transfer to the previously
unseen language. While Wav2vec2.0-XLSR-Multilingual-Large has not utilized any
Finnish speech during pretraining, it achieves the WER of 29.53% after fine-tuning on



48

the relatively small L2 Finnish dataset. While, this result is 7.44% higher compared
to the WER of the best Wav2Vec2 model, the performance is still competitive. In
addition, given that Wav2vec2.0-XLSR-Multilingual-Large is pretrained on a speech
dataset with only 3 hours of Swedish which is 0.005% of the total size of the set,
the accuracy of the model is moderate also in L2 Swedish. The WERs are 15.53%
and 36.69% for the clean and the other test sets, respectively. Although the model
accuracy is not so high for the latter one, the result is still considerably better
compared to the WER of the baseline.

The analysis of the outputs of the ASR systems has shown that the fine-tuned
Wav2Vec2 models are more robust to background noise, able to extrapolate words
that are previously unseen in the training set or produce words acoustically close to
true labels but with minor mistakes. In addition, they aim to decode the utterances
as-is, including disfluencies and mispronunciations. The latter feature of these
models is potentially beneficial in the context of DigiTala project which aims to
develop a system for automatic assessment of language learners’ spoken language
skills. However, sometimes the models produce words that do not exist in the
target language due to the lack of pronunciation dictionary. These ASR mistakes
are harmful from the perspective of evaluating spoken language skills of language
learners, since a student might be penalized by the automatic assessment system
for the errors they did not make. An external LM would possibly help to reduce
the WER of the Wav2Vec2 system. On the other hand, the LM might also correct
students’ errors similarly to how the baseline Kaldi system does, so the weight for
the LM should be properly chosen.

It should be noticed that all Wav2Vec2 systems have outperformed the Kaldi
models in terms of CER, with the only exception for the L2 Finnish baseline system
with the test set transcriptions in the LM which has outperformed other models in
terms of both WER and CER. The main reason for such a difference in CERs is that
Kaldi systems produce word-level predictions due to the word-level language models,
while Wav2Vec2 models are character-based. Wav2Vec2 architecture incorporates a
CTC-based classification head (more details in Section 4.3) which enables the model
to produce also previously unseen words, as demonstrated in Section 6. However,
CTC imposes the conditional independence assumption that output character-level
predictions do not depend on the other outputs given the input, which is not true
for automatic speech recognition.

Incorporating a character-level or a subword-level language model in the baseline
systems would possibly reduce their CERs as well as enable them to produce previously
unseen words. While making a character-level LM is trivial and requires splitting the
training text data into individual characters, a subword tokenization algorithm should
be chosen for implementing a subword-level LM. Some of the common subword
tokenization algorithms are Byte Pair Encoding (BPE) [95], WordPiece [41], and
Unigram [96].
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8 Conclusion
In comparison to native speech, non-native and language learners’ speech is more
challenging for the ASR due to issues or artifacts related to word mispronunciation,
ungrammaticality, and disfluency, as well as the limited amount of training data. In
this thesis, usefulness of the concept of self-supervised pretraining using substantial
amounts of unlabelled native (L1) data, followed by fine-tuning on limited amount
of target L2 data has been investigated. In addition, this work is an attempt to
improve speech recognition for low-resource L2 speech.

The ASR experiments have been performed under low or ultra-low resource
conditions for L2 speech in Finland Swedish and Finnish. Also, experiments have
been conducted for L2 children German speech. Publicly available pretrained acoustic
models with Wav2Vec 2.0 architecture have been fine-tuned with the L2 speech
datasets. In addition, conventional HMM-DNN models have been trained and used
as baselines for comparisons with the Wav2Vec2 models.

With equal amount of training data, the Wav2Vec2 method without an external
language model or a pronunciation dictionary has provided an improvement in terms
of the WER compared to the baseline. The relative improvement of the WER is
31.28%/52.08% (clean/other test set), 41.73% and 45.06% for L2 Swedish, Finnish,
and German, respectively.

The experiments have proved that self-supervised pretraining is a promising
technique in the field of the ASR, especially in the setups where the amount of target
labelled speech data is limited. According to the results obtained in this thesis,
the Wav2Vec2 models perform competitively after fine-tuning, although the data
on which the models have been pre-trained (L1 or other languages) and the target
speech (L2) are quite different. Also, the pretrained models can benefit from raw
speech data in other languages in case if there is few or no speech in the target
language included during pre-training. However, the amount of unlabelled data in
the target language is more crucial than the total amount of unlabelled data from
the perspective of the accuracy of the ASR system.

With an equal amount of the labelled data, Wav2Vec2 models are able to out-
perform the conventional ASR systems. Furthermore, they map a raw audio into a
sequence of graphemes or words in end-to-end manner, so that there is no need for
training separate components. However, it should be noticed that these models are
quite large and consist from up to 317 million parameters, eliminating the possibility
of speech-to-text conversion in real time and requiring efficient hardware, for example,
a GPU, for acceptable decoding speed. Therefore, future research would include
experiments with applying compression techniques to Wav2Vec2 models in order
to reduce the model size and the number of model parameters, as well as to speed
up inference. Another promising and interesting research direction is conducting
thorough analysis of the hidden, latent representations that Wav2Vec2 models encode
during the learning process.
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