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Kokeissa pakattiin useita erilaisilta aluksilta kerättyjä datajoukkoja käyttäen
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Chapter 1
Introduction
Eniram Ltd focuses on optimizing the performance of marine vessels and
fleets in various ways. The fleets in question consist of a wide variety of vessels
from large cruise ships to tankers. The optimization is achieved by analyzing
data that is collected on board the vessels from, for example, the vessels’
integrated automation systems (IAS), navigation systems and Eniram’s own
sensors. The types of data include, among others, the GPS coordinates,
speed, power and attitude of a vessel. The on-board system provides real
time information to aid the crew’s decision making. In addition, the data
is transferred to a data center on shore for further analysis and fleet-wide
performance review.
The on-shore data analysis aims at creating hydrodynamic and aerodynamic models of the vessels. The models can be used to determine how
different variables affect the performance of the vessel. Such variables include the attitude of the vessel, currents and the accumulation of organisms
on the hull (fouling).
The means of data transfer is typically either a USB stick sent over mail
or a direct satellite connection from the vessel to a server on shore. The latter
is the most convenient alternative as it can be automated fully in a way that
requires no human interaction. An example of such a data collection system
is depicted in figure 1.1.
The downside of satellite data transfer is its high cost, which makes the
option less attractive for customers. In some cases, cellular broadband connections have also been used or investigated, but this approach has issues
related to roaming costs and the availability of cellular connectivity.
Not all vessels have broadband satellite links for direct TCP/IP connections to a data center. However, especially cargo vessels often have a satellite
link that the crew can use for e-mail. In such cases, it would greatly benefit
the data retrieval process if the data were compact enough to be sent as
1
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Satellite link

E

AS
IAS

Internet

IBS

Data center

Figure 1.1: The Eniram data collection system consists of proprietary components such as the logging system (E) and attitude sensors (AS) along with
the vessel’s integrated automation system (IAS) and integrated bridge system
(IBS), among others.
e-mail attachments. This would still require the crew to manually send the
data but e-mail is much faster and more convenient for the purpose than
ordinary mail.
To make data transfer over satellite connections economically viable, it
is imperative that the data transfer be optimized as well as possible. The
current situation is far from optimal. The data itself consists of lines of ASCII
text containing timestamped NMEA 0183 style messages (see section 2.1).
Essentially, they are comma separated lists of values, and the values, in fact,
constitute time series.
The data is currently compressed using only the gzip compression application. The data files are rotated hourly and a single compressed file is in the
range of a few megabytes in size, making the typical bandwidth consumption
for a single vessel somewhere in the order 1.5 GB per month. Without any
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compression, the figure would typically be around 5-6 GB monthly. When
some initial testing was done, it seemed evident that there is much room
for improvement – simple modifications led to tens of percents bandwidth of
savings with no loss of information.
The goal of this thesis is to find out what methods have been devised for
compressing measurements or similar data, to compare the methods and to
produce a working solution, a compression tool that can be easily applied to
the current Eniram systems. The comparison will be done both by examining
literature and by implementing some methods in practice. Reflecting the
requirement of being able to send the data as e-mail attachments, an objective
of this thesis is to find a way to compress a single day’s data of a typical vessel
to one megabyte.
The compression methods considered in this thesis are lossless. That is,
data filtering or lossy compression will not be employed or discussed in much
detail. It must be possible to reconstruct the original data file exactly as
it was before transfer. This is essential because the raw data may contain
characteristics that are unknown at present and that may be found upon
further analysis in the future. Filtering could make it impossible to find those
characteristics. Furthermore, the implementation must be able to process
any type of data even though it can only compress certain types of data
effectively. That is to say, any decompressed file must be identical to the
original file before compression. Also, the target is not to create a new
compression algorithm altogether.
To reach these goals, the aim is to find the best ways of transforming
the data so that existing compression algorithms and methods, such as gzip,
can perform optimally in terms of compression ratio. Performance in terms
of speed is not as great an issue as the compression ratio but the processing
times must obviously be reasonable.
This thesis is organized as follows. After this introduction, chapter 2
will illustrate the background to the problem, i.e. the current state of art.
Chapter 3 looks into the existing research, ranging from data compression
basics to the actual or proposed data compression techniques used in various
applications. Chapter 4 presents the test results obtained by applying various data compression methods to Eniram data, and chapter 5 describes the
implementation devised to reach the goals of this thesis. Chapter 6 concludes
the thesis.

Chapter 2
Background
2.1

NMEA 0183 Data Transmission Protocol

The National Marine Electronics Association (NMEA) is an association originally formed by electronic dealers who grouped together to discuss the
strengthening of relationships with electronic manufacturers in the late 1950s.
Later the manufacturers were invited to NMEA activities, and NMEA also
developed close ties with relevant government agencies. The work of NMEA
eventually led to a uniform interface standard for digital communication between marine electronic products [14].
NMEA 0183 is a standard that defines the parameters for an ASCII based
one-way serial data transmission protocol [15]. It is typically used to convey
data that are relevant in marine applications, such as a vessel’s speed and
location. The standard specifies a number of different messages called NMEA
sentences or NMEA 0183 sentences that can be used to send the data. In
addition, there are various proprietary, nonstandard sentences introduced by
vendors.
The relevant NMEA sentences from the point of view of this thesis are
called parametric sentences. They follow a few rules. A sentence starts with
dollar sign ($), followed by a talker ID, a 2-character string that indicates
the source of the message. The following 3 characters indicate the type of
the sentence. After that, there is a comma, followed by a comma separated
list of ASCII formatted data that may be text or numeric values. After the
final value, there is an asterisk (*) followed by a 2-byte checksum that is
calculated from everything except the initial $ and the final *. Lastly, there
is a carriage return and a line feed [15].
As an example, we will look at the structure of two different NMEA
0183 sentences: GLL (listing 2.1) and ARG (listing 2.2). GLL is a standard

4
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$--GLL,xxxx.xx,a,yyyyy.yy,b,hhmmss.ss,A,c*hh<CR><LF>
-- = Talker ID
xxxx.xx = Latitude in degrees
a = N/S, Northern/Southern
yyyyy.yy = Longitude in degrees
b = E/W, Eastern/Western
hhmmss.ss = UTC time of the position
A = Status flag
c = Mode indicator
hh = Checksum bytes
Listing 2.1: The GLL sentence [15].
$--ARG,[-]x.xxx,[-]y.yyy,A*hh<CR><LF>
-- = Talker ID
x.xxx = Longitudinal attitude in angular degrees
(minus sign if negative)
y.yyy = Transverse attitude in angular degrees
(minus sign if negative)
A = Status flag
hh = Checksum bytes
Listing 2.2: The ARG sentence.
sentence specified in the NMEA 0183 standard. It contains geographic location information, that is, latitude and longitude. ARG is a proprietary
NMEA style sentence used by Eniram. It contains current attitude relative
to geoid as perceived by one attitude sensor. It contains two angle values.
The sentence type is only used by the Eniram systems internally and is never
communicated to the outside world. It does not conform to the NMEA 0183
standard.
The descriptions below are intended to give a general idea of what a
sentence may look like and what kinds of data it may contain. Hence the
meaning of the values is not described in more detail. Two example sentences
are shown in listing 2.3.
$GPGLL,1832.7871,N,06548.7660,W,085947.00,A,A*75
$TAARG,0.881,-0.204,A*06
Listing 2.3: Two example NMEA sentences.
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Data Collection Platform

The underlying hardware and software has an impact on the choice of compression methods due to the methods’ varying memory and processing requirements. The Eniram data logging system runs on an industry-grade x86
based PC with a custom Linux distribution. The PC has at least a 1GHz Intel Celeron processor, hundreds of megabytes of RAM and tens of gigabytes
of storage space. This implies that we have so much processing power and
memory handy that we are not likely to have to exclude compression methods
due to restricted resources. Also, on a Linux based system, we have standard
GNU and other tools readily available to be used in the implementation part
of the thesis.

2.3

Data Format

Data logged by Eniram systems is split into hourly files that contain timestamped NMEA sentences. The timestamp is prepended to each sentence
and separated from the sentence with a colon. The time is UNIX epoch in
milliseconds.
Many of the raw data sources on board a vessel support NMEA 0183 output. However, many systems, most notably vessels’ integrated automation
systems and Eniram’s own attitude sensors, do not. Nevertheless, all data
are translated to NMEA sentences by the Eniram logging system in order to
have a uniform log structure regardless of the type of the data. Listing 2.4
is a short excerpt from a log file.
1293091202700:$TFARG,-0.217,0.164,A*01
1293091202733:$DMBIN,3a3562306630303030 ... 303034350d0a*30
1293091202737:$TAARG,0.875,0.091,A*2E
1293091202762:$TFARG,-0.213,0.178,A*08
1293091202799:$TAARG,0.862,0.034,A*27
1293091202816:$RAMWV,013.1,T,15.8,N,A*17
1293091202817:$RAZDA,075952.00,23,12,2010,04,00*6B
1293091202818:$RADBT,,f,,M,,F*2C
1293091202825:$TFARG,-0.229,0.220,A*0F
Listing 2.4: Example log lines. The DMBIN sentence has been shortened.
The data files are compressed using the gzip compression application and
then encrypted. On a typical vessel, around 5-6 GB of data can be generated
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monthly. When stored and transferred in gzip compressed form, the size is
reduced to about 1-2 GB per month. On a few vessels, however, the system
can generate triple that amount of data.

2.4

Data Transfer from Vessels

The compressed and encrypted data files are transferred from vessels to a
data center using one of three methods. The most convenient way is to have
a direct connection between the endpoints over the Internet. The method
uses the rsync remote synchronization application over secure shell and is
fully automatic, requiring no manual interaction at either end, i.e. the vessel
or the data center.
If a direct IP route over satellite is not available, there are two options
that involve manual customer interaction using a USB memory stick. When
a memory stick is inserted in the server on board, encrypted data files are
automatically transferred to it. They can then be retrieved from the stick
and sent via e-mail or posted in ordinary mail. The latter option is obviously
troublesome as it is slow and requires a sometimes inconvenient amount of
manual work at both ends.
The e-mail option is available on certain vessels, for example on many
cargo vessels, where direct TCP/IP connectivity is not available. Even
though it involves manual interaction, the benefits of the e-mail approach
over the ordinary mail are significant. For example, it is much faster and can
be done while the vessel is at sea. Sending data as e-mail attachments will,
however, require the files to be significantly more compact than they are at
the moment.
Direct TCP/IP connectivity requires a satellite or cellular broadband connection, while the e-mail approach is viable via satellite dial-up or broadband
connection. According to an Eniram report, the cost per megabyte over a
truly global satellite connection can be up to around 10 USD per megabyte.
With 1-2 GB of data per month, this translates to 10000-20000 USD per
month. Another issue is that, should the vessel not already have a satellite
connection installed, the initial hardware cost can be high [3].
Cellular broadband has its own problems as well. First, off-shore coverage
is very limited. Second, their use in countries other than where the cellular
subscription was bought, i.e. while roaming, is expensive. If roaming is not
used and the vessel sails internationally, the data connection is only available
at a limited number of ports. Especially in this case it may happen that, due
to limited time and bandwidth, not all data can be sent while the vessel is
at such a port [3].
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With global roaming and around 1.5 GB of data transfer per month, the
cellular broadband option can cost up to 20000 EUR. Cellular broadband
hardware is very cheap compared to roaming prices, but, according to Eniram
tests, not very reliable. In any case, at present, it would be cheaper to hire
a person to travel around the world and retrieve the data over USB sticks
than to use cellular broadband with roaming [3].
Without roaming, the monthly price of cellular broadband would drop to
less than 100 EUR [3]. This is hardly a feasible option as vessels may move
from one region to another and stay there for long periods of time before
moving again, or just sail long routes. That is, it is often impractical to
expect that a vessel returns to its home port in time for the data transfer.

2.5

Telemetry

The National Telecommunications and Information Administration’s Institute for Telecommunication Sciences has defined the word telemetry as ”the
use of telecommunication for automatically indicating or recording measurements at a distance from the measuring instrument” and ”the transmission
of non-voice signals for the purpose of automatically indicating or recording
measurements at a distance from the measuring instrument” [20]. This, in
fact, describes a core component of the Eniram system.
We can see that there are multiple telemetry systems in place. First, the
server on board a vessel collects information from various systems that are in
different physical locations on board. Furthermore, many of the systems from
which data is collected are, in fact, themselves aggregating data from different
measuring instruments and perhaps other aggregators. The interesting part
of the entire telemetry system, however, is the communication between the
server on board and the data center on shore.
An example of a satellite telemetry system is presented in figure 2.1. It
greatly resembles the system Eniram is currently using. Using the terminology of the figure, our compression is done in the Telemetry Processors. As
can be concluded from the fact that a figure like this has been drawn, the
situation is not unique. Similar constructions are used for transferring many
types of data, such as satellite images and voice data [20].
For telemetry data, lossless compression is typically required because the
data measure unknown quantities. One cannot know in advance which parts
of the data are interesting and hence one cannot use lossy compression methods. An important part of the compression of telemetry in general is deciding
how often the samples are taken. Lower sampling frequency obviously produces fewer samples and less data to be transferred. This consideration,
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Figure 2.1: A satellite telemetry system consists of payload and ground station components [20].
however, is beyond of the scope of this thesis.
Generally, another key issue is that the integrity of the data must be
guaranteed so that the data cannot become corrupted or lost [20]. In our
case, this is not as important due to the fact that data transfer using rsync
over SSH [27] and TCP [18] guarantees its integrity. It is not our problem
to worry about, for example, noisy transmission channels, as Eniram has no
interface with the raw satellite connections and their parameters. However,
some rudimentary consistency checks may be in order to make sure issues
like file system corruption are detected and cannot cause more problems than
they absolutely must.
Sometimes telemetry data compression can be rather straightforward, especially when the data to be sent consists of mainly one type of data [20].
Challenges arise when many different types of data are combined. The way
that the data are organized for compression and transfer needs to be considered carefully, as does the choice of compression algorithms.

Chapter 3
Literature Review on Data
Compression
When looking for relevant literature and related work, it is important to
notice that there are various compression methods intended for compressing
different kinds of data. Hence it is necessary to note some characteristics of
the data that will be compressed as well as to consider what is required from
the compression. There are two major assumptions to be made. First, lossless
compression is a stated requirement that will have to hold. Second, the data
in question is actually a finite set of time series. Each NMEA sentence
contains one or more values and each sentence is timestamped. Therefore all
data can be represented by a number of lists that contain timestamp-value
pairs.
The basic assumptions hold for all collected data in the context of this
thesis. However, as there are many different types of data, there are different types of characteristics that can be found and exploited. Consider, for
example, the values of time, latitude and list (the transverse tilt of a vessel). It is obvious that they all behave very differently over time, which is
something that may be intuitive to a human but perhaps not as much so to
a compression algorithm.
There are two types of compression algorithms: lossy and lossless ones [20].
With lossy algorithms, a decompressed file may not be an exact replica of
the original file before compression. A lossless algorithm, on the other hand,
is able compress the file in such a way that it can be fully restored. However,
lossless compressors necessarily lengthen some files while compressing others [13]. The idea of lossless compression is basically that shorter encodings
are assigned to the pieces of data that are most common, while less common data is assigned longer encodings. That is to say, we can exploit our
knowledge of the data to make compression of a specific type of data more
10
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efficient.
This chapter is structured as follows. An introduction to data compression in general is provided in section 3.1. A review of potentially suitable
lossless data compression algorithms is in section 3.2. Finally, we look into
some special cases of data compression applied in other research in section 3.3.

3.1

Data Compression

To help understand the fundamentals of data compression, some theoretical
background is provided in this section. However, we will not look at the
mathematical basis at great detail. For a more in-depth introduction to the
subject, one should refer to one of the several books that have been published
on data compression (e.g. [13], [20] and [25]).

3.1.1

Information Content

At the very core of data compression is the concept of measuring information content in data. Measuring the entropy of the data is a mathematical
approach to this. Let us denote by X a discrete random variable taking its
values in a finite alphabet χ and p(x) the probability of X getting the value
x [22].
Definition 3.1. The entropy of X is defined by
H(X) :=

X
x∈χ

p(x) log

1
p(x)

The definition leaves the base of the logarithm unspecified. However, as
we are dealing with binary data and measuring bits, we shall assume that the
1
1
base is 2. If p(x) = 0, the term p(x) log p(x)
is defined to be 0. If p(x) = |χ|
for all x ∈ χ, then H(X) = log |χ| [20]. For example, if a fair die is rolled,
p(x) = 61 for all x ∈ {1, 2, 3, 4, 5, 6}. Then H(X) = log 6 = 2.585 bits. If
the die was weighed so that half of the probabilities remained 1/6, one was
1/3 and two were 1/12, the entropy would be H(x) = 3( 61 log 6) + 31 log 3 +
1
2( 12
log 12) = 2.418 bits.
Entropy can be used to measure the average information content of an
experiment, such as the rolling of a die. It is the average number of bits
required to encode an outcome of the experiment. A related concept, the
Shannon information content, measures the information content of a single,
specific outcome of the experiment [13]. Shannon’s source coding theorem
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states that entropy is the lower bound on compression that can be achieved by
any coding method. It is an optimum that cannot be beaten by a coder [25].
Definition 3.2. The Shannon information content of the outcome x = a is
1
h(x = a) ≡ log
p(x)
The Shannon information content and entropy are natural measures of
information. It is rather intuitive that an improbable outcome of an experiment conveys more information than a probable one. For example, if we
know the outcome is always the same, there is no information to be gained
and the information content is zero bits. This knowledge can be used for
data compression purposes.

3.1.2

Prefix-free Coding

Prefix-free coding, confusingly also known as prefix coding, means encoding
an alphabet in such way that the encoding of a symbol is not a prefix of any
other symbol. This means that an encoded string can be decoded from left
to right without knowing symbol boundaries in advance. A prefix-free code
is unambiguously decodeable [13]. Prefix-free coding is an important concept
employed by, for example, Huffman coding (see section 3.2.1). Examples of
prefix-free and non-prefix-free codes for the alphabet {a, b, c, d} are shown in
tables 3.1 and 3.2, respectively.
Character
a
b
c
d

Encoding
11
01
001
000

Table 3.1: A prefix-free code.

Character
a
b
c
d

Encoding
1
11
0
01

Table 3.2: A non-prefix-free code.

Consider the bit string 1101001000. If we decode it using the prefix-free
code in table 3.1, we see that, starting from the left, there is no other way to
interpret the code than as abcd. Using the code in table 3.2, we immediately
run into problems. For example, one cannot tell whether the first two bits
encode aa or b unless symbol boundaries are marked explicitly.

3.1.3

Models and Encoding

Rissanen and Langdon divide compression methods into two parts: models
and coding [19]. The task of a model is to predict symbols by providing an
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encoder with a probability distribution for the next symbol to be coded. For
example, when compressing text, the average distribution of characters in the
English language can be used to predict the probabilities of characters in the
text to be compressed. The model provides this distribution to the encoder
as well as the decoder [2]. An illustration of a compressor using models can
be seen in figure 3.1.

Figure 3.1: Using a model for compression [25].
The model is an important part of a compression method. If we took
the model based on the probability distributions of the English language
mentioned above and tried to compress a Finnish language text, the result
might not be all that good. Even if the text were in English, the result might
be dissatisfactory, as not all data is representative of the average of similar
data.
It is important for a model to provide a probability distribution that
strives to make the probability of the symbol that occurs as high as possible [2]. When the probability approaches one, the information content of the
occurrence approaches zero; that is, when the probability of the symbol is
one, zero bits are needed to transmit it. Conversely, more bits are required
to transmit a symbol whose probability is low.
The probability of a symbol occurring on average may be very different
from the probability of the symbol occurring after some other symbol or
symbols. When the model uses this information, it is called a finite-context
model of order m, where m is the number of previous symbols used in making
the prediction [2]. Another type of model is a finite-state model. Models of
this type use a finite-state machine in which different states store different
probability distributions for the next character.
When compressing a formal language, such as a programming language,
a grammar may be used to model the language. A sequence of productions,
or rules that generate the text using the grammar would be stored [2]. As an
example that fits in the context of this thesis, we can strip the checksums off

CHAPTER 3. LITERATURE REVIEW ON DATA COMPRESSION

14

NMEA 0183 sentences for transmission and recalculate them when decoding. After all, the checksums are in place to make sure errors in serial line
communications do not cause data corruption. There are other methods in
place to ensure the integrity of the data after it has been collected from the
serial line.
The methods mentioned above are ones with static modeling. They use
the same model without regard to what is being compressed, which, as mentioned above, can cause suboptimal results. Another approach is to generate
a model for each file that is to be compressed. After an initial pass, a model
reflecting the symbol probabilities of the file is created. This is called semistatic modeling. The major penalty from the compression ratio point of view
is that the model must be sent before sending data. Also, the initial pass
consumes resources [2].
Adaptive modeling solves the problems of static and semi-static modeling.
It starts with some probability model, altering it gradually as more symbols
are encountered. It is an efficient technique when transmitting data that has
varying statistics. There is no overhead of sending the model as the encoder
and decoder can update the model on the fly. Also, it works in a single
pass [2].

3.2

Lossless Compression Algorithms

In this section, some methods for both coding and modeling are presented.
Note that some of the methods provide solutions for both modeling and coding while others only focus on modeling or coding [25]. Thus the approaches
below are not necessarily mutually exclusive.

3.2.1

Huffman Coding

In his 1952 paper [12], David Huffman shows the procedure for building
optimal variable-length codes for an arbitrary frequency distribution of a
finite alphabet [20]. Huffman’s algorithm starts by creating a tree for each
symbol of the alphabet to be encoded. The trees only contain a single node,
assigned with the weight (probability) of the symbol. The probabilities are,
in fact, the model. Then, the two smallest weights are combined as the
children of a new node whose weight is the sum of the children’s weights.
This is continued until there is only a single tree left [12]. Figure 3.2 shows
how the algorithm advances.
After the tree has been constructed, the code words for the symbols of
the alphabet can be extracted from it by traversing the tree, starting from
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the root. Branching left yields 0 and branching right yields 1. The result is a prefix-free code. The Huffman code created from the alphabet
{a, b, c, d, e, f, g} with the probabilities of figure 3.2 is shown in table 3.3.
Typically Huffman coding is fast for both encoding and decoding. However, should the probabilities vary over time, it cannot adapt without constructing a new tree. This, in turn, requires more processing and can be
demanding on memory. Despite its age, the Huffman algorithm is still widely
used [25].

Figure 3.2: The construction of a Huffman tree: (a) leaf nodes; (b) combining
nodes that have the smallest weights; (c) the finished tree [25].
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a
b
c
d
e
f
g
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Encoding
0000
0001
001
01
10
110
111

Table 3.3: The Huffman code for the tree shown in figure 3.2.

3.2.2

Arithmetic Coding

Arithmetic coding, introduced in the 1970s, is an effective source coding
method. For decades, it was believed that Huffman coding was the best
possible method of data compression. Even after arithmetic coding was discovered, the belief held for quite some time. However, arithmetic coding
performs at least as well as Huffman in terms of compression ratio, sometimes considerably outperforming it [26].
In arithmetic coding, the representation of a message is an interval of
real numbers between the values 0 and 1. Before anything is transmitted,
the range is the half-open interval [0, 1). Each symbol of the alphabet has
a preassigned probability, known as a fixed model, which is common to the
encoder and the decoder. The symbol is assigned to a range within the
interval according to the probability.
If, for example, the symbol a had the probability 0.2, it could get the
interval [0, 0.2). An example fixed model for the alphabet {a, e, i, o, u, !} is
shown in table 3.4 [26]. Consider the message eaii!. The encoding of the first
three symbols, eai, is illustrated in figure 3.3.
After seeing the first symbol e, the encoder will narrow the initial range
of [0, 1), according to the probability of e in the fixed model, to [0.2, 0.5).
When a is encountered, the message is narrowed to the first one-fifth of the
previous interval, yielding [0.26, 0.32), because a has been allocated [0, 0.2).
This goes on until the last symbol has been processed and we have the final
interval of [0.23354, 0.2336) [26]. The range after each symbol is shown in
table 3.5.
The decoder begins by observing that the range is within the interval
[0.2, 0.5) and deduces that the first character must be e. Continuing further,
the decoder sees that the range is within the first one-fifth of that interval,
so the second symbol must be a. This continues similarly until the decoder
reaches the range of the message. The decoder need not know the entire
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Figure 3.3: Arithmetic encoding process of message eai. The initial range
[0, 1) is narrowed at each step according to the predetermined symbol probabilities.
interval, in which case the alphabet must contain a special EOF delimiter so
that the decoder knows when to stop. The interval, or a value inside it, is
the encoded message [26].
The main advantage of arithmetic coding over Huffman coding is that,
while Huffman cannot express fractions of bits, arithmetic coding can. Compared to the entropy, Huffman coding can take up to one extra bit per symbol.
In arithmetic coding, each symbol need not translate into an integral number
of bits, and the encoded length can therefore get closer to the entropy [26].
Symbol

Probability

Range

Symbol

Range after symbol

a

0.2

[0, 0.2)

(initial)

[0, 1)

e

0.3

[0.2, 0.5)

e

[0.2, 0.5)

i

0.1

[0.5, 0.6)

a

[0.2, 0.26)

o

0.2

[0.6, 0.8)

i

[0.23, 0.236)

u

0.1

[0.8, 0.9)

i

[0.233, 0.2336)

!

0.1

[0.9, 1.0)

!

[0.23354, 0.2336)

Table 3.4: Example fixed model [26].

Table 3.5: Building message eaii! [26].

The example above uses a very simple model based on a static probability
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distribution. However, the model may be more advanced. For example, it
could adjust the probability distribution whenever it encounters characters
in order to make the model adaptive. This is generally more effective than
using a fixed model but updating the model is rather expensive [26]. The
above example should be seen as an illustration of how arithmetic coding
works instead of paying much attention to the modeling.

3.2.3

Prediction by Partial Matching (PPM)

PPM is a symbolwise model, meaning that it works symbol by symbol and
takes advantage of statistics generated adaptively. PPM makes predictions
based on previous characters with the help of finite-context models for characters, making use of different context lengths instead of just one [5].
As an example, take the symbol sequence ”...#and#the#current#symbol
sequence#is#i”. The hash (#) characters represent spaces for better readability. The next character is denoted by ϕ. We will use 7 bit ASCII characters as our alphabet and start with order 2. Therefore the next character is
predicted based on the occurrences of the trigram ”#iϕ”. That is, it includes
the two previous characters. Scanning through an English dictionary, we find
that ϕ = ”e”, ”h”, ”i”, ”j”, ”k”, ”q”, ”u”, ”w”, ”y”, and ”z” are unlikely in
this context. The high frequency of the word ”is”, however, gives ϕ = ”s” a
rather high probability [5].
As stated before, the context is not fixed. When a context is followed by
a character that has previously not been seen after that context, an escape
mechanism is used to transmit the identity of the character. A situation like
this in our example is the first occurrence of ” iϕ”. In this case, the context
length is first shortened to order 1, yielding ”iϕ”. If the string ”is” had
occurred previously in the message, even without a space, such as in the word
”history”, the coding of ”s” would be based on this. An escape mechanism
would then have to be used to decrease the order of the context [5].
In the example, the string ”is” has not occurred before. Therefore the
encoder would back down to order 0, meaning that it would be encoded based
on the previous occurrences of ”s” in the whole message so far. If ”s” had
never occurred before, the escape mechanism would be used a third time,
and this time the probability would be derived from the 7 bit ASCII table,
yielding 1/128 [5].
For each context, a probability must be allocated for the case that the
next symbol is a novel one for the context. This is referred to as the zerofrequency problem. Cleary and Witten describe two solutions to this problem
in their original 1984 paper [5]. The first one, method A or PPMA, obtains
the escape probability basically by assigning a count to the escape symbol
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occurring in a context. The second one, B or PPMB, considers a symbol
novel in a context until it has occurred at least twice before in the same
context.
PPM is a highly effective compression method. The compression efficiency is affected by the method of escape probability estimation, and there
are other alternatives to the original A and B variants. Another variant is
r
where n is the total
PPMC. PPMC estimates the escape probability as n+r
number of symbols seen previously in the current context , while r is the
number of them that were distinct. Therefore the probability of an escape
symbol increases as the number of novel symbols increases [25].

3.2.4

Ziv-Lempel Methods

The methods invented by Ziv and Lempel, and their derivatives, are so called
dictionary-based compression methods. They rely on the principle of replacing substrings in a text with codeword references to a dictionary. The methods are the basis of practically all adaptive dictionary compression methods.
They are typically referred to as LZ77 and LZ78, named according to the
years when they were presented. For some reason ”LZ” is almost always
used instead of ”ZL”, even though the ordering of the authorship in the original papers would make one suspect otherwise [25]. We shall respect this
convention.
The basic principle for reaching adaptivity is the same with both methods.
They essentially replace a substring of text with a pointer to where it has
occurred previously. This approach effectively makes the previously occurred
part of the text the codebook [25].
3.2.4.1

LZ77

LZ77 is easily illustrated by describing how the decoder operates. The encoder output consists of triples. The first value indicates how many characters to look back in the previously decoded text, the second tells how many
characters to copy and the last indicates the following character. There is
a limit to how far back the algorithm can look, i.e. the dictionary window
slides [25].
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Figure 3.4: LZ77 decoding example [25]. The decoder starts with an empty
dictionary, and the first substring is simply a.
Figure 3.4 shows how the decoding advances for a given encoder output.
The decoder starts with an empty dictionary. The first input is not a pointer,
and the first substring is simply a. The second one is not a pointer either as
b has not been seen yet, and thus the second substring is b. The third triple,
however, indicates that the substring is the first a followed by another a. The
fourth triple will yield a copy of the second and third characters followed by
a b. The fifth triple, < 5, 3, b >, copies the characters aab and puts a b
after them. The final triple, < 1, 10, a >, is the most interesting one. It is
a recursive reference that starts copying from one character back and copies
on the next 10 characters, achieving a way of run-length encoding [25]. The
decoder output, in whole, is then abaababaabbbbbbbbbbba.
3.2.4.2

LZ78

LZ78 parsing can be done and illustrated using a trie data structure [25].
The path to each node represents a substring in the text. As the algorithm
processes input characters, it will proceed as far as it can in the tree, following
the path dictated by the input characters. When the path ends, i.e. when
the parser encounters a character previously unseen at the node where it has
ended up in, a new node for the next character is created and the parser
returns to the root of the trie [25].
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Figure 3.5: The LZ78 trie for aababbbbbaab. When the parser encounters a
previously unseen character, a new node for the character is created and the
parser returns to the root of the trie. Otherwise it will move to the node and
proceed with the next character.
Consider the string aababbbbbaab. The parser starts with a trie consisting
of the root node (v0 ) only. The first character is a. A new child node v1 is
created, and the parser returns to v0 . The next character is an a as well,
and the parser proceeds to v1 . The next character b has not been seen in
v1 before. Therefore v1 gets a new child, v2 , and the parser returns to root
again. The next character is again an a, followed by a b, and following the
trie the parser ends up in v2 , creating a new node v3 for the next character, b,
and returning to root. Now, the next character is once more a b, previously
unseen at v0 , and v0 gets a new child v4 for b. Following the logic, bb yields
v5 , aa yields v6 and the final b is simply v4 again. See figure 3.5 for an
illustration.

3.2.5

Burrows-Wheeler Transform

The idea and a method of block-sorting compression was introduced by Burrows and Wheeler in 1994 [4]. The idea is to transform the text to be compressed into a form that is more compressible for simple compression algorithms. The paper describes a reversible transformation that can achieve
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this. The method moves instances of characters close to each other, making
the text more compressible.
The Burrows-Wheeler transform algorithm works on blocks of text. It
takes an input string S of length N from an ordered alphabet. As an example,
we shall use the example from the original paper, which encodes the string
S = abraca of length N = 6 in the alphabet X = {a, b, c, r}.
The algorithm starts by forming an N × N matrix M , the elements of
which are characters and the rows of which are the cyclic rotations of S in
lexicographical order. We denote the index of the first row that is the original
string S as I. The example matrix with I = 1 is shown in table 3.6.
Row
0
1
2
3
4
5

Permutation
aabrac
abraca
acaabr
bracaa
caabra
racaab

Table 3.6: Burrows-Wheeler example matrix [4].
Finally, the encoder simply takes the last column as a string, denoted L,
and returns the pair (L, I). In our example, L = caraab and I = 1. Next we
shall describe decoder operation.
The decoder gets (L, I) as its input. The first step is to calculate the first
column of M , denoted F . This is done simply by sorting L lexicographically.
With our example input of L = caraab, we obtain F = aaabcr. Having
obtained F , we may calculate a vector T . It represents a one-to-one mapping
between the elements of F and the elements of L such that if L[j] is the kth
instance of character ch in L, then T [j] = i where F [i] is the kth instance of
ch in F . Thus F [T [j]] = L[j]. In our example, T = 4, 0, 5, 1, 2, 3.
Using T , the original string can be decoded. For each i = 0, ..., N − 1 :
S[N − 1 − i] = L[T i [I]], where T 0 [x] = x and T i+1 [x] = T [T i [x]]. In our
example, this yields S = abraca. For a more thorough look into how and
why the operation actually works, refer the original paper [4] by Burrows
and Wheeler.
The reason why the Burrows-Wheeler transform is useful is that localized regions of the string L are likely to contain a large number of a few
distinct characters. If a character appears at point L, the probability that it
also occurs near the point L is higher than the probability of the character
occurring at other locations.
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Move-To-Front

First, to illustrate the operation of move-to-front coding, we shall encode
the output of the Burrows-Wheeler transform from the example in subsection 3.2.5. There we had the tuple (L, I) consisting of the string L = caraab
and the index I = 1. First, we construct a list Y that contains all characters
of the alphabet, that is, Y = [a, b, c, r]. For each character in L, proceeding
from left to right, we output the index of the character in the list Y and
move the character to the front of Y . The indexing starts from zero. In this
case, the output will be R = [2, 1, 3, 1, 0, 3]. This can then be provided to a
Huffman coder or an arithmetic coder [4].
Move-to-front decoding is rather straightforward. In addition to having
access to the encoder output R, the decoder must know the alphabet, i.e.
it must be able to construct the initial state of the list Y exactly like the
encoder has done. Having obtained these, it can process R from left to right,
selecting the corresponding element in Y and updating the list exactly like
the encoder would do [4].
When the move-to-front algorithm is applied on a string produced by the
Burrows-Wheeler Transform, the resulting string will be dominated by low
numbers which can be compressed well by a Huffman coder or an arithmetic
coder [4].

3.2.7

Delta Coding and Linear Prediction

Delta coding is the process of storing the difference ∆xi between the consecutive values xi and xi−1 instead of the values themselves directly. ∆x0 is x0 .
While not very useful when compressing text or executable code binaries,
delta coding is handy when compressing signals. It performs best when the
difference between adjacent values is small. The delta encoded signal has a
low amplitude, implicating that the delta encoding increases the probability
of a value being close to zero. This makes symbol probabilities more uneven,
which helps entropy coders, such as the Huffman algorithm [23].
Delta coding can be expanded to a method called linear predictive coding.
It is, in fact, a method of finite-context modeling. We can simply look, for
example, at the previous 100 values and guess that the next value will be the
most common of the previously seen values [23].
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Related Work: Specialized Applications
Space Science Exploration Missions

The Consultative Committee for Space Data Systems (CCSDS), a joint organization of a number of space agencies, has drafted a recommendation for a
lossless data compression standard [6]. The purpose of the method presented
by the recommendation is to be able to losslessly compress various types of
digital data gathered in space science exploration missions. The motivation
behind the standard is to work around problems posed by limited on-board
memory, station contact time, and data archival volume [7].
After comparing different compression methods, such as Huffman coding,
arithmetic coding and Ziv-Lempel on a set of test images, the CCSDS decided
to use the Rice algorithm for their purposes. The algorithm relies on variablelength codes, like, for example, Huffman coding does. However, it is able to
adapt to variations in the statistics of the data because it supports the use
of several codes, identified by code identifiers transmitted along with data
blocks. Before actual entropy coding is done, the data is preprocessed to
decorrelate the samples and to assign them symbols suitable for entropy
coding [7]. An extension to low-entropy data was created and embedded into
the original Rice algorithm architecture, resulting in an algorithm referred to
as extended_Rice, or e_Rice, algorithm. The e_Rice algorithm can adapt
to both low and high entropy data sources [20].
The preprocessor or the e_Rice algorithm takes blocks of J n-bit samples
as its input and outputs J preprocessed samples, which are passed on to the
encoder. The encoder can then select the coding that achieves the highest
compression for transmission. This it does by examining the statistics of the
sample, namely its entropy, as each coding option performs optimally for
data with a specific entropy. The CCSDS Recommendation prefers that the
value of J be 16. After studying several classes of scientific data, the result
was that 16 samples per block was optimal. Values of J less than 16 yielded
a lower compression ratio while values higher than 16 caused degradation in
adaptability to variations in data statistics.
The entropy coder has a fixed number of coding options, most of which
are called split-sample options. The kth split-sample option takes J preprocessed data samples, splitting off the k least significant bits from each
sample and encoding the remaining higher order bits with simple codewords
using fundamental sequence (FS) codes. The split LSBs are concatenated
with the FS codes. See table 3.7 for examples of FS codes and split-sample
options. With our example data, with assumed equal probability for each
sample, the best compression is achieved with k = 1 and k = 2. When tied,
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Value
0
1
2
3
4
5
7
8
Total bits

4-bit binary
0000
0001
0010
0011
0100
0101
0111
1000
32

FS code, k = 0
1
01
001
0001
00001
000001
00000001
000000001
38

k=1
01
11
0 01
1 01
0 001
1 001
1 0001
0 00001
29

k=2
00 1
01 1
10 1
11 1
00 01
01 01
11 01
00 001
29
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k=3
000 1
001 1
010 1
011 1
100 1
101 1
110 1
000 01
33

Table 3.7: Examples of split-sample options [20].
by convention, the smaller k is chosen [20].
The split-sample options of are generally not optimal when source data
entropy is very low. Hence there are two alternatives for such situations: the
Second-Extension option and the Zero-Block option. The former is designed
for compression in the range of 0.5 bits per sample to 1.5 bits per sample.
The encoder first pairs the consecutive preprocessed samples of the J-sample
block and transforms the pairs into new values encoded with an FS codeword.
The Zero-Block option, on the other hand, is selected when a block is all zeros.
Simply put, it assigns adjacent blocks of zeros with FS codes [7].
The coder may also choose not to compress a data block at all. In this
case, the data will remain intact, but an according option identifier is attached to the block [7].
The preprocessor transforms the data into samples that are more compressible from the point of view of the entropy coder. Obviously, to ensure
lossless compression, this is done in a reversible manner. The CCSDS Recommendation describes a preprocessing method that is composed by a predictor
followed by a prediction error mapper. The choice of preprocessing method
depends on the type of the data being processed and is thus not quite universal [7]. The predicting method described in the Recommendation is designed
for pixel data (digital images) and as such it is not relevant to describe it
here.

3.3.2

Audio Compression

In audio compression, there are various popular compression methods based
on perceptual losslessness. This means that trained listeners are unable to
distinguish the reconstructed signal from the original one, even though the

CHAPTER 3. LITERATURE REVIEW ON DATA COMPRESSION

26

waveform might actually be very different [20]. Lossy audio compression
methods have been a popular field of research, and the results have been
very good compared to lossless methods. However, there are applications
that require lossless compression, for example the archive storage of audio
recordings or professional studio applications [10].
According to the 2002 survey by Hans and Schafer [10], audio files may
be compressed to one-twelfth or even less of the original size, and they show
that lossless methods rarely reach better ratios than one-third.
Audio compression, like lossless compression in general, is based on the
basic idea of removing redundancy from the signal and then encoding the
signal with a suitable coder. Methods of entropy coding have been presented
earlier in this chapter; therefore we shall concentrate on the redundancy
removal methods.
In their survey, Hans and Schafer explored 8 lossless audio compression
methods. Additionally, they presented a new method, AudioPak. The removal of intrachannel redundancy is an issue in audio compression. For
example, in stereo audio, it means that, when the signal over both channels
is uniform, the same information should not be stored twice. In all methods,
the solution was based on one of two methods. Most algorithms attempt
to remove redundancy by linear prediction of the signal. A linear predictor
is applied to the signal samples, resulting in a sequence of prediction error
samples. A less common approach is to compress the signal by using a lossy
method and then losslessly compress the difference between the lossy and the
original signal.

Figure 3.6: General structure for prediction [10].
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The predictive modeling is based on predicting the next value of the
signal by using a number of previous samples. This, as we remember from
subsection 3.1.3, is called finite-context modeling. The general structure for
this kind of prediction is presented in figure 3.6. In the diagram, the original
signal is represented by x[n], while A(z) and B(z) represent feedforward and
feedback polynomials, respectively. Q is the quantizer and e[n] is the output
signal. Q quantizes to the same word length as the original signal, and the
remaining redundancy will be taken care of by the entropy coder later [10].
If the polynomial B(z) = 0, the predictor is a finite impulse response
(FIR) predictor. In other words, it is a linear predictor (see subsection 3.2.7).
If both A(z) and B(z) are present, the predictor is an infinite impulse response (IIR) predictor. FIR predictors are popular in speech and audio processing, while IIR, due to its complexity and modest advantages over FIR,
is less commonly used [10].
The prediction coefficients required by the FIR predictor can be found
using standard methods. In order to adapt to changing statistics in the signal,
the data has been split into frames, and for each frame, the coefficients are
typically recalculated. In many of the the methods compared by Hans and
Schafer, the coefficients for predicting a given block of data were chosen
from a group of predefined coefficient sets. This eliminates the need for
recomputing the coefficients, and a block of data only needs to contain data
identifying the coefficient set used [10].

3.4

Compression Tools

There is a number of available general purpose utilities that can be used
to compress data files losslessly. They are practical implementations of the
compression methods described in this chapter and others, and are therefore
worth noting. We describe the tools gzip, bzip2 and 7-Zip.

3.4.1

gzip

The gzip application uses the LZ77 algorithm described in subsection 3.2.4.1,
as implemented by zip and PKZIP [9]. This implementation is known as the
DEFLATE algorithm [8], which combines the Huffman algorithm with LZ77.
Compressed data sets consist of arbitrary length blocks that correspond to
successive blocks of input data, with the exception of non-compressible blocks
whose sizes are limited to 65535 bytes. The Huffman trees are independent
for each block, while the LZ77 may refer to previous blocks, up to 32768
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input bytes before. The blocks consist of a pair of Huffman trees, themselves
compressed using Huffman encoding, and a compressed data part [8].
The compressed data section is a series of elements of two types: literal
bytes of strings and pointers to duplicated strings. The former are strings
that have not occurred within the previous 32768 input bytes, while the latter
are (length, backward distance) tuples to strings that have occurred within
the range. One Huffman code is used to represent the literals and lengths
while one is reserved solely for backward distances [8].
The Huffman algorithm has been modified for use in the DEFLATE algorithm. It has two additional rules. First, all codes of a given bit length
are assigned lexicographically consecutive values, ordered according to the
order of the symbols they represent. Second, shorter codes lexicographically
precede longer codes. An example of the effects of these rules is shown in
table 3.8.
Symbol
A
B
C
D

Huffman Code
00
1
011
010

Modified Huffman Code
10
0
110
111

Table 3.8: Modified Huffman used by the DEFLATE algorithm [8].
The benefit of the modifications is that the Huffman code for an alphabet
can now be defined simply by stating the bit length for the codes for each
symbol in the alphabet in order. The code of the example is then unambiguously represented by the array (2, 1, 3, 3) [8].

3.4.2

bzip2

The bzip2 compression utility uses the Burrows-Wheeler transform, followed
by move-to-front and Huffman coding. The author claims it generally compresses better than LZ77/LZ78 based compressors and approaches the performance of PPM based compressors [21].
The utility achieves compression by combining five different stages. It
uses two kinds of run-length encoding (RLE), Burrows-Wheeler transform
(BWT), move-to-front (MTF) and Huffman encoding. The first RLE replaces
sequences of 4 to 255 identical bytes by 4 times the repeating byte and the
number of repetitions of the fifth byte [1]. It is worth noting that the author
of bzip2 has later stated that this RLE step is entirely irrelevant due to the
fact that BWT can handle repeats without problems [21].
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The RLE is followed by the BWT phase which generates the (L, I) tuple
described in subsection 3.2.5. MTF is then applied in order to generate long
runs of 0-bytes, which in turn are further compressed using another RLE
algorithm. Finally, bzip2 compresses the data using two to six Huffman
trees [1].

3.4.3

7-Zip

7-Zip is an archiver tool that supports many different compression algorithms.
The 7z archive format supports many different compression algorithms, including DEFLATE and bzip2, and has many other features. It also supports
some powerful algorithms not provided by the other tools, namely PPMD
and LZMA [16].
PPMD is a PPM escape method presented by Howard and Vitter [11]. It
is similar to PPMC (see subsection 3.2.3), but, when a new symbol occurs,
it always adds 1/2 instead of 1 to both the escape count and the count of
the new symbol, therefore always increasing the total weight by 1. PPMD
consistently performs slightly better than PPMC [11].
The LZMA algorithm is an improvement of the LZ77 compression algorithm [17]. Unfortunately we were unable to find any reliable sources on
the operation of LZMA. The only definitive source is the source code of the
LZMA SDK library itself ([17]), and analyzing it is a task beyond the scope
of this thesis.

Chapter 4
Results
In this chapter we present the results of the experiments we have performed in
order to determine which compression method or methods are most suitable
for compressing data collected by Eniram. In section 4.1 we take a look at
how the methods succeed in compressing data files that only consist of a list
of values that represent a single measurement at different times. We then
expand the experimentation to data files that contain complete sentences
in section 4.2. Section 4.3 looks into compressing data files consisting of
several less common sentence types. In section 4.4, we see how compression
methods and combinations of them perform when compressing complete data
files. Finally, in section 4.5 we provide an overall analysis of the results.
The data file we started with is a one-hour log whose size is 13556 kilobytes without compression and 2020 kB with gzip compression using default
parameters, which is the format in which data is currently transferred and
stored. Table 4.1 shows the composition of the file in terms of different
NMEA sentence types. Note that timestamps have been stripped off the
sentences before counting the size and that the timestamps’ cumulative size
is on the bottom row. From this table we can see that there are three major issues we must look into first: the compression of ARG sentences, BIN
sentences and timestamps.
The term compression ratio is used below to indicate how much space a
compressed data set or file takes compared to the original. That is, it is the
compressed size divided by the original size.
From the timestamp-stripped data file we extracted two files: one containing all ARG and BIN sentences and one containing all the rest. The
ordering of the sentences was not changed at any point; that is, the data
was in chronological order. The former file had a size of 9024 kB while the
latter one was 1252 kB. After compressing the files using gzip, the sizes were
1008 kB and 124 kB, respectively. The timestamps, originally 3068 kB, were
30
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similarly compressed to 608 kB. As we can see, when stored and compressed
separately like this, the ARG sentences, BIN sentences and timestamps constitute more than 90% of the entire data file, both uncompressed and gzip
compressed. Thus it is reasonable for us to limit our primary interest to
these parts of the data.
In the following sections, all compression tools are run with maximum
compression options. We knowingly sacrifice compression speed for compression ratio.
Sentence type
IABIN
TBARG
TAARG
GPGLL
TIROT
RAOSD
GPVTG
GPVBW
VDVBW
RAMWV
RADBT
RAWPL
HEHDT
RAROT
VDDPT
RARTE
VDVLW
RAZDA
other
total
timestamps

Count
7083
85271
85108
3601
7182
3600
3601
3600
3592
3600
3600
1775
3601
3600
3600
355
360
360
360
223849
223849

Size [kB]
4780
2172
2084
180
148
136
124
112
108
100
88
76
68
68
64
24
20
16
4
10272
3068

Variable data fields
80
2
2
3
1
3 (5)
2 (4)
2 (6)
1 (6)
2
1(3)
3
1
1
0 (1)
0 (x)
2 (4)
1 (6)
0
1

Table 4.1: Target data file content, with timestamps detached. The total
size does not add up due to rounding error. The variable data fields column
indicates the number of numeric values in a sentence type that convey information. Some of the values are always static in our file, and the value
in parentheses indicates how many numeric values the sentence type could
convey.
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Single-variable Time Series

First, we will start with data files comprising only single time series. The
data files in this section consist of numerical values represented as ASCII
strings separated by newline characters. This allows us to dive into the core
of the data. We need not worry about any less relevant, low-entropy data,
but can concentrate on the data that contains the most information.
In the following subsections, various sets of data are compressed using
different compression tools. The data sets are provided to the tools as raw
ASCII, delta coded ASCII and delta coded binary. The binary format is
included because compressing it gives us information on how well the tools
manage to compress the values of the data, and not the string representations
of them.

4.1.1

Time

Time is a measure that always goes forward. All time measurements are
unique unless taken at the exact same time. The Eniram logging system
makes sure that the time between two log lines advances by at least one
millisecond. This obviously means that in a log file with n lines we have
n unique timestamps. This, in turn, translates to a rather large amount of
data. In our example data file, there are 223849 unique lines.
With n unique values, the probability of a single value is n1 and the
entropy log |n|. In this case, the entropy is 17.77 bits. However, when we use
delta coding, we note that there are in fact only 62 unique values, including
x0 . This information we can use for data compression. The entropy of the
data consisting of differences is approximately 5.16 bits, considerably smaller
than the previous figure. Therefore it is clearly beneficial to compress the
differences instead of the full values. The binary file is formatted so that
the first value is an unsigned 8-byte long integer and the following values are
unsigned 2-byte short integers. Table 4.2 shows the compression results.
However, it is not wise to process all timestamps in a data file at once.
This is due to the fact that each sentence is sent at a given rate. Separating the timestamps accordingly will inevitably cause the amount of possible
unique values in a delta coded file to decrease dramatically. For example, in
our example data file, the TAARG sentence occurs approximately every 40
milliseconds. If we handle the timestamps of each sentence type separately,
we get a decreased entropy for the data. The information content of a sequence of identical or near-identical values is much lower than that of a very
heterogeneous set of data.
For the TAARG timestamps’ delta coded representation we got a dras-
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tically lower entropy of 1.27 bits. The compression results of the TAARG
timestamps are shown in table 4.3. Clearly, the compression ratio is much improved. The compression tools achieved 3.5-4.3 times better compression ratios for TAARG timestamps’ delta coded representations. We also attempted
double delta coding, that is, encoding how much the change changes. This
did not lead to a lower entropy, yielding 2.03 bits.
Compression
ASCII (raw)
ASCII (∆)
binary (∆)
gzip (ASCII)
gzip (ASCII ∆)
gzip (binary ∆)
bzip2 (ASCII)
bzip2 (ASCII ∆)
bzip2 (binary ∆)
7z LZMA (ASCII)
7z LZMA (ASCII ∆)
7z LZMA (binary ∆)
7z PPMD (ASCII)
7z PPMD (ASCII ∆)
7z PPMD (binary ∆)

Size [kB]
3061
574
438
603
133
125
680
94
90
215
107
98
723
87
84

Ratio (ASCII) [%]
100.0
18.8
14.3
19.7
4.3
4.1
22.2
3.1
2.9
7.0
3.5
3.2
23.6
2.8
2.7

Ratio (bin) [%]
698.9
131.1
100.0
137.7
30.3
28.5
155.3
21.5
20.5
49.1
24.4
22.4
165.1
19.9
19.2

Table 4.2: Compression ratios of all timestamps of one hour (223849 values)
by various tools. The compression efficiency remains fairly low.

4.1.2

Inclinometer Values

Inclinometers produce two values: the longitudinal and transverse tilt at the
point of the vessel where the inclinometer device is installed. On the vessel
from which our test file is, they are installed so that the X axis represents
the transverse tilt and the Y axis represents the longitudinal tilt. Looking at
the inclinometer values labeled TAARG in the sample data file from before,
we see that there are 85108 lines containing both values.
A tilt angle of a vessel, of course, does not approach infinity. Hence there
will obviously be duplicate values, the probabilities of which we can use for
data compression. There are 186 distinct X values in the data file and their
entropy is 6.61 bits. Delta coding achieved corresponding figures of 45 values
and 3.66 bits. The longitudinal tilt, i.e. the Y values, have more variation.
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Compression
ASCII (raw)
ASCII (∆)
ASCII (binary ∆)
gzip (ASCII)
gzip (ASCII ∆)
gzip (binary ∆)
bzip2 (ASCII)
bzip2 (ASCII ∆)
bzip2 (binary ∆)
7z LZMA (ASCII)
7z LZMA (ASCII ∆)
7z LZMA (binary ∆)
7z PPMD (ASCII)
7z PPMD (ASCII ∆)
7z PPMD (binary ∆)

Size [kB]
1164
250
167
246
12
11
255
9
9
99
12
10
281
8
8
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Ratio (ASCII) [%]
100.0
21.5
14.3
21.1
1.0
0.9
21.9
0.8
0.8
8.5
1.0
0.9
24.1
0.7
0.7

Ratio (bin) [%]
697.0
149.7
100.0
147.3
7.1
6.6
152.7
5.4
5.4
59.3
7.1
6.0
168.3
4.8
4.8

Table 4.3: Compression ratios for all timestamps of TAARG sentences of one
hour (85108 values) compressed by various tools. The compression efficiency
is clearly better than when compressing all timestamps (see table 4.2).
The count of distinct Y values is 1161 with an entropy of 9.60 bits, whereas
the count of differences is 112 with an entropy of 4.86 bits.
As with the timestamps, we experimented with double delta encoding.
Again, this did not produce satisfactory results. The entropies for the X and
the Y values were 4.68 bits and 5.84 bits, respectively.
The binary representation of the inclinometer values is especially important. Without it, we could not compare the compression ratios of the X and
the Y values in a meaningful way. The original ASCII representations of the
data sets are of different size due to the fact that all X values happen to
be positive and all Y values negative. This causes a 1-byte size difference
for each value because of the minus signs. As both data sets have the same
amount of values of the same precision, we can store them in binary so that
the file sizes are equal.
We converted both series from ASCII to binary using 2-byte signed short
integers. In the conversion process, we multiplied the original values by
1000 so as to be able to express them as integers. The conversion loses
no information because we know the precision is three decimal places. The
compression results in tables 4.4 and 4.5 contain compression ratios compared
to both raw ASCII and binary.
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Compression
ASCII (raw)
ASCII (∆)
binary (raw/∆)
gzip (ASCII)
gzip (ASCII ∆)
gzip (binary ∆)
bzip2 (ASCII)
bzip2 (ASCII ∆)
bzip2 (binary ∆)
7z LZMA (ASCII)
7z LZMA (ASCII ∆)
7z LZMA (binary ∆)
7z PPMD (ASCII)
7z PPMD (ASCII ∆)
7z PPMD (binary ∆)

Size [kB]
499
463
167
71
56
50
43
40
40
51
48
42
43
41
38
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Ratio (ASCII) [%]
100.0
92.9
33.5
14.2
11.2
10.0
8.6
8.0
8.0
10.2
9.6
8.4
8.6
8.2
7.6

Ratio (bin) [%]
298.8
277.2
100.0
42.5
33.5
29.9
25.7
24.0
24.0
30.5
28.7
25.1
25.7
24.6
22.8

Table 4.4: Compression ratios of TAARG X values of one hour (85108 values).
Compression
ASCII
ASCII (∆)
binary (raw/∆)
gzip (ASCII)
gzip (ASCII ∆)
gzip (binary ∆)
bzip2 (ASCII)
bzip2 (ASCII ∆)
bzip2 (binary ∆)
7z LZMA (ASCII)
7z LZMA (ASCII ∆)
7z LZMA (binary ∆)
7z PPMD (ASCII)
7z PPMD (ASCII ∆)
7z PPMD (binary ∆)

Size [kB]
582
468
167
107
72
64
61
52
50
73
62
55
61
51
48

Ratio (ASCII) [%]
100.0
80.4
28.7
18.4
12.4
11.0
10.5
8.9
8.6
12.5
10.7
9.5
10.5
8.8
8.2

Ratio (bin) [%]
348.5
280.2
100.0
64.1
43.1
38.3
36.5
31.1
29.9
43.7
37.1
32.9
36.5
30.5
28.7

Table 4.5: Compression ratios of TAARG Y values of one hour (85108 values).
Both data sets compressed to a significantly smaller size using any of the
compression tools. As the difference in entropy between the sets hinted, the
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X values turned out to be more compressible than the Y values.

4.1.3

Analysis

4.1.3.1

Information Content

From the experiments shown above, it is obvious that delta coding helps
reduce redundancy. The difference in compression efficiency is enormous in
the case of timestamps and significant when compressing inclinometer values
as well.
The compression ratios clearly follow the entropies of the value sets. The
timestamps can be compressed to a dramatically lower size compared to the
original file, while the inclinometer values do not compress quite as much.
As a related note, there is a clear indication that the compression tool performance varies according to how the data is preprocessed to reduce entropy.
It is a noteworthy result that, when we calculate a theoretical minimum
size for the 85108 TAARG timestamps by multiplying the count by the entropy, the result is approximately 13 kilobytes. All of the methods do slightly
better than this. The entropy is calculated for each individual value in the
data. That is, it does not take into account the dependence between the values. The compression methods, on the other hand, can find such dependence
and eliminate redundancy, leading to a better compression efficiency.
Conversely, an interesting point about the inclinometer data is that the
algorithms are, with the exception of PPMD in the case of both X and Y
values, unable to reach the size obtained by multiplying the count of the
values by the entropy of the data set. The size is approximately 38 kB for
the X values and 50 kB for the Y values.
As a further experiment, we implemented the Huffman algorithm and
applied it to the delta coded sets of binary values. The algorithm reached
respective figures of 39 kB and 52 kB. As can be seen from the tables 4.4
and 4.5, these figures are better than many of the previous results, but still
cannot reach the sizes calculated from the entropies. This is mostly due
to the fact that Huffman encodes all symbols as integral numbers of bits.
Arithmetic coding would do better because it can encode fractions of bits.
In order to understand why the timestamps and the inclinometer values
compress as differently as they do, we took a look at the distribution of the
values in their delta coded representations. As it turns out, the overwhelming
majority of the timestamps consist, in fact, of two different values. Out
of 85108 values, 56598 are 42 and 24956 are 43, which constitute 95.8%
of the values. The inclinometer deltas, on the other hand, form normal
distributions, with the exception that in the case of both X and Y values,
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there is a high spike at the value 0: 31120 for X and 27920 for Y. The
distribution of the Y values is significantly more flat and wide than that of
the X values, the frequencies of -0.001 and 0.001 being approximately 1600,
while the corresponding values for X are 4509 and 4849.
Here we have a clear reason to why the timestamps compress better than
the inclinometer values and, further, to why the X values compress better
than the Y values. As we are experimenting with lossless compression, we
want the data to be as unevenly distributed as possible. That is, we want
some values to be much more probable than others, which enables us to give
them shorter encodings. That is the case especially with the timestamps,
and more so with the inclinometer X values than with the Y values.
The inclinometers are supposed to send their values at 25 Hz, which
translates to a 40 millisecond interval. As the most common timestamp
deltas are 42 and 43 milliseconds, the actual interval seems to be somewhere
between these values, and it gets rounded to either of the two. If we were
able to predict when the value is 42 and when it is 43, we could save some
more bandwidth.
The difference between the distributions of the X and the Y values is
a question related to how the marine vessel oscillates and is not discussed
here. However, the fact that the distributions are as even as they are, raises
the question whether we need as much accuracy as we currently have. If we
could combine some of the values under a common encoding, we could save
a significant amount of bandwidth.
To illustrate the effects of delta coding, we also calculated a Fast Fourier
transform of length 4096 for raw X values and delta coded X values. The
results are shown in figures 4.1 and 4.2. As can be seen from the figures,
delta coding manages to get rid of the low-frequency parts of the data fairly
well. In both cases, however, there is much activity at the higher end, and
much of that is likely to be useless noise.
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Figure 4.1: FFT (4096) of inclinometer X values.
frequency information in the signal.
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There is much low-

Figure 4.2: FFT (4096) of delta coded inclinometer X values. The amount
of information in the low-frequency end has declined compared to figure 4.1
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The inclinometers are very accurate, and vessels constantly vibrate, which
inevitably causes us to store irrelevant information. However, as stated in
the beginning of the thesis, in some cases, the best accuracy available may
be needed. In the past, for example, an explosion onboard a vessel has been
detected by observing vibrations detected by the inclinometers. Also, to
guarantee the quality of the data received from the vessels, the data logging
components have been kept as simple and robust as possible. Further quantization of the data would introduce new software layers which always present
new risks. Still, the importance of the precision is an interesting question
which we had to look into.
Using the same inclinometer data as above, we removed the final decimal
from all values and delta coded the result. This way, the entropy of the
individual X values was reduced from 3.66 bits to 1.14 bits and the entropy
of the individual Y values from 4.86 bits to 2.23 bits – a significant change in
both cases. After converting the values to binary and compressing them with
bzip2, the size was 13kB for the X values and 25kB for the Y values. From
tables 4.4 and 4.5 we see that the corresponding sizes of the full-precision
data sets were 40kB and 50kB. Such radical differences prove that reducing
the precision of the data transferred should indeed be considered, although
not within the scope of this thesis.
4.1.3.2

Compression Performance

As can be seen from table 4.6, bzip2 and PPMD consistently outperform
the other methods in all data except for the raw timestamps. Likewise,
LZMA and gzip consistently place third and fourth, respectively, except
when compressing raw timestamps. In most cases of ASCII compression, the
gap between the two best methods is very slight. When compressing binary
deltas, PPMD is more clearly the winner.
One result that stands out is that LZMA does significantly better than the
others at compressing the raw ASCII timestamps. Apparently the algorithm
succeeds reasonably well at recognizing repeating patterns. After all, only
the final few digits of a timestamp change often. However, this success of the
LZMA algorithm is hardly more than a curiosity because delta coded binary
data compresses significantly better using any of the algorithms.
From the results of these experiments, we deduce that delta encoding
the values and converting the resulting values to binary form is something
that should always be done. In all cases, delta encoding caused a significant
reduction in file size, and in an overwhelming majority of cases the conversion
to binary also proved beneficial. Therefore we can leave the ASCII delta
representations out of the comparisons in the following sections.
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timestamps (ASCII)
X (ASCII)
Y (ASCII)
timestamps (ASCII delta)
X (ASCII delta)
Y (ASCII delta)
timestamps (binary delta)
X (binary delta)
Y (binary delta)
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gzip
2
4
4
4
4
4
4
4
4

bzip2
3
1
1
2
1
1
2
2
2

LZMA
1
3
3
3
3
3
3
3
3

PPMD
4
2
2
1
2
2
1
1
1

Table 4.6: Compression methods ranked by efficiency when compressing different types of data. PPMD and bzip2 constantly outperform the others in
delta coded data.

4.2

Single-sentence Data Files

At this point we have established that we should delta encode our data
in order to reduce the entropy of individual values, that is, the dependence
between them. Now, we shall see how data files consisting of a single sentence
type can be formatted in such a way that compression algorithms perform
optimally.

4.2.1

ARG Sentences

Listing 4.1 shows some TAARG sentences. When this data is supplied to
a compression algorithm as is, the algorithm needs to be able to recognize
patterns in the data in order to achieve good compression. On the other
hand, we can spot that there are only three values that are of interest to
us: time, longitudinal tilt, and transverse tilt. The identifier TAARG is also
relevant, but we only need to store it once. The delimiters and the checksum
convey no information and can all be reconstructed.
The valid flag (”A”) can in theory change to indicate that the data is invalid. This is a rare occasion that indicates a hardware malfunction. It can
be handled trivially by storing the time when the flag changes, which practically no storage space. In this experiment, we shall ignore this possibility
and assume the sentences are valid.
If we now make lists of the three interesting data sets, storing separately
the fact that the sentence is TAARG, we have transformed the data from
row-major (R-m) to column-major (C-m) format without losing any data.
This means that we store the values of each column of the data consecu-
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tively instead of storing rows consecutively. This can significantly aid the
compression algorithm, as it will see sequences of similar values instead of
mixed data. Data compression tools often split the source files to fixed-size
blocks and, if such blocks contain low-entropy data sequences, the tools can
perform better. Additionally, it is practical to use the column-major format
when delta coding values.
1293843599615:$TAARG,0.152,-0.227,A*00
1293843599657:$TAARG,0.154,-0.270,A*04
1293843599700:$TAARG,0.145,-0.286,A*0D
1293843599742:$TAARG,0.145,-0.286,A*0D
1293843599784:$TAARG,0.146,-0.278,A*0F
1293843599827:$TAARG,0.149,-0.281,A*06
1293843599869:$TAARG,0.149,-0.281,A*06
1293843599911:$TAARG,0.150,-0.312,A*05
Listing 4.1: Timestamped TAARG sentences in original row-major form.
Index
0
1
2
3
4
5
6
7

Timestamp
1293843599615
1293843599657
1293843599700
1293843599742
1293843599784
1293843599827
1293843599869
1293843599911

X
0.152
0.154
0.145
0.145
0.146
0.149
0.149
0.150

Y
-0.227
-0.270
-0.286
-0.286
-0.278
-0.281
-0.281
-0.312

Table 4.7: Timestamped TAARG sentences from listing 4.1 in column-major
form.
To illustrate the advantage of the column-major format over the rowmajor one, we compressed the example timestamped TAARG data from the
previous section using the same tools as before, before and after transforming
the file into column-major format. Delta encoding was also applied, and the
values were converted to binary form in the same manner as in section 4.1.
In the case of the column-major data, we produced separate files for each
column, compressed them separately and calculated the sum. That is, we
summed the results from the previous section. The results are in table 4.8.
The result reinforces our hypothesis that LZMA is clearly more successful
at recognizing patterns in mixed data than the others are. It succeeds signif-
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Tool
R-m [kB] C-m, ∆ [kB] Ratio (raw) [%]1 Ratio (gz) [%]2
raw
3325
501
15.1
86.8
gzip
577
125
3.8
21.7
bzip2
491
99
3.0
17.2
7z LZMA
297
107
3.2
18.5
7z PPMD
474
94
2.8
16.3
1
2
C-m compared to raw ASCII. C-m compared to gzipped R-m.
Table 4.8: Timestamped TAARG file compressed.
icantly better than the others when the data is not transformed to columnmajor format or delta coded. However, when we perform these operations,
bzip2 and PPMD provide the best compression.
In addition to summing the results from the previous chapter, we also
compressed the data to a single file that contains all metadata needed to
reconstruct the data and compressed it similarly, i.e. storing it in the columnmajor format and delta coding it before compressing using general purpose
tools. The data format is described in chapter 5. The differences to the
results in table 4.8 were very small, which indicates that the compression
tools can handle changes in the source data fairly well. In later experiments,
we shall trust this ability and compress single files only.

4.2.2

BIN Sentences

The BIN sentence is somewhat trickier to handle than the ARG sentence.
Also a proprietary sentence, BIN can contain an arbitrary length of any type
of data. There is no way of knowing anything about the structure of the
data in advance. When a BIN sentence is formed, the original message is
processed, character by character, to a lowercase ASCII representation of the
hexadecimal value of each character. For example, the character ”A” would
be represented as ”41” in a BIN sentence, and a line feed would be a ”0a”.
The first thing to be done to a BIN sentence is to transform it from the
hexadecimal representation to the original form. From here on, when referring to bytes in the BIN sentence, we refer to this transformed representation.
The sentence is used to convey the rather large amount of data received
from integrated automation systems using the MODBUS messaging protocol. Most of the data received is sent as MODBUS function code 16 requests,
Write Multiple Registers [24]. They contain a number of values, called registers, stored as 16-bit integers. The structure and interpretation of the data
is known by the transmitter and the receiver and is therefore not sent in the
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messages.
Typically around 150-250 values are received over MODBUS. The period
over which the messages are received varies. Also, the number of values per
message varies. In our example data file, there are 160 values. 80 values
are received every half a second. In general, there are also other types of
MODBUS messages being received. What makes all this tricky is that all
of the messages are received under the same NMEA identifier, which, in our
example case, is IABIN.
The distinction between message types can be made by looking at the
first few bytes of the content. For example, in the case of function code 16,
it is sufficient to check the first five bytes. The first contains the function
code. The next two contain the address of the first register, and the final
two contain the number of registers the message contains.
Many of the values received from automation systems change rarely and
slowly. Thus it is a valid assumption to make that the BIN sentences would
probably compress much better when transformed to column-major form.
However, as the content of a BIN sentence varies, the transformation must
parse the beginning of the message in order to determine which data it contains.
Tables 4.9 and 4.10 contain the compression results with a similar setup
as was used before when compressing TAARG sentences. The first table
contains the BIN sentences that convey registers 1-80 and the second one
contains those that carry registers 81-160. The results show that the IABIN
sentences compress well even without any preprocessing. It is also clear that,
as the register values 1-80 compress better, the average entropy of the values
in the registers 81-160 is probably higher.
We were interested to see how data consisting of interleaved sentences
compresses. Our assumption was that there is no great difference when
comparing the compression efficiency of the column-major IABIN sentences
compressed together or separately. The assumption was quite correct, as can
be seen by comparing the previous two tables with table 4.11.
In the light of our previous findings, there were no major surprises in the
compression of IABIN sentences. Again, LZMA is the winner of the quad
with row-major data and PPMD performs best with delta coded columnmajor data, closely followed by bzip2.
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Tool
R-m [kB] C-m, ∆ [kB] Ratio (raw) [%]1 Ratio (gz) [%]2
raw
2435
1170
48.0
1285.7
gzip
91
41
1.7
45.1
bzip2
82
28
1.1
30.8
7z LZMA
48
33
1.4
36.2
7z PPMD
70
27
1.1
29.7
1
2
C-m compared to raw ASCII. C-m compared to gzipped R-m.
Table 4.9: Timestamped IABIN file compressed (registers 1-80).

Tool
R-m [kB] C-m, ∆ [kB] Ratio (raw) [%]1 Ratio (gz) [%]2
raw
2436
1170
48.0
921.2
gzip
127
57
2.3
44.9
bzip2
76
44
1.8
34.6
7z LZMA
76
44
1.8
34.6
7z PPMD
79
40
1.6
31.4
1
2
C-m compared to raw ASCII. C-m compared to gzipped R-m.
Table 4.10: Timestamped IABIN file compressed (registers 81-160).

Tool
R-m [kB] C-m, ∆ [kB] Ratio (raw) [%]1 Ratio (gz) [%]2
raw
4870
2340
48.0
1017.4
gzip
230
99
2.0
43.0
bzip2
171
71
1.5
30.7
7z LZMA
127
77
1.6
33.5
7z PPMD
152
66
1.4
28.7
1
2
C-m compared to raw ASCII. C-m compared to gzipped R-m.
Table 4.11: Timestamped IABIN file compressed (registers 1-80 and 81-160
interleaved).
The compression ratio of IABIN sentences compared to the raw ASCII
data is better than that of the TAARG sentences. Also, simply running
gzip on the raw data gave a much higher compression ratio in the case of
the IABIN sentences. While we did not calculate entropies for each and
every value contained by the IABIN sentence, based on these observations
we can make the assumption that the entropies of the values contained by
the IABIN sentences were lower than in the case of TAARG sentences. Also,
due to the nature of the BIN sentence, there is much redundancy in symbols

CHAPTER 4. RESULTS

45

because each ASCII character is encoded using two characters representing
hexadecimal digits. The compression tools are likely to remove much of this
redundancy without any aid.

4.3

Other Sentences Types

To understand how a complete data file compresses, we inspected, as the
final step before experimenting with complete data files, how the rest of the
sentences compress. We have not implemented support for other specific sentences than ARG and BIN in our compression tool (see chapter 5). However,
the tool can still transform all sentences into a column-major form. If it
encounters an unknown sentence type, it will attempt to store the values as
floating point numbers or, failing that, as integers, or finally as strings. If
they are stored as floats, also the precision of their string representation is
stored in order to be able to perfectly reproduce the original NMEA string.
In the case of numeric values, delta coding is performed as well. Strings are
coded with their length preceding their encoding. The result of this experiment is shown in table 4.12.
Tool
R-m [kB] C-m, ∆ [kB] Ratio (raw) [%]1 Ratio (gz) [%]2
raw
1932
752
38.9
276.5
gzip
272
76
3.9
27.9
bzip2
228
60
3.1
22.1
7z LZMA
228
48
2.5
17.6
7z PPMD
228
48
2.5
17.6
1
2
C-m compared to raw ASCII. C-m compared to gzipped R-m.
Table 4.12: Remaining data compressed.
Calculating the entropies for all value sets and multiplying them with
the sizes of the corresponding sets, we got a size of a little less than 50kB.
Comparing this to the compression results shows that the best two methods,
LZMA and PPMD, get past this bound, while the others perform significantly
worse.

4.4

Complete Data Files

The final step of our experiments was to compress entire one-hour data files.
For this purpose, we chose three data files from rather different types of
vessels. The first file is the same one as in the previous experiments. The
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second file is from a vessel with an exceptionally high number of inclinometers
– seven instead of the more typical two. Also, the amount of BIN sentences
is high in this data set.
The third file is from a vessel without a MODBUS automation interface.
Therefore, there are no BIN sentences, and values from the automation system are contained in another proprietary sentence that contains plain text
key-value pairs. The amount of automation data in the final file is considerably smaller compared to the other files. This is the main reason that the
difference in size between the first and the final file is so large.
The results of these experiments are shown in tables 4.13-4.15. The sizes
obtained by multiplying the entropies with the count of the values are 312kB,
835kB and 240kB. In all cases, the best methods got reasonably close to these
sizes. In the last file, all except gzip performed even better than that.
A major robustness concern arose from the fact that the 7zip PPMD
implementation crashed to a segmentation fault when compressing larger
files. We managed to compress the first and the last file using the default
settings instead of maximum compression settings, but the original second
file could not be compressed at all. This highlights our belief that it is better
to use tried-and-tested applications to perform the rather complex operations
related to compressing large amounts of data.
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Tool
R-m [kB] C-m, ∆ [kB] Ratio (raw) [%]1 Ratio (gz) [%]2
raw
13556
4264
31.5
219.3
gzip
1944
452
3.3
23.3
bzip2
1504
360
2.7
18.5
7z LZMA
1220
352
2.6
18.1
3
7z PPMD
1504
324
2.4
16.7
1
2
3
C-m compared to raw ASCII. C-m compared to gzipped R-m. Run
with default compression settings due to a crash when run with maximum
setting.
Table 4.13: Complete data file 1 compressed.
Tool
R-m [kB] C-m, ∆ [kB] Ratio (raw) [%]1 Ratio (gz) [%]2
raw
29024
11248
38.8
244.1
gzip
4608
1152
3.4
25.0
bzip2
2932
900
3.1
19.5
7z LZMA
3336
920
3.2
20.0
3
7z PPMD
836
2.9
18.1
1
2
3
C-m compared to raw ASCII. C-m compared to gzipped R-m. R-m
unavailable due to crash.
Table 4.14: Complete data file 2 compressed.
Tool
R-m [kB] C-m, ∆ [kB] Ratio (raw) [%]1 Ratio (gz) [%]2
raw
7200
2208
30.7
349.5
gzip
1428
316
4.4
22.1
bzip2
1012
232
3.2
16.2
7z LZMA
872
228
3.2
16.0
7z PPMD3
788
220
3.1
15.4
1
2
3
C-m compared to raw ASCII. C-m compared to gzipped R-m. Run
with default compression settings due to a crash when run with maximum
setting.
Table 4.15: Complete data file 3 compressed.
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Analysis

Our results indicate that we can compress Eniram log files to a size that is
approximately from one-sixth to one-fifth of their original gzip compressed
size. This is achieved by transforming the data to a column-major, delta
coded binary format in a reversible manner and compressing the transformation using a separate compression tool. In the case of our three example
files, this equals 5-21 megabytes per day, which is still far from our original
target of one megabyte per day.
When experimenting with our own Huffman algorithm implementation
and the inclinometer data in section 4.1.2, we noticed that the coding reached
results reasonably close to the entropy of the individual values. This led
us to the conclusion that the coding itself is not a major concern – any
serious compression tool can reach good coding results – but that reducing
the entropy of the data to be coded, i.e. modeling, is. The differences between
the results of the compression tools we used are probably due to the tools’
varying success at reducing the entropy of the alphabet that is encoded, as
given by the formula in definition 3.1. If we could reduce it in advance, the
results would be better.
We managed to reduce the entropy of the source values quite dramatically
by delta coding them. At this point, the key question is whether we could do
even better. For example, using some form of linear prediction, we might be
able to predict values well enough in order to be able to achieve compression
by only coding the differences between actual and predicted values. We chose
to leave this issue open for further research.
Returning to the issue of the precision of the original data, we performed a
lossy compression experiment by leaving the final decimal off all inclinometer
values in the complete data file 2 from table 4.14. The file in question is rich
in ARG sentences and therefore it was to be expected that the size reduction
would be radical. The result was that the file was, after bzip2 compression,
compressed to 500kB, only 55.6% of the 900kB bzip2 compressed original
lossless column-major delta encoded transformation of the file. Compared to
the gzip compresed row-major file, the compression ratio was just 10.9%.

Chapter 5
Implementation of a
Compression Tool
This chapter describes the implementation of the compression tool that was
one of the goals of this thesis. We start with the overall description of the
tool and the motivation behind our choices in section 5.1. Then we move
on to describe the actual implementation in more detail, first discussing the
file format in section 5.2 and then the architecture of the actual tool in
section 5.3.

5.1

Overview

As stated in chapter 1, our aim was not to create a new compression algorithm
but to transform the data into a more compressible form. With this in mind,
we decided not to implement any specific compression algorithm but to use
an existing tool for the actual compression. The purpose of our tool is to
preprocess the data in a reversible manner so that a compression tool can
compress the result optimally.
Reflecting the results of our experiments in chapter 4, we decided to
preprocess the data into delta coded column-major form. Delta coding is a
simple way of achieving a significant improvement in compression ratio due
to its ability to eliminate much of the dependence between individual values,
while column-major form is a format that greatly aids in bringing out the
best of compression algorithms.
Keeping the possibility of further research in mind, our design also leaves
open the possibility to implement better preprocessing techniques. For example, there may be developments in the prediction of data that may eventually
be used to achieve greater compression.
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The purpose of our tool is to be able to transform Eniram log files, i.e.
files containing timestamped NMEA 0183 style sentences. The handling
of different types of data or bogus data is beyond the scope of the thesis.
However, it is planned that the data format will change in the near future,
and the architecture of the tool has been planned in a way that it is relatively
easy to add support for the new format.
To allow rapid development and experimentation, we chose Python as the
implementation language. The version we used was Python 2.6.

5.2

File Format

The data files produced by our tool consist of blocks, each of which represents all timestamps and values of a sentence in a file. Typically, a block is
identified by the NMEA identifier of the sentence, for example TAARG. Basically, all blocks contain the length of the identifier, the identifier string, the
first timestamp as an 8-byte long integer, the remaining timestamp deltas encoded as integers, and finally the size of the encoded payload data followed
by the data itself. The encoder attempts to encode the timestamps to as
short an encoding as possible, which means either 2, 4 or 8 bytes, depending
on the data.
Each block is also preceded by the md5 hash of the whole block. This
provides a very coarse way of consistency checking, effective when data gets
corrupted without a change in size. However, if bytes are added to or removed
from one block, the following blocks will not be successfully decoded.
The timestamps and the data may be encoded in different ways depending
on the data and the configuration of the tool. In any case, the encoding is
always preceded by the identifier of the encoder that has been used. This
ensures that the decoder need not know how a specific data set has been
encoded, but can use the identifier to find this information.
In a single file, a single time series of numeric values is encoded using a
single encoding length. It may vary between files, however. For example,
if a set of timestamp deltas contains a value higher than fits in 2 bytes,
for example 83421, the whole series will be encoded as 4-byte integers. In
another file where each timestamp delta can be expressed in two bytes, the
encoding will be done using 2-byte integers.

5.3

Architecture

The architecture consists of four main component types:
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 FileProcessor
 Compressor/Decompressor
 Sentence
 Coder

The FileProcessors process single log files. The Compressors and
Decompressors are used to handle the generic operations regarding occurrences of any single sentence type in a log file. The operations are to be
done to all log rows and performed before passing the sentence payload to
the sentence type specific Sentence class. The Coder classes are used by all
of the above classes. They produce an encoding of a time series, represented
as a Python struct.

Figure 5.1: Architecture of the tool
In our solution, the class TimestampedNmeaFileProcessor implements
the FileProcessor interface. Its purpose is to handle complete log files that
consist of multiple sentence types, all of which must be in the Eniram log
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file format specified in chapter 2. The TimestampedNmeaCompressor class
implements the Compressor interface. It handles the timestamps and uses
a sentence specific Sentence object to handle the sentence payload. It also
handles much of the necessary metadata needed to decompress the sentence.
In the following subsections we describe how the compression and decompression work in each component of our implementation. The final subsection
describes how the Coders operate.

5.3.1

Compression

In this subsection, we describe the phases of compressing an input file in each
component of the tool.
5.3.1.1

Finding and Handling Timestamped NMEA Sentences

The static method compress in TimestampedNmeaFileProcessor takes an
input file name and an output file name as its arguments. The file is read
line by line, matching each line against a regular expression that matches
lines in Eniram log file format. At this point, there is no handling for lines
that do not match the expression.
For each match, the method finds the NMEA identifier of the sentence
and writes the line into a temporary file, specific to the sentence. The pairs
of identifiers and references to temporary files are stored in a dictionary.
That is, after the file has been processed, there is a temporary file for each
NMEA identifier that contains the corresponding rows. Listing 5.1 contains
the input reading phase.
In some cases, the NMEA identifier is not sufficient to uniquely identify
sentences. One such example is the BIN sentence, the problematic of which
is discussed in 4.2.2. In such situations, the Sentence class must override the
static method get_unique_id returns an unique identifier for the sentence.
When the file has been read and the temporary files written, the dictionary containing the unique identifiers and the temporary files is processed.
For each pair, a TimestampedNmeaCompressor is created. The contents of
the temporary files are supplied to the Compressor after first reading them
using a csv reader. After that, the finalize method of the Compressor is
called and the result is written into the output file. The output writing phase
is shown in listing 5.2.
The temporary files are handled one-by-one and closed when they are no
longer needed. Using the temporary files saves memory as we do not need to
keep the whole data file in memory at once. At present, however, the tool
does not support handling the temporary files in fixed-size blocks. Therefore
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@staticmethod
def compress ( input , output ):
with open ( input , " r " ) as f_in :
sentences = dict ()
for line in f_in :
if T i m e s t a m p e d N m e a F i l e P r o c e s s o r . NMEA_EXPR . match ( line ):
nmea_line = line . split ( " : " )[ 1 ]
id_end = nmea_line . find ( " ," )
id = sentenceresolver
. resolve ( nmea_line [ id_end - 3 : id_end ])
. get_unique_id ( nmea_line )
if id in sentences :
sentences [ id ]. write ( line )
else :
sentences [ id ] = TemporaryFile ()
sentences [ id ]. write ( line )

Listing 5.1: Reading timestamped NMEA sentences from a file. All occurrences of a single sentence are divided into temporary files.
it is possible that, if handling long data sets, the tool consumes too much
memory. The architecture would be rather easy to modify to fix this issue,
but this was considered to be out of the scope of the thesis.
5.3.1.2

Handling Specific NMEA Sentences

TimestampedNmeaCompressor handles each occurrence of a single uniquely
identifiable timestamped NMEA sentence. For example, TAARG is one such
sentence. IABIN, on the other hand, could identify multiple different sentences. For example, those conveying the values for registers 0-100 and those
for the registers 101-200. This issue needs to be taken care of before passing
the sentences to an instance of TimestampedNmeaCompressor.
The class TimestampedNmeaCompressor holds a state and is not static.
Its constructor is given the sentence type as a string, for example ”ARG” or
”BIN”, and it instantiates and stores an according sentence specific class.
The Compressor takes in all of its input rows at once, using the method
add_lines, shown in listing 5.3.
TimestampedNmeaCompressor strips the timestamps off the sentences,
delta encodes them, storing the first timestamp separately, strips the NMEA
checksum off the sentence and calls the add_sentence method of the sentence
specific class. The first timestamp is stored separately, because it needs to be
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with open ( output , ' wb ' ) as f_out :
for sentence , temp_file in sentences . items ():
nmea = T i m e s t a m p e d N m e a C o m p r e s s o r ( sentence . split ( " ," )[ 0 ])
temp_file . seek ( 0 )
reader = csv . reader ( temp_file )
nmea . add_lines ( reader )
temp_file . close ()
f_out . write ( " " . join ( nmea . finalize ()))

Listing 5.2: Transforming sentences. Each temporary file containing occurrences of a single sentence is handled by a TimestampedNmeaCompressor
and the result is written to file.
expressed by a long integer whereas it is to be expected that the remaining
delta encodings can be expressed in a more compact form of either two or four
bytes. The NMEA checksum, on the other hand, can be reconstructed when
decompressing the file, in order to guarantee the contents of the decompressed
file match those of the original.
When all sentences have been added, the finalize method is called.
It will produce the encoding of the sentences. The encoding contains the
length of the NMEA identifier string, the NMEA identifier string, the first
timestamp as an 8-byte long integer, the encoded timestamp deltas, the
length of the encoding of the payload data and the payload data itself. The
md5 hash of the concatenation of all of the above is calculated and prepended
to the concatenation, and the result is returned. The finalize method is
shown in listing 5.4.
5.3.1.3

Sentence Handlers

The values carried by sentence types vary, as does the formatting of the
values. Also, the characteristics of the data carried by sentences vary, which
may make it desirable for us to handle sentence types in different ways and
use different prediction or coding methods for different sentences. With this
in mind, we implemented the possibility to handle each sentence type in its
own way.
Currently, we have the implementations for the ARG and BIN sentences as
well as a generic Unknown sentence, which attempts to encode each column of
a sentence to as short an encoding as possible. It converts floats to integers
and stores the precision separately, integers as integers and strings as pairs
of length and string. The numeric values are also delta coded. The BIN
sentence is coded so that each byte of the sentence is treated as a column of
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def add_lines ( self , lines ):
for sentence in lines :
timestamp = int ( sentence [ 0 ][: 13 ])
sentence [ 0 ] = sentence [ 0 ][ 15 :]
sentenceid = sentence [ 0 ]
if sentenceid != self . sentence_type :
raise I l l e g a l S e n t e n c e E x c e p t i o n ( " Got : " + sentenceid
+ " , expected : " + self . sentence_type )
delta = timestamp - self . prev_timestamp
try :
self . timestamps . append ( delta )
except AttributeError :
self . timestamps = list ()
self . first_timestamp = timestamp
self . prev_timestamp = timestamp
sentence [ - 1 ] = sentence [ - 1 ][: - 3 ]
self . sentence_obj . add_sentence ( sentence )

Listing 5.3: Adding timestamped NMEA lines. The timestamps deltas are
calculated and the actual NMEA sentences are passed on to a sentence specific object.
data and delta coded.
To highlight the operation of the Sentence classes, we look into the ARG
class in some detail. The add_sentence method simply adds a single sentence
into a list stored in the ARG object. When all values have been added, the
finalize method is called. It converts all inclinometer values to integers,
delta encodes them and encodes them as 2-byte integers. The valid flag
is encoded simply as a sequence of characters. This should almost always
be a 0-entropy string, leading to high compression ratio despite the naı̈ve
encoding. Listing 5.5 shows the finalize function of the ARG class.
An issue worth noting is that, in the source data, there are positive and
negative zero values in the values carried by ARG sentences. That is, both
0.000 and -0.000 occur. We decided not to encode this but treat all of these
values as ordinary zeros, which leads to some mismatches in data between
original and decompressed files.
All Sentence classes representing NMEA sentences must inherit the class
NmeaSentence. If the sentence type cannot be uniquely identified by the
NMEA identifier, the class must accordingly override the static method
get_unique_id (discussed in subsection 5.3.1.1).
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def finalize ( self ):
encoded_sentence = list ()
id_len = len ( self . sentence_type )
encoded_sentence . append ( struct . pack ( " H " , id_len ))
encoded_sentence . append ( struct . pack ( " % ds " % id_len ,
self . sentence_type ))
data = [ struct . pack ( " Q " , self . first_timestamp )]
timestamps = Coder . encode ( self . timestamps ,
int )
data . extend ( timestamps )
data . extend ( self . sentence_obj . finalize ())
data = " " . join ( data )
encoded_len = len ( data )
encoded_sentence . append ( struct . pack ( " I " , encoded_len ))
encoded_sentence . append ( data )
encoded_sentence = " " . join ( encoded_sentence )
return struct . pack ( " 32s " , hashlib . md5 ( encoded_sentence )
. hexdigest ()) + encoded_sentence

Listing 5.4: Encoding timestamped NMEA sentences. The timestamp deltas
are encoded as the shortest possible integers and the sentence specific class
is asked for an encoding of the payload. Finally, an md5 sum is calculated
for the result.

5.3.2

Decompression

5.3.2.1

Handling Timestamped NMEA Sentences

The decompression method of the class TimestampedNmeaFileProcessor is
a static method that takes an input file and an output file as its arguments.
The method loops through the input file, only reading as many input bytes
as is required at each stage. Each block, as described before, consists of an
md5 hash of the data of the block, the length of the sentence ID, the sentence
ID string, the length of the payload data block and the payload data itself.
All these are read and the hash is checked. If it matches, the payload data
and the sentence ID are passed on to TimestampedNmeaDecompressor. The
results are stored, and after all input has been processed, the resulting set
of sentences is sorted and written to the output file. The decompression
procedure is shown in listing 5.6.
Here there is again potential for running out of memory if the data file is
large. Before writing to the output file, all sentences will be stored in memory.
Should the need to perform decompression more memory efficiently arise, we
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def finalize ( self ):
x_prev = 0
y_prev = 0
x_list = list ()
y_list = list ()
valid_list = list ()
for sentence in self . values :
x_val = int ( sentence [ 1 ]. replace ( " . " , " " ))
y_val = int ( sentence [ 2 ]. replace ( " . " , " " ))
x_diff = x_val - x_prev
y_diff = y_val - y_prev
x_prev = x_val
y_prev = y_val
x_list . append ( x_diff )
y_list . append ( y_diff )
valid_list . append ( ord ( sentence [ 3 ]))
result = [ Coder . encode ( x_list , " S h o r t e s t I n t e g e r C o d e r " )[ 1 ]]
result . append ( Coder
. encode ( y_list , " S h o r t e s t I n t e g e r C o d e r " )[ 1 ])
result . append ( Coder
. encode ( valid_list , " S h o r t e s t I n t e g e r C o d e r " )[ 1 ])
return " " . join ( result )

Listing 5.5: Encoding ARG sentences. The X and the Y values are converted
to integers and delta coded.
would need to implement a way to sort files efficiently, and also to decompress
data blocks partially.
5.3.2.2

Handling Specific NMEA Sentences

The static decompression method of TimestampedNmeaDecompressor decodes the timestamps using the Coder class and determines which sentence
type class can decode the payload data. When it has the raw timestamp
values and the comma separated list of payload values, retrieved from the
Sentence class, it concatenates them into actual sentences, calculating and
appending the NMEA checksum in the process. Finally, the list of sentences
are returned. The decompression method is shown in 5.7.
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Sentence Handlers

The decompressor of a sentence type is quite simply the inverse of the compression. The decompressing is implemented in the static method decompress.
The decompression needs to either be aware of how the numeric values need
to be output, or this must be stored in the encoding. The decompressor produces a list of comma separated values consisting of the payload data of the
sentence. The decompression method of the ARG class is shown in listing 5.8.

5.3.3

Coders

When a component needs to encode or decode data, it calls the static methods
encode or decode in the Coder class. They provide the interface to all
possible Coder classes. The encode method gets the set of values and a
desired coding method as its arguments. The method may be supplied as
a string, in which case the method will try to instantiate a class with such
name, or as a function. If the function is int, float or str, a corresponding
encoder will be used.
In some cases, the coder string may be a meta encoder, which means
an encoder that will select another encoder to do the actual encoding. At
present, we have implemented one such encoder, ShortestIntegerCoder,
which will try to encode the data set with ShortCoder, IntegerCoder and
LongCoder, choosing the shortest possible encoding. If all values can be
encoded by 2-byte integers, ShortCoder is used. If there is even one value
that requires 4-byte representation, IntegerCoder is used. Further, if there
is even one requiring 8-byte representation, LongCoder is used. This meta
encoder is actually used whenever integers are encoded. An interesting detail
we found was that actually 1-byte integers did not compress as well as 2-byte
integers. This is why there is no ByteCoder. We chose not to investigate the
reasons to this behaviour.
Due to the meta encoders, all of the coders must also return the name
of the coder class as a string. The Coder class can then use the string to
look up a numeric identifier for the specific coder in the table coders, and
the identifier is prepended to the output of the coder. The encode method
is shown in listing 5.10. Using the identifier, the decode method can select
the appropriate decoder from the inverted id table coder_ids and perform
the decoding. The method is shown in listing 5.11. The tables and the map
used to find coders and their identifiers are shown in listing 5.9.
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@staticmethod
def decompress ( input , output ):
sentences = list ()
with open ( input , ' rb ' ) as f_in :
buf = f_in . read ( 32 )
while ( buf != " " ):
digest = struct . unpack ( " 32s " , buf )[ 0 ]
buf = f_in . read ( 2 )
sentencelen = struct . unpack ( " H " , buf [: 2 ])[ 0 ]
buf += f_in . read ( sentencelen )
sentence_id = struct . unpack ( " % ds " % sentencelen ,
buf [ 2 : 2 + sentencelen ])[ 0 ]
buf += f_in . read ( 4 )
datalen = struct . unpack ( " I " ,
buf [ 2 + sentencelen : 6 + sentencelen ])[ 0 ]
buf += f_in . read ( datalen )
if hashlib . md5 ( buf ). hexdigest () != digest :
print " Data block corrupt ! Couldn ' t decompress . "
else :
sentences . extend ( T i m e s t a m p e d N m e a D e c o m p r e s s o r
. decompress ( buf [ 6 + sentencelen :] , sentence_id ))
buf = f_in . read ( 32 )
sentences . sort ()
with open ( output , ' w ' ) as f_out :
for sentence in sentences :
f_out . write ( sentence + " \ r \ n " )

Listing 5.6: Decompressing a file. All blocks, each containing all occurrences
of a single NMEA sentence, are processed in order. When the necessary
metadata has been decoded, the payload will be passed on to the TimestampedNmeaDecompressor for decompression.
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@staticmethod
def decompress ( buffer , sentencetype ):
sentencetype = sentencetype [: 5 ]
first = struct . unpack ( " Q " , buffer [: 8 ])[ 0 ]
( pos , timestamps ) = Coder . decode ( buffer , 8 )
timestamps . insert (0 , first )
sentence_cls = sentenceresolver . resolve ( sentencetype [ 2 :])
raw_values = list ()
while ( len ( buffer ) > pos ):
( pos , values ) = Coder . decode ( buffer , pos )
raw_values . append ( values )
result = list ()
prevtime = 0
sentencetype += " ,"
values = sentence_cls . decompress ( raw_values , len ( timestamps ))
for index , value in enumerate ( timestamps ):
time = int ( value ) + prevtime
prevtime = time
sentence = str ( time ) + " : $ "
sentence_content = sentencetype + values [ index ]
sentence = sentence + sentence_content + " *% 02X "
% nmeachecksum . checksum ( sentence_content )
result . append ( sentence )
return result

Listing 5.7: Decompressing a sentence. First, the timestamps are decoded,
and then the payload is sent to a sentence specific class for decoding. Finally,
the timestamps are combined with the payload and an NMEA checksum is
calculated for each sentence.
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@staticmethod
def decompress ( values , sentences_count ):
prevs = [0 , 0 ]
result = list ()
for sentence_index in xrange ( sentences_count ):
sentence = list ()
x = int ( values [ 0 ][ sentence_index ]) + prevs [ 0 ]
y = int ( values [ 1 ][ sentence_index ]) + prevs [ 1 ]
x_f = float ( x )/ 1000
y_f = float ( y )/ 1000
prevs [ 0 ] = x
prevs [ 1 ] = y
sentence . append ( " %. 3f " % x_f )
sentence . append ( " %. 3f " % y_f )
sentence . append ( chr ( values [ 2 ][ sentence_index ]))
result . append ( " ," . join ( sentence ))
return result

Listing 5.8: Decompressing the payload of an ARG sentence. The delta
coding is reversed.

coders = { " StaticLength " : 1 ,
" VariableLength " : 2 ,
" IntegerCoder " : 3 ,
" FloatCoder " : 4 ,
" LongCoder " : 5 ,
" ByteCoder " : 6 ,
" ShortestIntegerCoder ": 7
}
coder_ids = dict (( v , k ) for k , v in coders . iteritems ())
coder_map = { int : " S h o r t e s t I n t e g e r E n c o d e r " ,
float : " FloatCoder " ,
str : " VariableLength " }

Listing 5.9: Coder table and coder map. The indices of the table are used
as identifiers in the transformed data files. The map is used to determine a
suitable coder by data type.
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@staticmethod
def encode ( values , coder , encode_id = True ):
if type ( coder ) is type :
coder = Coder . coder_map [ coder ]
encoder = globals ()[ coder ]
encoder_name , encoded = encoder . encode ( values )
if encode_id :
id = Coder . coders [ encoder_name ]
return encoder_name , struct . pack ( " B " , id ) + encoded
else :
return encoder_name , encoded

Listing 5.10: Encoding a value set. The coder index is retrieved from the
coder table and encoded as an identifier before the data set.

@staticmethod
def decode ( buffer , pos ):
id = struct . unpack ( " B " , buffer [ pos : pos + 1 ])[ 0 ]
decoder = globals ()[ Coder . coder_ids [ id ]]
pos += 1
return decoder . decode ( buffer , pos )

Listing 5.11: Decoding a value set. The decoder is determined by the index
encoded before the data set.

Chapter 6
Conclusion
In this thesis, we have described the theory that lies behind lossless data
compression, and presented several common methods and algorithms that
perform lossless data compression. We have also implemented a tool that
transforms timestamped NMEA 0183 formatted marine vessel measurement
data into a form that is more compressible than the original data.
Using the tool and commonly available data compression tools, we have
performed experiments on actual data files and parts of them in order to see
how well they can be compressed.
During the course of the research, it became evident that modeling is the
data compression phase that we can optimize the most in order to achieve
more efficient compression. That is, well known, general purpose coding
methods, such as Huffman coding or arithmetic coding, are perfectly fine
for our purposes and it is highly unlikely that we could achieve significantly
better compression results by trying to find a better coder. However, there
are modeling methods that can reduce the entropy of the data we want to
encode. In this sense, delta coding is a modeling method despite its name.
It reduces the entropy of the individual values of the data, but not really the
amount of data as such, and the result needs to be encoded by an entropy
coder such as Huffman. A simple technique, delta coding performs very well
at reducing the entropy of the values in our telemetry data.
Our experiments were based on transforming data into a column-major,
delta coded form. That is to say, while the original files consist of various
types of NMEA 0183 sentences intermixed, transformed data files consist of
sequences of delta coded values, together with some necessary meta data.
The sequences contain all values of each variable that occur in the data file.
When storing data sets in sequence instead of mixing them with other data
sets, the files will contain large lower-entropy blocks of data, which makes
the files more compressible for data compression tools.
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Another interesting question is why do the compression tools perform
so differently. How do the modeling methods affect the tools’ ability to
eliminate redundancy in the data? Some algorithms fare better than others
at compressing different types of data. This is by no means a simple question
and is not discussed here.
In addition to some algorithms simply being better than others, there are
design considerations that effect the performance of the tools. For example,
the stated purposes of the DEFLATE algorithm used by gzip include being
composed of methods not covered by patents and, further, not being able to
compress specialized data particularly well [8]. Many compression methods
are or have been patented which has led the creators of compression tools
to try to avoid using any patented algorithms – that is, methods that could
have performed better than the methods chosen.
Regarding the robustness of the tools, it was unfortunate that the tool
that performed best (7zip PPMD) turned out to crash in certain circumstances. Unlike 7zip, gzip and bzip2 have been in wide use for years. It
is fairly certain that they are free of major bugs and other issues and are
therefore trustworthy.
Luckily, bzip2, just as the author claims, turned out to perform well
in comparison with the PPMD algorithm, being only slightly less effective.
On the other hand, it clearly beats the compression efficiency of gzip. We
believe bzip2 is a good enough tool for our purposes. A better compression
tool cannot bring much more compression efficiency. Being able to predict
the data efficiently, on the other hand, might very well do so.
Our findings were that, when compressing full one-hour data files from
various vessels, the data files could be compressed to as little as 2.4% - 3.1%
of their original uncompressed size. However, it is more relevant to compare
them to the gzip compressed size of the original row-major files, as that is
the way the data files have been compressed previously. In this comparison,
the corresponding figures were 15% - 18%. While a notable improvement,
this translates to 5-10 megabytes per day, still rather far from our original
target of one megabyte per day.
We conclude that, to reach the target of one megabyte per day, the
amount of the data that is compressed needs to be reduced. After a certain point, further savings can no longer be achieved by further compression,
but by reducing the amount of information that is compressed. At present,
there is simply too much data, and for further savings, either the precision
of the values or the amount of the data needs to be lower. The next question
is whether we actually need, for example, inclinometer values every 40 milliseconds, or can we get by with less. This is, obviously, an issue for another
thesis.
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The question of whether there are better ways of modeling the data remains. For example, being able to predict it accurately would enable us to
save space, as we could encode the differences between the predictions and
the actual values instead of encoding all values. Linear predictive coding,
for example, could yield better results. We decided to leave more advanced
information theoretic methods out of this thesis, as they would be a more
suitable topic for another paper.
The performance differences of the compression tools used would also be
an interesting research issue. However, meaningful research would require
mathematical analysis on the algorithms’ performance on our data, and we
left the problem open for further work.
Our tool was designed in a such way that it is relatively easy to make
modifications to it if the source data format changes or if further research
finds new approaches to entropy reduction and further data compression.
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