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Chest radiography is the most common medical imaging examination and is criti-
cal for screening, diagnosing, and managing many life-threatening diseases. Anno-
tating large chest radiography datasets is expensive, time-consuming, and requires
expertise. Weakly labeled datasets like CheXpert, which use natural language
processing to extract labels from free-text radiology reports, have emerged to al-
leviate these problems. These datasets have then been used to train large deep
neural networks that have achieved radiologist-level performance on classifying
various observations in radiographs.

In this work, we propose a multi-view approach that is able to consider a set
of radiographs within a study when making a prediction, as opposed to previ-
ous methods that treat each radiograph independently. With this method, we
are able to leverage the inherent relationship between the set of radiographs in
a study. Our multi-view approach uses a Convolutional Neural Network that
encodes each radiograph in a study into a latent representation, followed by ag-
gregating the studies into a single representation using the max operation. We
combine this multi-view approach together with an input pipeline consisting of
template matching and data augmentation and the use of a label correlation
aware loss function that can account for label co-occurrences.

The results are evaluated using the mean Area Under the Receiver Operat-
ing Characteristic curve (AUROC) score across five observations in the dataset,
namely Atelectasis, Cardiomegaly, Consolidation, Edema, and Pleural Effusion.
Our approach shows great promise as it is able to outperform previous work when
the encoder architecture and input resolution are matched, and even at lower res-
olutions. Using a DenseNet121 as the encoder network, we can achieve a mean
AUROC score of 0.901 on the validation set and 0.895 on the private test set.

Keywords: chest radiography, deep learning, machine learning, convolu-
tional neural networks, multi-view convolutional neural net-
works

Language: English
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Rintakehän röntgenkuvaus on yleisin lääketieteellinen kuvantamistutkimus, ja se
on ratkaisevan tärkeä monien hengenvaarallisten sairauksien seulonnassa, diag-
nosoinnissa ja hoidossa. Suurten rintaröntgenkuva-aineistojen kommentointi on
kallista, aikaa vievää ja vaatii asiantuntemusta. Näitä ongelmia on pyritty hel-
pottamaan CheXpertin kaltaisilla heikosti merkityillä tietokokonaisuuksilla, jois-
sa käytetään luonnollisen kielen käsittelyä merkintöjen poimimiseen vapaateksti-
sistä radiologisista raporteista. Näitä tietokokonaisuuksia on sitten käytetty kou-
luttamaan suuria syviä neuroverkkoja, jotka ovat saavuttaneet radiologin tason
suorituskyvyn luokitellessaan erilaisia havaintoja röntgenkuvista.

Tässä työssä ehdotamme moninäkökulmaista lähestymistapaa, joka pys-
tyy ottamaan huomioon joukon röntgenkuvia tutkimuksen sisällä ennustet-
ta tehdessään, toisin kuin aiemmat menetelmät, jotka käsittelevät jokais-
ta röntgenkuvaa itsenäisesti. Tällä menetelmällä pystymme hyödyntämään
tutkimukseen sisältyvien röntgenkuvien luontaista suhdetta. Moninäkymäinen
lähestymistapamme käyttää konvolutiivista neuroverkkoa, joka koodaa tutkimuk-
sen jokaisen röntgenkuvan latentiksi esitykseksi, minkä jälkeen latentit esityk-
set yhdistetään yhdeksi esitykseksi käyttämällä max-operaatiota. Yhdistämme
tämän moninäkökulmaisen lähestymistavan template matching algoritmin ja da-
ta augmentation toiminnon kanssa sekä käytämme etikettien korrelaatiosta tie-
toista häviöfunktiota, joka pystyy ottamaan huomioon etikettien samanaikaisen
esiintymisen.

Tuloksia arvioidaan käyttämällä keskimääräistä AUROC-pistemäärää (Area Un-
der the Receiver Operating Characteristic curve) viidestä havaintoaineiston ha-
vainnosta, jotka ovat atelektaasi, kardiomegalia, konsolidaatio, keuhkoödeema
ja pleuraeffuusio. Lähestymistapamme on erittäin lupaava, sillä se pystyy
päihittämään aiemmat työt, kun kooderin arkkitehtuuri ja syötteen resoluutio
vastaavat toisiaan, ja jopa pienemmillä resoluutioilla. Käyttämällä DenseNet121-
verkkoa saavutamme keskimääräisen AUROC-pistemäärän 0,901 validointiaineis-
tossa ja 0,895 yksityisessä testiaineistossa.

Asiasanat: rintakehän röntgenkuvaus, syväoppiminen, koneoppiminen,
moninäkymäiset konvoluutio-neuraaliverkot

Kieli: Englanti
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Röntgen av bröstkorgen är den vanligaste medicinska bildundersökningen och
är avgörande för screening, diagnostisering och behandling av många livshotan-
de sjukdomar. Att annotera stora datamängder för lungröntgen kostar mycket
pengar är tidskrävande och kräver expertis. Svagt annoterade dataset som Ch-
eXpert, som använder naturlig spr̊akbehandling för att extrahera etiketter fr̊an
röntgen rapporter i fritext, har dykt upp för att lindra dessa problem. Dessa
dataset har sedan använts för att träna stora djupa neurala nätverk som har
uppn̊att prestanda p̊a radiologniv̊a när det gäller att klassificera olika observatio-
ner i röntgenbilderna.

I det här arbetet föresl̊ar vi en fler-vy metod som kan ta hänsyn till en uppsättning
röntgenbilder inom en studie när man gör en förutsägelse. Jämfört med tidigare
metoder som behandlat varje röntgenbild oberoende av varandra. Med denna me-
tod kan vi utnyttja det inneboende förh̊allandet mellan de olika röntgenbilderna i
en undersökning. V̊ar fler-vy metod använder ett konvolutionellt neuralt nätverk
som kodar varje röntgenbild i en undersökning till en latent representation.
Det följs upp av en aggregering av de latenta representationerna till en en-
da representation med hjälp av max-operationen. Vi kombinerar detta fler-vy
tillvägag̊angssätt tillsammans med en inmatning pipeline, som best̊ar av modell-
matchning, dataförstärkning och användning av en förlustfunktion som är med-
veten om etikettkorrelation och som kan ta hänsyn till samvarierande etiketter.

Resultaten utvärderas med hjälp av AUROC-värdet (Area Under the Re-
ceiver Operating Characteristic curve) för fem observationer i datasetet.
Nämligen atelektas, kardiomegali, konsolidering, ödem och pleurautgjutning.
V̊art tillvägag̊angssätt är mycket lovande eftersom det kan prestera bättre än
tidigare arbeten när kodar arkitekturen och inmatnings upplösningen matchar,
och även vid lägre upplösningar. Med DenseNet121 som kodningsnätverk kan vi
uppn̊a en genomsnittlig AUROC-värde p̊a 0,901 p̊a valideringsuppsättningen och
0,895 p̊a den privata testuppsättningen.

Nyckelord: bröströntgen, djupinlärning, maskininlärning, konvolutionella
neurala nätverk, fler-vy konvolutionella neurala nätverk

Spr̊ak: Engelska
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Abbreviations and Acronyms

AP Anteroposterior
AUC Area Under the Curve
AUROC Area Under the Receiver Operating Characteristic

curve
BCE Binary cross-entropy
CAD Computer-Aided Detection and Diagnosis
CAM Class Activation Map
CheXpert Chest eXpert
CNN Convolutional Neural Network
DenseNet Densely Connected Convolutional Network
GAP Global Average Pooling
LCA Label Correlation Aware
LSR Label Smoothing Regularization
MVCNN Multi-view Convolutional Neural Network
PA Posteroanterior
ResNet Residual Network
ROC Receiver Operating Characteristic curve
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Chapter 1

Introduction

Chest radiography is the most common medical imaging examination and is
critical for screening, diagnosing, and managing many life-threatening dis-
eases. It can be used to diagnose various conditions in the chest like fluid in
the lungs, lung collapse, or an enlarged heart. Chest radiography is a cost-
effective approach. However, clinical diagnosis is believed to be more difficult
than diagnosis using a more costly Computed Tomography scan (CT scan).
Thus, creating effective Computer-Aided Detection and Diagnosis (CAD)
methods could assist radiologists in making more reliable and accurate deci-
sions. [42]

The emergence of large-scale annotated datasets like ImageNet [32], PAS-
CAL VOC [9], and MS Coco [24] has been the backbone of the rise of deep
learning for computer vision during the past decade. While these datasets
are large, labeling the data is relatively cost-efficient compared to annotat-
ing something like a medical imaging dataset, which requires expertise in the
field. Meaning that creating a medical imaging dataset with tens of thou-
sands, if not hundreds of thousands of samples, would be extremely expensive
and time-consuming. This problem has paved the way for weakly labeled
datasets such as ChestX-ray8 [42] and its expansion ChestX-ray14, which
use natural language processing to extract labels from radiology reports as-
sociated with each study. This weak labeling approach allows creating large,
cost-efficient datasets. However, it has drawbacks regarding the accuracy of
the labels, given the inherent uncertainty of a radiologist in the diagnosis and
the ambiguity inherent in the radiology report. This work uses the CheXpert
(Chest eXpert) [17] dataset, which aims to address some of the issues present
in the ChestX-ray8 and ChestX-ray14 datasets. Not only is the CheXpert
dataset larger, but it also contains radiographs from a lateral view which
are not present in ChestX-ray8 and ChestX-ray14. They also improve the
labeling process by increasing the accuracy and introducing an uncertainty
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CHAPTER 1. INTRODUCTION 10

label. The uncertainty label aims to capture a radiologist’s uncertainty in the
diagnosis and the radiology report’s ambiguity when it is difficult to assign
a particular label to a specific radiograph.

1.1 Problem statement

The CheXpert dataset has a private test set and leaderboard 1 which is de-
scribed further in Chapter 2. The evaluation metric for the leaderboard is
the average Area Under the Receiver Operating Characteristic curve (AU-
ROC) across five classes. Each prediction on the private test set is made
on a per-study basis as opposed to a per-radiograph basis. This creates in-
herent relationships between radiographs when a study contains more than
one image. In previous work, the primary approach in predicting a multi-
radiograph study is training and testing with images treated independently.
Then, during inference time, aggregating the independent predictions using
the mean or the max across the predictions. This approach is sub-optimal
given the inherent relationship within the images of the same study.

In this work, we propose a multi-view approach that can consider a set of
radiographs within a study when making a prediction, as opposed to previous
methods that treat each radiograph independently. Our multi-view approach
uses a Convolutional Neural Network (CNN) that encodes each radiograph in
a study into a latent representation, followed by aggregating the studies into a
single representation using the max operation. We combine this multi-view
approach together with an input pipeline consisting of template matching
and data augmentation. We also make use of a label correlation aware loss
function that is able to account for label co-occurrences, which assists in not
predicting pairs of labels that should not co-exist.

1.2 Structure of the Thesis

Chapter 2 describes the background of this work. This includes the problem
of multi-label chest radiograph classification, an in-depth look at the CheX-
pert dataset, and previous work. In Chapter 3 we describe our implementa-
tion consisting of an input pipeline, the multi-view approach together with
its CNN architectures, as well as the training process. Chapter 4 presents
our results and compares them to previous work on the CheXpert dataset.
We also perform an ablation study to see the effects of different aspects of
our approach. In Chapter 5 we discuss the results and implementation as

1Available at stanfordmlgroup.github.io/competitions/chexpert/

https://stanfordmlgroup.github.io/competitions/chexpert/
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well as potential weaknesses and future improvements to our work. Finally,
Chapter 6 concludes our work with an overview and conclusion of everything
described in the previous chapters.



Chapter 2

Background

Chest radiography is the most common medical imaging examination and is
critical for screening, diagnosing, and managing many life-threatening dis-
eases. Chest radiography is also one of the most cost-effective medical imag-
ing examinations. However, clinical diagnosis can be difficult [42]. The devel-
opment of Computer-Aided Detection and Diagnosis (CAD) methods aim to
assist radiologists in making more accurate decisions faster. Radiologist-level
automated chest radiograph interpretation could provide substantial benefits
for global population health initiatives.

The CheXpert dataset aims to assist the development of these meth-
ods to close the gap between expert radiologists and automated interpreta-
tion methods. The dataset strives to address three main components that
a high-quality chest radiograph dataset needs to improve the current state-
of-the-art interpretation methods. The first component is dataset size. The
CheXpert dataset consists of 223,314 chest radiographs from 187,641 studies
from 65,240 patients covering 14 different radiographic observations based
on the prevalence in the gathered reports and clinical relevance. The second
component is strong reference standards, and the final component is provid-
ing performance metrics from expert radiologists to assess and verify model
performance.

2.1 Dataset

The CheXpert dataset is a multi-view, multi-label classification chest ra-
diography dataset consisting of the training set, the validation set, and the
private test set. The dataset consists of 187,641 studies that contain one to
three radiographs with both frontal and lateral views. The number of studies
with a specific number of radiographs is shown in Figure 2.1. The data was

12



CHAPTER 2. BACKGROUND 13

collected from Stanford Hospital from studies performed between October
2002 and July 2017. The training set contains the 223,314 radiographs men-
tioned above. These radiographs are labeled using an automated, rule-based
labeler, discussed in Section 2.2, using mention extraction, mention classifi-
cation, and mention aggregation. The pathologies in the training set can be
labeled as either positive, negative, or uncertain.

Figure 2.1: Number of radiographs within each study.

The validation set consists of 200 studies where an agreement between
three expert radiologists determines the ground truth labels. The test set,
which is not publicly available, consists of 500 studies annotated by eight
board-certified radiologists. Out of the 14 different observations in the train-
ing set, the test set focuses on evaluating five observations selected based on
clinical importance and prevalence. Executable code has to be submitted to
run evaluations on the test set. This method assures that the integrity of the
test results is upheld.

The training and validation sets contain the radiographs and the labels
as well as other information such as sex, age, and information about the
radiograph’s view. The view of a radiograph is either frontal or lateral. The
frontal views are further separated into posteroanterior (PA) or anteroposte-
rior (AP) views. In a posteroanterior view, the radiograph’s source is from
the patient’s back to the patient’s front. In an anteroposterior view, the
source of the radiograph is from the front. However, the hidden test set only
contains the radiographs and the file’s name, including the information on
whether the radiograph is a frontal or a lateral view.
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2.2 Labeler

Manually annotating a large-scale chest radiograph dataset would be ex-
tremely expensive as well as time-consuming. Irvin et al. [17] developed an
automated, rule-based labeler that can extract labels for radiographs from
free-text radiology reports with high accuracy. The labeler works in three
stages which are mention extraction, classification, and aggregation. The
extraction stage works by matching a manually curated list of phrases to the
text in the Impression section of the radiology reports. Following extraction,
the classifier then attempts to classify the report as positive, negative, or
uncertain. In the final step, mention aggregation takes the information from
the previous step and turns them into the training set’s final labels. For
each of the 14 classes, a label is assigned based on the number of positive
or negative mentions classified. An uncertain label is given when it has no
positively classified mention and at least one uncertain mention. The labeler
is evaluated using 1000 radiology reports annotated by two board-certified
radiologists. The trained labeler is then used on the radiology reports for the
training set of the CheXpert dataset. The output of the labeler, and thus
the labels for the training set, can be seen in Table 2.1. Table 2.1 shows
that some pathologies like Atelectasis and Consolidation have a significant
amount of uncertain labels, making how these labels are dealt with during
training potentially crucial for model performance.

Pathology Positive (%) Uncertain (%) Negative (%)
Atelectasis 29333 (15.63) 29377 (15.66) 128931 (68.71)
Cardiomegaly 23002 (12.26) 6597 (3.52) 158042 (84.23)
Consolidation 12730 (6.78) 23976 (12.78) 150935 (80.44)
Edema 48905 (26.06) 11571 (6.17) 127165 (67.77)
Pleural Effusion 75696 (40.34) 9419 (5.02) 102526 (54.64)
Lung Opacity 92669 (49.39) 4341 (2.31) 90631 (48.3)
Lung Lesion 6856 (3.65) 1071 (0.57) 179714 (95.78)
Enlarged Cardiom. 9020 (4.81) 10148 (5.41) 168473 (89.78)
Pneumonia 4576 (2.44) 15658 (8.34) 167407 (89.22)
Pneumothorax 17313 (9.23) 2663 (1.42) 167665 (89.35)
Pleural Other 2441 (1.3) 1771 (0.94) 183429 (97.76)
Fracture 7270 (3.87) 484 (0.26) 179887 (95.87)
Support Devices 105831 (56.4) 898 (0.48) 80912 (43.12)
No Finding 16627 (8.86) 0 (0.0) 171014 (91.14)

Table 2.1: Prevalence of pathologies within studies in the training set.
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2.3 Previous work

Along with the CheXpert dataset, Irvin et al. [17] also introduce strong
baselines with various methods for handling the uncertainty labels. They
focus on evaluating the five observations in the private test set: Atelecta-
sis, Cardiomegaly, Consolidation, Edema, and Pleural Effusion. The differ-
ent approaches are evaluated using the Area Under the Receiver Operating
Characteristic curve (AUROC). They experimented with various convolu-
tional neural network (CNN) architectures and found the DenseNet121 [15]
to be the best performing architecture. Their models are trained with images
of size 320 x 320 pixels and a batch size of 16 for three epochs, with check-
points saved at every 300 batches, minimizing the binary-cross entropy. For
evaluation, each model is trained three times, where every time the ten best
checkpoints are saved, and finally, an ensemble is created from the 30 check-
points. The final prediction is the mean output probability. Five methods
for dealing with the uncertainty labels were proposed:

• U-Ignore: The loss of the uncertain labels is masked out of the total
loss.

• U-Zeros: All uncertain labels are converted to negative.

• U-Ones: All uncertain labels are converted to positive.

• U-SelfTrained: First train a model with U-Ignore, followed by re-
labeling the uncertainty labels with the probability prediction by the
model as a form of pseudo-labeling [22].

• U-MultiClass: Each observation is treated as a separate three-way clas-
sification problem. During inference, the output equals the probability
of the positive label.

The results by Irvin et al. [17] show that the various methods perform differ-
ently across the different observations. For example, for Atelectasis, the U-
Ones method works better than the other methods, while for Cardiomegaly,
the U-Multiclass model performs the best. These results will be revised later
in Chapter 4.

The problem of multi-label classification can be approached in several
different ways. Allaouzi and Ahmed [2] explored the use of various methods
traditionally used for non-deep learning models. They explore the use of
three problem transformation methods: Binary Relevance (BR) [41], Label
Powerset (LP) [37], and Classifier Chains (CC) [31]. BR transforms the
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problem into a set of binary classification problems, assuming that each label
is independent. Unlike BR, LP assumes a dependence between the labels.
LP converts the multi-label classification task into a multi-class classification
task by merging all possible combinations of labels. Like BR, CC transforms
the problem into a set of binary classification tasks. However, instead of
treating each class independently, the classifiers are chained together and
thus overcoming the assumption of label independence that BR has.

The first place on the private test set leaderboard is achieved using Robust
Deep AUC Maximization [45], directly optimizing for the evaluation metric
rather than the more common binary-cross entropy. Their method uses a two-
step process where they pre-train a network using the standard binary-cross
entropy loss for two epochs with a batch size of 32, followed by fine-tuning
of the model using their proposed direct AUC optimizing method. They use
an ensemble of five different CNN architectures: DenseNet121, DenseNet161
DensNet169, DensNet201 and Inception-ResNet-v2 [39]. The radiographs
are scaled to 320 x 320 pixels and augmented with random rotation, random
translation, and random scaling before being used as model inputs.

The second-place solution [30] uses a novel conditional training strategy
to exploit dependencies across the various labels. First, they rescale the
radiographs to 256 x 256 pixels and use a template chest image of 224 x 224
pixels to locate the relevant area within the rescaled radiographs. They use
six different CNN architectures as an ensemble of models trained with a batch
size of 32. To handle the uncertainty labels, they propose the use of label
smoothing regularization (LSR) [27] on the uncertainty labels by replacing
them with a value drawn from a uniform distribution. For their U-Ones+LSR
approach, the uniform distribution is U(0.55, 0.85) and for the U-Zeros+LSR
approach, it is U(0, 0.3). They also use a two-step training process where the
models are first pre-trained using conditional training. Conditional training
aims to learn dependent relationships between classes by only classifying
child labels with all positive parent labels according to the class hierarchy
presented with the CheXpert dataset. The second step fine-tunes the final
linear layer of the models on the full dataset. The final predictions were
the result of the model ensemble and, test-time-augmentation (TTA) [36]
where they apply a random transformation like horizontal flipping or random
rotation followed by averaging the outputs to get the final prediction.

Probabilistic Class Activation Map (PCAM) pooling [43] is another high-
scoring ensemble approach on the leaderboard. PCAM pooling leverages the
localization abilities of CAM [47] by interpreting the outputs, bound by a
sigmoid function, as observation probabilities. The authors suspect that the
use of PCAM pooling not only improves the localization performance but
may benefit the classification task as well, given the explicit utilization of
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CAM during training.
While large ensemble approaches dominate the results on the private test

set leaderboard, it is also important to look at well-performing single models.
One of these solutions is ConsultNet [12]. ConsultNet uses a DenseNet121
as a base encoder, followed by the use of a Feature Selector and a Feature
Integrator that separately learn disease-specific and disease-correlated fea-
tures. These features are then combined together in order to classify the
radiograph. They optimize the model by combining a classification loss and
the use of a pairwise confusion strategy [8]. The pairwise confusion strategy
aims to minimize the distance between predicted probability distributions
of randomly sampled pairs of the training set. This method aims to com-
bat overfitting by forcing the network to learn less discriminative features
preventing overfitting on very sample-specific features. The authors also ex-
plore the use of very high-resolution radiographs to train the ConsultNet and
show significant improvements compared to their baseline methods and other
single-model approaches on the CheXpert validation set.

Another well-performing single model approach uses a set of manually
annotated bounding boxes along with a hierarchical attention structure [28].
Ouyang et al. [28] introduce a hierarchical attention structure consisting of
three layers of attention, one for the foreground, one for the presence of
an abnormality, and one for the abnormalities themselves. The foreground
attention block (FAB) consists of channel-wise and position-wise attention
mechanisms that aim to highlight the features of interest for the subsequent
layers of attention and classification. The second layer of attention takes
the encoded feature maps of the CNN encoder and the FAB and produces a
binary prediction of the presence of an abnormality in the radiograph as well
as a gradient-based positive attention mask over the input image. The final
layer of attention takes the same feature maps and produces a prediction
for each abnormality and a separate gradient-based attention map for each
abnormality. They train the model using a combination of losses. The total
loss is the sum of the classification losses from the binary and multi-label
outputs, the attention bound and union loss, and an attention-adaptive mean
squared error (AMSE) loss. The attention bound and union loss enforces that
the abnormality attention is constrained within the attention region of the
positive attention mask and constrains the positive attention mask to be only
as large as it has to be in order to cover the region of interest. The AMSE
loss function computes the loss between the manually annotated bounding
boxes and the per abnormality attention masks produced in the final layer
of attention.
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2.4 Evaluation metric

The evaluation metric used in this work, as well as on the CheXpert private
test set leaderboard, is the Area Under the Receiver Operating Characteris-
tic curve (AUROC). The Receiver Operating Characteristic (ROC) curve is
plotted with the true positive rate on the Y-axis and the false positive rate on
the X-axis along with a set of thresholds [10]. The AUROC metric is simply
the area under these curves and aims to represent the curve with a single
number. Examples of ROC curves and their respective AUROC score can be
seen in Figure 2.2, similar curves will be shown in Chapter 4 for evaluating
the performance of our implementation. While representing the ROC curve
in a single number has its advantages, it also disregards the trade-off between
the true positive and false positive rates, which is one of the main benefits of
the ROC curves [10]. The AUROC score is given as a number between 0.5
and 1.0, where the 0.5 equates to random predictions and 1.0 to a perfect
prediction.

Figure 2.2: Example of ROC curves and AUROC scores.
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ROC curves and the AUROC score are often used as metrics for tasks
where class imbalance is present as the traditional accuracy metric can be
a poor indicator of model performance [10]. ROC curves and, by extension,
the AUROC score are designed for binary classification problems but can be
extended to multi-label classification problems by simply using the mean of
AUROC scores as a single metric for the entire task. This method is used
by Irvin et al. [17] and thus also used in our work to measure classification
performance.



Chapter 3

Implementation

This chapter goes over the details of our implementation, a discussion over
the details and potential improvements to our work will be made in Chapter
5. Our implementation includes a multi-view approach that aims to address
cases where a study contains more than one radiograph, leveraging the inher-
ent relationship between the images in these multi-radiograph studies. Along
with the multi-view approach, our implementation includes the specifics of
the input pipeline, including template matching and data augmentation. The
training process of our models will also be described in detail.

Our work is implemented in Python using PyTorch [29]. Experiments
were performed using a single machine with a single RTX 2060 Super GPU
with 8GB of VRAM. 1

3.1 Input pipeline

The CheXpert dataset consists of radiographs at many different resolutions
and aspect ratios. In order to make the radiograph images a uniform size
and shape before feeding them into the model, we first resize them while
maintaining their original aspect ratio. The shorter side of the image then
matches the size of a manually cropped template image, in our case 320 pixels.
Then, similar to Pham et al. [30] we apply a template matching algorithm
[5] to crop the image into a square shape. This process not only makes all
images a uniform size of 320 x 320 pixels without squeezing the images across
a dimension, but it also removes much of the redundant information from the
sides of the images that are not relevant to the classification process. This
transformation can be seen in Figure 3.1.

1Source code available at github.com/pjansson/chexpert
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Figure 3.1: Template matching applied to a radiograph.

Given the multi-view nature of the dataset, we apply separate templates
for frontal and lateral images. This minimizes the chance of the template
matching algorithm cropping out any relevant parts of the radiograph. As
the private test set of the CheXpert dataset does not contain the information
on whether the radiograph’s view is PA or AP, we do not apply different tem-
plates for the two types of frontal radiographs. Following template matching,
we resize the image to the desired input size based on the model that is being
trained.

Following template matching, we apply data augmentation to the training
images using Albumentations [6]. Data augmentation is a method where the
data is modified with semantically preserving transformations in order to
increase the size and the quality of the dataset, and thus improving the
generalization ability of the models trained on the dataset [34]. The first
data augmentation step, applied to the input image with a probability of 0.5,
is applying one of two non-rigid geometric transformations, grid distortion
or elastic deformation [35]. The purpose of these two augmentations is to
change the geometry of an image and force the trained model to be more
invariant to changes in the geometric space, thus improving generalizability.
The effects of these transformations can be seen in Figure 3.2.

The second data augmentation step also applied with a probability of
0.5 is CoarseDropout. CoarseDropout can be seen as a generalization of the
Cutout [7] augmentation that removes a rectangular part of the image and
replaces it with a constant or random value. Instead of removing one large
area, we observe that using CoarseDropout, which removes many smaller
areas from the input, achieves better performance on the validation set. An
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Figure 3.2: Grid distortion (top) and elastic transformation (bottom) applied
to a radiograph. Lines added for clarity.

assumption can be made that many radiographs have a small area of inter-
est. Thus, CoarseDropout allows the masking of large input areas without
necessarily masking out the complete area of interest. Like Cutout, Coarse-
Dropout acts both as a data augmentation technique as well as a regulariza-
tion technique. Masking out areas of the image aims to stop the model from
overfitting on pixel-level information, and to instead consider larger areas of
interest when making decisions. CoarseDropout is applied with squares of 8
x 8 pixels. The number of squares is based on the input resolution for that
specific model. For models trained on images with 224 x 224 pixels, Coarse-
Dropout is applied with 32 squares. For models trained on images with 320
x 320 pixels, CoarseDropout is applied with 128 squares.

Using ImageNet pre-training has shown to yield statistically significant
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performance improvements compared to using randomly initialized weights
[18]. Thus, we make use of transfer learning by initializing our models with
weights pre-trained on ImageNet. Given this weight initialization, our final
preprocessing step is normalizing each radiograph using the ImageNet mean
and standard deviation.

3.2 Multi-View architecture

Given the multi-view nature of the studies in the CheXpert dataset, there
is an inherent relationship between each of the radiographs within a study.
As shown in Figure 2.1, the number of studies with more than one radio-
graph is significant enough to warrant improved methods of dealing with
multi-radiograph studies. Previous work on the CheXpert dataset use mod-
els trained on a per-image basis, where study-related information is disre-
garded. In order to make a single prediction for a study at inference time,
each radiograph is fed through the model to obtain predictions that are then
aggregated into a single prediction using a method like the mean or the max.
The main hypothesis of our work is that treating the radiographs indepen-
dently within a study disregards contextual information that could improve
the accuracy of a prediction, information that is not captured using a naive
prediction aggregation method.

Figure 3.3: Diagram of our multi-view approach.

In order to take advantage of the intra-study information, we need to use
a model which can learn relationships across a set of images that may vary
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from a single image up to three images. Inspired by Multi-view Convolutional
Neural Networks (MVCNN) [38], which have shown promise in 3D imaging
problems, we propose the use of a similar approach, but rather than a set of
images of a 3D object, each view is a single radiograph. Like an MVCNN
for 3D shape recognition, we use a shared CNN encoder to learn a uniform
representation across each view. Given the variable number of radiographs
within a study, to properly create a single representation for each study, we
need an operation that is invariant to the number of radiographs. For this,
we stack the latent representations of the encoder network followed by a max
operation across the stacked dimension. We experimented with stacking and
taking the max before and after applying Global Average Pooling (GAP),
[23]. We observed that applying the operations after the GAP layer per-
formed better across different models. Using this method, the encoder is
able to learn latent representations for each view that allows the max oper-
ation to obtain the most relevant information from each radiograph. Once
we obtain a single representation for each study, we feed it through a linear
layer to produce predictions for the study. Figure 3.3 shows a diagram of our
multi-view approach for per-study classification.

We also implemented a multi-view approach that combines the radio-
graphs on an input level during our early experiments rather than combining
the latent representations. This was done simply by stacking each single-
channel, grayscale radiograph in a way where each radiograph represented
a single channel in an image. This method was not as performant as the
multi-view approach proposed above, but it could be explored further as
it decreases computational costs during training to match a single-view ap-
proach while retaining some of the advantages of the multi-view approach. To
overcome the challenge of the varying number of radiographs in each study,
we experimented with two methods. The first used a single radiograph mul-
tiple times in case the number of images was lower than three. The second
method replaced missing radiographs with zeros. These methods allowed the
input to the model to always be the same three-channel input. To improve
the invariance of the position of the radiographs in respect to the channel,
we randomly shuffled the channels before using the radiographs as an input
to the model.

3.3 Encoder architectures

There are a large number of different CNN architectures ranging from AlexNet
[20] to EfficientNets [40], each with their own benefits and trade-offs. The two
architectures used in this work are the ResNet50 [13] and the DenseNet121
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[15]. These were chosen based on prevalence in previous work, showing good
performance on the task and allowing us to compare our methods or results
more directly in Chapter 4.

The introduction of Residual Networks (ResNets) [13] made it possible to
train deep neural networks with hundreds of layers while still achieving strong
performance. The problem of vanishing or exploding gradients [4, 11] was a
large obstacle in allowing deep models to converge, making learning unstable.
While this problem was addressed by using normalized weight initialization
[11, 21], and intermediate normalization layers like Batch Normalization [16]
that allowed deeper and deeper models to converge, another problem called
the degradation problem emerged. The degradation problem occurs when
model accuracy gets saturated with increased model depth and causes higher
training error, meaning that the model is not overfitting but indicated a
problem with the deeper networks’ optimization process. Consider the layer
transition pattern

xl = Hl(xl−1), (3.1)

for the lth layer of a traditional CNN, ResNets add a skip-connection

xl = Hl(xl−1) + xl−1, (3.2)

that bypasses the non-linear transformation in H. ResNets addressed the
problem of performance degradation by introducing a deep residual learning
framework with this layer transition pattern [15]. While deeper networks
could theoretically achieve the same training performance as a shallower net-
work by learning an identity mapping for the final layers, it is not achievable
in practice given modern weight initialization strategies and weight decay
which inherently drive the weights toward zero. Looking at the residual
mapping in Equation 3.2 we can see that if the mapping Hl would be a zero
mapping, the output xl would then be the same as xl−1 making this an iden-
tity mapping. This means that the network can learn an identity mapping
if necessary and thus avoid the degradation problem. Huang et al. [15] hy-
pothesize that optimizing this residual mapping is easier than optimizing the
original unreferenced mapping. The residual framework also creates shorter
paths from the early layers of the network to the last layers of the network
[15].

Densely Connected Convolutional Networks (DenseNets) [15] are another
approach to building even deeper CNNs. DenseNets build upon the key ideas
behind the ResNets, and the authors propose an architecture that ensures
maximum information flow between the different layers in the networks with
a simple connectivity pattern. The layer transition pattern of a DenseNet
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differs from ResNets by taking the concatenation of all preceding feature-
maps as input:

xl = Hl([x0, x1, ..., xl−1]). (3.3)

3.4 Training

We train the models using mixed-precision training, that will be explained
further in Subsection 3.4.1, for three epochs with a batch size of 32 using
the Adam optimizer [19], with default β parameters β1 = 0.9 and β2 = 0.999
and with a learning rate of 1e-4 for ResNets and 3-e4 for DenseNets. For
the training of ResNets we use weight decay with a value of 1e-5. Weight
decay is not used during the training of DenseNets. We validate the model
10 times per epoch, using an exponential moving average of the weights as
explained in Subsection 3.4.2, rather than the current weights of the network.
The learning rate is decayed by a factor of 10 after the third validation
without improvement to the loss. The best checkpoint based on validation
performance is chosen as the final model. Adam is a method for efficient
stochastic optimization that computes individual adaptive learning rates for
each parameter given estimates of the gradients’ first and second moments.
Adam has been shown to both converge quickly and work well in practice
for many different types of problems and models like logistic regression, fully
connected, and deep convolutional neural networks. The Adam optimizer
was also used by Irvin et al. [17], Allaouzi and Ahmed [2] and Pham et al.
[30] showing that it is a reasonable optimizer choice for this problem.

Given the nature of the multi-view model described in Section 3.2, the
memory requirement during training is greater than a standard single-view
approach. In order to train each model with the same batch size, regardless
of encoder architecture and input resolution, we adopt the use of gradient
accumulation. Specifically, the DenseNet121 trained with images of 320 x
320 pixels is trained using gradient accumulation where a batch size of 16
is used and the gradients are accumulated over two forward passes. The
optimization step is then taken on the accumulated gradients as opposed to
after each forward pass.

3.4.1 Mixed precision training

Another way to optimize memory usage is mixed precision training [26].
Mixed precision training is a way of training deep neural networks using
half-precision floating-point numbers. The method introduced by Micikevi-
cius et al. [26] nearly halves the memory requirements and speeds up com-
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putation on modern GPUs without the loss of model performance or the
need to tune hyperparameters. To prevent the loss of critical information
given the loss of precision compared to single-precision, the authors propose
three methods. These methods are: maintaining a single-precision copy of
the weights, scaling the loss to preserve small gradients, using half-precision
arithmetic that accumulates into single-precision outputs that are then con-
verted to half-precision before being stored in memory.

3.4.2 Exponential Moving Average

During training, we maintain moving averages of the model parameters that
are then used during inference. The moving averages are initialized with the
same values as the trained model, and at each update, the moving averages
are computed using an exponential decay of 0.9995 according to the equation:

vma = decay ∗ vma + (1− decay) ∗ v, (3.4)

where vma are the moving averages and v, are the trained parameters at
each update. We observed that using this method creates a more consistent
training process and improves the overall performance of the model.

3.4.3 Uncertainty approach

Like Pham et al. [30], our approach to dealing with the uncertainty labels
is using label smoothing regularization. The difference here is that we em-
ploy the use of a beta distribution rather than a uniform distribution. We
replace all uncertainty labels with a random variable drawn from a Beta(5,
2) distribution.

Compared to the uniform distribution proposed by Pham et al. [30], the
beta distribution covers a broader spectrum of values while keeping most of
the values closer to a positive than a negative label. This can be seen in Fig-
ure 3.4, which shows the probability density functions for the distributions.
Figure 3.4 also shows the probability density function for a Beta(2, 5) distri-
bution, which is another option evaluated in our results in Section 4.3. We
saw an improvement in performance using this method compared to Pham
et al. [30], a performance comparison is shown in Chapter 4. In Chapter 5,
we also propose extensions to using the label smoothing regularization for
uncertainty labels that could provide further improvements.
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Figure 3.4: Distributions used for the uncertainty labels.

3.4.4 Loss function

The most common way of training models for multi-label classification is
using the binary cross-entropy (BCE) loss function

LBCE(y, ŷ) = −
M∑
j=1

[yj · log ŷj + (1− yj) · log(1− ŷj)] . (3.5)

Other loss functions used successfully for multi-label classification are focal
loss [25] and ASL [3] that focus on the problem of class-imbalance. While
these loss functions work well, they all fail to incorporate information across
the different labels, which can be crucial for model performance if the labels
have a high degree of correlation. Following Alhuzali and Ananiadou [1] and
Yeh et al. [44], we adopt the use of a label correlation aware (LCA) loss
function, originally introduced by Zhang and Zhou [46],

LLCA(y, ŷ) =
1

|y0| |y1|
∑

(p,q)∈y0×y1
exp (ŷp − ŷq) , (3.6)

where the inputs y and ŷ are the binary labels and the outputs of the model.
Unlike Alhuzali and Ananiadou [1] we do not apply a sigmoid function to the
output of the models before the LCA loss. This showed consistently improved
performance on the validation set as the differences computed were not bound
by the sigmoid function.
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The objective of the LCA loss function is to maximize the distance be-
tween the set of positive labels y1 and the set of negative labels y0. This loss
penalizes model predictions where pairs of labels that should not co-exist
are predicted, giving us a loss function that is able to account for label co-
occurrences. We adjust this loss function to uncertainty labels by treating
all of them as positive samples. The complete loss function used by Alhuzali
and Ananiadou [1] combined the label correlation aware loss with binary
cross-entropy by taking the sum of the two, weighted by an alpha parameter
to control the contribution of each loss function. We adopt the same strategy
but do not weigh the losses, keeping the contribution of the losses equal.



Chapter 4

Evaluation

In this chapter, we present our results on the validation set and the private
test set. Like Irvin et al. [17], Pham et al. [30] and other work, our evalu-
ation focuses on five of the observations in the dataset, namely Atelectasis,
Cardiomegaly, Consolidation, Edema, and Pleural Effusion. The evaluation
metric used is the Area Under the Receiver Operating Characteristic curve
(AUROC), a measurement of the true positive rate against the false positive
rate described in Section 2.4. As done in the private test set and its associated
leaderboard, the scores are reported per study and not per radiograph.

We compare our results to other published results, differentiating between
single model results and ensemble results, such as the results presented by
Irvin et al. [17]. We follow this comparison up with an ablation study to
evaluate the effects of our multi-view approach and the LCA loss function
on model performance. The ablation study is followed by a comparison of
our method together with various approaches of dealing with the uncertainty
labels. A more detailed discussion over the results and implementation, as
well as future work, will be done in detail in Chapter 5.

4.1 Previous validation results

Tables 4.1 and 4.3 show the validation results of the methods described in
Section 2.3, the former showing single-model results and the latter show-
ing the results obtained by an ensemble of models. Given that the results
are trained with radiographs at various resolutions, which can greatly affect
model performance, Table 4.2 shows the input resolution and model archi-
tecture of all the results shown in Table 4.1. Table 4.2 also shows which
results are obtained with the using a set of additional, manually annotated
bounding boxes, denoted as BB in the table. A noteworthy observation in

30
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the results is the smaller dataset used by Allaouzi and Ahmed [2] due to
completely ignoring samples with uncertain labels.

Method Ate. Car. Con. Ede. Ple. Mean
Classifier Chains [2] 0.700 0.870 0.740 0.860 0.900 0.814
Label Powerset [2] 0.720 0.870 0.770 0.870 0.900 0.826
Binary Relevance [2] 0.720 0.880 0.770 0.870 0.900 0.828
U-Zeros+CT+LSR [30] 0.806 0.833 0.929 0.933 0.912 0.884
U-Zeros ConsultNet [12] 0.804 0.874 0.940 0.894 0.923 0.889
U-Ones+CT+LSR [30] 0.825 0.855 0.937 0.930 0.923 0.894
U-Ones ConsultNet [12] 0.847 0.868 0.923 0.924 0.926 0.898
Hierarchical Attention [28] 0.897 0.838 0.893 0.932 0.938 0.900
U-Zeros ConsultNet [12] 0.836 0.880 0.941 0.923 0.936 0.903
U-Ones ConsultNet [12] 0.849 0.868 0.939 0.948 0.946 0.910
U-Zeros ConsultNet [12] 0.856 0.887 0.946 0.933 0.943 0.913
Hierarchical Attention [28] 0.920 0.866 0.907 0.937 0.933 0.917
U-Ones ConsultNet [12] 0.866 0.879 0.947 0.953 0.958 0.921

Table 4.1: Previous work, single model results.

Method Architecture Resolution BB Mean
Classifier Chains [2] DenseNet121 224 x 224 0.814
Label Powerset [2] DenseNet121 224 x 224 0.826
Binary Relevance [2] DenseNet121 224 x 224 0.828
U-Zeros+CT+LSR [30] DenseNet121 224 x 224 0.884
U-Zeros ConsultNet [12] DenseNet121 256 x 256 0.889
U-Ones+CT+LSR [30] DenseNet121 224 x 224 0.894
U-Ones ConsultNet [12] DenseNet121 256 x 256 0.898
Hierarchical Attention [28] ResNet50 512 x 512 * 0.900
U-Zeros ConsultNet [12] DenseNet121 512 x 512 0.903
U-Ones ConsultNet [12] DenseNet121 512 x 512 0.910
U-Zeros ConsultNet [12] DenseNet121 1024 x 1024 0.913
Hierarchical Attention [28] ResNet152 512 x 512 * 0.917
U-Ones ConsultNet [12] DenseNet121 1024 x 1024 0.921

Table 4.2: Previous work, method details.
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The results by Yuan et al. [45], the first placing solution on the CheXpert
leaderboard, and the results by Ye et al. [43] are not shown as their validation
set results have not been published.

In Table 4.3, the results obtained by Irvin et al. [17] are a result of 30
checkpoints from a DenseNet121 trained with an input resolution of 320 x
320 as discussed in Section 2.3. The ensemble results obtained by Pham
et al. [30] are the best published results on the CheXpert validation set. The
ensemble consists of six models trained at an input resolution of 224 x 224
pixels, also discussed in detail in Section 2.3.

Method Ate. Car. Con. Ede. Ple. Mean
U-Zeros [17] 0.811 0.840 0.932 0.929 0.931 0.888
U-Ignore [17] 0.818 0.828 0.938 0.934 0.928 0.889
U-Ones [17] 0.858 0.832 0.899 0.941 0.934 0.893
U-SelfTrained [17] 0.833 0.831 0.939 0.935 0.932 0.894
U-MultiClass [17] 0.821 0.854 0.937 0.928 0.936 0.895
U-Ones+CT+LSR [30] 0.909 0.910 0.957 0.958 0.964 0.940

Table 4.3: Previous work, ensemble results.

4.2 Our validation results

Table 4.4 shows the results of our implementation on two different encoder
architectures, the DenseNet121, and the ResNet50. The DenseNet121 is
trained at two input resolutions 224 x 224 pixels and 320 x 320 pixels whereas
the ResNet50 is trained at 224 x 224 pixels. These two architectures were
chosen based on the prevalent architectures used in previous work on the
CheXpert dataset. A DenseNet121 is used in [2, 12, 17, 30] and a ResNet50
is used in [28].

On the validation set, our method significantly outperforms the baseline
methods proposed by Irvin et al. [17] shown in Table 4.3, given the same CNN

Method Resolution Ate. Car. Con. Ede. Ple. Mean
DenseNet121 224 x 224 0.865 0.852 0.924 0.917 0.947 0.901
DenseNet121 320 x 320 0.872 0.859 0.909 0.936 0.943 0.904
ResNet50 224 x 224 0.875 0.856 0.913 0.937 0.939 0.904

Table 4.4: Our validation results.
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architecture and input resolution. The baseline methods were achieved with
an ensemble of 30 DenseNet121 checkpoints trained with inputs of 320 x 320
pixels, whereas our results were achieved using a single model. Comparing
our results in Table 4.4 to other single-model results in Table 4.1 we can see
that our method outperforms the same CNN architectures at similar and even
at lower input resolutions. For instance, our ResNet50 trained at image sizes
of 224 x 224 pixels outperforms the approach used by Ouyang et al. [28] also
using a ResNet50 but trained at a higher resolution of 512 x 512 pixels, as
well as using a set of additional manually annotated bounding boxes. Using
a DenseNet121 trained at 224 x 224 pixels, we outperform the approaches by
Pham et al. [30] and Guan et al. [12] when their models were trained at 224
x 224 and 256 x 256 respectively.

Figure 4.1: Mean AUROC with respect to input resolutions.

Figure 4.1 depicts the results from Table 4.1 and Table 4.4 in terms of
mean AUROC with respect to the input resolution. The results by Allaouzi
and Ahmed [2] are not included in order to improve clarity. Figure 4.1
clearly shows a relationship between input resolution and potential to achieve
high AUROC scores. Our implementation is outperformed by the U-Ones
ConsultNet trained at 512 x 512 pixels as well at both the U-Ones and U-
Zeros ConsultNet trained at 1024 x 1024 pixels. The results by Ouyang et al.
[28] using a ResNet152, a much larger model than the models used by us,
also outperforms our results. Given the fact that our methods were only
outperformed at higher input resolutions, it would be worth exploring the
multi-view approach on much higher input resolutions. This will be discussed
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further in Chapter 5.
In Figure 4.2 below, we show the ROC curves for the predictions of the

five classes obtained by our implementation using a ResNet50 as the encoder
network. As can be observed in the results and the figure, the predictive
performance of the model on Atelectasis and Cardiomegaly is noticeably
worse compared to the other three classes. Observing the ROC curves, we
can see the trade-offs between the true positive rate and the false positive
rate in model predictions, which is information that is lost in the AUROC
score as discussed in Section 2.4.

Figure 4.2: ROC curves from validation results.

4.3 Ablation study and uncertainty approach

In this section, we show the results of our performed ablation study, showing
the performance gain from the multi-view approach as well as the label corre-
lation aware loss function. All the results below are using a ResNet50 as the
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base architecture, trained with an input resolution of 224 x 224 pixels using
the input pipeline described in Section 3.1 and uncertainty label approach
described in Section 3.4.3. For the single-view results, the predictions of each
study are aggregated into a single prediction using the mean. We also show
the performance differences between various types of methods to handle the
uncertainty labels during training. We compare our approach of using the
beta distribution to the U-Ones and U-Zeros approach by Irvin et al. [17] and
the U-Ones+LSR and U-Zeros+LSR approach by Pham et al. [30] which are
denoted as the uniform distributions in Table 4.6. We performed these ex-
periments using the LCA loss function described in Subsection 3.4.4 which
makes our results not directly comparable to the results by Irvin et al. [17]
and Pham et al. [30], but rather a comparison of what works best with our
implementation.

Method Ate. Car. Con. Ede. Ple. Mean
ResNet50 0.821 0.828 0.897 0.934 0.938 0.883
+ Multi-View 0.832 0.840 0.910 0.933 0.935 0.890
+ LCA Loss 0.869 0.852 0.907 0.919 0.928 0.895
+ Multi-View & LCA Loss 0.875 0.856 0.913 0.937 0.939 0.904

Table 4.5: Results from our ablation study.

As seen in Table 4.5, both the multi-view approach as well as the use of
the LCA loss function show noticeable improvements on the mean AUROC
score. The improvements are also carried over to our final implementation,
which used both the multi-view approach and the LCA loss function. The
use of the beta distribution to sample values for the uncertainty labels also
showed improvements over past methods, as seen in Table 4.6. Both the neg-
atively skewed beta distribution with parameters 2 and 5 and the positively
skewed beta distribution with parameters 5 and 2 outperformed the previous

Method Ate. Car. Con. Ede. Ple. Mean
U-Zeros 0.836 0.858 0.936 0.905 0.923 0.892
U-Ones 0.867 0.865 0.907 0.931 0.925 0.900
Uniform(0.0, 0.3) 0.869 0.865 0.926 0.916 0.931 0.901
Uniform(0.55, 0.8) 0.869 0.859 0.910 0.929 0.926 0.900
Beta(2, 5) 0.882 0.857 0.933 0.922 0.926 0.904
Beta(5, 2) 0.875 0.856 0.913 0.937 0.939 0.904

Table 4.6: Results from comparing different approaches of dealing with un-
certainty labels.
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methods, with the positively skewed distribution performing best. A more
in-depth discussion on the uncertainty approaches will be done in Section
5.4.

4.4 Test results

The private test set of the CheXpert dataset is not publicly available, and
executable code has to be submitted in order to run evaluations on the test
set. The test set, along with the associated leaderboard hosted by Irvin
et al. [17], measures performance across the five observations chosen based
on clinical importance and prevalence and compares it to the predictions
made by expert radiologists. As discussed previously in this chapter, these
five observations are Atelectasis, Cardiomegaly, Consolidation, Edema, and
Pleural Effusion.

While our method using the ResNet50 performed very well on the vali-
dation set, it did not generalize to the private test set as well as when using
a DenseNet121. On the test set, our method using the DenseNet121 trained
with inputs of 224 x 224 pixels almost equals the performance of Ouyang
et al. [28] using the ResNet152, which was the second-highest scoring single-
model method on the validation set as seen in Table 4.1. Like the ResNet50,
the DenseNet121 trained with inputs of 320 x 320 pixels also performed no-
ticeably worse on the test set. The most significant downfall to our results on
the private test set is the AUROC score of the Consolidation class. The AU-
ROC of the Consolidation class is significantly lower than the other methods
shown in Table 4.7 as well as being much lower than the AUROC it achieved
on the validation set as shown in Table 4.4. If the results from Table 4.7 were
to disregard the Consolidation class, our DenseNet121 trained with inputs of
224 x 224 pixels would equal the performance of the ensemble baseline from
Irvin et al. [17]. Also, our DenseNet121 trained with inputs of 320 x 320

Method Ate. Car. Con. Ede. Ple. Mean
Ours, ResNet50 0.856 0.908 0.811 0.895 0.958 0.886
Hierarchical Attention [28] 0.844 0.869 0.886 0.902 0.940 0.888
Ours, DenseNet121 @ 320 0.858 0.920 0.828 0.895 0.956 0.891
Ours, DenseNet121 0.865 0.910 0.840 0.896 0.963 0.895
Hierarchical Attention [28] 0.860 0.902 0.868 0.911 0.934 0.895
Stanford Baseline [17] 0.855 0.898 0.898 0.916 0.967 0.907

Table 4.7: AUROC scores on the private test set.
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pixels would almost match the ensemble baseline results.
We can also see that the baseline ensemble approach by Irvin et al. [17]

performed better on the test set than on the validation set, showing the im-
portance of model ensembles for this problem as discussed by Pham et al.
[30]. Given the differences between validation set performance and test set
performance when comparing the DenseNet121 based methods to the ResNet
based methods, we can observe the DenseNet121, which has fewer parame-
ters, generalizing better to the test set. These results complement the findings
by Irvin et al. [17], who found the DenseNet121 to be the best performing
architecture for the task.

Our approach is not able to compete with the top-scoring approaches on
the leaderboard, such as the work by Yuan et al. [45] and Pham et al. [30]
given the ensemble nature of these results. Yuan et al. [45] uses an ensemble
of five models and Pham et al. [30] used an ensemble of six models with
varying CNN architectures as well as using test-time augmentation [36]. As
discussed by Pham et al. [30] an ensemble approach is crucial in achieving
high predictive performance. Their ensemble approach also has the highest
published validation scores as reported in Table 4.3. Because of the nature
of these extensive ensemble results presented in the leaderboard, comparing
our test results to them is not quite a fair comparison. Thus, we evaluate
our test results against the results presented by Ouyang et al. [28], and the
baseline ensemble results by Irvin et al. [17]. Unfortunately, the test results
by Guan et al. [12] are not published, making the results by Ouyang et al.
[28] the main point of comparison.

As well as evaluating models using the AUROC score, test set predictions
are also compared to radiologists. Labels for each study in the test set are
assigned based on the annotations by eight board-certified radiologists. The
majority vote of five of these radiologists is used as a ground truth label. The
remaining three annotations were then used to benchmark the performance
of radiologists. In order to compare model performance to radiologists, the

Method Ate. Car. Con. Ede. Ple. Mean
Ours, ResNet50 0 2 0 0 2 0.8
Hierarchical Attention [28] 0 0 1 3 1 1.0
Ours, DenseNet121 @ 320 0 3 1 1 1 1.2
Ours, DenseNet121 2 2 0 0 2 1.2
Hierarchical Attention [28] 1 2 1 2 1 1.4
Stanford Baseline [17] 1 3 1 2 2 1.8

Table 4.8: Radiologists under ROC curve.
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recall, specificity, and precision against the test set ground truth of three in-
dividual radiologists are computed. The operating space of the radiologists is
then plotted on ROC and Precision-Recall space. The radiologists operating
space is then compared to the ROC and Precision-Recall curves to determine
if the model performs better than the radiologist. The comparison between
the results presented in Table 4.7 and the three radiologists is shown in Table
4.8.



Chapter 5

Discussion

In this chapter we discuss our implementation described in Chapter 3 and our
results that are shown in Chapter 4. We go over the upsides and downsides
of our approach and potential ways of improvement that could be explored
in future work. Differences between our implementation and previous work
are discussed, and ways to further combine our approach with other work to
further improve these state-of-the-art methods are presented.

5.1 Input pipeline

Our input pipeline uses template matching to standardize the size of model
inputs and remove some of the redundant information from the sides of the
radiographs. Like Pham et al. [30], we observed many noisy and distorted
images even when using template matching. Because the dataset is not
manually annotated, the presence of these noisy images is a byproduct of
the data collection and labeling process. These noisy and distorted samples
could have a noticeable effect on model performance, and methods to deal
with these out-of-distribution samples could be beneficial.

The outputs of our input pipeline are radiographs at a resolution of 224
x 224 pixels or 320 x 320 pixels, depending on the trained model. While
these resolutions are relatively low, they are still able to produce impressive
results. Guan et al. [12] showed that training at higher resolutions has the
potential to yield much higher predictive performance. Training at higher
input resolutions requires more computation and increases the risk of overfit-
ting on pixel-level information as the proportion of non-informative pixels is
much greater. Guan et al. [12] successfully used a pairwise confusion strategy
which prevents models from overfitting on sample-specific features. This reg-
ularization method could be extended to our work to allow training at much
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higher resolutions without severe overfitting. This regularization technique
could also be applied to our current models in order to improve generaliza-
tion, which could help the performance of the ResNet50 and the DenseNet121
trained with inputs of 320 x 320 to generalize better to the private test set
as discussed in Section 4.4.

The data augmentation pipeline described in Section 3.1 could be im-
proved by using a broader parameter search. The first data augmentation
step, which applies either a grid distortion or an elastic transformation, uses
the default parameters from Albumentations [6]. While the default parame-
ters are very sensible, tuned parameters for these two augmentations would
likely yield better performance. We tuned parameters for the second augmen-
tation step, CoarseDropout. However, this parameter search was not very
extensive and only included a set of values for the number of squares to use
as well as the size of the individual squares. An extensive parameter search
could be done to find optimal parameters. For instance, instead of using a
single value for the size and number of squares, the values could be drawn
from a uniform distribution to increase the variation of the augmentation
during training.

5.2 Multi-view approach

As seen in Chapter 4, the multi-view approach shows consistent improve-
ments over previous approaches where the predictions across a study are
simply aggregated at inference time. Our method, while very simple, shows
that leveraging cross-radiograph correlations within a study is indeed valu-
able for model performance. The way we combine a set of latent representa-
tions into one by stacking and taking the max across the stacked dimension
is only one of many possible ways to combine these representations. Future
work could explore the use of other, more complicated methods that are also
invariant to the number of radiographs, such as Long-Short-Term Memory
(LSTM) [14] networks. The use of an LSTM could allow the network to learn
better relationships across the set of radiographs as opposed to the max op-
eration, which does no explicit training, and the learning is done solely by
the shared encoder network and the final linear layer.

Perhaps the biggest downside of our multi-view approach is the increased
memory requirement during training. Given a batch of 32 studies, each
containing a set of three radiographs, the effective number of images in a
batch becomes 96. This increased memory requirement will grow linearly
together with the maximum number of images in a study.

Looking at the two best scoring methods in Table 4.1, we can see that their
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approach focuses largely on the model architecture. Guan et al. [12] use a Fea-
ture Selector and a Feature Integrator that separately learn disease-specific
and disease-correlated features, which are then combined before making a
prediction on a radiograph. Ouyang et al. [28] on the other hand, imple-
ment a hierarchical attention structure that aims to improve the localization
performance of the network. Given that our multi-view approach is not de-
pendant on which encoder network is used, our work could easily be combined
with other methods such as the ConsultNet by Guan et al. [12] or the use of
conditional training as done by Pham et al. [30]. Even simply replacing the
DenseNet121 or ResNet50 encoders with a better performing architecture
could yield performance improvements. Combining our multi-view approach
with methods proposed in other work could potentially improve performance
even further. This would naturally come at the cost of increased computa-
tional requirements during training unless the batch size is tuned, which may
impact performance.

As discussed in Section 3.2, during our experiments, we also implemented
a multi-view approach that combines the radiographs on an input level rather
than combining the latent representations. This was done simply by stacking
each single-channel, grayscale radiograph in a way where each radiograph
represented a single channel in an image. This method was not as performant
as our proposed multi-view approach. However, it could be explored further
as it decreases computational costs during training to match a single-view
approach while retaining some of the advantages of the multi-view approach.

5.3 Loss function

In a multi-label classification setting, there are often some relationships be-
tween the classes in the dataset. For this reason, a loss function like binary-
cross entropy (BCE), which does not consider any information across classes,
can be sub-optimal. We adopted the use of a label correlation aware (LCA)
loss function, described in detail in Subsection 3.4.4, which penalizes model
predictions where pairs of labels that should not co-exist are predicted. The
combination of the LCA loss as well as the BCE loss, where the total loss
is simply the sum of the two, showed significant improvements on the mean
AUROC score across the selected classes as seen in our ablation study in
Table 4.5.

This specific label correlation aware loss function has not been widely
adopted in multi-label classification tasks where loss functions like focal loss
[25], and ASL [3] that focus on class imbalance have been shown to perform
the best. In our early experiments, we explored the use of focal loss and
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ASL as stand-alone loss functions as well as combining them with the LCA
loss function instead of BCE. These early experiments showed that the use
of BCE along with the LCA yielded the best performance on the validation
set, and thus the use of focal loss and ASL was not explored further.

5.4 Uncertainty approach

The weak labeling approach of using the CheXpert labeler on the free-text ra-
diology reports, where uncertain labels are given when it is not clear whether
an observation is present, sets the CheXpert dataset apart from the previous
chest radiography datasets. As shown in Figure 2.1, a notable percentage of
studies contain labels marked as uncertain, thus making the approach of deal-
ing with these uncertainties potentially crucial for model performance. Irvin
et al. [17] introduced five methods for dealing with the uncertainty labels.
Pham et al. [30] built upon these methods with their label smoothing regular-
ization (LSR) approach, where uncertain labels are replaced with a random
value drawn from a uniform distribution. We approached the problem fol-
lowing the steps of Pham et al. [30] but replaced the uniform distribution
with a beta distribution as shown in Figure 3.4. The use of the beta distri-
bution showed improved performance over the uniform distribution as shown
in Table 4.6. Similar to results presented by Irvin et al. [17] and Pham et al.
[30] we observed that replacing the uncertainty labels with a positive or close
to positive value showed better results than replacing them with a negative
or close to a negative value. This can also be seen in Table 4.6 where the
positively skewed Beta(5, 2) distribution outperforms the negatively skewed
Beta(2, 5) distribution. While the use of the beta distribution showed im-
proved performance, it is worth noting that this was in conjunction with the
use of the LCA loss, which might affect the LSR approach.

There are several potential improvements for dealing with the uncertainty
labels that could be explored in the future. One basic extension to the work
done by Pham et al. [30] and our work is drawing the random values from
different distributions based on the class that the uncertainty label belongs to.
This could potentially help with the differences in performance across classes
for different distributions. As shown by Irvin et al. [17] some observations
have better performance when the uncertainty label is replaced by zeros,
and others when the uncertainty label is replaced by ones. Having different
methods for dealing with uncertainty labels for each pathology could yield
improved performance but would require an extensive search to find the
optimal parameters. Learning the parameters for the chosen distribution
could also be a potential approach to improve upon the empirically chosen
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parameters in our work and Pham et al. [30]. Learning the parameters should
yield better performance on the training set, given that it finds the optimal
parameters for the lowest training loss. However, it is not certain that this
method would not simply converge the parameters to zero or one depending
on if a specific class has more positive or negative labels. It would also not
be certain that this method would generalize better outside of the training
data than empirically chosen values.

5.5 Model interpretability

Interpretability of models plays a substantial role in assisting radiologists
in screening and diagnosis from chest radiographs. Our work could be ex-
tended to use Class Activation Mappings (CAM) [47] or Gradient-weighted
Class Activation Mappings (Grad-CAM) [33] for visual explanations of model
predictions. Irvin et al. [17] showed how to use Grad-CAM to localize model
findings and showed that a board-certified radiologist can confirm the find-
ings made by the model.
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Conclusions

In this thesis, we proposed a multi-view approach for automated chest ra-
diography interpretation using Convolutional Neural Networks that is able
to leverage inherent relationships between a set of radiographs in studies
from the CheXpert dataset. Compared to previous methods, where each ra-
diograph in a study is treated independently during training and inference,
our multi-view approach learns how to deal with a set of radiographs from
a single study during training. This approach proved to be beneficial as it
was able to improve on the single-view approach as shown in our ablation
study in Section 4.3. Together with the multi-view approach, we adopted
the use of a label correlation aware loss function. This loss function is able
to account for label co-occurrences by penalizing model predictions where
pairs of labels that should not co-exist are predicted. The presence of un-
certainty labels, described in Chapter 2, makes this multi-label classification
task quite different from most other multi-label classification tasks. To deal
with these uncertainty labels we used the label smoothing regularization ap-
proach proposed by Pham et al. [30], but instead of sampling values from
uniform distributions, we opted for the use of a beta distribution. The use of
the beta distribution proved to be effective as it was able to outperform the
proposed uniform distributions when using our multi-view approach together
with the LCA loss function.

As shown in Chapter 4 and discussed further in Chapter 5, our imple-
mentation outperforms previous methods when the encoder architecture and
input resolution are matched. Only at considerably higher input resolutions
or when using a model with substantially more parameters is our approach
outperformed by Ouyang et al. [28] and Guan et al. [12] as shown in Chapter
4. This gives a path to explore in future work where higher resolutions and
larger models are used together with our multi-view approach.

Current state-of-the-art methods for automated chest radiography in-
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terpretation and Computer-Aided Detection and Diagnosis have achieved
radiologist-level performance on classifying various observations in chest ra-
diographs. However, while they are not going to replace expert radiologists
any time soon, they can be used as a tool in aiding radiologists in making a
more accurate diagnosis.
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