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The recent advents of deep, contextual language models have brought significant
improvements to various complex tasks such as neural machine translation or
document generation. Models similar to those used in natural language have also
started to grow in popularity in the bioinformatics field. The sequence informa-
tion of proteins can be represented as strings of characters, each denoting one
unique amino acid. This fact has led researchers to successfully experiment with
amino acid vector representations that are learned and computed with models
similar to those used in the natural language field.

T cell receptors (TCRs) are sequences of proteins that form through the (random)
recombination of the so-called variable (V), diversity (D), and joining (J) gene
segments. These sequences are responsible for determining the epitope specifici-
ties of T cells and, in turn, their ability to recognize foreign pathogens. The
physicochemical properties of each amino acid in a TCR and how the TCR pro-
tein folds determine what pathogens the T cell recognizes.

This thesis presents and compares various ways of extracting contextual embed-
dings from T cell receptor proteins, using only their sequence information. We
implement and test adaptations of character level Embeddings from Language
Models (ELMO) and fine-tune Bidirectional Encoder Representations from Trans-
formers (BERT) models using only sequences of amino acids coming from human
TCR proteins. We then test the language models we train using only TCRs on
an additional task that classifies a TCR based on its epitope specificity. We show
how much the language model’s task performance affects the TCR epitope clas-
sifier. Finally, we compare our approach to other state-of-the-art methods for
TCR epitope classification.
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Abbreviations and Acronyms

BERT Bidirectional Encoder Representations from Trans-
formers

ELMO Embeddings from Language Models
PR Precision-recall
ROC Receiver operating characteristic
AuPR Area under precision-recall (curve)
AuROC Area under receiver operating characteristic (curve)
NLP Natural Language Processing
LM Language model
t-SNE t-distributed Stochastic Neighbor Embedding
CBOW Continuous Bag-of-Words
GloVe Global Vectors for Word Representation
RNN Recurrent Neural Network
LSTM Long Short-Term Memory
BiLSTM Bidirectional LSTM
TP True positives
TN True negatives
FPR False positive rate
TPR True positive rate
TCR T-cell receptor
BCR B-cell receptor
CDR Complementary determining region
FR Framework region
MHC Major histocompatibility complex
pMHC peptide-MHC
RSS Recombination signal sequences
RAG Recombination-activating gene
NK Natural killer (cells)
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Chapter 1

Introduction

To identify and eliminate threats coming from pathogens, once an infection
occurs, the innate immune system is the first line of defense that is trig-
gered by multicellular organisms. It is fast to react and helps the organisms
in the first few crucial hours of infection. The innate immune system can
respond to these threats through sensing pathogen-associated molecular pat-
terns, molecules that are in general typical to infectious pathogens. Through
pattern recognition receptors, cells like macrophages and neutrophils are at-
tracted to the infected areas, where they phagocytize (engulf and kill) bac-
teria and other pathogens or infected cells. [2, 78]

Present exclusively in vertebrates, the adaptive immune system relies on
T and B cells to identify foreign invaders such as bacteria and viruses that
can be harmful to the host and constitutes a second and more sophisticated
defense against pathogens.[2] Both T and B cells start developing from lym-
phoid progenitors cells, produced mainly in the bone marrow. They then
separately develop in the thymus (in the case of T cells), or continue to fully
mature in the bone marrow (B cells). [2, 40]

While the innate immune system relies on cells that match general pat-
terns associated with pathogens, the adaptive immune system can become
highly specific to a harmful microorganism or virus, detecting them through
markers called antigens. Antigens are molecular structures that can be found
on the surface of pathogens or the surface of infected cells. In the latter case,
T cells are mainly responsible for selectively detecting pathogens inside host
cells. This is done through the help of the major histocompatibility complex
(MHC). [2]

The MHC is a large locus found in any vertebrate’s DNA. Proteins pro-
duced by the MHC loci are responsible for binding to foreign antigens in case
of infection and present the newly formed peptide-MHC (pMHC) on the cell’s
surface. Class I pMHC is used by both innate and adaptive immune system

7



CHAPTER 1. INTRODUCTION 8

cells to kill cells that have been infected. Class II pMHC is recognized by cells
like helper T cells to determine what other immune system cells are binding
to, and, if that pMHC matches the helper T cell’s receptors, it excites them
further. [2, 39]

Alongside T and B cells, Natural killer (NK) cells are leukocytes that
develop in the bone marrow. NK cells are not, however, considered part of
the adaptive immune system. Even though they make use of the MHC to
identify infected cells (like T cells), and form inside the same tissue as T and B
cells, they only measure how much MHC there is on the cell surface (infected
cells naturally present lower levels of MHC since they also show pathogenic
proteins). Comparatively, T cells identify specific pMHC complexes and can
proliferate when they bind to infected cells, dividing into effector and memory
cells that recognize the same pathogen. This gives the adaptive immune
system the ability to fight more effectively and have defenses against later
infections with the pathogen. [2].

The innate immune system is fast to respond, but crucial mechanisms
of defense against pathogens are still exclusively found within the adaptive
immune system. T and B cells are white blood cells that use T-cell receptors
(TCRs) and B-cell receptors (BCRs) respectively to target potentially harm-
ful foreign microorganisms or viruses. T and B cells are excited by pathogens
through their TCRs and BCRs respectively when the pathogen in question
has an epitope that bounds to those receptors on the T and B cells. When
this binding happens, some lymphocytes differentiate into effector cells and
become active defenses against the infection while others mature into memory
cells. It is through these memory cells that the adaptive immune system is
capable of remembering and fighting more efficiently against some pathogens
if an infection with the same pathogen already encountered happens again
[2].

The adaptive immune system’s ability to recognize foreign pathogens and
even remember for long periods the characteristic markers of certain infec-
tious microorganisms of viruses was crucial in the evolution of vertebrates,
allowing for better resilience against ever-changing pathogens.

1.1 Thesis scope

This thesis presents a way of encoding protein sequences of T cell recep-
tors. Our focus will be on developing machine learning methods to encode
the amino acids found inside TCR protein chains in a latent space repre-
sentation. More specifically, we train on TCRβ receptors that only bind to
pMHC complexes found on infected cells. In αβT cells, the TCRβ is the
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main discriminator between matched pMHC complexes in cells [28]. We test
these models with classification scores commonly used in language models
(perplexity score, accuracy, confusion matrices). Additionally, we measure
the performance of a classifier trained to recognize what epitope a given T
cell matches, using its amino acid sequence encoded by the language models
we develop.

The difficulty of this goal stems from the biological and physical properties
that protein sequences, and particularly of interest to us TCRs have. For
some TCRs, no more than 1 or 2 amino-acids can sometimes completely
change the binding specificity of a TCR [19]. On the other hand, a single TCR
can recognize thousands of pMHC complexes, coming from different antigens
[64, 74]. Studies that measure the reactivity speeds of T cells during binding
show an unusually slow time of 1000−10000M/s compared to the theoretical
rate based on random collisions 105 − 109M/s which suggests, in turn, that
the antigen-binding regions can also change in order to accommodate an
antigen [42].

Recent advances in the NLP field have brought promising ideas for solving
similar tasks in biological applications. Previous work already shows that
deep learning methods work well for encoding biological proteins from a
multitude of different species [12, 23, 29, 49, 58]. Particularly interesting
here is the usage of ELMO (Embeddings from Language Models) [57] and
Transformer models [23, 49, 58]. These recent language model architectures
showed significant improvements compared to the static, non-context based
ones in NLP, and in recent years, in various biological tasks as well. For our
task, context is a crucial factor, as proteins fold and form their characteristic
three-dimensional shapes through amino acids interacting with each other
[5].

Previous work on epitope specificity classification of T cells has been
done using Gaussian processes or gradient boosting [36, 69]. Compared to
these methods, we will use deep language model methods to extract embed-
dings from TCRs and use those as features for another deep learning model
that predicts epitope specificities. This approach has already been tried for
protein function prediction [29], but we will now experiment with training
language models with only TCR protein sequences.

1.2 Thesis contents

We begin by describing in greater detail how T cell receptors form and how
they can bind pathogens and infected cells in Chapter 2. We discuss some of
the latest findings in microbiology about the adaptive immune system. We
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categorize lymphocytes by the functions they accomplish and the way they
develop and mature.

In the next section, in Chapter 3 we begin by briefly describing some of the
most commonly used computational methods for biology, as a comparative
overview of our work. In Chapter 3.3 we list non-contextual language models
that have been successfully used for all kinds of biological tasks. For each, we
outline what improvements the methods we use have brought in the last few
years, emphasizing the key aspects that those earlier models were missing.

Chapter 4 explains the details of the architectures we developed and
tested. For each model architecture we implement, we begin by detailing
the necessary background. We then follow by explaining and motivating all
the components of these deep language models. In Chapter 5 we illustrate
the TCR epitope classifier that we use to test our TCR embeddings resulted
from each of the language models we implemented.

In the Model Data Chapter 6, we briefly describe the data sources we
used and the pre-processing steps. We also give specific detail on the regions
of the TCRs that we use to encode and later to predict epitope specificity
from those encodings. In the evaluation section 7, we note and motivate
all performance measures we used to assess the performance of the language
models we developed and follow in the next Chapter 8 with the results and
their interpretations for each of our implemented models. Finally, in Chapter
9 we outline the most important results we had and give a final, summarized
comparison between them.



Chapter 2

T-cell receptors

The receptors of T and B cells, TCRs and BCRs, form through the recombi-
nation of the variable (V), diversity (D), and joining (J) gene segments [10],
typically referred to as V(D)J recombination. TCRs produced after folding
and re-arranging these gene segments have been estimated to result in an
astonishing 1016 distinct number of different possible αβ receptor sequence
pairs [6, 60]. These receptors are long protein chains that can bind specific
pathogens. Both of these cells thrive when coming in contact with matching
antigens, starting to replicate, exponentially multiplying into lymphocytes
with the same binding regions [2].

In mammals, TCRs and antibodies are encoded by 7 distinct loci, namely:
Immunoglobulin (H), κ and λ for antibodies and α, β, y, and δ in TCRs.
In T cells, β and δ antigen receptor loci aditionally have diversity encoding
segments, situated between V and J genes, while α and y are only encoded
by their corresponding V and J segments. [27]

The V(D)J recombination process consists of shuffling, cleaving, and re-
combining variable, diversity, and joining genes segments. This process is
carried out through two lymphoid-specific proteins, recombination-activating
genes 1 and 2 (RAG1 and RAG2). During maturation of the lymphoid cells,
V, D, and J gene segments that are flanked by Recombination signal se-
quences (RSS) are cleaved by the RAG1 and RAG2 proteins [37]. The split
gene segments are then combined through DNA repair factors that usually
add additional changes in the T and B cell receptors. The V(D)J recombi-
nation mechanism found in both T and B cells is at the core of the antigen
receptor diversity, which enables defense against very large numbers of dif-
ferent pathogens. [27, 37, 62]

These sequence arrangements, in turn, determine the lymphocyte’s (T or
B cell) binding specificity, governing what they will be capable of detecting,
killing, and neutralizing.
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CHAPTER 2. T-CELL RECEPTORS 12

B cells are responsible for producing antibodies which are protein struc-
tures secreted in the blood and lymph that can mark and sometimes neu-
tralize pathogens at long distances. They can bind both to freely moving
pathogens, as well as infected host cells [2]. After maturity, B cells are
spread in the peripheral lymphoid organs where some of them find a match-
ing epitope through their antigen-binding region. This matching excites the
cells, resulting in antibody production and further division.[2, 40]

The main difference between B and T cells is perhaps the fact that most
T cells can only attach to infected host cells and not to a pathogen itself.
Two T cell categories can then be highlighted, as 95% of the T cells have
αβTCRs and cannot attach directly to a pathogen, but instead attach to
other cells of the organism through pMHC, while the remaining 5% have
γδTCRs and can also bind antigens directly to pathogens.[3]

By the function they accomplish, T cells can be divided into 3 other
categories: cytotoxic, regulatory, and helper T cells [2]. Cytotoxic T cells
act similar to NK cells, killing host cells infected by pathogens when they
are detected. Helper T cells aid the excitation of other lymphocytes that
have already detected a matching pathogen [2, 19]. Lastly, regulatory T cells
suppress the activation of lymphocytes and are crucial when the immune
cells have accidentally developed to target our own, healthy cells [2, 19, 72].

Similar to the way pathogen antigens are brought to the surface of host
cells through the class I MHC, helper T cells recognize other immune sys-
tem cells that target the same antigen, through the class II MHC. Cytotoxic
T cells, B cells, macrophages, or other immune system cells present foreign
peptides to helper T cells through the class II MHC, forming a peptide-MHC
complex (pMHC). In turn helper T cells further signal these cells to kill or
produce antibodies against a pathogen with a matching pMHC. Helper T
cell’s importance is crucial. Studies link dropped numbers of helper T cells
with various diseases [1]. One example where this can be clearly seen is in pa-
tients with human immunodeficiency viruses, which proliferate inside helper
T cells. Left untreated, the virus develops and causes acquired immunode-
ficiency syndrome (AIDS), and the now weakened immune system, lacking
the proper number of helper T cells will be prone to other diseases, such as
tuberculosis, caused by bacterial infection [45].

Because of the immense variety of antigen-binding regions that lympho-
cytes have, some T or B cells may develop to bind to our own human cells.
As much as 50% of the T and B cells receptors can bind to healthy organism
cells when they initially form [31]. Usually, a healthy organism can mitigate
this problem through a couple of strategies, such as completely deleting it
through cell death, recombination of its receptor chains, or dampening its
ability to activate and excite when in contact with the antigen of the healthy
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organism cell it matches. Regulatory T cells also help suppress the lympho-
cytes targeting healthy organism cells using the same class II MHC complex.
Patients for whom these regulatory T cells don’t function properly experience
autoimmune diseases [2, 31].

Cytotoxic T cells act similar to NK cells, but use pMHC complexes to
determine specific antigens inside host cells and signal their self-destruction
and cannot bind directly to a pathogen. [2].

Figure 2.1: (a) Illustration the different CDR regiouns for both αβ and γδ
TCRs. (b) Regions of the V, D and J genes from which the T cell receptors
form. [8]

As illustrated in Figure 2.1, T cell receptors are generated during their
corresponding T cell’s development in the thymus. They form through the re-
arrangement of the variable (V), diversity (D), and joining (J) gene segments.
Each protein chain (α, β, γ, δ) composing the αβ and γδ TCRs form through
the re-arrangement of their own, separate loci within the DNA (although the
locus for δ chain is found between the cluster of Vα and Jα segments, they
are still separated). αTCR chains are encoded by Vα and Jα, while TCRβ
has Vβ, Jβ and Dβ gene segments that encode it. All TCR protein chains
have their constant C region. The latter C regions are similar from one TCR
to another and do not contribute to determining a TCR’s antigen specificity.
[38]

The variable domains of these chains (seen in Figure 2.1 a) also have
sub-regions. Complementary-determining regions (CDR) are found within
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them, noting CDR1, CDR2, and CDR3. For both α and β chains, the
encoding of the sub-regions CDR1 and CDR2 are done through Vα and Vβ
gene segments respectively. αTCR chains have their CDR3 regions (also
called hypervariable loops) formed only by the J gene segment, while TCRβ
CDR3 is encoded by both D and J segments. [38] CDR3 is generally the most
important in determining the antigen specificity of the lymphocyte as it is the
most diverse [47]. Additionally, CDR3 regions from αTCR chains have been
only sometimes observed in contact with the antigen, while TCRβ CDR3
is always in contact, making the β CDR3 region the main discriminator of
pathogens in αβT cells [28].



Chapter 3

Encoding protein sequences

Throughout this chapter, we will note methods that have been extensively
used in bioinformatics to encode proteins and point out the main drawbacks
of these approaches. We begin by describing methods that do not rely on
machine learning techniques and follow with recent advances in the natural
language field that have been utilized successfully in bioinformatics, other
than the deep contextualized models that we implement and describe in the
next chapter.

3.1 Non-machine learning encoding methods

Sequence alignment is a way of comparing pairs of DNA or protein sequences.
If two protein sequences are similar enough, the functional and structural
properties of these are generally also the same. The sequences are aligned
through stretching the protein or DNA sequences by introducing gaps ”-”
characters, such that the number of matching pairs is maximized. E.g. from
Ps1 = LGPSKWDN and Ps2 = LPSSKWD, we form Ps1 = LGPS −
KWDN Ps2 = L− PSSKWD−. [53]

The raw number of differing amino-acids resulted from the sequence align-
ment is, however, not enough to reliably determine whether two sequences
have the same structure or function. For this, point accepted mutations
and Blocks Substitution Matrices are used to get better similarity measures
between protein sequences [20, 33].

Blocks Substitution Matrices matrices have also provided a useful way of
encoding amino acids in TCR sequences, together with gap-filling characters
”-” (aligning the sequences s.t. all inputs had the same length) [36].

Similar structures (and possibly similar functions) are not necessarily
coming from similar sequences. Pairs of sequences that reside in the so-called

15



CHAPTER 3. ENCODING PROTEIN SEQUENCES 16

twilight zone of about 20-35% similarity, cannot be readily categorized as
having a common ancestry or not, from the sequence data alone [61]. This
poses the problem that sequence alignment methods are good only when
there are enough homologous sequences available.

Basicity, hydrophobicity, helicity, isoelectric point, and mutation rate
have been used as protein features of TCR for classifying epitope binding [21].
Another study aims to identify what types of amino acids (aromatic/non-
aromatic, charged/non-charged, and acidic/basic amino acids) are more likely
to be recognized by TCRs within pMHC complexes [15].

Comparatively, the language models we implement, and in turn the epi-
tope classifier that uses them, only have access to the list of amino acids that
form the TCR protein sequences and no other crafted features are given to
the epitope classifier.

3.2 Language methods for biological sequences

Natural language has long been providing a good set of references for bi-
ological applications. Since protein sequences and sentences can both be
encoded in the same way, using strings of characters (denoting amino acids
for protein sequences), the natural language field has provided a plethora
of ideas and solutions that proved useful for biological problems as well
[7, 12, 23, 26, 29, 59, 67].

N-grams, for instance, has been used as a simple tool to detect motif
frequencies among amino-acid sequences [26, 67]. Here, n-grams being de-
fined as groups of n number of adjacent amino-acids, they have been used in
similar fashions as in natural language processing. As an example, similar
to how very frequent words (such as ”if”, ”and”, ”to”, etc.) are dealt with
in natural language tasks through the use of tf-idf (term frequency - inverse
document frequency), so too biological models deal with very frequent motifs
when creating these n-gram models [67].

Frequent words among documents (such as link words) tend to provide
very little to no discriminatory information for searches, information re-
trieval, or some form of text mining. However, if not properly dealt with,
they heavily influence the results in an undesired way, just because of how
frequent they are in sentences. Tf-idf is a 2-term factor that can be used to
mitigate this problem, having tf(t, d), as the term frequency of t in document
d - this factor can be defined in multiple ways, the simplest one being to just
have the raw number of occurrences of term t in a document d. The sec-
ond term, idf is uniquely defined as idf = log N

|d∈D:t∈d| , where N is the total

number of documents in the corpus and |d ∈ D : t ∈ d| is the number of
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documents d belonging to the corpus D that have at least one occurrence of
the term t in them. Intuitively, if some term t can be found in most or all
of the documents in our corpus d ∈ D, then it won’t be very useful when
differentiating between two documents.

3.3 Deep learning methods

Building on top of the previous examples, n-gram extraction from sequences
have also been used as a mean to further train a general-purpose protein-
vector embedding model. Having pairs of adjacent amino-acids (the n-
grams), architectures such as Skip-gram and CBOW (Continuous Bag-of-
Words) [50] were shown to be used successfully for encoding motifs from
biological sequences [7].

When they were introduced, Skip-gram, along with CBOW were the main
word-to-vector embedding models used. The idea behind these models is
based on how words with similar meanings co-occur in the same sentences or
contexts. Of course, that is not always the case, which is one of the reasons
why very large amounts of data are in general required for these language
models. The same context here means within some bounded vicinity - for
instance, having a window size of 2, the context is defined by the previous
and following two words.

It does indeed seem that new improvements to language models work for
biological sequences as well. Additions such as negative sampling (extract-
ing and training with words that do not co-occur in the data, as negative
samples), [51] also improve biological models [7].

In what follows, We will give a short explanation of how skip-gram works.
This provides a few concepts that will be useful for the models we chose to
use, which will be introduced later (Chapters 4.1.2 and 4.1.4) and to better
explain the reasoning of these choices.

The first and easiest representation of unique words or n-gram protein-
sequence motifs is through one-hot vectors. Given a set of N unique motifs,
each will be assigned a unique index i ∈ (1, N) and a corresponding unique
vector. This unique vector is sparse and has every element 0, except for
the dimension matching its assigned index (e.g. the 3-gram motif motif2 =
[0, 1, 0, ...0]). Note that this index assignment (and corresponding vector) is
arbitrary and it does not influence the model, as long as they are unique
within the vocabulary. Also, the dimension of these vectors should match
the number of unique motifs.

Although simple, one hot representation has some drawbacks. First, it is
easy to see that all vectors are equally distant and orthogonal: ‖wi−wj‖2 =
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√
2;wi ·wj = 0. This means, in turn, that there are no further intrinsic prop-

erties for these vectors and the model is responsible for extracting ”meaning”
for the tokens (in this example, for motifs). As these models can become very
difficult to train end to end, especially with very large vocabularies, many
methods for extracting semantically-meaningful word-vectors have been de-
veloped.

Skip-gram is a 2-layer fully connected neural network that is trained to
predict words that are found in the same context. The training is done
with the one-hot encoding presented above. If a window size of 2 is used,
in a sentence of the form: ..., wi−2, wi−1, wi, wi+1, wi+2, ..., for the input wi,
4 different data points will be extracted, having the (input, output) pairs
..., (wi, wi−2), (wi, wi−1), ....

Notice that the neural networks are then trained to predict multiple words
based on the same input (in the case of Skip-gram) or the same output based
on different context words in the case of CBOW. It is good then to emphasize
that the main goal of these language-model training methods is not necessary
to have high-accuracy but to obtain semantically-meaningful vectors, and
those are not entirely equivalent. After training, the word-vectors will be
the activation of the hidden layer of the language model for the desired word
given as a one-hot vector input.

Generally, the neural networks trained for language models have a much
lower hidden-layer dimension than the vocabulary size. This fact significantly
reduces one of the problems posed by end-to-end training with one-hot en-
codings. Inference on a large input space (such as the one found in the
one-hot representation of words in large vocabularies) limits the architec-
ture design due to its computational complexity. A vector-representation in
a much lower dimensionality of these words allows for more complex and
deep architectures in various natural language tasks (sequence-to-sequence
translation, sentiment classification).

For many applications, however, offline approaches like Skip-gram, CBOW,
or even Global Vectors for Word Representation (GloVe) [55] have dropped
in popularity. The main reason for it is that context is not taken into account
when extracting the embeddings with these methods. Concretely, the acti-
vation only depends on one word at a time and thus, the encodings are fixed
vectors of some dimensionality, that are unique for each word and do not
change, no matter where they are used. This poses a conceptual problem:
the vectors are supposed to resemble semantical meaning in natural language
as well as in biology and context can change the meaning of a word or the
role of some biological motif or amino-acid in a protein sequence. In natural
language, words such as ”pupil” can have a completely different meaning,
as it can be used to denote ”student” or the eye-opening through which we
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see, and the distinction between which meaning this word has can only be
done using the context in which it is used. In microbiology, proteins fold
and form their characteristic three-dimensional shapes through amino acids
interacting with each other [5]. This is how we finally come to the models
of our choice for the task of embedding amino-acids. Contextual language
models can distinguish between identical amino-acids that only differ based
on the surrounding amino acids.



Chapter 4

Contextual language models

The structure of the antigen-binding sites found in T and B cell receptors
governs the epitope specificity of the adaptive immune system cell and, in
turn, determines what pathogens the cells eliminate from organisms. It is also
good to note that very dissimilar sequences may have the same structures
or geometrical shapes and, in turn, provide the same functions. However,
attaining structural information of protein sequences can be cumbersome,
as the amino acids in protein sequences measure in the order of nanometers,
and identifying the exact way they fold requires expensive equipment and can
take a long time. However, the 3-d geometrical shape given by the folding
of protein sequences can be determined solely by the 1-d protein sequence
information [13]. This fact has led to extensive research in the domain of
protein structure prediction based on amino-acid sequences [43, 63, 75].

We chose to use only sequence information of TCRβ sequences and test
if contextual language models extract enough relevant information from the
amino acid sequences to predict the specific epitopes we know they can bind.
Beginning with this chapter, we will use aai to denote the ith amino acid
in a sequence and N for the sequence length (the total number of amino
acids in that sequence). We note here that every time we extract CDR3
sequence representations, we compute the embeddings on longer sequences
(see Chapter 6 for what the long sequences contain), and then extract the
corresponding CDR3 embeddings. This will also provide context from other
sections of the TCRs to our CDR3 embeddings.

20
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4.1 Deep learning architectures for encoding

protein sequences

Among the latest models for extracting protein embedding are adaptations of
ELMO [56] and Transformer models [57]. The former uses a deep, recurrent
neural network architecture called Long Short Term Memory (LSTM) [34],
while the latter makes use of self-attention layers and deals with variable
input sequences without any recurrent architectures.

In what follows, we will give a brief explanation of LSTM neural networks
and follow by describing the Transformer encoder architecture, which is the
basis of all recent Transformer type language models.

4.1.1 LSTM architecture

Perhaps the most powerful and important property of recurrent neural net-
works is their ability to receive a variable-length input, whereas most archi-
tectures are bound to a fixed-length one.

The way they do this is through a ”hidden state”, which is a vector of
arbitrary dimensionality that is computed using both the current input, as
well as its previous hidden state. In a vanilla RNN, ht = RNN(ht−1, xt);
here, ht and xt are the hidden state and the input at the current position t
and ht−1 is the hidden state corresponding to the previous position.

Usually, these sequences are timely ordered, and that is why t here is
used to denote the index, as in a sentence where words come sequentially,
over time. For amino-acid sequences, the time plays no role in the order of
the sequence, as only their spatial order dictates it, but we used t in here for
the sake of keeping the same notation as in the literature.

Among the most worrying problems when it comes to training these kinds
of neural networks are vanishing and exploding gradients. The intuition
goes that if gradients with respect to some input in the sequences are either
too high or too low, backpropagating them through many items (in long
sequences) often results in gradient amplitudes so high that will make the
optimization diverge or so low that they won’t influence the model anymore.

Perhaps the key addition on top of vanilla recurrent neural networks,
LSTM cells (Long Short Term Memory) [34] solve these two problems by
introducing gates through which information can be kept or discarded over
much longer sequences. Its architecture is illustrated in Figure 4.1.

The equations that govern LSTM’s activations are:
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ft = σg (Wfxt + Ufht−1 + bf )

it = σg (Wixt + Uiht−1 + bi)

ot = σg (Woxt + Uoht−1 + bo)

c̃t = σh (Wcxt + Ucht−1 + bc)

ct = ft ◦ ct−1 + it ◦ c̃t
ht = ot ◦ σh (ct)

(4.1)

where xt ∈ Rd is the input vector to the LSTM unit, ft ∈ Rh is the for-
get gate’s activation vector, it ∈ Rh is the input/update gate’s activation
vector, ot ∈ Rh represents the output gate’s activation vector, ht ∈ Rh is
the hidden state vector also known as the output vector of the LSTM unit,
c̃t ∈ Rh is the cell input activation vector, ct ∈ Rh is the cell state vector, and
Wf ,Wi,Wo,Wc ∈ Rh×d, Uf , Ui, Uo, Uc ∈ Rh×h and bf , bi, bo, bc ∈ Rh : are the
weight matrices and bias vector parameters which need to be learned during
training and compute the gates and cell input activations.
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Figure 4.1: LSTM cell architecture.

The input and forget gates are vectors of values between 0 and 1 of the
same dimension as the hidden states that determine how much (and what
parts) of the input activation vector and previous cell state c̃t, ct−1 are to be
used in the current cell state ct and, in turn, in the hidden state’s computation
ht, as they are point-wise multiplied with these vectors respectively.

The output gate is the final filter for each hidden state ht of the cell.
It is called the ”output” gate because it is common for the vector ht to be
used in the actual task (e.g. the last hidden state hN of some sequence in an
encoder-decoder neural machine translation is the one used for encoding the
whole sequence).

Finally, the cell state ct makes it easier for the LSTM model (compared
to vanilla RNNs) to add new information from the cell input activation c̃t
or forget older one from the previous cell state ct−1. It does this by point-
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wise multiplications with the input and forget gates, which have separate
parameters that train to discard redundant information.

All activations in a sequence preserve the same parameters. In the case
of an amino acid sequence, all amino acids aai will have their corresponding
hidden states computed by LSTM(ci−1, hi−1, aai), using the the LSTM’s
matrices from 4.1. All these matrices are the same when computing hidden
states for every amino acid aai in the sequence, and that is the key reason why
recurrent architectures can activate on sequences of varying lengths. They
update the hidden state for each element i (or amino acid in this case) in the
sequence, using the hidden and cell state at i−1 that can retain information
from all the previous amino acids in the sequence (aa0, aa1, ..., aai−1), until
the sequence is finished, using the same parameters.

Bi-directional LSTM cells activate on sequences in both directions. In
Figure 4.2, the amino acids are given to LSTM1

F and LSTM1
R in their normal

and reverted orderings. The output hidden state at each position i is done by
concatenating the normal and reverse activations from the two cells, denoted
by ⊕. In this way, bi-directional LSTM cells can encode all amino acids using
all the context provided by the N amino acids contained in that sequence.
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Figure 4.2: Illustration of one layer of bi-directional LSTM cell. LSTM f
1 and

LSMT r1 are LSTM cells with identical architecures but separate trainable
parameters.
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ELMO architecture uses two uni-directional, 2-layered LSTM cells, one
that receives the sequence in its normal order and one that activates from
finish to start (from the last amino acid aaN to aa0). We will explain in more
detail why it cannot use the bi-directional LSTM in Chapter 4.1.2. We also
experimented with variations of the ELMO architecture using mask tokens
(Chapter 4.2.1) that can use bi-directional LSTMs through a similar masking
technique as some of the transformer-based language models (Chapter 4.1.4).

Next, we will present how ELMO uses LSTM cells in its architecture and
describe it’s activation and training methods.

4.1.2 ELMO

The reason behind not using bi-directional LSTMs in ELMO is due to the
information leakage and how upper layers have access to all information from
the sequence, no matter at what position i we consider the first layer hidden
states h1i (denoting here the ith hidden states from layer 1), when predicting
some amino acid aaj, j 6= i.

All output hidden-states of the first bi-directional layer have ”seen” all
the inputs from the sequence already and are passed as inputs to another
upper layer with similar architecture. In a multi-layer LSTM architecture,
the concatenated hidden states of the normal and reverse activations (upper-
part of Figure 4.2) of the two LSTM cells will be used as inputs for the next
layer. This means that the deeper layers receive information from the whole
sequence, at any position in the sequence. Concretely, looking at the forward
and reversed hidden states of the first layer which are concatenated, [hfi , h

b
i ],

the forward hidden state hfi contains all the information from the sequence
from aa1 to aai, while the reversed one hbi contains all the information from
aaN to aai. Because of this, the problem becomes trivial, as the model will
be trained to predict an amino acid based on an input containing information
from that amino acid, no matter what position i we take the hidden state
from.

ELMO [56] is a type of contextual language model that uses recurrent
neural networks to extract meaningful vectors from elements in a sequence.
Its architecture comprises two 2-layered LSTMs, each computing the normal
and reversed sequence activations separately.

The 2-layer LSTMs are two LSTM cells stacked on top of each other. Both
cells function as described in 4.1.1, but here the second layer (second LSTM
cell) takes as input the hidden layer activation of the first cell. That is, if h1t =
LSTM1(aat, c

1
t−1, h

1
t−1), with c1t−1, h

1
t−1 and LSTM1 being the cell and hid-

den states from the previous step and the first LSTM cell respectively, then
for the second layer (”on top of it”), will have h2t = LSTM2(h1t , c

2
t−1, h

2
t−1).
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Note how the second layer takes as input the output (hidden) state from the
first layer h1t , with all meanings and notations preserved as in (4.1).

The reverse layer is mirroring the ”normal” LSTM cell (although it does
have its separate parameters). Implementation wise, this can be done by
reverting the input sequences for the reverse layer, from aa1, aa2, ..., aaN , to
aaN , aan−1, ..., aa1.

Training the two 2-layered LSTMs (reverse and normal) goes as follows:
for all the N elements in the sequence, the forward and reverse cells compute
the normal and reverse hidden states: hf1 , h

f
2 , ..., h

f
n and hr1, h

r
2, ..., h

r
n. After

this, prediction pairs are formed:

(hf0 , h
r
2, aa1)

(hf1 , h
r
3, aa2)

...,

(hfn−1, h
r
0, aaN)

(4.2)

where hf0 and hr0 denote the initial hidden state vectors used in the LSTM
activations (usually, these vectors are vectors of zeros of the hidden state’s
dimension).

In any of the pairs in equation (4.2), we have the hidden state hfi−1 that
contains all the infromation from aa1 to aai−1 (from the first element in
the sequence untill the element preceeding the one we want to predict, aai).
Similarly hri+1 contains all information from aan until aai+1. ELMO then
uses these to predict sequence element aai, with a linear layer and it does so
for all tokens aai in sequence in one step:

N∑
k=1

(log p(aak|aa1, ..., aak−1, LSMT f ,L)+

log p(aak|aak+1, ..aaN , LSTM
r,L))

(4.3)

where the sum is computed over all amino-acids in the sequence of length N ,
and L is a linear layer that predicts the probability of each unique amino acid,
given all the context from the hidden states, and by LSMT f and LSTM r

we represent the forward and reversed LSTMs respectively.
After training, the embeddings are extracted by retrieving each hidden

state pair (from forward and reverse LSTMs), corresponding to each amino
acid i, and concatenating them [hfi , h

r
i ].
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4.1.3 Transformers

Attention is all you need [71] has been revolutionary in the field of natural
language, bringing a sequence-to-sequence, encoder-decoder, neural machine
translation architecture that did not use any recurrent neural networks, but
instead relied on self-attention mechanisms that make use of fully connected
neural networks. This idea mitigates the vanishing and exploding gradients
problems that have been a major drawback in these recurrent architectures
(although much less so in LSTMs compared to vanilla RNNs) as they make
long dependencies in sequences very hard to train [11, 54].

Add & norm

Feed

Forward

Add & norm

Multi-Head

Attention

+

Input

Embeddigns

Positional

Encoding

Inputs

N×

Figure 4.3: Attention is all you need encoder architecture.

In Figure 4.3 we illustrate the Attention is all you need architecture. It
is the basis of all recent transformer language models, like BERT, GPT3,
XLNet, TansformerXL, CTRL [14, 16, 22, 41, 76], and we will follow by
explaining it’s components step by step. We omit the decoder part since it
has no role in language models, but we note that its architecture is similar.

All input tokens are encoded with one-hot vectors, just as in the previous
methods we described. Then, the ”Input Embeddings” layer transforms these
embeddings using a fully connected neural network (a simple embedding
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layer). For the ”Positional Encoding” the original model used a combination
of sin and cos functions:

PE(pos,2i) = sin
(
pos/100002i/dmodel

)
PE(pos,2i+1) = cos

(
pos/100002i/dmodel

) (4.4)

where pos is the token’s position in the sequence and i is the dimension
of the embedding (i.e. for a d dimensional embeddings used in the ”Input
Embeddings” layer, each i ∈ {1, 2, ..., d} will be encoded by sin or cos with
the above functions, depending on whether the embedding dimension i is
even or odd). They hypothesize that the these positional encodings should
allow the model to easily attend to different parts of the sequence, as any
PEpos+k can be expressed linearly as a function of PEpos [71].

We note that most language models do not use this combination of sin
and cos functions, but instead have another embedding layer that, similar to
the ”Input Embeddings” layer, encodes positions as one-hot vectors (i.e. each
positional index in the sequence will have its corresponding vector of zeros
and a single entry equal to 1 in the index position) and use these one-hot
vectors as inputs to an additional embedding layer ”Positional Encoding”.

The positional encoding and the embedding coming from the activation
of the ”Input Embedding” layer are then summed and then used in multiple
attention heads.

A single attention head is first responsible with computing attention
weights from each token TKNi to all tokens TKNj with i, j ∈ {1, 2, ..., N}
in an N length sequence. Note that it does compute attention also to it-
self. We can describe each attention head by its corresponding matrix repre-
sentation of its fully connected neural networks, which we will denote here:
(Wk,Wq,Wv), for the key, query, and value matrices. Having all input tokens
encoded in the sequence with ”Positional Encoding” and ”Input Embedding”
layers, (e1, e2, ..., en) where em is the mth token’s input embedding, we now
explain how this em will be encoded with context from all other tokens in
the sequence.

Wk and Wq are matrices responsible for encoding the input embeddings
into a vector space from which dot-product attention will be computed be-
tween every single pair of tokens in the sequence. Specifically, for the mth
token with the corresponding initial embedding em, we compute it’s query
qm = Wqe

T
m, and using the key matrix, we compute keys for all token em-

beddings K = WkE
T , where E is the matrix of row-wise stacked initial

embeddings for all tokens (including em token). Now, with the key matrix
K, containing all keys of dimension equal to the query dimension dk = dq
stacked row-wise (K ∈ Rn×dk) for the n-length sequence, we multiply qm



CHAPTER 4. CONTEXTUAL LANGUAGE MODELS 28

as KqT and get a resulting score matrix Sm ∈ Rn×1, containing unnormal-
ized scores for every single token in the sequence. Finally, the scores are

normalized as SNm = softmax
(
Sm
√
dk

)
, with the usual definition for the nor-

malization function:

softmax(z)i =
ezi∑K
j=1 e

zj
(4.5)

Intuitively, these scores express how much the queried token TKNi should
pay attention to every other token TKNj, which in turn determines what is
the relevant context for TKNi. All scores will sum up in the end to 1. The
normalization factor

√
dk is motivated in the original manuscript through the

idea that for high dimensionality dk, the dot-product tends to have very high
values, and in turn, the gradients through the softmax function are small
[71].

The value matrix, in turn, computes value representation for each of the
initial embeddings (v1, v2, ..., vn) or, stacking them row-wise as before, we
have the matrix V corresponding to all tokens in the sequence V ∈ Rn×dv

(note that the value dimensionality dv does not need to be the same as the
keys and queries dk, dq, although, in practice, it typically does). With this
matrix, for the mth token, the output of the attention head is a weighted sum
avm =

∑
i=1,n Si ·Vi where avm is the mth token attended value, with weights

coming from the score matrix computed previously Sm ∈ Rn×1 and Vi are
the row vectors from the row-wise stacked value vectors V ∈ Rn×dv . Note
that all value and key matrices (V and K) stay the same when computing
some attended vector avi, for any amino acid i, with only the query qi being
different. We gave a very detailed explanation, but it’s equivalent, more
efficient matrix formulation is:

Attention (Q,K, V ) = softmax

(
QKT

√
dk

)
V (4.6)

where Q, K, and V are the queries, keys, and values of all tokens in the
sequence stacked row-wise.

All of the above explains how a single attention head functions. As can
be seen in Figure 4.3, transformers use multi-head attention, which is re-
peating all of the steps explained above for one attention head, multiple
times, with different learnable parameters: (W 1

q ,W
1
k ,W

1
v ), (W 2

q ,W
2
k ,W

2
v ), ...,

(W h
q ,W

h
k ,W

h
v ), where h is the number of chosen heads. In practice, these

head matrices are stacked. The queries, keys, and values are all computed
together and later accordingly extracted to compute the attention scores and
finally, the attended values. All attended values corresponding to some token
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(extracted from each head) in the sequence are in the end concatenated to
form the final output of the ”Multi-head Attention” layer.

Following the attention heads, the attended values are summed to the
previously computed initial embeddings (e1, e2, ..., en). This idea has brought
up in the deep residual learning framework [32], which showed how in very
deep architectures, like the ones proposed in Very Deep Convolutional Net-
works for Large-Scale Image Recognition (VGG) [66], which are architectures
of more than a hundred layers, simply adding a skip connection solves the
degradation problem that very deep architectures face.

The attended value vectors summed to the residual connection are then
normalized with a layer normalization, proposed as a solution to the undesir-
able input covariate shift. One reason for the slowness of deep architecture
training has been attributed to how activation vectors al at different layers
of the network l dramatically change their distributions. Since it was already
known that normalizing the inputs results in faster model training [46], batch
normalization was first proposed to deal with this issue in the deeper layers
of an architecture, by normalizing according to all activation vectors al,i at
some layer l, from a given batch i ∈ B [35]. Soon after, a solution that
normalizes not across the batch, but for each data point, among all neurons,
uses:

µl =
1

H

H∑
i=1

ali; σl =

√√√√ 1

H

H∑
i=1

(
ali − µl

)2 (4.7)

where i ∈ {1, ..., H} is the neuron index in the lth layer, which has H total
neurons, and ali is the summed inputs from the previous layer l − 1 for that
neuron. The authors pointed out how this method is independent of batch
size and that the method can be integrated into the validation in the same
way, compared to the batch normalization technique. [9].

After layer normalization, two feed-forward networks with Rde×dexp and
Rdexp×de respectively, expand the embedding vectors from the embedding
dimension de to dexp and then brings the embedded tokens back to the initial
dimension de. In the end, the same type of residual connection and layer
normalization are added.

It is important to note that this whole transformer block is repeated
many times (illustrated by N× in the Figure 4.3). All blocks have different
learnable parameters, where the outputs of one block are fed as inputs to
the next one. This also explains better why residual connections and layer
normalization are needed, as typically, these models are designed to be very
deep, with many transformer blocks.
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4.1.4 Language models using Transformers

The encoder part of the model described in Attention is all you need [71] is
used almost identically in many recent state of the art language models like
BERT, GPT3, XLNet, Transformer-XL, CTRL [14, 16, 22, 41, 76]. All of
these models have similar architectures, and their main contributions come
from their respective training methods. However, we note that the main
training task of these language models, as most deep-learning architectures
use for extracting latent space representations of words in sentences (or to-
kens in sequences, in general) is still the same: predicting tokens that we
deliberately hide from the model, based on some or all the other inputs in
that given sequence [14, 16, 22, 41, 51, 55, 76].

In addition to how the models pre-dating transformers perform, trans-
formers generally use a 2-step training process, based on transfer learning
techniques. First, the models are typically trained on a very large corpus,
with many millions of sequences, with missing-token predictions. After pre-
training, these language models make use of task-specific training (e.g. in
our case, the language model could be trained to predict 15% missing amino-
acids in sequences, and then be used with an additional classification layer
to predict the epitope specificity of each TCR amino-acid sequence).

BERT has been introduced as an auto-encoder model architecture [22]. It
uses modified input sequences where some fraction of the input tokens (15%
in the original paper) are masked, in the sense that they are completely
replaced by a special token named 〈MASK〉. This token is a separate token
in our vocabulary, having an assigned index and equivalently, a unique one-
hot vector representation, and it is used during the training phase only as an
auxiliary stand-in for tokens we want to hide from the model. As described in
the XLNet publication [76], which does a comparison between auto-regressive
and auto-encoder models, given x as the 15% masked tokens in a sequence,
we aim to maximize:

max
θ

log pθ(x | x̂) ≈
T∑
t=1

mt log pθ (xt | x̂) =

T∑
t=1

mt log
exp

(
Hθ(x̂)>t e (xt)

)∑
x′ exp

(
Hθ(x̂)>t e (x′)

) (4.8)

with Hθ being the transformer model that maps each token (including the
masked ones), to a latent space representation, mt = 1 means that xt is
masked, x̂ is the sequence with 15% of the tokens replaced by 〈MASK〉
token, and x are the tokens that have been masked (and need to be re-
constructed). In other words, the objective is maximizing the softmax prob-
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abilities (with its definition as in (4.5)) of the correct target of all each token
that have been masked x.

An additional pre-training task has been introduced in BERT, where
pairs of sentences (Si, Sj) are sampled from a corpus, such that some of the
samples have sentences i and j next to each other in the corpus and others
don’t. This new task trains the model to predict whether sentence j follows
sentence i, associating each pair of sampled sentences with a binary label
(Si, Sj, l), l ∈ {0, 1}. However, this second training task was not used in our
case.

4.2 ELMO for TCR protein sequences

The majority of language models, ranging from offline methods GloVe and
Skip-gram [51, 55] to contextual ones like ELMO and Bidirectional Encode
Representation (BERT) [22, 57] use auxiliary tasks that do not require la-
beled data. Whether it be for natural language or in our case, for protein
sequences, ELMO is trained to predict words in sentences or amino acids in
protein sequences, which has a great advantage, in that the only required
data is the raw, unlabeled protein sequence.

ELMO uses all hidden states coming from each amino acid sequence to
predict it’s next (or previous, in the context of the reverse LSTM) amino
acid in that sequence. It first computes hidden states for all elements in
the sequence and then uses a linear layer to predict each amino acid in
the sequence, based on all its preceding and following amino acids, just as
described in Chapter 4.1.2. We will refer to this type of model as ELMO
throughout the rest of the thesis. In the case of amino acids, there are no
significant changes made to the general ELMO description in Chapter 4.1.2.
Our character level ELMO architecture is the same as an architecture for
natural language, with the only difference being the different set of characters
(which in our case is 20 unique characters corresponding to the 20 unique
amino acids).

We have also experimented with mask tokens that we add to the vocabu-
lary and use in a similar way to the BERT pre-training method described in
Chapter 4.1.4. Here we mask out one amino acid at a time in each sequence.
We then extract the embedding corresponding to that masked amino acid us-
ing a bi-directional 2-layered LSTM (instead of two one-directional 2-layered
LSTMs). That hidden state corresponding to the 〈MASK〉 token is used as
input for a linear layer that predicts the missing amino acid. From now, we
refer to this architecture as masked ELMO.

The last variation of ELMO uses two distinct one-directional LSTM lay-
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ers, just like the original model. However, here we concatenate the two
hidden states (from the forward and reverse LSTMs) and only predict one
amino acid at a time, similar to how we only predict a single missing amino
acid corresponding to the 〈MASK〉 token in masked ELMO. We call this
ELMOOAA for ELMO one amino acid.

We now follow by explaining the changes we made for the two ELMO
variations, the masked ELMO and ELMOOAA models.

4.2.1 Masked ELMO

The first layer activation of the architecture in this approach is shown in
Figure 4.2. A second bi-LSTM layer takes the concatenated hidden states
from the first layer as inputs, and so, at every point, the second bi-LSTM layer
will have access to all the rest of the sequence. Therefore, using bi-LSTM
cells instead of simple forward and reverse like in Chapter 4.1.2 requires this
kind of input sequence corruption, where the amino acids we want to predict
at one step will be replaced by the 〈MASK〉 token.

For each protein sequence in our datasets, we extract residues one at a
time, replace them with a special 〈MASK〉 token, and use the embedding
from the position to predict the amino acid we replaced. Masking out amino
acids in the sequence is necessary because of how the information flows to
the second layer.

Given some input amino-acid sequences, aa1aa2...aaN−1aaN , training sam-
ples are created by extracting each amino acid in the sequence, replacing it
with a mask token (which is represented by some additional one hot vector
added in the vocabulary), and adding as label that extracted amino acid:
(aa1aa2...aaN−1aaN ; aa1), (aa1aa2...aaN−1aaN ; aa2) and so on (we represent
the amino acids that are going to be replaced by 〈MASK〉 token in red; the
replaced amino-acids are colored in blue and will be used as labels).

Usually, training recurrent neural network architectures efficiently require
some form of padding. This allows batch-wise parallel computations, making
the convergence faster and more reliable, with less noisy gradients. How-
ever, in our case, this will not be possible. Most frameworks implement
batch-training for recurrent neural networks by looping along the sequence
dimension and computing the hidden states for all the batch sequence at
every position i at once. If all sequences in one batch have the same length,
that makes the problem easy to parallelize. Given n sequences of fixed
length L, instead of going through each sequence one at a time and com-
puting the respective hidden states hi,k = LSTM(hi,k−1, ci,k−1, xi,k), with
i ∈ (1, n), k ∈ (1, L), we can compute the hidden states of all sequences at
sub-sequent positions at once Hk = LSTM(Hk−1, Ck−1, Xk) where we denote
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Figure 4.4: Illustration of the full architecture used for the masked ap-
proach. Each Bidirectional LSTM layer (BiLSTM) cell comprises two
identical LSTM cells with separate learnable parameters, just as in Fig-
ure 4.2. PredLayer is a fully connected neural network with dimension
(2 · hiddendim) × (nuaa) where nuaa represents the number of unique amino
acids. The hidden states hf,ji and hr,ji have i representing the position in
the sequence and j the layer number. Note that hf,ji and hr,ji are computed
separately and they are only concatenated and used as inputs for the next
layer (the information leakage issue appears at the second layer). With red
we marked the input amino-acid which we masked and try to predict aan,
the rest aai, i 6= n being the amino-acids found in the sequences that we use
as context.

by capital Hk, Hk−1, Ck−1, Xk matrices of hidden states at current and pre-
vious position, cell states at previous position, and inputs at position k from
all the batch sequences (i ∈ {1, n}), stacked row-wise. This will then become
similar to how any fully connected neural network parallelly computes all its
batch inputs at once.

Parallelizing this way requires all sequences to have the same length. In
our equation Hk = LSTM(Ck−1, Xk) at some point we will have missing
values (k will exceed the length of our shortest sequence in the batch). The
easiest way to mitigate this problem is to add dummy inputs (usually zeroes)
at the end or at the beginning of the shorter sequences, such that it will
match the length of the longest sequence within the same batch. This works
well if we are dealing with a uni-directional LSTM since at the end of our
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computation we can just throw away our hidden states corresponding to those
dummy inputs. However, in bi-direction LSTM, all hidden states contain the
other information form the whole sequence Figure 4.4. This, in turn, means
that hidden states will be dependent on the dummy inputs that we add.

To solve this issue, we have decided to group the sequences in our data
by their length and retrieve batches from these groups. This way, we don’t
need to use padding while still training multiple sequences at a time.

4.2.2 ELMOOAA

In the last approach, the mask token is not needed anymore, but instead,
two other tokens indicating the start and end of the sequence are added and
the architecture is modified to compute the forward and reverse activations
entirely separate, as in Figure 4.5.
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Figure 4.5: Illustration of the full architecture used for ELMOAA approach.
For this model, amino acids are extracted one at a time and instead of mask-
ing the selected aan for prediction, all sequence elements left and right to
it are respectively given to two identical architectures with separate learn-
able parameters (one-direction 2 layered LSTM neural networks). Similar
to the previous approach 4.4, PredLayer is a fully connected NN with
(hiddenfdim + hiddenrdim) × nuaa. Note that aan is only used as the label
when computing the loss for classification, it being completely removed from
the input.

Data pre-processing for this approach consists of adding the two delim-
iter tokens SOS and EOS at the beginning and end of the sequences, ex-
ctracting the desired target as a single amino-acid from the sequence and
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retaining separately the context left and right to it respectively. Given the
sequence aa1aa2...aaN , we form pairs of (left context; target; right context)
like (SOS; aa1; aa2aa3...aaNEOS), (SOSaa1; aa2; aa3aa4...aaNEOS) ...,
(SOSaa1aa2...aaN−1; aaN ; EOS). The first and last samples we exctract
from one sequence will have only the sequence delimiting tokens as their left
and right contexts respectively.

In this approach, extracting and training on sequence batches with the
same length is not necessary anymore. Here, padding with zeroes at the end
of the left context and the beginning of the right context is sufficient. Because
of having two one-directional LSTM cells this time, computing activations on
dummy inputs used only as padding does not affect the training. Previously,
on the second layer of the bi-directional LSTM, the inputs were dependent
on the whole sequence.

4.2.3 Focusing the training on CDR3 regions

Since the specificity of T cells is mostly determined by the CDR3 comple-
mentary regions, we have experimented with different ways of adding more
importance to them within the language model training itself. Additionally,
while testing these models with the epitope classification task, we only ex-
tract the embeddings corresponding to these regions, since they are the main
parts of the variable regions of T cell receptors that determine pathogen
bindings [42]. Note that all the methods we will present will be applicable
for both the masked-token model approach and the separate left and right
context ones. The methods below will focus on modifying the input, the
loss function, or both, and the data pre-processing required by each of the
methods described in the previous sub-chapters still apply.

The first idea we used was to completely ignore the amino-acids outside
the CDR3 regions in the TCRβ sequences. We do this while still comput-
ing the embeddings outside CDR3 in order to have its context encoded in
the CDR3 embeddings, but we do not compute the loss on those. We also
experimented with using the whole long sequence only as a context-input
and try to predict targets only from the CDR3 regions. Having an amino
acid sequences aa1aa2...aamaam+1...aam+laam+l+1, ...aaN , with N being the
length of the whole sequence, m, and l marking the beginning and the end
of the CDR3 region respectively, we formed pairs of context and targets ei-
ther using only the CDR3 region (marked in green), (aamaam+1...aat−1; aat;
aat+1aat+2...aal), with the target amino-acid t ∈ [m, l], or by using the whole
sequence for context (input) and extracting targets (labels) only from the
CDR3 region. This method did not yield good results, possibly because of
the very high variability in the CDR3 regions and, in turn, the training task
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is too difficult for the model.
We also modified the loss function such that the context-target pairs

which had targets comming from CDR3 regions would account more to the
loss function. So, in the sequence aa1aa2...aamaam+1...aam+laam+l+1...aan,
targets comming from the CDR3 region (marked in green) would have a corre-
sponding weight, w: Lcdr3Target(context, aat) = w · LcrossEntropy(context, aat)
for all t ∈ (m, l), with m, l being the limits for the CDR3 regions and
w being a chosen (or tuned) weight for the loss computed on CDR3 tar-
gets. LcrossEntropy is the commonly used loss function for classification tasks,

LcrossEntropy = − log
(

exp(yp[tid])∑
j exp(yp[j])

)
, where yp is the vector of predicted classes,

tid is the known correct class id (in our case, the correct amino-acid) and hav-
ing the normalizing factor on the denominator, which masks all the predicted
classes have a corresponding pseudo-probability number between 0 and 1 and
moreover, the probability of the correct amino-acid being any one of the 20
unique classes equals 1. Notable here is that optimizing only for the pseudo-
probability of the correct target (maximizing it), will in turn minimize the
probabilities for all other (wrong) targets, all of them being restricted to
sum up to 1. We use the CDR3 weight w in our hyperparameter searches for
ELMO, ELMOOAA and masked ELMO models.

4.3 BERT for TCR protein sequences

As already mentioned, the main architectural design of all transformer models
are based on Attention is all you need [71], where a model for sequence-to-
sequence translation is built without any recurrent neural networks. More
specifically, only the encoder part of the architecture is used in these language
models.

These transformer based models are now also used in modeling protein se-
quences [23, 49, 58], just like older language model archetypes have been used
to model protein sequences and gave good results in various tasks, such as
protein family classification or function prediction, successfully using models
previously developed in the NLP field, like CBOW or ELMO [7, 29].

We perform further analysis on amino-acid embeddings extracted from
a BERT model initially trained on [23], where multiple transformer models
(Transformer XL, BERT, ALBERT, XLNet) were trained on 216 million pro-
tein sequences from UNIREF100 [68]. We also further pre-train the models
on our data containing T cell receptors from [17, 24, 65] and compare the
resulted embeddings to the original model.

The only major change to the BERT model is not using the next sentence
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prediction loss for the embeddings. The binary next sequence classification
that takes adjacent sequences in a given corpus and labels them as 1, or
non-adjacent ones and labels them as 0, did not seem to have any equivalent
for TCR sequences. Otherwise, the model is very similar to a character level,
natural language BERT model.



Chapter 5

Epitope classification of TCRs

We use the language models we have implemented and described in Chapter 4
to encode the amino acids of TCRs that have annotated epitope specificities.
These embeddings are used to train another model that classifies epitope
specificity for each sequence of embedded amino acids. We use the source
code for both the training loop, its cross-validation, and the model’s archi-
tecture developed by Emmi Jokinen.

The epitope specificities are predicted by the multilabel CNN classifier
that only uses the embeddings encoded by the language models as inputs,
which in turn only use the sequences of amino acids.

The architecture of the epitope classifier is illustrated in Figure 5.1 and
it is similar to a previous implementation designed for protein function pre-
diction in [29].
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Figure 5.1: Epitope classifier architecture. The output dimension nep
matches the number of unique epitopes in our dataset.
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All the CNN layers have their inputs padded such that their outputs will
have the same size on the width and height dimensions, and only differ by
the number of channels. Specifically, the first 4 convolutional layers in the
architecture have 120, 100, 80, 60 filters of lengths 5, 9, 15, 21 respectively.
For each CNN, the sequences are accordingly padded with pi = (li − 1)//2),
where pi is the padding length and li is the size of the kernel corresponding
to CNNi, and this assures that the filter outputs can be concatenated.

After the CNN activations, all filters are concatenated (all outputs from
all filters will be equal to the input’s length n), forming a tensor of (f1 +
f2 + f3 + f4)× n shape. The batch norm layers has already been motivated
in Chapter 4.1.3 and the rectified linear unit ReLU is a popular choice for
CNN architectures and it’s defined as ReLU(x) = max(x, 0).

The fifth CNN layer is chosen to have f1 +f2 +f3 +f4 input channels and
100 output channels, with a kernel size of 3 and padding 1 (still not changing
the last dimension corresponding to the sequence length N). Its output has
100×N shape.

The MaxPool layer simply extracts the maximum value out of a tensor
along a given dimension. After MaxPool, we have a 100× 1 tensor from the
100×N taken as input. Pooling, in turn, makes it possible to have a dense
layer at the end (here with dimension 100 × 22), regardless of the length of
the sequences. Finally, a Softmax layer computes probabilities out of all
the outputs of the dense layer. The output of the dense layer matches the
number of the unique epitopes found in our data.



Chapter 6

Model Data

We use TCR data from multiple sources. VDJdb contains the data on which
we train our epitope classifier. The earlier version of VDJdb that we use
in our experiments had roughly 30000 TCRβ sequences [65]. Within the
variable region of a TCR, 85% of the amino acids make up the framework
regions (FR), and the remaining 15% the hypervariable CDR regions. The
TCRβ information we use contains both the FR and the CDR regions.

We put together the information from the FR and CDR regions to form
sequences that we will use to train our language models. We will call these
”long sequences”. Their corresponding IMGT numbers are FR1-IMGT with
positions 1 to 26, FR2-IMGT with 39 to 55, FR3-IMGT with 66 to 104 and
FR4-IMGT with 118 to 128 and CDR1-IMGT: 27 to 38, CDR2-IMGT: 56
to 65 and CDR3-IMGT: 105 to 117 [48]. VDJdb contains complementary
CDR3β, Vβ, and Jβ genes, and a subject, corresponding to the person from
whom the TCRβ information was extracted. We only use the sequences that
are annotated as ”reliable” in the database for the epitope classification, for
a total of 2105 sequences.

We also utilize the data gathered by Dash et al. [17], containing about 900
thousand TCRβ sequences. Emerson et. al gathered TCR repertoires in two
cohorts of 666 and 120 patients respectively [24]. From these, we use only
use the sequences for which CDRs, Vβ, and Jβ could be extracted. Based on
the nucleotide sequence of a TCR up to its second cystaine amino acid, we
find exact or approximate matches of germline V-gene alleles. If any of the
matching germline V-gene alleles have functionality F, retrieve it and use its
CDRs, Vβ, and Jβ for the LM trainig.

We test the perplexity of the language models using separate test data.
We extract about 500 samples from VDJdb and Dash et al. and around 10000
from Emerson et. al [24]. This data will be kept separately and will not be
used in training.
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Evaluation

To assess the language models, multiple criteria such as perplexity score,
accuracy, or confusion matrices have been used. Also, since the final scope
is not to perfect the prediction of the language model, but to be able to
extract useful embeddings from it, we have used a classifier that predicts
epitope specificity (Chapter 5), trained with our embeddings and we test
and compare the language models based on this classifier performance as
well.

7.1 Language model performance

We have used three ways of testing the language model’s performance, keep-
ing track of accuracy, perplexity score, and confusion matrices. The first
one tests how well the model performs in the task it was optimized for. It
is defined as accuracy = NcorrectPredictions

Naa
, where Naa is the total number of

amino acids from all the sequences we test and NcorrectPredictions is the num-
ber of all output vectors yp that have argmax(yp) = aai (i.e. the highest
pseudo-probability in this vector is found on the position associated with the
correct missing amino-acid in that sequences). Since the loss function max-
imizes the probability of the correct target, it is a simple way of measuring
the performance directly on the task it was optimized for. [44]

However, accuracy is not very descriptive, as it cannot show the type of
errors the model has. Specifically, in the simplest setting of a binary classifier,
if the model is trained on an imbalanced dataset and that model learns to
only predict the predominant class c1 out of 2 classes, c1 and c2, that have
n1 � n2 (number of datapoints of class 1 n1 and class 2 n2 respectively), the
model is arguably useless. However, if c1 is the predominant class, the model
will still have an above 50% accuracy. Two other measures can give a better
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picture of the model’s performance, namely precision and recall. Precision
gives a measure of confidence for positive predictions (i.e. how likely is a
sample to be positive, given that it was predicted as positive), while recall is
the fraction of correctly positive classified samples, out of all positives (how
many of the total positives does the model predict correctly). [30, 44]

p =
TP

TP + FP
(7.1)

r =
TP

TP + FN
(7.2)

where in (7.1) and (7.2) we denote TP and TN to be true positives and true
negatives (positively or negatively predicted values that are indeed positive
and negative respectively) and FP and FN as positive or negative predic-
tions that were negative or positive respectively.

Confusion matrices give us more details in the prediction performance.
Its rows and columns represent true and predicted targets respectively, and it
is a square matrix, N×N , with N being the total number of unique classes in
the dataset (in our case, N = 22 for each amino-acid). A model with perfect
predictions has a purely diagonal confusion matrix, as it always predicts the
correct targets [44].

N1,1 N1,2 . . . N1,j . . . N1,n

N2,1 N2,2 . . . N2,j . . . N2,n

...
...

...
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Nn,1 Nn,2 . . . Nn,j . . . Nn,n
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predicted

Figure 7.1: Confusion matrix structure. AAi signifies a class in the dataset
(in our case, one of the 20 unique amino acids). Ni,j denotes the number of
amino acids of type i in our dataset that have been predicted as amino acid
j (on the diagonal i = j are the numbers of correctly predicted classes).

If we normalize the values (Nn
i,j =

Ni,j∑
j Ni,j

) each Ni,i will represent the ac-

curacy for that specific class (amino acid in this case). It is also a convenient
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way to see what classes the model mispredicts and what are the other classes
it predicts in their stead - i.e. high numbers Ni,j when i 6= j shows that
class i is frequently being confused for class j. This issue is very frequently
occurring in imbalanced datasets when some classes have more data points
than others. In our case, some amino acids are found more frequently than
others in TCR proteins.

Perplexity score is a popular measure choice among many language model
applications [52, 73] and it is also used in language models for amino acids
encodings [4], to asses the language model’s performance without any addi-
tional tasks. Perplexity can be defined as:

Perplexity = exp

(
− 1

N

∑
i

logP (aai|aac1, aac2, ...)

)
, (7.3)

where N is the number of amino acids in the sequence, aai denotes the
correct target and aac1, aac2, ... are the amino acids used as context and finally
P (aai|aac1, aac2, ...) denotes the probability of the correct target amino-acid
computed by the model, given it’s context. Lower numbers of this metric
represent a better model and the low limit is 0 (achieved when all probabilities
for the correct labels are exactly 1). This metric also tells us how confident
the model is in its wrong predictions, as very low numbers on the correct
targets will result in very large added perplexity for those datapoints.

7.2 Task performance

We use a deep learning model for epitope specificity classification based on
CDR3 regions of TCR found in the VDJdb data. This model uses the embed-
dings computed by the language model, without any additional fine-tuning
(no gradients flow through the LMs during the TCR epitope classifier train-
ing, Chapter 5), since we want to test how these embeddings perform com-
pared to other encoding types on a concrete task, but still, leave them task-
agnostic.

We test the classifier’s predictive performance through averaging areas
under receiver operating characteristic (AuROC) and area under precision-
recall (AuPR) curves across each class (each epitope specificity).

Deep learning classifiers do not explicitly output probabilities. Non-linear
functions such as Softmax are used to convert the outputs into ones that
follow two general probability rules: the sum of all possible events equals 1∑

i P (Ei) = 1 and the probability for an event to occur is bounded between
0 and 1 P (Ei) ∈ [0, 1].

https://vdjdb.cdr3.net
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Figure 7.2: Illustration of ROC curves for models with increasingly better
accuracies on a simple binary classification task. Starting from a model no
better than a random guess to an above 0.9 accuracy one. The threshold for
computing the accuracy is set to 0.5.

In a binary classifier scenario the models usually only have one output
that signifies the model’s predicted probability of the data point x to belong
to class 1 p(y1|x). The second class prediction is then 1−p(y1|x), as in binary
classification scheme we only have two classes [44]. It is not uncommon for
non-probabilistic models to have thresholds different than t = 0.5 that yields
better results. Because these models do not explicitly output probabilities, it
can happen that setting an arbitrary threshold t = t1 ∈ (0, 1) (different than
0.5) for which we define c(x) = 1, iff p(y1|x) > t can increase the accuracy or
other metrics used to test the classifier.

Receiver operating characteristic curves are a threshold-agnostic way of
analyzing binary classifiers. They use pairs of true positive rates (TPR) and
false-positive rates (FPR) computed for various threshold values t ∈ (0, 1),
and these pairs are plot in the order of the threshold values that generated
them. TPR is another name for recall, defined in (7.2), while FPR is:

FPR =
FP

FP + TN
(7.4)

TPR = r =
TP

TP + FN
(7.5)

In Figure 7.2 we illustrate how the ROC curves look as the model gets
better. The plots were computed using the methods described above, with
predictions coming from a linear model that was fitted to randomly generated
data having 20 features. The 3 models that gave the results in the picture
were trained on progressively easier data (data points were better separated
by labels).
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Figure 7.3: Illustration of PR curves for models with increasingly better
accuracies on a simple binary classification task. Starting from a model no
better than a random guess to one that achives above 0.9 accuracy. The
threshold for computing the accuracy is set to 0.5.

The second metric we use to determine the epitope classifier’s perfor-
mance is the precision-recall curve and its area under the curve. AuPR is
more relevant when dealing with imbalanced datasets and it can depict dif-
ferences in performance of models that otherwise would look the same in
ROC plots[18]. Similar to the ROC curves, precision and recall, defined in
(7.1) and (7.2), are computed for multiple thresholds t ∈ (0, 1).

A similar illustration for PR with different levels of performance is shown
in Figure 7.3.

Both ROC and PR curves can be extended to multi-class classification,
by considering, for each class ci, the predicted output probability for ŷi (from
the vector of output probabilities, extract the i’th element corresponding to
class i). Then, we consider ŷi as our model’s prediction given by ŷi = p(x),
and its complementary 1 − ŷi as the negative (”not class i”). We can then
compute the ROC and PR curves for each class i at a time.

To summarize our TCR epitope classifier performance based on the lan-
guage models, we split the data into 20 folds of approximately 95% train and
5% test data, through stratified 20-fold cross-validation. For each epitope
specificity, we split the samples into approximately 5% for testing and leave
the rest for training. We use 20 different testing sections of the data. We
then extract the mean AuROC and AuPR resulted for each epitope speci-
ficity class respectively, based on the 20 different test sets, and plot these
mean values taken over all the 20 folds from each unique epitope specificity
as violin plots.
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7.3 Correlation between the language model’s

prediction and task performance

Since the scope of our thesis is not tuning these embeddings to any one
specific task, but rather develop a generally viable way of extracting good
embeddings for T cell receptors, we present some analysis on the correlation
between the perplexity score and accuracy scores of the language models and
their results on the epitope classification task.

If the language model’s metrics (perplexity scores) are indeed correlated
with the scores on the auxiliary task (TCR epitope classifier’s AuROC and
AuPR), it will mean that further optimization of these language models on
their prediction task will likely increase the performance of models that use
the embeddings extracted from these language models.

7.4 t-SNE visualization of the embeddings

We use t-distributed stochastic neighbor embedding (t-SNE) [70] to reduce
the dimension of the amino acid embeddings for the sequences we use in
the TCR epitope classifier. t-SNE is a visualization tool that encodes some
original vectors xi into a lower-dimensional space yi, such that the distance
between pairs of vectors from the original space d(xi, xj) are preserved as
much as possible in the encoded space d(yi, yj).

The probability of xj to pick a neighbor xi is defined as:

pj|i =
exp

(
−‖xi − xj‖2 /2σ2

i

)∑
k 6=i exp

(
−‖xi − xk‖2 /2σ2

i

) (7.6)

where σi is the variance of a Gaussian centered around xi. The normalization
with σi adapts the probabilities according to the density of different regions
of the data. The joint probability of i and j picking each other pij is defined
as:

pij =
pj|i + pi|j

2n
(7.7)

An approximation of this joint probability is then formed by using the yi
vectors from the dimensionally reduced space, with a Student t-distribution:

qij =

(
1 + ‖yi − yj‖2

)−1∑
k 6=l
(
1 + ‖yk − yl‖2

)−1 (7.8)

Finally, the dimensionality reduction is learned by minimizing the KL
divergence between the two probability distributions from 7.7 and 7.8:
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C = KL(P‖Q) =
∑
i

∑
j

pij log
pij
qij

(7.9)

We use this method of dimensionality reduction as it is well suited for
high-dimensional spaces. To summarize and create a fixed-length dimen-
sional embedding of the CDR3 sequences, we sum all the amino acid embed-
dings (given by a language model) in that given CDR3:

Ecdr3i =
∑
k

eaak (7.10)

for the ith CDR3 sequence, we sum it’s corresponding amino acid embeddings
eaak, and use this sum as the vector representation for the CDR3 sequence,
which we then map into the 2-d space using t-SNE.



Chapter 8

Results

We begin by showing the TCR epitope classifier results using pre-trained,
publicly available protein language models from the literature. We compare
these results to those obtained by the TCR epitope classifier when using the
LMs we develop. We also compare how the TCR Epitope Classification per-
formance evolves as the LMs predictions become more accurate (the amino
acid prediction task on which the LMs are trained). In the end, we summa-
rize the baseline models, the models trained with our data, and two other
approaches for TCR epitope classification that do not make use of language
models. Throughout this chapter and the Conclusions section (Chapter 9) we
denote the baseline models taken from the literature by BERTb and ELMOb,
and the models we tune by BERTt and ELMOt.

8.1 Baseline results

In Figure 8.1 we illustrate the TCR Epitope Classifier performance (assessed
by the mean AuPR and AuROC over 20 folds, as described in Chapter 7.2)
when using three different sets of embeddings. The first one consists of
one-hot representations of amino acids in CDR3β sequences. The second
embeddings set is extracted using ELMOb model trained on 2 million Pfam
sequences [25] which was initially developed and tested for protein function
classification [29]. The last one we extract using a BERTb model developed
as a general protein sequence embedding model [23] trained on 216 million
sequences from the UniRef100 database [68].

For the two baselines ELMOb and BERTb, we only had access to the
language model parameters and not the classification heads used for pre-
training. Because of this, we cannot tell what perplexity score would these
models have on our TCR repertoire data and we can only assess the task
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Figure 8.1: Baseline classifier results after training with the 3 different sets
of embeddings: one hot representations (left), embeddings extracted from
the ELMO model (middle) and embeddings extracted with the BERT model
(right).

performance. The BERTb model had the best performance between the two
baseline models we used, but also with the most model parameters, having
420 million learnable parameters, while ELMOb model has around 3 million
parameters. Additionally, a lot more data is required for Transformer models.
In this case, the BERTb model was trained on 216 million sequences compared
to the 2 million sequences used by the ELMOb model.

8.2 ELMO architectures

In what follows we will make an extensive analysis of the perplexity and mean
AuPR/AuROC scores on the epitope classification task and see how much the
LM’s task performance influences the TCR Epitope Classifier. After doing a
grid hyperparameter searches for the 3 variants of the ELMO architectures
(see Chapter 4.2) on models with a resulting embedding dimension of 384,
we use the best hyperparameters found and train 3 models with a resulting
embeddings dimension of 512, for each of the 3 different model types. We
search through the learning rate lr ∈ {0.001, 0.0002}, CDR3 loss weight
CDR3W ∈ {1, 5, 15} and dropout drop ∈ {0, 0.1}. For the full results of the
parameter searches, refer to Appendix A.

The 3 models are trained using VDJdb and the data from Dash et al.
[17, 65] and about 2.1 million TCR sequences from [24], accounting for a
total of 3 million TCR sequences. They are tested every roughly 7 · 105 TCR
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sequences, using perplexity score on the test dataset described in Chapter 6
and task performance. For task performance, we extract embeddings from
the models every 7·105 trained sequences, train a TCR epitope classifier with
those, and retrieve the mean AuPR and AuROC scores.

In Figure 8.2, 8.3 and 8.4, we show the performance increase during the
training of an ELMOt, a Masked ELMO, and an ELMOOAA. We also show
how much the language model’s task performance (perplexity) correlates
with the TCR epitope classification task. For this, we create all pairs of
(pi, AuROCi) and (pi, AuPRi), where pi is the perplexity for each time we
test the language model (every roughly 700000 sequences) and analyze the
Pearson correlation between the pairs of values. The Pearson correlation de-
fined as ρX,Y = cov(X,Y )

σXσY
, where X and Y are the two vectors we compute the

correlation for and σX , σY are their standard deviations.
From Figure 8.2 and the final violin plots Figure 8.5, we see that the

ELMOt model did not achieve the best results in terms of TCR epitope
classification performance. However, this models is significantly faster to
train compared to Masked ELMO and ELMOOAA, and its negative pearson
correlation shows that further optimizing the prediction task of the language
model will also make the resulted embeddings more useful.

Additionally, in the violin plots from Figure 8.5 we re-tested the model
after the training is finished. The best performance achieved by Masked
Model seen in Figure 8.3, corresponds to (0.862, 0.543) (AuROC, AuPR)
result pair (taken as the maximum AuPR and the maximum corresponding
AuROC at the same training step), found after 12 ·700000 training sequences
(out of the total of 25 · 700000 sequences).

We make further analysis on perplexity to task-performance correlation
with different models coming from our parameter searches. We train 12
models for each type (ELMO, Masked ELMO, and ELMOOAA), each with
one of the 12 sets of parameters in the grid parameter search and a resulting
384 embedding dimension. We then compute the perplexity and test the TCR
epitope classifier with embeddings extracted from each of those models and
perform the same type of correlation analysis between the language model’s
performance and task performance in Figures 8.6, 8.7, and 8.8.

An important aspect is that in these plots, for Masked ELMO and EL-
MOOAA models, the best result was taken into account. That is, each of
the 12 points in Figures 8.7, 8.8, 8.10, and 8.11 are taken using the best
AuPR and AuPR scores found along the trainig. For the ELMO models in
Figues 8.6 and 8.9, the last results were taken into account (the scores tested
after the trainig was completely finished). However, it can be observed from
Figure 8.2 that ELMO models typically have their best results towards the
end of the training.
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Figure 8.2: ELMOt model.

Figure 8.3: Masked ELMO model.

Figure 8.4: ELMOOAA model.

Performance of ELMO model trained with lr = 0.001, cdr weight 1, and
drop = 0.1 (Figure 8.2), of Masked ELMO trained with lr = 0.0002, cdr
weight 1, and drop = 0 (Figure 8.3), and of ELMOOAA trained with
lr = 0.0002, cdr weight 1, and drop = 0 (Figure 8.4). All models have a
resulted embedding dimension of 512. Perplexity, AuROC, and AuPR scores
tested and plotted every approximately 700000 sequences (left). Mean AuPR
and AuROC of the TCR Epitope Classifier are computed by training with
embeddings from the LMs every 700 thousand sequences. Scatter plots be-
tween perplexity and AuPR, with a linear approximation of AuPR in terms
of perplexity denoted by f(p) (middle) and AuROC in terms of perplexity
denoted by f(p) (right). Darker points in the plots are closer to the end of
the training.
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Between different models of the parameter search, there does not seem to
be any significant correlation between perplexity score and task performance
(Figures 8.6, 8.7, and 8.8). The weight put on the loss of the amino acids
coming from CDR3 regions is likely to cause this issue. If models learn to
predict better the amino acids in the CDR3 regions of the TCRs, this will
be at the cost of all other amino acids in the longer sequences (see Chapter
6 for what these longer sequences contain). In turn, this can lower the long-
sequence perplexity, since the amino acids outside the CDR3 regions are more
numerous and these will be predicted worse.

In Figures 8.9, 8.10, and 8.11, we show the correlation between the per-
plexity scores computed only on CDR3 regions and the epitope classifier
results expreseed by the mean AuROC and AuPR. Between various hyper-

Figure 8.5: Classification results using (from left to right) ELMO, Masked
ELMO and ELMOOAA models. The models were retrieved after 5 epochs
of training on about 3 million TCR sequences.

Figure 8.6: Perplexity vs AuPR (left) and AuROC (right) along with Pearson
correlation for each plot for ELMOt models.
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Figure 8.7: Perplexity vs AuPR (left) and AuROC (right) along with pearson
correlation for each plot for Masked ELMO models.

Figure 8.8: Perplexity vs AuPR (left) and AuROC (right) along with pearson
correlation for each plot for ELMOOAA models.

parameters, the correlation between the model’s predictive performance and
the TCR epitope classifier for the Masked ELMO and ELMOOAA models
(Figures 8.10 8.11) is quite low. On the other hand, the ELMOt model still
retains a significant negative correlation for both AuROC and AuPR.

Figure 8.9: CDR3 region vs AuPR (left) and AuROC (right) along with
pearson correlation for each plot for the ELMOt models.
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Figure 8.10: CDR3 region vs AuPR (left) and AuROC (right) along with
Pearson correlation for each plot, with Masked ELMO type models.

Figure 8.11: CDR3 region perplexity vs AuPR (left) and AuROC (right)
along with Pearson correlation for each plot, with ELMOOAA type models.

8.3 BERT architecture

We attempt to further fine-tune the BERT model from [23] using our TCR
data collection. The resulting embedding dimension of this model is 1024,
and it has 32 attention layers with 14 attention heads. We add a dense layer
on top of the model for classification with 1024× 20 dimension and use it to
predict the 〈MASK〉 tokens.

We use Adam optimizer with a learning rate of 3·10−5 for the classification
head and 5 · 10−6 for the encoder (the part of the model used to extract the
embeddings). Additionally, since we do not have access to the classification
head of this model (the one used to initially pre-train the language model in
[23]), we freeze the encoder part of the model for 3 epochs (have the gradients
flow only through the classification head). We do this since otherwise, the
model changes the encoder part too much, and we do not want to lose the
embedding information from the pre-trained embeddings, but only further
tune it on our data.

The model was originally trained with LAMB optimizer [77], which is well
suited to very large batch sizes (hundreds or even thousands of data points).
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However, we use comparatively much smaller computational resources in
these experiments (4 Nvidia Tesla v100 cards with 32GB of memory), and so
our batch size is reduced to 160 (40 sequences at a time on each GPU). We
ran experiments with LAMB optimizer regardless, but our results were very
poor compared to using ADAM, even after scaling the learning rate such that
the ratio between the batch size and the learning rate (found in the baseline
BERT model trained on UniRef100 from [77]) is preserved.

Figure 8.12: Perplexity vs AuPR (left) and AuROC (right) along with pear-
son correlation for each plot, with BERT type model.

Since the BERT model is an auto-encoder model, masking 15% of the
amino-acids at once and predicting them, the perplexity score should not be
directly compared to the perplexity scores of the ELMO models. Here, in
order to test the language model’s predictive performance, we replace only
one amino acid in a sequence at a time and predict it using the language
model and the classification head. We mask and predict each amino acid in
the sequence and use the probabilities of the corresponding true amino acids
to compute the perplexity for this model. The resulted correlation between
the perplexity and the TCR epitope classifier measurements can be seen in
Figure 8.12.

We note that the perplexity score of the model lowered consistently over
the training and it did not seem to have converged. Additionally, the results
seem to get worse as the perplexity is lowered. This may simply be attributed
to how the model may lose its existing information from the initial training
(the 216 million sequences from [68]). In Table 8.1 we report the BERTt

result corresponding to the result taken at the end of the 5th encoder-training
epoch (8th epoch including the encoder-frozen epochs). However, in Figure
8.12, the first dot (lightest in color) corresponds to an (AuROC, AuPR)
result pair of (0.870, 0.557), taken after 2 epochs of encoder-training (5th
epoch including the encoder-frozen epochs). Comparatively, the baseline
BERT model performs slightly worse (BERTb in Table 8.1) in terms of mean
AuROC and slightly better in terms of mean AuPR. In turn, this potentially
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can mean that the model overfits to our small dataset (10 million sequences)
and that more training samples on fewer epochs might help the model achieve
better results than the baseline.

8.4 t-SNE visualization

We now extract the CDR3 embeddings corresponding to the sequences we
use in the TCR epitope classifier. For every sequence, the embeddings cor-
responding to the CDR3 regions are extracted. To have inputs of the same
length for our t-SNE representation, we sum these embeddings, forming a
vector of the same dimension as the embedding dimension for the amino
acids.

We use the roughly 2000 TCR sequences to extract a 2-d representation
using t-SNE and its visualization can be seen in Figure 8.13. We illustrate
the 2-d embedding representation of TCRs having at least 120 sequences in
the dataset, resulting in TCR sequences having 7 unique epitope specificities.
The clusters of TCRs aren’t very well separated by their epitope specificity.
However, because of the method we use to summarize all amino-acids (sum-
ming them) and the high dimensionality reduction (from 384 to 2), we are
likely missing a lot of the information from the actual embeddings.

Extracting some of those points, we create an additional visualization in
Figure 8.14. Here it is visible how very similar CDR3 sequences are clustered
together. With this illustration, we also better motivate the overlap between
clusters of TCRs having different epitope specificities seen in Figure 8.13.
Because we only use the sequence information when training the language
models, it is of course natural that we see overlaps between TCRs that have
quite similar CDR3 sequences, but different epitope specificities. Addition-
ally, the TCRs seem to be clustered mainly based on their last four of five
amino acids in their CDR3 sequences (Figure 8.14).
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Figure 8.13: t-SNE 2-d visualization of BERTt model embeddings after 4
epochs of training with TCR sequences. Each color denotes a separate epi-
tope specificity. The coloring of the points represents various epitope speci-
ficities.

Figure 8.14: A few 2-d t-SNE reduced CDR3 embeddings visualized along
with their CDR3 sequence. The color scheme is preserved from the last
Figure 8.13, each color symbolizing a different associated epitope specificity
for that CDR3 sequence.
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8.5 Summary

In table 8.1 we present a summary of all of our methods, including the
ELMOt model, the two variations to the ELMO models we implemented
(Masked ELMO and ELMOOAA), the tuned BERTt model (we take the
results achieved by BERTt on its 3’rd encoder-training epoch), and add the
baseline results using the language models from the literature [23, 29]. We
also include results from two other methods for epitope classification of TCRs
that were trained and tested on the same data as the TCR epitope classifier
used in our experiments. Both of these approaches use the same data as the
one we extract from VDJdb database [65] when we form our TCR epitope
classifier dataset.

TCR Gaussian Process (TCRGP) [36] fits multiple Gaussian Processes in
a ”one vs all” manner, for each of the 22 unique epitopes [65]. This method
makes use of a BLOSUM62 matrix and PCA to extract features for the amino
acids contained in the sequences. We will append the AuROC and AuPR
results from this method in our summary table 8.1. We do note that these
results are not directly comparable, as the TCR Epitope Classifier we use
was trained using softmax as a unified multiclass problem, while TCRGP
was trained using binary loss for each corresponding epitope, using multiple
GPs.

The second, Sequence-based Ensemble learning (SETE) uses a gradient
boosting decision tree algorithm [69]. It uses 3-mers, extracting all con-
nected triplets of amino acids in CDR3β sequences (aai, aai+1, aai+2 for all
i ∈ (1, N − 2)). All 3-mers in a sequence are represented by a vector having
a dimension 203 = 8000 (from 20 unique that can form 8000 unique arrange-
ments). These vectors contain the counts of each 3-mer found within the
corresponding sequence on its corresponding position out of the presented
8000. Because of the sparsity, they use PCA on the matrix containing row-
wise stacked sequences with their 8000 dimensional vector. Finally, these are
then used as sequences for the gradient boosting decision tree classifier. This
is the second previously developed model we will compare to in table 8.1.
We note that SETE also used binary loss, similar to TCRGP, so definitive
conlusions based on their AuROC/AuPR scores compared to others can’t be
drawn.

From table 8.1, we see how the baseline BERTb [23] has the best cor-
responding performance on the mean AuPR metric of the TCR Epitope
Classifier. Further tuning the BERT model should require much more data
and training steps and perhaps a larger batch size, using LAMB optimizer
instead of ADAM. For now, with limited computation resources, we could
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Method mean AuROC mean AuPR

BERTt 0.866 0.562
ELMOt 0.845 0.511

masked ELMO 0.856 0.534
ELMOOAA 0.834 0.498

TCRGP 0.825 0.458

SETE 0.826 N/A

BERTb 0.866 0.567

ELMOb 0.855 0.544
OH 0.787 0.415

Table 8.1: Results summary. We denote by t and b models that have been
tuned (or trained from scratch in the case of the ELMO model) by our data
or that come from the baseline models respectively (see Chapter 8.1)

not train the language model in a reasonable time with all the TCRs that
we have (150 million). The fact that the model still improves in perplexity
even after 10 epochs of training may suggest that higher ammounts of data
could help in achieving better end-task performance (epitope classification
in this case). On the other hand, only traing on TCRβ sequences achieved
lower perfomance than the baseline, which may show that very deep mod-
els like BERT benefit more from a highly diverse set of sequences (like the
UniRef100 on which the baseline BERTb we use was trained on).

The ELMOb baseline also has the highest corresponding TCR epitope
classification results among the ELMO variations. When training our own
ELMO model using only TCR sequences, ELMOt seems to be significantly
worse, especially on the AuPR metric. However, since the perplexity scores
correlate well with the epitope classification task performance (see Figures
8.9, 8.2), further optimization of the language model’s predictions perfor-
mance is also likely to improve the embeddings usefulness. Additionally, the
darker colored points in Figure 8.2 generally have better results on both the
TCR epitope classifier metrics and perplexity, implying that the model may
also just need a longer time to converge. Even though the perplexity scores
seem to stabilize, the embeddings may still provide better performance when
used for TCR epitope specificity classification given longer training times.

The masked ELMO model has comparable results with the baseline ELMO.
Additionally, it also seems to have a significant negative correlation between
its task performance and the TCR Epitope Classification, suggesting that
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better optimization techniques could improve its performance further still
(see Figures 8.10, 8.3).

Lastly, ELMOOAAs performance is almost matching ELMOts model, but
still remains lower. Its slow training time and poor correlation between
parameter-searched models make it the least promising models for future
improvements (see Figures 8.11, 8.4).

We also test the predictive performance of the LMs using confusion ma-
trices. We extract confusion matrices for both CDR3β as well as long TCRβ
sequences. A general result for all language model types is that predictions
in the CDR3 regions are considerably worse compared to those on long se-
quences (see Appendix B). This is because the CDR3 regions are known to
be the most diverse out of the variable regions in TCRs [47].

One notable difference between the ELMO models in terms of confu-
sion matrices and accuracy (see Appendix B) is seen in the ELMOOAA. It
has lower accuracies on long and CDR3 sequences respectively, of 0.955 and
0.717, and its confusion matrix has a significant amount of amino acids mis-
predicted for both amino acid G and D. ELMO and masked ELMO have
most of their amino acids mispredicted as G and a lot fewer mispredicted
as R, and their (long, CDR3) accuracies are (0.962, 0.737) and (0.965, 0.744)
respectively. We note here that even though ELMOOAA has a better per-
formance compared to ELMO on the TCR epitope classifier (see Figure 8.5),
the amino acid predictions have higher accuracy on ELMO compared to EL-
MOOAA. However, this result possibly only shows how accuracy may not be
an optimal metric for assessing the performance of language models.

Finally, the 2-d t-SNE representations of the three ELMO embeddings
show how the masked model clearly separates better the CDR3 sequences. In
Figure C.2 from Appendix C, we see a significantly better separation between
the CDR3 sequences compared to ELMO and ELMOOAA in Figures C.1 and
C.3, which also matches the results we showed in Figure 8.5.
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Conclusions

We showed how deep learning models using pre-trained language models
inspired by NLP architectures achieve very competitive results.

The best performance was achieved by the pre-trained BERT model
(BERTb) which had a considerably better AuPR score compared to the other
approaches and a slightly better AuROC when used in the TCR epitope
specificity classification. However, it is also a lot more computationally de-
manding. The model used 216 million training sequences and has 32 attention
layers with 14 attention heads. Training this very large model required 512
GPUs over 64 nodes [23].

We attempted to further train the BERT model using only 4 GPUs but
do not get better results than the baseline in [23]. However, since we use
a different optimizer and much less data, it is not certain whether training
on only human TCRβ is valuable, and further experiments are necessary to
determine this.

ELMO’s popularity has dropped slightly since the Transformer models
were introduced. However, this approach uses a much smaller model, and
its training requires considerably less computational resources compared to
BERT. We also note that both ELMOt and its variations we test (Masked
ELMO and ELMOOAA) have good perplexity to TCR epitope classification
performance, meaning that if better ways of training them are found, it
should result in better performance of the embeddings.

We also show that the deep learning approach for TCR epitope classi-
fication we use to test the model drastically improves when using language
model embeddings compared to one-hot representation. Not using embed-
dings from a language model and relying on only one-hot encodings results
in very poor performance. Similar to the natural language domain, using
transfer learning for more meaningful representation of tokens (amino acids
in our case) seems to be crucial in achieving high performance.
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Learning rate cdr3 weight dropout long perplexity cdr3 perplexity AuPR AuROC

0.001 1.0 0.1 1.14 2.728 0.506 0.853

0.001 1.0 0.0 1.148 2.844 0.523 0.853

0.001 15.0 0.0 1.13 2.505 0.514 0.851

0.001 15.0 0.1 1.127 2.497 0.518 0.851

0.0002 5.0 0.1 1.137 2.672 0.514 0.851

0.0002 1.0 0.0 1.139 2.684 0.512 0.848

0.001 5.0 0.1 1.13 2.517 0.515 0.847

0.0002 1.0 0.1 1.144 2.794 0.506 0.841

0.0002 15.0 0.1 1.129 2.523 0.491 0.832

0.0002 5.0 0.0 1.145 2.797 0.475 0.831

0.001 5.0 0.0 1.133 2.542 0.47 0.83

0.0002 15.0 0.0 1.129 2.521 0.478 0.828

Table A.1: Parameter search results from ELMOAA model (ordered by Au-
ROC). The best result (highest in AuROC and AuPR results) are extracted
over the trainig datapoints. The resulting embedding dimension of these
models is 384.

Learning rate cdr3 weight dropout long perplexity cdr3 perplexity AuPR AuROC

0.0002 5.0 0.1 1.121 2.4 0.547 0.865

0.0002 1.0 0.0 1.131 2.562 0.552 0.864

0.0002 15.0 0.1 1.12 2.392 0.552 0.862

0.0002 15.0 0.0 1.122 2.398 0.544 0.861

0.0002 1.0 0.1 1.122 2.413 0.548 0.861

0.0002 5.0 0.0 1.127 2.493 0.543 0.861

0.001 5.0 0.0 1.127 2.459 0.539 0.859

0.001 15.0 0.1 1.125 2.421 0.538 0.858

0.001 15.0 0.0 1.122 2.427 0.535 0.858

0.001 1.0 0.0 1.123 2.42 0.533 0.857

0.001 1.0 0.1 1.123 2.41 0.535 0.857

0.001 5.0 0.1 1.123 2.427 0.534 0.856

Table A.2: Parameter search results from masked ELMO model (ordered
by AuROC). The best result (highest in AuROC and AuPR results) are
extracted over the trainig datapoints. The resulting embedding dimension of
these models is 384.
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Learning rate cdr3 weight dropout long perplexity cdr3 perplexity AuPR AuROC

0.001 1 0.0 1.147 2.561 0.491 0.844

0.001 5 0.0 1.15 2.551 0.464 0.829

0.001 15 0.0 1.143 2.541 0.472 0.827

0.0 1 0.0 1.148 2.688 0.465 0.813

0.0 5 0.0 1.146 2.648 0.459 0.809

0.0 15 0.0 1.145 2.616 0.438 0.798

0.001 1 0.1 1.143 2.562 0.496 0.839

0.001 5 0.1 1.142 2.555 0.444 0.81

0.001 15 0.1 1.14 2.539 0.467 0.821

0.0 1 0.1 1.144 2.615 0.457 0.814

0.0 5 0.1 1.141 2.582 0.459 0.818

0.0 15 0.1 1.143 2.573 0.449 0.814

Table A.3: Parameter search results from ELMO model (ordered by Au-
ROC). The last result (tested after 5 epochs) is extracted. The resulting
embedding dimension of these models is 384.
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Figure B.1: Long sequences confusion matrix

Figure B.2: CDR3 confusion matrix

Figure B.3: Confusion matrices computed for the ELMO model with re-
sulting embedding dimension of 512, learning rate 0.001, cdr weight 1, and
dropout 0.1. The resulted accuracies were 0.962 and 0.737 on the long and
CDR3 sequences respectively.
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Figure B.4: Long sequences confusion matrix

Figure B.5: CDR3 confusion matrix

Figure B.6: Confusion matrices computed for the masked ELMO model with
resulting embedding dimension of 512, learning rate 0.0002 cdr weight 1 and
dropout 0.1. The resulted accuracies were 0.965 and 0.744 on the long and
CDR3 sequences respectively.
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Figure B.7: Long sequences confusion matrix

Figure B.8: CDR3 confusion matrix

Figure B.9: Confusion matrices computed for the ELMOOAA model with
resulting embedding dimension of 512, learning rate 0.001 cdr weight 1 and
dropout 0.1. The resulted accuracies were 0.955 and 0.717 on the long and
CDR3 sequences respectively.
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Figure B.10: Long sequences confusion matrix

Figure B.11: CDR3 confusion matrix

Figure B.12: Confusion matrices computed for the BERT model. The re-
sulted accuracies were 0.964 and 0.741 on the long and CDR3 sequences
respectively.
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Figure C.1: TSNE 2-d visualization of embeddings extracted from ELMO
model with resulting embedding dimension 512, learning rate 0.001 cdr
weight 1 and dropout 0.1
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Figure C.2: TSNE 2-d visualization of embeddings extracted from masked
ELMO model with resulting embedding dimension 512, learning rate 0.0002,
cdr weight 1 and dropout 0.1.
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Figure C.3: TSNE 2-d visualization of embeddings extracted from ELMO
model with resulting embedding dimension 512, learning rate 0.001 cdr
weight 1 and dropout 0.1.
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