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Abstract
Distributed systems and data center networks are important cornerstones in the
era of digital services. Distributed systems are the platform layer that provides the
means for running the services and required back-end systems invisible to the users.
The distribution requires reliable and high-performing data center networks.

The topic of the thesis is driven by the case company’s in-house built forecasting
system hosted in multiple co-location-based data centers. The target system is in a
paradigm shift from a monolithic architecture towards a distributed system. The
study aims to find an improved network topology design, that would serve best the
target system as being an enabler for the performance and ensuring the scalability in
respect of the future growth while remaining resilient. Therefore, the thesis evaluates
data center network design aspects for the target distributed computing architecture
by focusing on the topology, which is the base ground for performance and scalability
in the data center network. Additionally, the study will briefly discuss the aspects
and problems related to routing and switching protocols, that contribute to the set
objectives and evaluation criteria.

The study bases on a systematic approach by thoroughly observing the behavior
of the target system and by identifying traffic patterns within the data center
network. The system analysis will derive into justified evaluation criteria, supported
by the literature review. This method reveals certain key issues that affect the
network design. Based on the system analysis, a structured network design process is
conducted targeting to fulfill the criteria. The study is complemented by a bandwidth
bottleneck and scalability analysis, which proposes the network topology not to be
the limiting factor in the overall architecture. Finally, a thorough evaluation of
the existing and proposed network topologies is done from the viewpoints of the
evaluation criteria.

The result of the thesis states that the new network fulfills the set requirements
better than the existing network, with a possible negligible increase in costs that
may be justified by the increase in performance. The usage of the old network in
the segments that are not facing the highest performance expectations is not fully
excluded.
Keywords data center, data center network, network topology, distributed

computing, distributed systems, performance, scalability



Aalto-yliopisto, PL 11000, 00076 AALTO
www.aalto.fi

Diplomityön tiivistelmä

Tekijä Jukka Mäkinen
Työn nimi Konesaliverkon suunnittelu hajautetun laskentajärjestelmän

näkökulmasta
Koulutusohjelma Computer, Communication and Information Sciences
Pääaine Communications Engineering Pääaineen koodi ELEC3029
Työn valvoja Prof. Jukka Manner
Työn ohjaaja DI Ville Hämäläinen
Päivämäärä 22.02.2021 Sivumäärä 88 Kieli Englanti
Tiivistelmä
Hajautetut järjestelmät ja konesaliverkot ovat tärkeitä digitaalisten palvelujen ai-
kakauden kulmakiviä. Hajautetut järjestelmät ovat alusta, joka mahdollistaa pal-
velujen ja käyttäjille näkymättömien taustajärjestelmien toiminnan. Järjestelmien
hajauttaminen vaatii luotettavia ja suorituskykyisiä konesaliverkkoja.

Diplomityön aihe juontuu kohdeyrityksen kehittämästä ennustelaskennan järjestel-
mästä, jota tarjotaan useista colocation-pilvipalvelumallin datakeskuksista. Kohdejär-
jestelmä on kokemassa muutoksen monoliittisesta arkkitehtuurista kohti hajautettua
järjestelmää. Tutkimuksen tavoitteena on paranneltu konesaliverkon topologia, joka
parhaiten palvelisi kohdejärjestelmää, mahdollistaen suorituskyvyn ja varmistaen
skaalautuvuuden suhteessa tulevaan kasvuun, pysyen samalla joustavan vikasie-
toisena. Täten diplomityössä arvioidaan konesaliverkon suunnittelun näkökulmia
hajautetun laskennan käyttötarkoitusta varten keskittyen verkkotopologiaan, joka on
konesaliverkon suorituskyvyn ja skaalautuvuuden perusta. Lisäksi tutkimuksessa kä-
sitellään lyhyesti reititykseen ja pakettikytkentäisiin protokolliin liittyviä näkökohtia
ja ongelmia, jotka liittyvät asetettuihin tavoitteisiin ja arviointikriteereihin.

Tutkimus perustuu systemaattiseen lähestymistapaan kokonaisvaltaisesti tar-
kastellen kohdejärjestelmän toimintaa ja tunnistaen konesaliverkon liikennemallit.
Järjestelmäanalyysi johdetaan perustelluiksi arviointikriteereiksi, joita kirjallisuuskat-
saus tukee. Kyseinen menetelmä paljastaa tiettyjä avainkysymyksiä, jotka vaikuttavat
verkon suunnitteluun. Järjestelmäanalyysin pohjalta suoritetaan jäsennelty verkon
suunnitteluprosessi tavoitteena kriteerien saavuttaminen. Tutkimusta täydentää kais-
tanleveyden pullonkaula- ja skaalautuvuusanalyysi, jonka mukaan verkon topologia
ei ole rajoittava tekijä kokonaisarkkitehtuurissa. Lopuksi nykyinen ja ehdotettu
verkkotopologia arvioidaan perusteellisesti arviointikriteerien näkökulmasta.

Diplomityön tuloksena todetaan, että uusi verkko täyttää asetetut vaatimukset
paremmin kuin nykyinen verkko, sisältäen mahdollisen joskin vähäisen kustannusten
nousun, mikä on perusteltavissa suorituskyvyn ja skaalautuvuuden kasvulla. Van-
han verkon käyttöä ei täysin poissuljeta segmenteissä, jotka eivät ole korkeimpien
suorituskykyodotusten kohteena.
Avainsanat datakeskus, konesaliverkko, verkkotopologia, hajautettu tietojenkäsittely,

hajautettu laskenta, hajautettu järjestelmä, suorituskyky, skaalautuvuus
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1 Introduction
Data centers are one of the key enablers of the modern digitalized era. They provide
the infrastructure to host services that are publicly accessible worldwide via the
Internet but also privately accessible internal services that support the functions
and business of the organizations. There are data centers across the world for a
multitude of use cases to meet the numerous requirements of varying use cases, from
high-performance computing to small-scale web services. The services are hosted by
interconnected servers that end-users interact with. All of the connectivity is enabled
by a different type of public and private networks, which is the glue between users
and systems.

The networks in the data centers must reflect on the environment and services
utilizing the networks. Data center networks (DCNs) and technologies have been
studied widely in the past and remain as interest as the requirements of the servers,
services and evolving technology are constantly pushing the boundaries of networks.
[1–8]. Previous research focuses on the largest data centers commonly purposed for
the hyper-scale cloud companies with extraordinary resources and massive number
of servers, whereas other organisations and their data center environments require
different scale and resources having separate target user group and applications.

Modern data centers have complex connectivity requirements for services run in
the environment. The need for inter-connectivity within and between data centers
result from the various systems that are operating in the background responsible
for the delivery of the user-facing services. The background systems are increasingly
distributed and tightly coupled with each other. The distributed services drastically
increase the role and importance of underlying network as compared to non-distributed
system models. It is crucial to understand the application and system-level design
to achieve a network architecture that fulfills the requirements and expectations
set by the applications and business. Ultimately, data center networks enable high
availability of distributed system components, which requires a robust network design.
To ensure the means for reliable and robust data center networks, all the infrastructure
layers are imperative to follow the same principles.

1.1 Background and motivation
The thesis evaluates data center network design aspects for distributed computing
architecture. It aims at finding an improved network topology design that best serve
the distributed computing-based Software as a Service (SaaS) solution.

The motivation for specifically observing distributed computing in a data center
environment is the SaaS-product of a large enterprise [9] case company. The product
is hosted from multiple co-location-based data centers around the globe and targeted
for the area of supply chain management and demand forecasting. The company
manages the product and its infrastructure fully on its own, which makes the term
private cloud applicable. Calculation performance is the key element and main
advantage of the product compared to competing solutions. The case company
achieves the performance by using an in-house developed columnar database running
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solely in random-access memory (RAM) utilizing terabytes of memory per server. [10]
The single instances of the software product have previously functioned as a

monolith hosted by individual bare-metal servers. These servers have also hosted
most of the other necessary system components in addition to the database, such
as web-server, application logic and persistent storage, forming one instance of the
product. The application system architecture is in a paradigm shift and being
developed towards a more distributed model. The components introduced in the
distributed model are distributed calculation, distributed object storage and cluster
management, that each have certain network-level requirements. A key factor is that
the traffic profiles in the data center network will change due to the new components.
The most dramatic change results from the compute nodes utilizing the object storage
for exchanging database data, thus demanding bandwidth, scalability and reliability
for ensuring the system performance.

As the requirements of the target system are to have non-blocking bandwidth
for the high-speed data transfers within the data center, resilience, low latency for
orchestration signaling and ability to scale without affecting any of the mentioned, it
requires comprehensive network design built around the understanding of the product
and services utilized. To ensure the vertical scaling of the system, application
performance and growth of business in respect of future, a systematic evaluation of
the network design has to be made.

1.2 Research objectives and questions
The purpose of this thesis is to develop a data center network design for the case
distributed system architecture. Therefore the thesis will evaluate the data center
network architecture design characteristics that should be considered in the design
process by focusing on applicable topologies being in the most essential role in
enabling the performance, reliability and scalability. Additionally, the study will
briefly discuss the aspects and problems related to routing and switching technology
that contributes to the set objectives and evaluation criteria.

The research questions are based on the observation of the target system. The
research questions are:

• What are the characteristics that determine the feasibility of data center network
design for the target distributed system?

• What are the suitable network topologies for a data center environment that
best fulfill the requirements based on the target distributed system?

• What other mechanisms should be considered within a topology selection for
best utilization as part of the architecture?

The first research question targets in discovering the relationship between the
target distributed system and the data center network. The second question bases
on the observations made driven by the first question. Lastly, the third question is
purposed to view the context from a different perspective ensuring the other possible
interdependencies are found.
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1.3 Scope of the study
The focus of the thesis is in examining the characteristics of distributed computing
and its implications for data center network architecture from the viewpoint of a
single private cloud network. Albeit multi-site models are common for resilience,
recovery and high availability purposes, the scope is limited to the use case of a
single data center. The motivation taking a single data center into scope is the
highly complex target distributed system, that will be operating within a single data
center in its basic model. Moreover, the multi-site approach for the given distributed
system would increase the complexity of observations to such an extent that it would
have a high probability of leading to an incoherent overall analysis. It is in the best
interest to achieve a profound view of the system in its basic model to derive the
requirements for multi-site scenarios and architecture.

Data center networks consist of multiple areas of design factors. The thesis will
focus on network topology and briefly discuss protocols used for routing and switching
using a set of evaluation criteria, from which performance and resiliency are expected
to be the key elements from the target distributed system point of view. In regards to
network security, the design is expected to support network segmentation as one of the
essential building elements for a comprehensive security model. Routing to outside
of the data center is not included, for clarity. Nevertheless, certain requirements for
external connectivity will be set by the distributed system design and architecture
requirements, thus the topological requirements will be covered from the core network
point of view. The perspective of the analysis, the network design evaluation criteria
and research methods are further described in the next Section 1.4.

1.4 Research methods
The research in this thesis utilizes a systematic design methodology. First, we will
conduct an analysis of the target distributed system to identify the most important
traffic patterns enabling the derivation of requirements to be set for the network.
The found requirements supported by the theory will be transformed into justified
network topology design evaluation criteria. The network design process is composed
of observing the feasibility of applicable network topologies for the target distributed
system architecture. The new proposed design is compared to the existing network
design based on the evaluation criteria as accompanied by bandwidth and scalability
analysis. The following criteria will be used for the network design evaluation:
bandwidth capacity, scalability, resilience, maintainability and external connectivity.

The process followed in the study bases on the understanding of the theory, the
study of the case system and utilization of the evaluation criteria. As the current
network design has been in limited internal usage for the distributed architecture,
a subtle amount of available system data exists to support the design and analysis
process. The distributed system architecture is awaiting for its widespread production
use to start in the current form, thus setting a limit on what is possible in regards to
the methodology. Constructing or simulating the target system beforehand utilizing
the proposed topology is not seen as a feasible option due to the unavailability of



the data center hardware, system complexity, costs and other required resources.
It should be noted, that a common approach for designing a network is the

study of the target system and applications, use of technical drawings and virtual
environments before initial implementation. In our case, having the opportunity for
comparison will enable the discussion and analysis of the proposed design in respect
to the existing network architecture, which has primarily served the monolithic
system architecture.

1.5 Results
The key result of the thesis is the new network topology, which is characterized by
certain optimizations driven by the evaluation criteria and outperforms the current
network topology. As a by-product, the study provides significant observations from
the target distributed system. The analysis of the system formalizes a thorough
overall understanding of the majority of the traffic patterns that are throughput
performance-focused. This observation sets clear demands for the network topology
to be met, since bandwidth and scalability are seen as the most important evaluation
criteria alongside resilience, and may dominate the network architecture decisions to
be made in the future, even over the costs.

The primary sources for probable emerging bottlenecks are the database transfers
between compute elements and centralized storage. The results propose the new
network design will better meet the performance and scalability demands but does
not exclude the usage of the old network in the sub-segments that are not facing the
highest performance expectations.

1.6 Structure of the study
The rest of this thesis is organized as follows. Section 2 introduces the characteristics
of distributed systems and computing. Section 3 focuses on the applicable data center
networking theory in the domain of topologies, design aspects and network protocols,
which contribute to the selected evaluation criteria. After the fundamentals are set
via understanding the motivations and limitations from a theoretical perspective, the
research problems are put into the case system context in Section 4 by introducing and
analyzing the target distributed system. After the system analysis and requirements
are clarified, the evaluation criteria are motivated and the proposal network topology
is designed in Section 5. Having the design proposal available, in Section 6 the
identified traffic patterns are fit to the topology by analyzing bandwidth bottlenecks
and scalability. A thorough evaluation by comparison for both the current and
proposal topology will be done in Section 7, including the results of the study.
Section 8 concludes the thesis with discussion and viewing possibilities for further
work.
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2 Distributed Systems and Computing
This chapter introduces background information about distributed systems to provide
the needed theoretical knowledge to understand the case company’s distributed system
and what are the characteristics that set expectations for the underlying network. To
keep the discussion coherent, distributed systems are described from the perspective
of being applicable to a single geographical location, thus later the data center.
Moreover, the relationship between terminology that has not been commonly agreed
is clarified and focus is put into distributed computing as a subset of distributed
systems.

2.1 Distributed systems
To enable the introduction of the topic in a structured manner, the terminology
must be given a definition. One of the many definitions for distributed systems is a
"collection of autonomous computing elements that appears to its users as a single
coherent system" [11]. We will use the textbook "Distributed Systems, Third Edition"
by M. Van Steen and A.S. Tanenbaum [11] as reference for this section. To give an
example, perhaps the most commonly known and largest distributed systems are the
Internet and the World Wide Web [12].

The definition from Van Steen and Tanenbaum bases on two key characteristics.
Autonomous computing elements (hereafter referred to as computer nodes), which
operate simultaneously, may face failures and are not in sync with their operations
between each other by use of a common clock. Coherency of the system for the
user, be it another system or a person, refers ideally to a situation where one cannot
distinguish is the request served by distributed or non-distributed system. In practice,
it shouldn’t matter which node receives the request for handling.

The autonomous nodes need to collaborate, which introduces various issues
and a considerable amount of complexity due to the need for synchronization and
coordination, despite the size of the system. The collaboration must be enabled by the
interconnection of the nodes, which in the case of physically separate nodes is achieved
with a computer network. The introduction of a network results in other types of
issues that might affect the performance and operation of the distributed systems,
for example, due to increased latency or limited data transfer speed (throughput
capacity).

According to the aforementioned, distributed computing, distributed databases
and distributed storage can be understood as a specific use of distributed systems.
The applicability of the term distributed system holds also for multiple other variants
that will not be covered in this thesis, such as distributed information systems and
pervasive systems.

2.1.1 Distributed computing

Distributed computing as a term has no single dominant definition. Due to the
various perspectives on how distributed systems and distributed computing can
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be categorized, different types of applications can be understood as distributed
computing. Common variants are client-server-based models such as file servers,
database systems (banking, airlines, healthcare), Internet web servers and enterprise
systems.

In the context of this thesis, we will focus on the purpose of using distributed
computing to solve computationally heavy problems. This leads to an important
attribute of utilizing parallelism, also referred to as parallel computing. Per textbook
[13] by Gregory R. Andrews the goal for parallel computing "is to solve a given
problem faster or equivalently to solve a larger problem in the same amount of time".

Parallel distributed computing can be utilized at least by two common models.
The distributed nodes may share the same task that is split into smaller jobs. This
is called data parallel program, where each process conducts the same task on its
part of data. Task parallel program is another type, where the nodes can be given
separate tasks carried by different processes to contribute to a single goal that the
distributed system is designed to fulfill. Examples of compute-intensive distributed
computing are the modeling of scientific phenomena (climate, drug effects), image
processing and large optimization problems. [13]

A requirement for the data-parallel program is the task can be split into smaller
pieces to be distributed. This can be achieved by a distributed algorithm (or a set of
algorithms) that defines the task on a server and splits the jobs to be run on each
distinct client worker node and finally ensures the combining of results [14]. Big Data
is one the most well-known use case areas combined with distributed computing,
of which a common example is the Hadoop project relying on the MapReduce
paradigm first developed by Google. It bases on the described method for splitting
computational tasks and allocating tasks to multiple nodes for parallel execution. [15]

In certain cases the splitting of single task may not be possible due to the type of
task or the software architecture in use. An example can be given related to the case
target system. The target system bases on High-Performance Computing (HPC)
type of distributed system [10] where computation is done with data stored in the
local RAM. So far advanced splitting of the tasks has not been achieved, as the
columnar in-memory database would require a significant refactoring effort.

High-performance computing is an important type of distributed computing. It
can further be divided into cluster computing and grid computing. In a cluster model,
the nodes have similar hardware and operating system and are close to each other
connected over a high-speed local area network (LAN). In the case of grid computing
the participating resources might reside at different administrative domains and
have differences in the hardware and network environment they reside at compared
to other parts of the same grid. A common use of grid computing is to allow the
collaboration of multiple different organizations for a common goal. [11, 12]

Distributed computing has taken its wide adoption since the introduction of
multiprocessor machines and parallel processing where similar principles are used
within a single hardware unit. System scaling options have increased since processing
performance can be improved both within a machine by adding processor cores and
also by distributing the tasks over the network beneath the single node’s processing
limits.
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Storing the data is an important function in distributed environments, for which
the characteristics are different when comparing to the use of a single storage system
or node. In general, collections of data are needed to be stored on single or multiple
computer nodes. As data may be stored in multiple nodes, it brings the consideration
how the distribution of data among the nodes is conducted. To achieve this, there
are two main methodologies: partitioning and replication. [16]

The different sections of data can locate at different nodes, which is called
partitioning. It enables targeting specific queries to be run on certain nodes and
thus can increase performance. As an example, a large data set can exist partitioned
across many nodes or disks, which enables processor resources to be targeted for
each particular part of data. [16]

Replication refers to keeping copies of the data on multiple nodes. When combined
with partitioning each partition is stored in multiple nodes. Thus replication improves
system fault tolerance as a subset of nodes can fail, but data is still accessible for
queries on remaining nodes. [16]

2.1.2 Cluster management

In this thesis, we refer to cluster management when discussing the synchronization and
coordination as functionality in regards to distributed systems (later in Section 4.2.3
we will introduce the Cluster Management -component, which is part of the target
distributed system). Cluster management software acts as a brain to interconnect or
enable collaboration of multiple various types of systems by storing information of
system state. This building block may exist either embedded into each single actual
system node as an application daemon or as a separate entity such as computer
nodes solely targeted for this purpose.

The motivation for cluster management systems has adapted into distributed
systems landscape to separate coordination tasks from the actual functional tasks of
a distributed system. One example of such emergence is the Apache Helix, a service
used by LinkedIn among others. [17]

Distributed systems have certain process models that closely relate to, but are
necessarily not part of the cluster management. Such important topics are knowledge
of a process and leader election. Knowledge of a process means processes to have
only local knowledge and are not expected to have information of the global system
state. A fair assumption for the process is to know its own identity, state and identity
of nearest neighbors. [12]

Another process model is the property of coordinator election (or leader election).
At first, nodes are unaware of their role. As multiple nodes and processes cooperate
it is common to select one of the nodes as the leader and set the remaining ones as
followers. The leader acts as a coordinator by running a dedicated piece of software.
If the leader fails, a new leader is selected among the followers for the system to
continue normal operations. [12]
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2.2 Characteristics of distributed systems
In previous sections, the benefits and challenges of distributed systems were dis-
cussed. This section will further examine the topics to motivate the network design
requirements that will be defined via the introduction of the target system in Section
5. We will further dive into the semantics of node communications by observing the
CAP theorem and ACID properties.

2.2.1 Benefits and challenges of distributed systems

One of the main potential benefits of system component distribution is increased
performance as nodes may operate concurrently. Improving performance with more
powerful hardware within a single computer is called vertical scaling. Horizontal
scaling refers to distributing the system load across multiple nodes. The combination
of both scaling methods provides distributed systems flexible options to meet increased
and complex performance requirements. [16]

The other main advantage of distributed systems is they are expected to be
fault-tolerant. This refers to situations where single or multiple nodes (or service
instances) fail with no disruption to the functionality of the remaining nodes. [11]

The scalability and fault-tolerant nature have also their drawbacks. It has been
seen for certain systems to perform well with a small number of nodes, but failing to
scale as expected when the number of nodes is increased. The reliability and ability
to scale can be achieved by careful system design, albeit introducing a notable degree
of complexity. [12]

The fundamental problem of safety and liveness in a distributed system lies in
the factor the system must persistently hold the application state. The problem
is commonly modeled by the CAP theorem. A distributed system often utilizes a
mechanism to store data across various nodes. The distributed components must
be able to communicate with each other using transactions. The properties of
transactions are commonly evaluated via ACID properties, which intend to guarantee
the validity of the data across the system. In the following Section 2.2.2 we will
observe the CAP theorem and ACID properties to further understand challenges in
distributed systems. [18,19]

2.2.2 CAP theorem

The CAP theorem states the distribution of computation requiring to store and
access the data always comes as a trade-off between consistency, availability and
partition tolerance. The three characteristics differ from each other to such an extent
fulfilling only two of them to be simultaneously realistic. [18]

Consistency refers to the property that responses from a server to a client are
correct and fulfill the service specification. This can be achieved by keeping data
valid across the nodes. Availability ensures each given task or request is eventually
processed and given a response even in case of failures. Partition tolerant system
will continue to operate when messages are being dropped or delayed. [18]
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A practical example of the applicability of the theorem would be the impossibility
of ensuring availability and consistency at the time of communications break within the
distributed system due to network failure. In reality, communications are unreliable,
thus the particular system design must adapt to choosing either availability or
consistency which best contribute to the application requirements.

CAP theorem describes the three fundamentals of distributed computing. Next,
we will discuss ACID properties that contribute to providing consistency by controlling
transaction failures.

2.2.3 ACID properties

Data processing in distributed systems is likely to face a variety of failures. Failure can
occur at the level of network infrastructure or in node hardware components. We will
focus on the aspect of databases, as a mechanism to store data in multiple locations
of a distributed system, which utilize a series of operations called transactions that
generally must satisfy ACID properties. The ACID properties aim into formalizing
the guarantees for safety standing for atomicity, consistency, isolation, and durability.
The properties described are based on the publication by T. Haerder and A. Reuter.
[19]

A single database transaction involves a series of operations that are conducted
atomically. Atomicity refers to the property of all or nothing. In practice, all the
operations are applied or in case of an error, all of them are reverted. [19]

Corruptions are prevented by consistency, which ensures the state is valid after a
completed transaction. Consistency is achieved by setting user-defined constraints
(e.g. non-null values, pointers) that must be met for the transaction to be valid. [19]

As an important factor in distribution, concurrent transactions must be supported.
Isolation ensures the datastore is left to the same state after concurrent transactions
as it would be after series of transactions. [19]

Durability refers to the factor that the changes made are guaranteed to survive
system failures. A common method is to store the data to the non-volatile memory
or other nodes by replication. It has to be considered that the data will be lost in
case of all storage media was destructed, thus durability must be ensured carefully
with consideration of the cost for storage and consumed network capacity. [19]

2.2.4 Expectations for the network

It has briefly been formalized in previous what are the root causes bringing complexity
into the design and operation of distributed systems. The design principles of
distributed systems are a widely studied topic including a range of theorems, that we
summarized by the most relevant aspects in the context of this thesis. Nevertheless,
the special attribute of dispersion due to distribution can be linked to network
expectations in a rather straightforward manner.

A poorly-developed distributed system might make the assumptions for the
underlying network to be reliable, secure and homogeneous with zero latency, infinite
bandwidth, possess zero cost for transport and base on a topology that does not
change and is under the control of one administrator. In reality, most of these are
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false assumptions and would naturally lead to severe problems for the operation of
the distributed system. [11]

Many of the mentioned assumptions are of the primary objectives for any network
design, for which reaching the fully optimal state is generally impossible, as favoring
one attribute often is away from another. There are also other constraints than
the expectations themselves, such as cost, as often achieving a more optimal state
requires more capital expenditure. Still, as the primary focus of the thesis is finding
a well functional network design, the mentioned assumption targets for distributed
systems are highly coherent for the design elements, as can later be seen from the
selected network design evaluation criteria.

Ability to scale and available bandwidth are essential factors for the capabilities of
the network as the network must enable the scaling of the distributed system while
maintaining the performance level via sufficient available bandwidth. This can be
achieved by choosing a topology that provides multiple high-bandwidth paths between
various endpoints and scales well especially horizontally in the East-West direction by
the addition of racks and switches for increased server capacity. Scalability essentially
means that an increased amount of servers or higher bandwidth utilization can be
adjusted by changes in the topology which prevents the introduction of bottlenecks
in the network with the increased load. [20]

Resilience is a natural requirement on most levels of the system and thus a vital
attribute of the network. In the general case, the distributed system components
are designed as resilient, which insists the network to fulfill the same requirements.
Moreover, the possible error-states in the network should not affect the operation of
the system. As an example, there must be no problematic bottlenecks introduced in
cases of momentarily link losses. [11]

Latency plays a key role in many networking world scenarios. The role of the
latency in distributed systems culminate in the fact that in most applications either
the sender or receiver must receive a packet until it can continue. This is true
regardless of the size of the packets and as the distributed systems base on rapid
messaging, the concern is valid. Still, in data center environments commonly the
distances are negligible when operating in the LAN and there are a considerably low
amount of network devices increasing the hop count. The resulting network portion
of the latency is a concern only in a niche of applications within a DC, such as
trading markets. Moreover, the switching latency in the data center grade switches
is continuously decreasing making the networks faster than before. Latency is a more
common issue when the distance grows and the distributed system functions in a
multi-DC model.

In conclusion, the fundamentals of the distributed systems discussed in this
chapter have a direct relationship with the underlying network infrastructure. The
performance of distributed systems is assured from a network perspective primarily
with acceptable latency, lossless behavior and sufficient network bandwidth.
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2.3 Chapter summary
We have now discussed the characteristics and challenges of distributed systems being
in the center of the target system to provide an understanding of what may be the
most important factors to optimize in the design of the target network environment.
The nature of distributed operations relying on the underlying network infrastructure
was brought to the spotlight requiring reliability and high bandwidth for moving the
data as time consumed for operations includes the network transmit interval. As the
fundamental property of distribution relates to scaling, the network is expected to
scale hand in hand with the distributed system. Next, we will explore the domain of
data center networks, which will bridge to the requirements discussed in this section.
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3 Data Center Networks
This chapter introduces the applicable theory to support understanding of require-
ments for data center networks and architecture design. We will cover the development
and current state of DCNs by discussing relevant topologies, network protocols, key
characteristics and design matters.

We begin by examining the development of the data center from the perspective of
networks and topologies. We will discuss the different applicable data center network
topologies by referring to a taxonomy of different topology classifications. Thereafter,
the focus is put on network design factors by introducing common challenges to
DCNs and basic concepts regarding protocols. In addition, we will give perspective
to the study by briefly covering other notable factors that may be seen important in
regards to DCNs, being software-defined networking and issues related to balancing
traffic over multiple equal paths.

3.1 Development of data center networks
There are several studies discussing data center network topologies and protocols
[1–8,20–23]. Some of the most frequently occurring topologies discussed are Basic
Tree, Fat-Tree, DBus, DCell, BCube and Clos. In the past enterprises were counting
on the "Access, Distribution, Core" -model, whereas Clos has become more popular
recently. The networking vendors are heavily suggesting enterprises towards certain
architecture models, that have been found to be stable, scalable and well fulfilling
the needs of modern data center network environments [24–26]. Academia has been
searching for new more advanced solutions in recent years, that are not as widely
adopted by mid-to-large size enterprises compared to hyperscale cloud providers that
represent the sharpest state-of-the-art.

The network protocols functioning at OSI-model layers two and three are the
continuum of necessity that comes after the topology decision. Multiple switching
and routing techniques exist of which a certain subset has been adopted over the years
throughout the development of network environments and demands from the server
infrastructure. Certain widely known and documented protocols such as Ethernet,
OSPF and BGP, which have been observed as stable and simple, have been widely
adopted driven by the force of network vendors and leading industry players. [24–27]

The new era of software-defined techniques has stepped into the area of networking
only after its widespread adoption in application and server management. The most
visible aspects of software-defined network infrastructure are various technologies
that are linked to the term SDN, software-defined networking. One of the problems
with SDN is not being a standard itself, rather a way to describe a certain technology
under an umbrella term. What in many cases is happening behind the term are
various methods of describing infrastructure as a code to achieve levels of automation.
Still, multiple SDN technologies exist that have a standard, of which most common
are OpenFlow and its derivatives. OpenFlow has been studied widely in networking
research but has seemingly not widely taken over as the primary choice of technology
compared to the conventional protocols. Partly due to this fact, automation tech-
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niques seem to be increasingly emerging in the mainstream networking landscape,
especially in regards to private cloud environments. [28, 29]

Being on the leading front, hyperscale cloud providers have extraordinary environ-
ments that require different kinds of approaches compared to private enterprises or
managed IT service providers. One of the essentials in any networking environment
is to find the mix of technology solutions that deliver the needed network service for
the applications traffic profiles at hand and making the architecture decisions that
appropriately balance within limited resources. [8]

3.2 Characteristics and types of data center networks
Networks come in a multitude of formats. Internet as the most well-known example
is fragile by nature and fully controlled by no one, a global network of networks.
Data center networks are nearing to be the exact opposite. They are built by
interconnecting switches to enable data exchange between servers and clusters within
one controlled environment. Data center networks serve cloud computing providers,
but as well as private enterprises among others. Each environment is unique, especially
with special purposed in-house built products as in the thesis case.

Due to different kinds of use cases data center networks have different architec-
tures. Network architectures are tightly coupled with the size of the environment.
Data center sizes are commonly described by the size of the facilities per area or
energy consumption. Large facilities normally accommodate multiple enterprises
and their networks. Classification of size from the perspective of a single network
can be out looked at through the number of servers. Per classification from the U.S.
Environmental Protection Agency (EPA) in their report from 2012 [30] data center
sizes vary from few to dozens, hundreds and thousands of servers. The exception
are hyperscale data centers which by minimum are considered to host five thousand
servers and may scale to hundreds of thousands of servers [31]. Network topologies
used in data centers are examined in Section 3.3.

As each data center network is commonly in control of a single operator, they
are built to serve the purpose of the specific systems and applications. They also
need to transform to reflect the demands during the development of the higher-level
services. These characteristics bring freedom, but also challenges. The data center
traffic loads have seen an increasing trend during the last decade, which demands
the networks to become continuously faster and more agile. One of the most visible
trends is the increase of East-West traffic, which refers to the traffic flows within a
data center. The other main direction of North-South traffic refers to traffic leaving
or entering the data center network and has not seen such a dramatic change in
trends compared to East-West traffic, which was estimated to be 75 % of total data
center traffic by 2018. Part of the fact may be due to increased use of distributed
systems and computing instead of silos between network, compute and storage. [32]

Chief Scientist Dinesh Dutt (Cumulus Networks, 2016) has modeled the transition
of DCNs as described in Figure 1. The evolution of applications has driven the
change of DCN from the mainframe Era to Client-Server Era, and lastly to the
current Era of the Cloud. In the next section, we will observe the latest changes in
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the architecture and topology since the introduction of the Cloud Era, with the main
characteristic of traffic patterns shifting from North-South to East-West. [27]

Figure 1: Evolution of applications and their networks [27].

3.3 Network topologies
Terms network topology and network architecture are often used interchangeably to
refer to how computers are logically connected. From the viewpoint of the Author,
architecture can be seen as a more general term when discussing the networks on a
higher level, possibly involving protocols. Topology is a more concise term referring to
the arrangement of the elements between each other, consisting of links and devices.

Figure 2 presents the taxonomy of Data Center Networks from the perspective of
fixed and flexible topologies [21]. Fixed topologies are determined by the fact they
cannot be modified after the deployment. The remaining topologies are classified as
flexible. [21]

In Section 3.1 we initialized the background to topologies and relevant studies.
In the following, we will observe fixed topologies, which are further divided into tree-
based and recursive classes. These two classes are characterized by switch-centric and
server-centric approach based on how packet forwarding is implemented. Tree-based
as switch-centric use switches for packet forwarding whereas recursive topologies
may use also servers for packet forwarding. Furthermore, hybrid approaches under
reconfigurable (flexible) topologies use both switches and servers. [3].

The motivation for focusing on tree-based topologies and providing a high-level
overview of recursive and flexible topologies is due to the nature of the target
distributed system studied in this thesis. The DCN architecture is defined to be
utilizing switches for packet forwarding and the role of the servers is solely to run
applications not participating in packet forwarding.
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Figure 2: Taxonomy of data center topologies [21].

3.3.1 Tree-based topologies

Tree-based architectures have three common variants: Basic Tree, Fat-Tree and
Clos [3, 4, 21]. The number of servers that can be connected to a tree topology is
constrained by the number of ports on the switches located at the lowest level.

Basic tree can be constructed of two or three levels and thus provide different
multilayer approaches. The three-level basic tree network architecture has been a
common model, especially in medium to large enterprise networks. It is commonly
called Access, Aggregation and Core architecture (also referred to as Edge, Distribu-
tion, Core), as illustrated in Figure 3. The main characteristic of a basic tree is there
are no inter-switch links per layer (except the core in certain cases) or in non-adjacent
tiers. In a two-level topology, the aggregation layer does not exist. [3, 21]

In a three-level basic tree model access level is used to connect the computers to
the network via access layer switches. The aggregation layer collects certain sub-sets
of access level switches to provide the uplink path to the remaining part of networks
via the core layer commonly having one or two core switches. The access level is
handled with Layer2 network protocol, such as Ethernet [21]. Layer2 to Layer3
network protocol conversion is commonly made on the aggregation layer to prevent
large broadcast domains and providing the default gateway. The core is connected
to the Internet and provides paths to other external locations and users. [1]

The three-level basic tree presented suits well for North-South focused application
patterns. As traffic has been trending to shift towards East-West flows, this model
puts a high load on upper layers and requires multiple hops to be traversed between
servers connected to distant access switches. The three-level model has been com-
monly built by utilizing low-end switches on the access layer and complex high-end
switches (higher link or port capacity) in upper layers of hierarchy, which may not
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Figure 3: "Access, aggregation and core" -topology [24].

be the most cost-effective approach and introduces additional failure components. [4]
With a large amount of traffic, certain problems may arise such as link oversub-

scription, scalability and link failures. The modularity of the topology is another
important factor, which enables scalability and the addition of new nodes to the
network. Thus alternatives approaches to topology models may help to overcome the
problems with the conventional three-tier approach. In the category of tree-based
topologies more recently adopted variants are fat-tree and Clos. [2, 21, 24]

Fat-Tree is based on a three-level approach and is a close variant of the previously
described Access, Aggregation, Core -topology, as fat-tree has identically named
layers. In fat-tree, each switch with n-ports on the access layer is connected to n

2
servers. The left-over n

2 access switch ports are connected to n
2 aggregation switches.

These n
2 access and aggregation layer switches together with the servers connected

to them comprise a single pod. On the highest layer each
(︂

n
2

)︂2
n-port core switch

is connected to each of the n pods. An example topology with n=4 is presented in
Figure 4. The total maximum amount of servers in a fat-tree with n-port switches is
n3

4 . [21]
As compared to the three-level basic tree, in fat-tree the high-end switches are not

necessarily needed on the upper layers as there is a higher total amount of uplinks
from the aggregation layer to the core layer, providing more East-West bandwidth.
Due to the ability for using smaller switches in the core the total cost can be lowered
and provides a better ability to scale [2]. Also, a notable factor of fat-tree is the
increased redundancy provided in the core [3]. Researchers have proposed multiple
variants of fat-tree even providing customized mechanisms for routing protocol based
traffic engineering in the network [2, 5, 6].

Clos is the third described tree-based variant. One of the earliest references to
Clos is from the year 1953 by Charles Clos, who targeted for building even larger
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Figure 4: Fat-Tree topology with n = 4 [2].

telephone switching systems and is seen as the inventor of the topology [23].
Clos may consist of multiple layers of switches. Two layers are generally sufficient

for small-to-medium networks and a third level may be used to provide an additional
factor of scaling. The two-level model is often referred to as the spine and leaf
architecture, where core layer switches are called spines and access layer switches as
leafs (Figure 5). Two-tier Clos scales up to n number of leaf switches with n-port
spine switches, where each spine is connected to each leaf with a single link. The
number of spine switches can be increased to load-share the core network traffic onto
multiple links. The number of ports on leaf switches is generally not limited to the
number of spine switches. Especially with smaller networks where it is common to
have for example two or four 32-port spines with 10/40/100 Gpbs capable ports,
the m-port leaf switches will remain to have m-2 or m-4 ports available for server
access. [21, 25,26]

At the time of writing, a common simple tree-based network can be made with
two spines and 24- or 48-port 10 Gigabit Ethernet (GE, GbE) leafs which have an
additional set of 40GE uplinks in addition to the access ports [25]. With two spines
the oversubscription ratio would be 3:1 (2 ∗ 40 : 24 ∗ 10) when a single server is
connected to a single leaf. With a 48-port 10GE leaf the ratio can be kept the same by
having four spines. In many cases, 6:1 oversubscription ratio may be enough and will
result in saving costs, but does not lock-down to the selected model. Oversubscription
will be further discussed in Section 3.4.2.

The number of servers with spine and leaf networks may be defined by many
factors. For example, placing a single 48-port Top of the Rack (ToR) switch per
cabinet as a leaf with one link for each server in the rack, the 48 servers may be more
than the standard cabinet can fit. In theory, a two-tier Clos with k number of n-port
spines and m-port leafs can connect total of n (m − k) servers. It should be noted,
that in some cases single network access port per server provides an inadequate level
of redundancy and two leafs per server could be required.

The scalability of spine and leaf can be further extended by adding a third
super-spine layer (Figure 6). Super-spine provides a modular approach for expanding
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Figure 5: Two-tier Clos topology [25].

networks since each two-tier leaf-spine unit becomes a pod. The factor, which needs
to be taken into account is to spare ports for spines to connect to the super-spine
layer. The pod-based super-spine architecture enables the use of spine switches with
a lower amount of ports to be extended into even bigger networks, as each spine
does not have to be connected to each leaf of each pod, but instead to the selected
amount of super-spines. [25,26]

Clos matches well for data center East-West traffic patterns by providing a
consistent amount of hops and available bandwidth between any servers across
the network. The model provides predictable latency, scalability and ability to
build higher capacity networks as well as the possibility to have fine-grained failure
domains. [25]

Figure 6: Three-tier Clos topology [25].
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3.3.2 Recursive topologies

Recursive topologies differ from the tree-based by the main fact that servers may be
connected to multiple layers of the topology via switches or other servers. This factor
incorporates the fact that also servers are involved in conducting packet forwarding.
Cells are used as building block elements on the lowest level, which leads into a
structure resembling a graph more than a tree [21]. DCell and BCube are two of
the most referred recursive topologies in research papers [1, 3–6,21,22]. They are a
product of modular data center design, which allows new prepackaged cells to be
added to the network. [22]

DCell has a basic element DCell0, which consist of n servers and one n-port switch.
Each server in the cell has one connection to the switch in the cell. With multiple
cells, the structure becomes a k level DCell, DCellk. In the one-level structure,
there are total n + 1 DCell0s in a DCell1, where each server of DCell0 has one link
to another DCell0s server. Figure 7 presents a DCell1 with n = 4 port switches.
The basic constraint in this topology is the number of server NICs. DCell scales
substantially well with a low amount of server and switch ports, as with only n = 6
and k = 3 it may have over three million servers. [21]

Figure 7: DCell1 topology with n = 4 [1].

BCube is another type of recursive topology and is especially targeted for container-
based modular deployments. BCube has the same type of basic element than DCell,
BCube0, having n servers and single switch with n ports. The key difference of
BCube from DCell becomes obvious when more layers are added, as can be seen
from Figure 8. BCube adds n switches, which are connected to one server of each
BCube0. The server NIC constraint is also the same as for DCell, but as BCube uses
more switches, the switching of packets is also more divided between servers and
switches. [1, 21]
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Figure 8: BCube topology [1].

3.3.3 Other topologies

There is a significant amount of network topologies each having its special attributes.
This study focuses on the ones which apply to data center networks and leaves
other commonly mentioned network topologies out of the scope (e.g Bus, Star, Ring,
Mesh) that are not discussed in the mentioned data center network-related research
papers. These topologies may be well suited for smaller local area networks or wide
area networks for interconnecting geographical areas with high bandwidth and a low
amount of devices. [1–7,21,22]

One main aspect in the data center is the interconnection, which requires multiple
paths between any two nodes all being actively utilized in load-sharing between
any of the two end-points. Additionally, the number of links needed must remain
in control when the number of switches increases. This is due to there is a fixed
amount of ports in each switch with a certain amount of lower-speed access ports
and a limited amount of higher-speed uplink ports. For example in a full mesh, each
device is connected providing the best possible resilience, shortest hop count and
most optimal path. This comes with a cost in the number of needed links, which
does not scale well enough in a data center environment with dozens of switches. In
full mesh each device n has n − 1 links and the a total number of links in the network
is n(n − 1)/2. A solution for the cabling problem would be to create a partial mesh,
which brings us to another problem primary problem of uniformly required active
paths and loop detection.

In the following section, we will discuss the design factors that are relevant for
data center networks and topology selection. The introduced attributes are based on
the research papers discussed and appropriate to the case study.

3.4 Network design factors
In this section, we will focus on network design aspects that are relevant for data center
networks and specifically relate to contributing to the important factors regarding
distributed systems discussed in Section 2.2.4. These aspects were performance in
the form of throughput and scalability, but also latency and reliability.

Furthermore, we will acknowledge the importance of network protocols and choices
for packet forwarding, but do not focus on this aspect in the study, as not being an
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equally primary contributing factor for performance and scalability, as compared to
the topology. Thus, basic mechanisms and techniques related to protocols are briefly
discussed for sufficient background.

3.4.1 Common challenges and requirements

The challenges in data centers are a key topic and discussed in some format in most of
the network-related studies referenced in this thesis. One of the cited studies [20] has
collected eleven main challenges that are typical for tree-based DCN architectures,
thus being key factors for data center network design. The mentioned issues are scala-
bility, static network assignment, server-to-server capacity and bandwidth bottleneck,
resource fragmentation and agility, reliability and utilization, load balance, fault
tolerance, cost, power consumption, performance isolation and network capacity. [20]

As discussed over the course of the study, the research done in the domain of data
centers is often targeting the largest data centers, where the challenges may differ
from smaller environments. In addition, as each data center and the applications
hosted are different, the relative importance of the factors compared to each other
may fluctuate. Nevertheless, the general problems in data centers listed above are
closely aligned with the requirements set by distributed systems discussed in Section
2.2.4. In Section 2.2.4, we discussed scalability and bandwidth, which both are tightly
coupled with the server and network capacity, describing the tight-coupling of high
bandwidth demands limited by server oversubscription ratio. In addition, resilience
was discussed which in our case can be tied with reliability and fault tolerance.
Load-balancing will be discussed later in Section 3.4.4. The costs are a natural issue,
which relates to both the infrastructure, but also to labor needed for deployment
and administration. The remaining issues in the list [20] are not seen as important
to our case thus left out of the discussion. The primary reasons are the nature of
the target system, being relatively static from the server workload perspectives and
requiring uniformly equal performance across all the computing elements. Moreover,
later it will be observed, the case system to be highly performance-oriented with
assumed good reliability and resilience.

Another issue that is often mentioned in DCN design papers is virtual machine
migration, where the requirements are bandwidth and the ability to keep the virtual
machine IP address intact. For clarity, the target system in the thesis does not have
this requirement as virtual machines are not utilized.

In the case of large cloud data centers, automation belongs to the important
requirements as these cloud environments base on economies of scale. This may not
be equally important in smaller enterprise data centers, but is an enabler for a set of
other benefits. Automation contributes to costs via the required staff and decreases
the errors made by humans. Costs are in general important, no matter the size of
the data center.

3.4.2 Bandwidth oversubscription ratio

Bandwidth oversubscription ratio (also BOR) is a term describing the total allocated
bandwidth for servers as comparing the downlink and uplink capacity on the connect-
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ing access layer switch. In simple form per one definition, oversubscription is defined
as “the ratio between the aggregate incoming and aggregate outgoing bandwidth of
end hosts” [33].

Especially in large data center networks with dense cabinets, the typical oversub-
scription ratio varies from 2.5:1 to 8:1. As these networks are commonly tree-based
the ratio becomes higher as moving to the higher topology layers. The target is to
keep the BOR close to 1:1 for the potential of any two arbitrary hosts to communi-
cate with the full NIC bandwidth. For clarification, in the presented references the
discussed large networks are built without redundancy on the NIC level, implicating
the real available bandwidth is worth one NIC port and there is no need for link
aggregation or load-balancing on the server-side. [20]

Many of the topology studies referred [1–7,21,22] are from the time 1 GE was
the most common access level technology for servers and 10 GE was used on higher
levels between switches. The next main shift in silicon development was 10GE server
NICs (Network Interface Card) and 40GE inter-switch links. Where Moore’s law
proposes the computing power to double every 18 months, Nielsen’s law predicts the
Internet bandwidth to be doubling every 24 months [34]. On the realm of the data
center networks, companies are increasingly starting to select 25GE access for servers,
which further sets demands for the higher layers. There are multiple bandwidth
capacity choices available ranging from 100GE to 200GE to 400GE as the most
referred inter-switch options for future scalable networks. The next development
in state-of-the-art is expected to see in the upcoming years by the introduction of
Terabit Ethernet. [35]

The network speeds are subject to use cases and must be selected to support
scaling and optimize costs. The selection of network link bandwidth comes with
another important cost factor to consider in addition to appliances themselves, as
specific speeds require a compatible medium in form of optical or copper cabling and
transceivers.

As obvious, the allocated capacity sets the limits on the achievable server and
application throughput performance. As targeting for fully non-blocking topology is
often challenging, in Section 3.4.4 we will discuss the factors that affect the available
theoretical bandwidth and its utilization, in case of multiple available paths. Before
that, we’ll discuss the basic mechanisms related to switching and routing.

3.4.3 Switching, routing and software-defined networking

Packet Switching refers to the mechanism of forwarding OSI data link (layer 2, L2)
frames based on the media access control (MAC) address of the network adapters.
Routing is conducted on the third OSI network layer (layer 3, L3) per information
on routing table, where the entries list destinations of networks and their next-hop
values. Thus, the difference of switching and routing can be described as whether
the protocol data units move over the local area network boundaries, as switching is
conducted within a LAN with frames and routing functions between different layer 3
networks by moving IP packets. [36]

Ethernet-based L2 DCN architectures are well suited for small data center net-
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works, as seen easy to configure and manage. The single logical networks are flat and
multiple isolated L2-domains may exist based on virtual local area networks (VLAN)
by setting IEEE 802.1Q tags to the Ethernet frame. As finding the MAC-to-IP
address pairing regarding the destination node bases on broadcasting the address
resolution protocol (ARP) queries to the whole network, larger Ethernet-based DCNs
may face scalability issues due to consumed resources and risk for the large failure
domain. Conventionally L2 networks are blamed for the need for loop avoidance
mechanisms such as spanning tree protocol (STP), which were deemed as inefficient
due to the purpose of blocking redundant paths to avoid looping of the broadcast
frames. Ethernet still has a place on the access layer of the DCN topology, but as of
moving to higher layers IP routing start to be increasingly popular. [36, 37]

Link Aggregation Control Protocol (LACP) is an important IEEE-standard based
(802.03ad/802.1AX) link aggregation protocol used in Ethernet-switched networks.
LACP provides a method to bundle physical links into a single logical link for
increased capacity and resilience. The bundles of aggregated links, generally one to
eight, are called a link aggregation group (LAG). Multiple informal terms are used
for the method, such as bond or team for the bundled network interfaces in Linux
operating systems. Notably, as there are various hashing-based algorithms available
on devices for load-balancing, the aggregated bandwidth does not directly incline for
a linear increase per the addition of links, as hashing in this context is stateless. We
will discuss more on load-balancing in Section 3.4.4. [28,38]

A multi-chassis link aggregation group (MC-LAG, also MLAG), is a mechanism
basing on clustering multiple switches, which represents themselves as a single layer
2 device to its neighboring devices over a single logical (multi-chassis) bundle of
aggregated links. Thus, MC-LAG adds device-level redundancy to the link-level
redundancy provided with LAG. There is no standard for MC-LAG as in for link
aggregation. Common uses are to provide high-availability, as two pairs of switches
can be fully meshed with a minimum of four physical links and still each belonging
to the same logical link bundle. From a network path perspective, two logical devices
are connected over a single logical path. Commonly the MC-LAG technology is
proprietary thus there is no vendor interoperability. Additionally, it is seen as a best
practice to comprise the MC-LAG cluster only by two devices. This may be one of
the reasons, why large tree-based networks are often built with individual devices
comprising L3-only architecture. For smaller data center networks basing on L2,
the MC-LAG seems still commonly used, even though mainly driven by the vendor
design documents. [28]

Layer 3 DCNs are the most discussed architecture in the presented reference
materials. In the L3 network, the leaf (ToR) switches are the L2-to-L3 transition point
and doing the routing lookup for selecting the egress port towards the destination
via the next hop. In two-level Clos (spine-leaf) the next-hop points to the spine
switches, where commonly each spine has path information to all of the networks
via equal values. The forwarding decision bases on equal-cost multipath (ECMP)
for ensuring all the available paths are actively used. ECMP is further discussed in
Section 3.4.4. [26,28]

Border Gateway Protocol (BGP) has been largely adopted in the data center
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networking as the choice of routing protocol, especially for the large networks ranging
in the number of hundreds to millions of servers. The transition from the role of
internet backbone protocol was driven by researchers and community groups from
the cloud-scale operators, as proposed in RFC 7938 [39], for example. Since then the
adoption has reached wider adoption and targeting also for smaller data centers.

There are a plethora of routing protocols, which remain to be used in various
DCN environments. Protocol selection decisions are driven by the needs, use cases
and limitations. Open Shortest Path First (OSPF) is an open standard-based
protocol providing the ability to determine the shortest path, as a focus in BGP is to
provide reachability information. BGP provides certain benefits as it provides broad
interoperability among vendors for Multiprotocol Extensions (MP-BGP), that has
been leveraged to bring new types of mechanisms for tunneling and virtualization,
where one of the most common techniques is providing L2 and L3 overlay networks
over IP for supporting legacy and modern applications in common environment.
Additionally, the simplicity and mechanisms available for traffic engineering are seen
as appealing factors of BGP. [40]

Software-defined networking (SDN) is a terminology that has gotten broad at-
tention during the last decade. One of the earliest SDN protocols introduced is
OpenFlow, an open protocol used for programming switches and routers from a cen-
tral controller. The belief in the potential for SDN to revolutionize the field remains
strong, although the SDN protocols have not seen large adoption in the end-user
base of the DCN market, partially due to the criticism on complexity for simple
network control logic implementation. Currently, the trend is focusing on leveraging
the southbound APIs (application programming interface) and automation languages
for controlling the devices remotely instead of the conventional approaches. [29]

3.4.4 Load-balancing over multiple equal paths

In the context of data center networks, load-balancing is a term used for techniques
distributing traffic between servers among multiple alternate paths. The main
motivations are increasing the total link utilization and avoiding congestion in the
network. One of the most popular techniques used in data center networks is equal-
cost multi-path routing (ECMP). ECMP bases on a hashing algorithm that uses the
n-tuple information of network flows. Commonly three- or five-tuple values are used,
but the implementations vary. In the five-tuple case, the used fields could be for
example source IP, destination IP, source port, destination port and protocol. [33,41]

In general flows may be identified by a selection of packet header fields on multiple
OSI levels. RFC7424 [42] lists mechanisms for optimizing LAG and ECMP link
utilization, where the list of field headers is as follows.

• Layer 2: Source Media Access Control (MAC) address, destination MAC
address, VLAN ID.

• IP header: IP protocol, IP source address, IP destination address, flow label
(IPv6 only).
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• Transport protocol header: Source port number, destination port number.
Applicable to protocols such as TCP, UDP, and Stream Control Transmission
Protocol (SCTP).

ECMP as well as other hash-based load-balancing algorithms have a drawback
of hash collisions. The problem is due to hash-functions being static, as all the
packets of a flow will take the same path. This may lead to situations where multiple
heavy flows are be forwarded towards a single egress link, causing link-utilization
imbalance. Further, the large flows may fill a certain path. As discussed in the 3.4.2
this may not be an issue if the network is non-blocking and there are no causes of
contention. One primary reason for the static hashing in the networking context is to
avoid reordering packets, which is believed to be problematic for TCP (Transmission
Control Protocol). Additionally, it may be costly by leading to excessive buffering of
packets in queues. [6, 33,41]

In previous Section 3.4.3 it was mentioned the link aggregation groups contain
the load-balancing feature over the contained physical links. As well as for ECMP,
this mechanism is mostly hash-based, where implementations around the n-tuple
vary depending on the vendor as for ECMP.

The lack of highly effective and widespread network-level load-balancing solutions
remains active in research, albeit several groups have proposed approaches to solving
the related issues. [41] In the context of our study these mechanisms are not reviewed
in-depth, as we are targeting for an applicable solution rather than testing non-
matured state-of-the-art techniques that may violate the needed maintainability
demands in the target case.

Certain proprietary implementations have taken an approach to share packets
across links based on flowlets. Flowlets are understood as a burst of packets from a
given TCP flow. The idea bases on the bursty nature of TCP, where the idle periods
enables long flows to be divided into shorter flowlets. Some research groups state
the flowlet-based algorithm as a possible substitute for the current hashing-based
algorithms used in networking chipsets. This area may be one of the most significant
development areas in the upcoming years, yet still in the research stage. [43]

It shall be noted that other mechanisms for more granular load-balancing tech-
niques do exist on the higher OSI layers. Additionally, a notable factor is the appli-
cations and traffic patterns have an impact on giving input for the load-balancing
mechanisms. [41]

3.5 Chapter summary
We have now discussed the theory of distributed systems in Section 2. This chapter
provided fundamentals of network topologies and protocols applicable to data center
networks. The primary realization provided in this section is the overall complexity
related to DCN and the challenges which require different types of optimizations
depending on the type of applications and data center. The performance-related
aspects were specifically highlighted, as being in a vital role regarding the target
system. Next, it is time to present the target distributed system to aid understanding
of the network design requirements in the context of this thesis.
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4 Target Distributed System
This chapter describes the case company’s distributed system. Sections 4.1 and
4.2 introduce the SaaS application and the underlying distributed architecture. In
Section 4.3, we will further dive in to one of the key attributes of the system, the
role-based clustered application model. Finally in Section 4.4, we will identify the
interactions and traffic flow patterns of the target system, which will allow us to
identify requirements that will be applicable for the data center network design.

4.1 The SaaS application
As introduced in the opening chapter, the distributed system is hosting an application
based on the SaaS-model for the use case of supply chain management and demand
forecasting. The application itself consists of instances, where the simplest format of
the application is to run a single instance. One instance consists of a JVM-package
(Java Virtual Machine) which includes the instance backend, business logic and
in-memory database. These components are visible in Figure 9. The size of the
database for one instance is the main factor for the size of a single instance and thus
the size of each instance defines how many instances can be hosted on a single node
based on the available RAM. Target system instance sizes vary from hundreds to few
thousands of megabytes due to the data volumes, whereas common high-end nodes
may have 1,5 to 6 terabytes of RAM. Commonly the compute nodes are equipped
with over a hundred processor cores. The copies of the database are kept on the
persistent store (disk) on the same node and in external backup locations.

From the SaaS application user perspective, the user has access to the application
(an instance) via a web browser. Each instance has its own web server serving access
for each customer. Previously this component has located also in the same bare-metal
node. The customer data is delivered to the system for processing via the integration
layer (the integration layer is out of the thesis scope as a different service compared
to the distributed application architecture). In the system, user can design jobs
which result in computationally intensive calculations producing order proposal files.
These calculations may last hours, and thus can be run several times per day. In
the end, the order proposals are automatically delivered to the customer via the
integration layer. For clarity, the logic of the user web access and the integration
layer are not in the key scope of this thesis as having a relatively low-intense traffic
profile.

4.2 The distributed computing architecture
The previous versions of the SaaS application have based on monolithic architecture,
where different bare-metal nodes and the instances running on them have had no
logic connecting one instance to another. One of the key reasons for this model
has been the tight coupling of the backend, business logic and database residing
within a single JVM-instance without common remote persistent storage or load
balancer for the user web-access. With as high data volumes the vertical scaling
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Figure 9: The SaaS application in distributed model.

(increase resources within a node) is not always possible and has lead to the need
for redesigning the system to solve the scaling problem by introducing horizontal
scaling, the capability of adding new nodes.

The paradigm shift with the new system architecture is the distributed model,
where some of the application components have been separated or extended from
the instance and horizontal scaling has been enabled. The new software components
are Web Gateway, Cluster Management and Distributed Object Storage as illustrated
from the logical application instance point of view in Figure 9.

Figure 10 represents the whole distributed system architecture by describing
the different bare-metal server nodes, services running on the nodes and the logical
connections within the system. The services run on Web Gateway, Cluster Manage-
ment and Distributed Object Storage nodes are shared components serving multiple
application instances. A single customer may have single or multiple instances, which
may be run on a single or multiple compute nodes depending on the business and
application logic requirements. Next, we will observe the functionalities of each
component in the distributed architecture.

4.2.1 Compute

In the distributed architecture the Compute node hosts one or multiple instances, as
presented in Figure 9. In addition to the application instance, the compute node
also has a coordinator component daemon Linkerd [44], which provides the ability to
discover and communicate with services run on other nodes. Essentially Linkerd is
needed for the multi-node compute cluster-based application and for the ability to
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Figure 10: Logical architecture of the distributed system.

save the database to the remote persistent storage on the Distributed Object Storage
cluster.

As mentioned previously, each compute node has the application instance database
locally on their RAM for processing, whereas local disk is used for storing and
committing to remote storage. The compute nodes are assigned with a set of roles,
where a single compute node may have single or multiple roles based on if the
application is run on distributed cluster model or single-node model. The basic
application model is the single compute node model, where there is only one compute
node having all the roles assigned and forming the cluster. The advanced application
model is to run multiple instance copies for one customer on multiple nodes for one
distributed application as a multi-node clustered application (represented in Figure
10). The role-based model is further described in Section 4.3.

The functionality of splitting the single instance in-memory database to multiple
JVM’s and thus to multiple nodes is a significant refactoring and software development
effort that has been planned to be implemented in the future. The distributed
architecture roadmap has been formalized into an approach where individual monolith
functions needed for the full system are distributed in stages. In the first stage, the
separated functions are the Web Gateway, Distributed Object Storage as common
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persistent database store and bringing awareness between the different hardware and
application components with the introduction of the Cluster Management service.

Nevertheless, the truly distributed calculation task parallelization (ref. 2.1.1) is to
be achieved, the first version of the new distributed model allows multiple instances
to appear to the customer as one application, thus enabling parallel computations
with multiple instances. This is achieved by using clustered compute nodes all hosting
the same database per instance, which can run tasks on parallel and merge the local
changes to the master database state via the remote persistent storage and single
committing node, the transactor.

4.2.2 Web Gateway

Web Gateway provides the users the web front component available on the Internet
for connecting to the SaaS application. Web Gateway proxies and performs load-
balancing for the incoming user requests towards the instances on the compute nodes.
There are a minimum of two Web Gateway nodes per data center and four services
run on the nodes. Caddy is the reverse web proxy daemon, which receives the user
HTTPS web requests. Caddy communicates with Videur to authenticate users via
the external identity provider component (omitted in the scope of the thesis as an
external component to the data center). As users are authenticated they are further
directed towards compute node based on the decisions and state information given
by Cluster Management service via communications of the Linkerd and Namerd
daemons. The Cluster Management has centralized information which instance on
certain compute node is hosting the environment for the given environment url-
address the user is requesting to access. The node where the user will be directed to
is the compute node instance with the Backend role.

4.2.3 Cluster Management

The Cluster Management service coordinator daemons on all the separate nodes are
used as the brain between all the distributed system components finally forming up
the distributed platform. The main characteristic of a distributed system, as discussed
previously in 2.1.2, is the individual processes have only their local knowledge and
must query for the up-to-date information about the other parts of the system
from an external service. One of the main functionality of the coordination service
is to provide consensus and perform the leader election for the compute nodes.
The individual service components which form the Cluster Management service are
described in the following.

Linkerd is the service mesh component providing nodes the service discovery
ability via requests to Zookeeper [45]. Orchestration services Apache Zookeeper and
Helix [17], are run on the Cluster Management nodes (called Zookeeper nodes, Zk).
There are commonly five Zookeeper nodes that form the Cluster Management cluster
(ref. Cluster Management 2.1.2). Zookeeper service is the central coordination service
that synchronizes and maintains information in a hierarchical key-value store that is
needed for the service discovery. Apache Helix is the cluster management framework
that runs on top of Zookeeper. It is the brain of the cluster and communicates state
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changes through the Zookeeper service. Riddler is a tool that has been created by
the case company for easier management of the Helix via command-line interface.

The service discovery properties that are provided by the separated clustered
coordination service provide simplicity, ensure the performance and enable the
distributed system its ability to scale. Also, the cluster management services are
expected to be fault-tolerant as multiple nodes can fail, although successful consensus
algorithms are not trivial to implement and maintain.

4.2.4 Distributed Object Storage

The last component of the distributed architecture is the Distributed Object Storage,
which provides the remote persistent storage functionality and the ability for the
compute nodes to exchange the results from different locally made calculations (new
database commit version) to be available for all the nodes participating into the
same application compute cluster. Additionally, the distributed storage provides
a long-term persistent store to keep copies and backups of the database in case of
compute node failures. This functionality thus provides the ability to restore the
database state to a new compute node in case of disaster recovery actions are needed.
Moreover, the storage cluster provides geo-redundancy services, which can be used
to continuously replicate the data over to another distributed storage cluster.

The Distributed Object Storage runs as a cluster consisting of multiple individual
OpenIO nodes. In the case system, there are four OpenIO [46] object storage nodes
participating in the storage cluster. OpenIO is an open source-based scalable object
storage solution administered by a vendor called OpenIO. As in the case of Cluster
Management, the expected nature of the distributed storage as a distributed system
is highly similar, to provide high availability, redundancy and performance. The
available amount of storage space in a cluster scales up to petabytes as nodes can be
seamlessly added to the cluster based on the need [47].

The system bases on logical network separation, being divided into the front-
end and back-end network spaces. The front-end network is available for storage
clients and other system integrations. The back-end is internal only for the cluster
data synchronization and available for external replication. As the network space is
logically separated, it allows flexible choices for building the physical network topology
based on the performance expectations and available hardware. For example, with
two separate NICs equipped with two ports each, the networks can be delivered over
combined or separated redundant network paths.

Each OpenIO node consists of a S3 proxy daemon (called Swift3 in Figure 10)
and the object storage database. In the target system case the OpenIO distributed
storage service is being communicated with through the S3 proxy via the Amazon
S3 API interface [48]. S3 supports simple HTTP (Hypertext Transfer Protocol)
GET/PUT/DELETE methods, which are used to interact with the object storage
buckets. In the target system case, the S3 proxy acts as the front-end component to
respond into incoming Linkerd queries and database commit traffic.
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4.3 The role-based model
As briefly mentioned previously, the distributed case system builds upon the ability to
distribute computing to multiple nodes from the single SaaS application perspective.
This is achieved by harnessing multiple compute nodes into the application compute
cluster. In practice, the cluster always exists, even when be formed by only a single
node. In this case the node would possess all the needed cluster roles, being the
Back-End, Scheduler, Transactor and Worker.

The roles of the compute nodes are shortly described as follows. Base role is
given to all the nodes in the application cluster. Transactor has the exclusive right
to commit into the master database, both locally and to the distributed storage.
Back-End node serves user requests. Worker nodes are set to run jobs, which are
distributed among the online worker nodes. Finally, Scheduler is the single primary
node used for triggering and delegating the scheduled jobs to Worker nodes. One
node can have one, multiple or all roles. As the Scheduler is a lightweight process it
is commonly run on a node with many roles. The schematics of the role based-model
in the distributed system are presented in Figure 11.

As only Transactor node can save changes to the distributed storage, it ensures
the remote database is kept in the correct state, but also requires the other compute
cluster nodes to ship their changes to the Transactor. This model is simple and may
not be well suited for other distributed systems relying on more rapid calculation
and task result delivery schematics, but as in the target system case, the calculations
take a relatively long amount of time the model is applicable. The commits between
compute nodes are done by gRPC based commit protocol that utilizes HTTP/2
for transport. The protocol is not further examined in the scope of this thesis, but
posses a significant role in the commit procedure performance over the network due
to multiplexing over a single TCP connection (described later in Section 4.4.4).

In the more advanced compute cluster, there are multiple compute nodes with
a different set of roles. The amount of nodes running worker and back-end roles is
highly dependant on the business case and motivations from the customer. Multiple
nodes can be used for various reasons. Primarily multiple nodes enable horizontal
scaling. Reasons for the horizontal scaling needed could be a data set that is too
large for the RAM of a single server or more parallel calculation power to be available
for a single customer.

Other motivations are high availability and resiliency. In practice with multiple
nodes, this would mean different users can be directed to different compute nodes
based on the node resource consumption at each given time for a better user experience.
Additionally, having multiple nodes available ensures resiliency for failures and results
for business-critical calculations to be always produced even in case of system or
software problems.

From the distributed system viewpoint, using multiple compute nodes requires
each instance (node) to remain in sync across each instance and thus communicate
with the coordination cluster and object storage. Ultimately all commits and changes
on any compute node are transmitted back to each node other than the scheduler.
Not only with single-node clusters, but moreover with having multiple multi-node
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clusters result in highly increased data center network activity when compared to
the previous version of the SaaS application system architecture.

Figure 11: Distributed system architecture multi-node application model.

4.4 System interactions and requirements
In previous sections we observed the functional components in the distributed
system and gave an overview of how the components interact with each other. The
interactions between individual services result in traffic flowing between the physical
nodes in the network.

In this section, we will dive deeper into the interactions from the network per-
spective by observing the network traffic flows. We will categorize the different flows
and concentrate on the most important use cases from the overall system behavior
viewpoint which can further be reflected in the network resource consumption. We
will define the requirements the system will set for the network and give insight into
the scale of the system.
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Figure 12: Distributed system architecture single node application model.

4.4.1 Interactions and network traffic flow

The network traffic flow analysis bases on the logical and physical viewpoints of
the system presented in Figures 10 and 11. The primary traffic flows in the target
distributed system are described in Table 1. The traffic flow types are identified
by an id-number which are also visible in Figures 10 and 11. The summary of the
system network traffic flows that apply to both single node and as well to multi-node
clustered applications are described as follows, with the connection id in parenthesis.

• User traffic to Web Gateway, forwarded to compute back-end nodes (C1, C3).

• Coordination messaging from Web Gateways and compute nodes to Cluster
Management (C2, C5, C7).

• Transactor node database upload to Distributed Object Storage (C8).

• Cluster Management internal synchronization (C10).

• Distributed Object Storage internal synchronization (C11).
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Table 1: Traffic flow categorization.
Use case Id Source; service Target Protocol
User access C1 User; browser Web Gateway HTTPS
Service discovery C2 Web Gateway; Namerd Zookeeper ZK Client
Service discovery C3 Web Gateway; Linkerd Compute HTTP
Remote commit C4* Compute; Linkerd Compute gRPC
Service discovery C5 Compute; Linkerd Zookeeper ZK Client
Service discovery C6 Compute; Linkerd Compute HTTP
Service discovery C7 Compute; Instance Zookeeper ZK Client
Commit upload C8* Compute; Linkerd OpenIO gRPC
Commit download C9* OpenIO; S3 Compute gRPC
Zk cluster sync C10 Zookeeper Zookeeper ZK Client
OpenIO cluster sync C11 OpenIO OpenIO S3

* Commits between compute nodes and to Distributed Object Storage described in
Table 2.

In multi-node application cluster the key difference is there are multiple compute
nodes, resulting in additional traffic flows.

• Compute node remote commits and coordination messaging (C4, C6).

• Compute node database download from Distributed Object Storage (C9).

In a multi-node cluster the worker and back-end node sync their database to the
transactor node (C4) and all the compute nodes communicate with each other via
service discovery (C6). In this study, for clarity among different traffic flows related
to the database traffic, the database transactions between compute nodes are called
remote commits, whereas transactions within compute nodes and Distributed Object
Storage are called commit upload and commit download. The single and multi-node
traffic flow differences are visible in Table 2 and Figures 11 and 12. For commit
uploads and downloads, only the node with transactor role will upload the database
to Distributed Object Storage and all the compute nodes in the cluster will download
the database. The role of the service discovery is to inform whether a new database
version available in the Object Storage cluster.

Table 2: Database traffic flows in single and multi-node clusters.
Use case Nodes Id Source Target
Remote commit Multiple C4.1 Worker Transactor
Remote commit Multiple C4.2 Back-end Transactor
Commit upload Single C8.1 Compute OpenIO
Commit upload Multiple C8.2 Transactor OpenIO
Commit download Multiple C9.1 OpenIO Compute
Commit download Single C9.2 OpenIO Compute

The remote commit actions are performed based on jobs set in the application,
which may differ depending on the use cases of different customers and the system
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configuration. Although the study will not focus on the job schematics, but rather
the traffic flows over the network, the most common job types and the types of flows
generated are described in the following in the order of prevalence.

• Nightly run, once per day (C8, C9).

• Distributed Object Storage full-history cleanup, once per day (C8, C9).

• Daily run, once per day (C8, C9).

• Non-scheduled runs issued by users (C4).

Overall, the first important observation is there are primarily two main types
of traffic flows, lightweight and frequent flows (C1-C3, C5-C7, C10) and seldom
occurring heavy flows (C4, C8, C9). This is a good example of the often stated mice
versus elephant -phenomenon, where small latency-sensitive and large throughput
sensitive packets are flowing over the same network paths. The phenomenon is highly
relevant in data center networks and it highlights the importance of the previously
mentioned East-West traffic optimization topic. The second important observation
is there are many potential events in the distributed system that may result in
competing elephant flows stressing the distributed system and the network. We will
aim in mitigating these issues with the network topology design proposal in Section
5 and further analyze the remaining performance and scalability related bottlenecks
from the network perspective in Section 6.

4.4.2 The system requirements

In previous, we gave an introduction to the behavior of the distributed system
and the needed connections for the operation. In this and the following Section
4.4.3, we will continue to further describe the requirements from the overall system
and infrastructure perspective in the data center, which will be the source of the
definitions for the network design evaluation factors.

For a complete understanding of the system-based requirements, we will define the
expectations related to the performance, scaling and resiliency as the key attributes
of the system functionality. Next, we will give a view of the scale of the data center
per the number of nodes and applications that are run in each data center location.

The example data center has approximately 70 bare-metal servers as compute
nodes. Due to the hardware configuration, the form factor is generally 2U, 3U or
4U (rack unit), which affects how many servers can fit per standard cabinet and the
number of ports needed on the top of the rack switches. The amount of applications
running in the distributed model is yet minor, whereas there are approximately 540
(production and test) non-distributed legacy applications, which are to be upgraded
to the distributed model.

The number of application instances and nodes will continue to evolve per expected
business growth. The distributed system architecture is designed to support the
growth per its ability to scale both vertically and horizontally. While the system
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continues to scale, the company must hold on to the targets set on Service-Level
Agreements (SLA) with the customers, which require both performance and resilience.

The network performance in form of maximum throughput supported for each
database transmitted over the network has a vital role in the total distributed system
performance. As in the target system, the compute nodes have the calculation
results on each node locally, and they must be shared to other nodes via the central
Distributed Object Storage, the time it takes to move the recent database to be
available from the central storage is unavailable for further calculations before all
the participants have the most recent database state again in their local memory.
This is important for the amount of concurrent database transmits active on the
overlapping network paths at any given time and for the timely availability of new
slots for jobs generated by active users in the application.

4.4.3 Network requirements

The expectations related to networks demanded by the distributed systems in general
were discussed in Section 2.2.4. In the following we will tie the theoretical attributes
into the behavior of each distributed system component, building over the information
given about the targets system previously in Section 4.

Web Gateway requires good availability being the access entry point to the
application. The availability is a product of good resiliency and latency. The service
is not facing especially large loads of simultaneous traffic as the company operates
on a very specific market segment, but benefits from minimal latency within the
data center network for both fulfilling the user access flows and the service mesh
functionalities.

As the Cluster Management is expected to be serving dozens or hundreds of nodes
and hundreds of application instances with frequent web-protocol based messaging,
latency is the key requirement from the network performance perspective in addition
to the uniform expectation for network resilience. Local area network -type, a few
millisecond worths of round-trip time (RTT) latency is needed for both serving the
clients and internally for the cluster to remain in sync. The internal cluster traffic
is not expected to be as sensitive it would benefit to be prioritized from the other
traffic flows, as generally the importance of both internal and external messaging are
equal.

Distributed Object Storage is expected to be facing the highest bandwidth
requirements as it may transfer large amounts of data (kilobytes to hundreds of
gigabytes) with multiple compute nodes simultaneously and requires to sync the
object storage state within the cluster at the same time. The key design concept
of the service, the separated front-end and back-end networks, may be utilized for
accommodating the demanding throughput requirements. Especially with large
traffic volumes, it is beneficial to not force these use cases to compete over common
network capacity or one network end to be prioritized over the other. The key target
must be to optimize the service throughput and minimize possible bottlenecks by
network topology design. The importance is due to the previously mentioned job
completion time and availability of the most recent database information within the
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distributed system, as new jobs cannot be started before the data is available from
the central store.

Compute nodes have the most complex network-related requirements. Similarly
to Web Gateway and Cluster Management, compute nodes require non-delayed
communications for service discovery and user access. In addition, compute nodes
need to transfer the database to Distributed Object Storage and in multi-node cluster
case also between compute nodes. The elephant and mice flows are present on each
compute node network access level apart from the role association. It is to be noted,
that the database traffic occurs infrequently only at certain times.

Finally, a general notion to the network requirements is that there are multiple
types of servers purposed for a different role. Per each type of server there is a varying
number of nodes, where the dominant are the compute nodes and the distributed
system service servers comprise the three different minorities. Thus, the network is
not homogeneous and it may set certain requirements for the network design. The
question is, will the placement of the servers be tied to the network topology.

4.4.4 System logic and limitations

There are certain limitations and attributes in the distributed system logic, that
have a meaningful effect on the total network bandwidth consumption model. The
notable system behavior topics are listed in the following.

• The gRPC remote commit traffic between compute nodes (use case C4 traffic)
is limited to using a single network port only per commit, the consequence
being the total remote commit throughput speed is limited to the server NIC
bandwidth per port. The limitation is due to HTTP/2 multiplexes multiple
requests over a single TCP connection [49], which prevents the remote commit
traffic to egress over multiple physical network ports from the server.

• The S3 commit traffic to Distributed Object Storage (use case C8) load-balances
on the originating compute node based on the information given by the local
Linkerd, which utilizes multiple target OpenIO servers for sending the traffic
to based on metrics given by the cluster. Thus regarding the network design
analysis, we can assume the incoming traffic targets the pool of object storage
nodes evenly.

– In fact, small objects are sent to a single object storage node, and objects
larger than 50MB are sent to multiple nodes, with S3 feature called
multipart upload (MPU). Thus, with larger objects, we can assume the
traffic may utilize multiple different physical paths, as each upload is
towards a different node and a separate HTTP-connection [50].

The distributed application system logic is highly determined by the scheduled
automatic jobs and in some cases by manually run ad-hoc jobs. Both of the job types
trigger network traffic. The network bandwidth consumption for different compute
nodes at different parts of the network is thus partially known and partially unknown
beforehand. It is expected that many elephant flows will be active at overlapping
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times for which most are targeting the Distributed Object Storage. The timing of
the elephant flows is subject to calculation job finish times, which may vary due to
multiple factors (tasks within the job, amount of data, etc.).

4.5 Chapter summary
In this section we presented the case company’s distributed system. We identified
the key components and attributes in the system design, that affect how the network
should be designed. The primary observation are the database traffic transactions,
which require high throughput. The throughput is in a vital role, as it has a direct
relation to the job completion times and on the other hand, when can new jobs
be started, as requiring the most recent state of the database to be fetched from
the distributed storage. Moreover, as there will be an arbitrary amount of compute
nodes sending and fetching data from the object storage, but also in certain cases
from each other, large amounts of parallel large flows are generated.

In addition to the throughput capacity demands, it was observed there are various
short-lived flows used for the orchestration and for serving users. These flows do not
have such special requirements, as compared to the storage traffic. Moreover, certain
characteristics of the commit protocol level logic where discussed, which have an role
on understanding how the storage traffic is distributed when sending from client to
server.
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5 The Network Design
So far, we have provided sufficient background for distributed systems in Section 2.
We provided introduction to data center networks in Section 3. Section 4 presented
the target distributed system with the use cases and main traffic flows, which the
network design will serve for. Additionally, we gave insight into the system and
network requirements to support the understanding of the network environment.

In this section, the network design will be conducted by first setting the network
design evaluation factors. Subsequently, we will go through the process of finding
the optimal choices for the network topology in order to comprise a functional data
center network architecture for the target system.

5.1 Evaluation criteria
Common primary objectives for network architects are to simplify and retain the
ability to scale. As there is a multitude of design options available and choices to be
made, a well-structured analysis is crucial. Some of the most important aspects of
the overall network design are the benefits and disadvantages of topologies, resiliency,
scalability, oversubscription ratios, devices, cabling and cost. [20]

The design process requires evaluation factors to support the decision-making,
for which a thorough understanding of the target environment is beneficial. The
evaluation criteria used in this study defines the attributes that are used to evaluate
the quality of the network design. The evaluation criteria are derived from the system
requirements discussed in the sections 4.4.2 and 4.4.3 as well as from the theory
presented earlier. Ultimately the common factor for the evaluation criteria is to form
a network with characteristics that do not have a negative but supportive impact on
the target system performance, availability and job completion times.

Bandwidth will be used to evaluate the performance of the network as an enable
for the final throughput. Scalability is an essential key factor that is required for
securing the system growth without performance decrease. Resilience will be used to
determine the network redundancy and ability to survive failures without affecting the
services. In addition to the previous as key factors, the case company has promoted
maintainability and support for reliable high-speed external connectivity outside the
data center as part of the design evaluation factors.

In previous Section 4.4.3 latency was mentioned as an important factor for the
target system. This aspect is not included in the evaluation criteria in the study
as in the target environment the primary notions of the distributed system-related
latency incur from the system processing times on the nodes leaving the network
latency to a negligible portion. Additionally, as the system is being deployed in one
data center predicting the latency to remain on acceptable sub-millisecond levels, as
long as the devices are not facing conditions they would need to excessively buffer
packets. It is to be noted, the number of hops in the network between any two nodes
should be kept at a minimum and equal for any two nodes to a common node they
require to communicate with.

Recursive topologies (3.3.2) cannot be utilized since the role of servers in the
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target system is not to participate in packet forwarding. This has a direct relation
to maintainability, as server administrators do not have to consider the aspect of
switching and routing.

The current network in the target system bases on 10GE server access and a
40GE-based leaf uplink layer with 1U data center switches. As there is an identified
need for 25GE based server access to accommodate the need for higher throughput
in the target environment, the server level upgrades are enabled by proposing more
capable leaf switches. The possible cost impact of the upgrade will need to be
analyzed.

Often the amount of capital expenditure is a major driver setting limitations
for the architecture design. It is always possible to invest in faster equipment that
is needed at each point of time, only such is realistic for limited few organizations.
The cost can be seen as directly proportional to the evaluation criteria, especially
related to bandwidth, scalability and external connections, which can be increased
with additional devices, links and upgrades. Thus, in the target company case the
cost additions are not seen as desirable, but possible with a proper justification.

5.1.1 Bandwidth

The following specifications are defined for the available network bandwidth resulting
in maximum achievable throughput performance, being one of the most important
distributed system performance factors.

• A minimum of two 10GE interfaces for Web Gateway and Cluster Management
nodes.

• A minimum of two 10GE interfaces for Compute nodes.

• A minimum of two 10GE interfaces for Distributed Object Storage nodes.

• Target oversubscription ratio of 1 for Distributed Object Storage nodes.

• A uniform bandwidth capacity available within each type of node

• All network links must be in active utilization.

Uniform capacity is needed for predictable system performance within each type
of node and service. When selecting network NIC speeds and redundancy models, it
is important not to understand the 1+1 redundancy as doubled constantly available
bandwidth, as in case of failure the available performance would decrease 50 %. Still,
in many cases the NIC and switch failures being such rare events, the benefit of the
full available bandwidth is often preferred.

10GE is more than required for the operation of Cluster Management and Web
Gateways, whereas choosing 1GE instead wouldn’t result in significant cost savings
as modern data center grade switches commonly support 10GE. In addition, 10GE
switches are more flexible in case the use cases of the nodes would change and there
would be another service under the same switch.
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Compute node requirement for 25GE is derived from the current gRPC-based
remote commit protocol performance, reported by being on average 7 - 8 Gbps
between two compute nodes. As the protocol performance is under development, it
is important not to provision a network that would become a bottleneck. In case of
multiple large transfers would be active at the same node, there would be a total of
50GE available bandwidth, with the assumption the server would utilize different
NIC ports (ref. to system limitation discussed in 4.4.4).

The NIC architecture to be chosen for the Distributed Object Storage is of a more
complex topic characterized by multiple unknowns, as the OpenIO Object Storage
has not been stressed extensively or provisioned with sufficiently fast server hardware
configuration (disk I/O, CPU) for the true performance to become apparent. Certain
approximations are still possible for justified decisions. The total performance and
scalability of the OpenIO system bases on the horizontal scaling, being the addition
of nodes. Per this notion doubled 25GE ports on both of the front-end and back-end
of each node would propose for a scalable solution to start with. 40GE, 50GE or
100GE could become justified in case of significant changes within the distributed
system or its usage.

It is important to maximize the overall network utilization of all provisioned links
by technologies that enable devices and ports to be actively forwarding traffic over
all the possible paths between any two nodes. In practice, this can be achieved with
protocols capable of load-balancing traffic over multiple links.

5.1.2 Scalability

The main motivation for scalability as criteria is to retain the ability to scale the
network and for the network to continue to be the enabler of the business. Without
this property, the topology may not support the addition of new servers and switches
becoming a risk for the business operations continuity. The data center networks are
large one-time and continuous investments, which need to have a sufficient lifetime
and capacity for growing the business.

The scalability of the network is evaluated per the fulfillment of the following
requirements.

• Horizontal scaling of the total East-West bandwidth remains possible when the
highest network layer switches run out of ports, for example by the addition of
new switches to the highest layer.

• The architecture does not set clear limits considering the approximate size of
the data center measured in the number of servers based on the available ports
in the selected switch models.

• The complexity of the network should not grow within the horizontal scaling.

The primary target is to avoid the need for scaling up, i.e. the upgrading of
existing devices wither higher capacity, but to instead scale out by adding more
components of existing kind to increase the capacity. This is primarily the target for
the addition of server ports, but it may as well be a factor related to total bandwidth.
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5.1.3 Resilience

The key factor to fulfill network resilience is with redundant system components.
Resilience network is not only a fact of redundant components, but also the ability of
the network to continue functioning in case of link or device failures, thus redundancy
is not a synonym to resilience, but an important factor. This concept is sometimes
called as resilience through redundancy.

In principle, the role of the network is to be a trustworthy enabler. In case
of network (switch, link) failures the impact on the services operating over the
network should be as minimal as possible to sustain the SLAs and performance levels.
Resilience will be evaluated per the set requirement for redundancy and the resilient
nature itself as follows.

• A minimum of 1+1 redundancy is required for all network devices and physically
diverse paths between any two nodes.

• Assessing the impact of device or link being unavailable, due to intentional or
unintentional event.

In the target data center a key principle is that each infrastructure component is
redundant. In terms of network, a minimum of two physically different paths over
physically different devices between any two nodes must exist. Thus a minimum of
two network ports on each server from two diverse NICs connecting to two switches
for each server are required on the server access layer. Moreover, each switch must be
interconnected to each other switch pair via two diverse paths. Finally, two different
physical paths to external locations outside of the data center must exist.

5.1.4 Maintainability

Maintainability refers to the system characteristics that are coupled with scalability
and resilience. The criteria are rather qualitative than quantitative by nature as
being hard to define as a term or to be measured by metrics. According to one study,
maintainability is proposed as an important aspect for large-scale data center designs,
as when the topology grows it becomes more complicated with a possible increase in
the workload for maintenance [51].

From the case company perspective maintainability refers to the overall network
management, which should not take an extensive amount of labor in form of a
large network engineering team. The technological concepts should reflect simplicity,
encourage the use of automation and contribute to rapid network provisioning. The
criteria may be considered as supplemental compared to the other evaluation criteria,
as the size of the data center is not expected to grow to the scales of the largest
networks.

5.1.5 External connectivity

The following high bandwidth connections must be available to the data center
network. In our context high-bandwidth refers to 10 Gbps or higher.
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• Public cloud direct connections.

• Data center interconnections to other data centers.

• Connections within a data center or campus between pods.

For clarity, Internet connectivity is not part of the study as evaluation criteria, as
the data center network external untrusted network edge is not in the scope of the
study. Focus for external connectivity aspect is kept on the three non-Internet based
elements, that require to provide higher bandwidth and thus have a more direct
impact on the core network design. Nevertheless, it is to be considered that Internet
connections are required for the data center to operate, providing customers access
to the SaaS application.

The case distributed system operates primarily in the realm of private cloud based
environment. As the data center level failures are possible, there must be reliable
and sufficient (subject to the use case) network bandwidth capacity available for data
centers to be interlinked with each other. Data center interconnect (DCI) is a term
commonly used to resemble such, often dedicated, interconnection architecture1.

Certain auxiliary services related to the system operation exist in the public
cloud, thus in the target case it is set as a requirement for the data center to provide
non-Internet based connections to the public cloud. Reliable connections for hybrid
cloud architecture ensure stable business operations and flexible use case scenarios
for compute, storage and other services, over the private versus public cloud limits.
It may also be used as a mechanism for disaster recovery processes or spanning
additional capacity in the public cloud to operate as part of the private cloud-based
clusters.

The third requirement under the external connectivity criteria is tightly coupled
with the data center strategy. In case the original data center or network grows full,
there may need to be an extension to be added to a close physical proximation of the
original site. For clarity, we call these entities pods A and B. If the new pod B would
be set to operate in the same data center campus as the original pod A, it could be
desirable for zone B to actively utilize the distributed architecture services from pod
A. In this case, there is a clear requirement for high bandwidth connectivity between
the pods. The multi-pod scenario has a direct impact on the network design in each
data center.

As a summary for the external connectivity design objective, each data center
(or a pod) must provide a scalable connection point for the attachment of remote
sites, public cloud and other pods, being a fundamental enabler for the distributed
computing architecture and multi-site strategy.

5.2 Topology Design
We will go through each type of server node and form the access network design by
pointing out the facts, advantages and disadvantages in each step to make as many
as possible optimal choices to qualify for the evaluation criteria.

1Current case DCI architecture bases on redundant 10GE network service.
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We start from the server network access level and form the design per each server.
Having the lowest level of the topology designed per the needs of each workload, we
will move to higher level and observe the implications of the access level design that
define the starting point for the higher level and external connectivity design aspects.

5.2.1 Access network layer

As the majority of the nodes in the network will be compute nodes, they will populate
most of the access network level. As the amount of compute nodes is close to a
hundred to begin with, it is obvious multiple pairs of redundant switches are needed
in the network for a scalable well-performing network. The basic concepts for the
compute node access to the network can be derived from the requirements set in 5.1.

The basic ideology of attaching a server to the network with a minimum of two
25GE ports is simple. Figure 13 represents redundant pair of ToR switches populated
with either maximum of 12 or 24 compute nodes. As each server consumes one port
on each switch the amount of servers that can be attached to the switch is defined
by the number of ports on a single switch. Commonly there are switches with 12, 24
or 48 25GE (SFP28) ports available in the market across vendors. In addition, the
switches have additional three to six 100GE (QSFP28) ports for uplink connections.

Figure 13: Compute node 25GE network access with 12 or 24 port switches.

The switch models with 48 or more ports for server access are left out of consid-
eration as with the case system average 3U rack server, one standard 42U cabinet
can fit approximately 12 servers per rack (a few units for the switch, patch panels
and cable management are needed). With two 48 port switches, the cabling would
become complex as fully populated 48-port switches would require four cabinet worth
of space for the servers thus server cables needing to travel either to the same or
third rack from their standpoint. Such cabling is possible, although violating the
maintainability aspect. Lastly, as fully populated the 48-port switches demand more
uplink capacity per switch for a sustainable oversubscription ratio. Based on this
analysis, the 24-port ToR switches can be considered as the best option.

As we have covered the most common server access case, it is more lucid to
approach the analysis for the nodes that deliver the key shared services in the
distributed system.
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Cluster Management and Web Gateway have a similar type of network traffic
profiles as discussed in 4.4.2, thus the network access conditions ought to be similar.
The evaluation criteria and traffic flows propose there are no explicit reasons to
design network access that differs from the method discussed for compute nodes. The
nodes can be attached to the network with 25GE-based access, which would support
the overall 25GE design and switch hardware to be provisioned for the common case.
We will return to the discussion regarding these nodes later as the broader view of
the network is constructed.

Distributed Object Storage node network access builds on the principles how the
system operates from the network perspective (discussed in Section 4.2.4 and 5.1). In
smaller environments or with less demanding throughput requirements, it could be
feasible to run both (front-end and back-end) networks over the same NIC ports, as
represented on the left in Figure 14. As the case system is based on large databases
being transferred into and from the object storage with dozens of compute nodes, it
is crucial to thoroughly recognize the possible bottlenecks and aim for mitigation
by design choices. Thus, a recommendation is to reserve separate network paths for
both of the traffic types. The minimum NIC configuration (5.1) for each server is
redundant 25GE per network, resulting in 50GE total available for both serving the
compute clients and internally for the cluster sync operations.

Figure 14: Object storage 25GE network access with 2 or 4 ports per node.

With four OpenIO nodes each connected with two 25GE links per single switch
results in 1:1 oversubscription ratio, when each switch has two 100GE uplinks
provisioned for the minimum redundancy. Such an ideal case, where the 1:1 ratio is
used for serving the Distributed Object Storage, could be reached with reserving one
switch pair only for the object storage nodes, meaning a total of 8 (4*2) access ports
used per switch. Nevertheless, as the object storage cluster horizontal scaling bases
on the addition of nodes, there must be extra ports considered as reserved. With 24
port switch, there could be up to 12 nodes under the same leaf and per the system
usage patterns the oversubscription ratio could be kept at balance by provisioning
more leaf uplink ports.



55

5.2.2 Core network layer

As the network access level for servers was clarified previous, we have base require-
ments for designing the upper layers. For the presented amount of compute nodes,
there will be a need for multiple racks and switches. Therefore the simplest method
for conceptualizing the larger network is by observing the interconnection methods
between compute node leafs, which were designed in the previous access layer section
as presented in Figure 13.

Reflecting on the different type of topologies presented in the taxonomy Figure 2
in theory Section 3.3, we have clarified in Section 5.1 that the recursive and hybrid
topologies cannot be utilized in target system architecture, as servers must not
participate to forwarding packets by receiving and sending them onward. We must
use switches only for this purpose. The remaining category from data center network
topologies are tree-based. For further clarification, common other topologies that
may be used for building various types of local area or wide area networks, such as
star or mesh including their variants are not discussed as motivated in the theory
Section 3.3.3 due to introduced complexity and remarkably higher cabling costs given
the needed high-speed interconnections.

Thus, in the realm of tree-based topologies, fat-tree and Clos have widely acknowl-
edged advantages over basic tree, which easily becomes congested on the highest
layer representing the architecture more suitable for North-South oriented traffic
pattern. Fat-tree bases on three layers as opposed to Clos, which can be built with
two or more layers. In fact, fat-tree is mostly an alternate for three-tier Clos both
being applicable to very large networks, which require the third level. In our case,
the third level is not needed due to the size of the data center network comprising of
a maximum of a few hundred nodes. With two-tier Clos there are lower costs, as
the highest layer switches are not needed. The debate would be reasonable in case
various data center network sites would exist close to each other requiring highly
scalable interconnections. We will discover in Section 5.2.4 how this would look in
practice applicable to the target case.

In Figure 15 we present the basic ideology for constructing a full interconnected
network based on the compute access layer (Figure 13) based on two-tier Clos topology
with adjusted redundancy. In Section 3.3.1 we discussed the total maximum amount
of nodes for two-tier Clos to be n (m − k) for k number of n-port spines and m-port
leafs.

Going into real-world implementation, the formula may not always be directly
applicable, as commonly the switches have ports of multiple form factors (e.g. SFP+,
SFP28, QSFP+, QSFP28 and variants of QSFP-DD) for the support of multiple
different bandwidths (10G, 25G, 40G, 100G, 200G, 400G) that may be used based on
the requirements for uplink, downlink and other uses. Moreover, in some cases the
ports can be split into multiple lower-bandwidth ports with break-out cables. This
allows extreme versatility, especially with the introduction of QSFP28-DD (200GE)
and QSFP56-DD (400GE) port form factors. [52]

In our case the formula n (m − k) changes due to two reasons, being separate
leaf uplink ports available and the server redundancy requirement. As each leaf has
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separate 100GE ports for the uplink, the k does not affect m, as long as the amount
of spines remains within the amount of available 100GE leaf ports. Additionally as
each server is connected to two switches, the total maximum amount of servers in
the network is halved. Hence the amount of servers is nm

2 , as the amount of servers
per each single leaf switch is m

2 servers.
As discussed, either the number of leaf pairs or spines could vary based on the

needed amount of servers (more leafs) or needed total uplink bandwidth per leaf
(more spines). The bare minimum of spines is essentially two to cover the redundancy
requirement and for each leaf pair to be connected to each other leaf pair via two
distinct paths. The most feasible mechanism to add East-West bandwidth is by the
addition of one spine at a time. In this case, the only requirement is for leafs to have
equally fast uplink ports available to cover one link per each added spine. With the
example 24 * 25GE + 4 * 100GE leaf switch, there can be up to four spines with
the total amount of servers remaining as nm

2 , as neither n or m are affected.

Figure 15: Leaf-spine network with multiple redundant leaf pairs.

In Section 5.2.1 we set the optimal design for Distributed Objects Storage and
debate for the suitable solutions for Cluster Management and Web Gateway network
access. Figure 16 brings all the distributed architecture infrastructure components
into a common connected view for further network design analysis. Thus, we have
constructed a two-tier Clos (leaf-spine) network, based on redundant leaf pairs
where each different server component is placed on to the access network level via a
specifically optimized use case driven approach.

Next we will discuss the optimization decisions that can further be made to best
support the system functionality while remaining within the set criteria.

5.2.3 Optimization for access and core layers

As discussed in Section 4.3 the multi-node application cluster bases on multiple
roles for the compute nodes. In Section 4.4.1 we further examined the database
commit traffic flows that are resulting from various jobs in the compute nodes. The
multi-node compute cluster traffic flows are set on the data center network leaf-spine
network in Figure 17, which demonstrate multiple variations in the placement options
of different types of nodes and the consequations for the traffic flows.
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Figure 16: Leaf-spine network with distributed architecture components.

First, it is seen that in multi-node cluster case it would decrease the total amount
of East-West traffic in the network to place the compute nodes participating into
the same cluster under a common leaf, to keep the remote commit traffic between
the compute nodes local to the particular compute leaf. In Figure 17 the difference
of remote commit flows marked with yellow are illustrated with varying placement
of the common compute cluster nodes. As the network scales and the amount of
multi-node clusters increase, this effect becomes more visible in the total load of the
network. It is to be noted, achieving the proposed state might be problematic, as
the roles of the nodes keep constantly changing, resulting in the overall compute
node role-specific placement to approach arbitrary structure over time. Additionally,
the amount of multi-node clusters is expected to remain on a maximum of a few
percent scale.

The effect and importance of separate leaf switch pair for the Distributed Object
Storage (storage leaf ) is conceptualized in Figure 17. As the amount of compute
nodes continues to increase, the more congested each link in the path of the red flows
becomes. The most potential bottleneck point to be formed in the whole network are
on the links connecting the OpenIO (object storage) nodes to the data center network
via the spine. Thus it is a recommendation for the leaf uplinks to be reserved for the
object storage client traffic only. As a reminder, that in Section 5.2.1 it was proposed
to direct the OpenIO back-end network to separate ports and localized within the
leaf, for the object storage internal synchronization traffic not to disrupt other flows.

In Section 5.2.1 the most optimal access network structure for the Web Gateway
and Cluster Management (later referenced to as service nodes) was left for upcoming
further analysis having acquired a broader view on to the full connected network. The
first bottleneck to be avoided are the storage leafs. In practice, optimal solution would
be to place the nodes under one new common leaf pair (service leaf ), as the hops
between each service node would remain minimum. In the target case, the service
nodes are blade servers instead of rack servers, based on modular chassis enclosures.
For ensuring physical component redundancy, the blade server nodes belonging to
the same cluster are placed on different chassis’s. Thus, due to practicality reasons
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Figure 17: Multi-node cluster and object storage flows.

(maintainability), one common service leaf would be optimal as all the chassis’s
could be placed next to each other. The last option is to place the service nodes
across compute leafs. The primary benefit would be cost reduction as an extra
pair of leaf switches is not required for service leaf purposes. There would also be
additional redundancy across the service clusters, but as the whole network bases on
1+1 based redundancy, it is not seen as a considerable benefit to having a higher
level of redundancy. Furthermore, the service leaf as a concept has other benefits,
such as that it can be used for providing access network for other similar types of
lightweight services that might be introduced in the future or to add more service
nodes. This may be needed in case the Cluster Management or Web Gateway must
scale to adopt for increased load or performance.

As a common note for the node placement planning for data center, network
and distributed systems architecture, it can be stated that any type of workload
that can be isolated from affecting the whole data center network, are optimal and
recommended to be separated from the larger network. The purpose of the study
is not to go into the details of clarifying the different types of nodes per service in
the system, but as an example that development and test servers would be optimal
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to be hosted on a completely isolated, both physical and logical, network segment
compared to production, to ensure there are no disruptions of changes or any type
of testing for the production. As in many previous design options, this is subject to
the possibilities that are determined by factors outside the network design itself.

As we have constructed the structures for the optimal network design based on
leaf-spine considering all the servers, it is timely to consider the external connections
for achieving the complete data center network topology design for the distributed
target system.

5.2.4 External connections

To clarify on the requirements for external connectivity and the required bandwidth
capacity per each use case, they are summarized in following.

• One or more remote sites via Data Center Interconnect, 1 - 10 Gbps

• One or more public cloud direct connections, 10 to 40 Gbps

• One or more pod connections, 10 to 100 Gbps

Due to the probable need for scaling the DCI bandwidth between each site, it is
set to require support for upgrading from the current minimum of 10 Gbps to 40
Gbps. A notable factor is, that there may be multiple such connections needed in
future.

For public cloud, the common starting point is to reserve 1 Gbps with the reserved
upgrade path up to 10 Gbps, being the maximum supported bandwidth for common
public cloud providers in the standard direct connections offering over 3rd party
network providers [53–55]. As for the Internet traffic, traffic related to the public
cloud over private connections must also be filtered with a dedicated firewall appliance
cluster (details are omitted from the study).

For inter-pod connectivity, the bandwidth requirements are equal or higher than
for the DCI, varying based on the use cases designed across the pods. In the target
system case, the replication between Distributed Object Storage clusters is on of the
setting the highest throughput demands, which may be up to 100 Gbps.

To accommodate all of the three external connectivity requirements (and the
Internet), we introduce a new pair of 100GE leaf switches, border leaf, which can be
attached to the spine with 100GE as described in Figure 19. The main advantage of
separate leaf for external connections is that it removes the effect of newly added
external connections deducting the maximum possible amount of servers in the
network.

As an alternative to the border leaf-based external connectivity design is a model
where external connections requiring higher than 10 Gbps bandwidth per link are
attached directly to the spine, as illustrated in Figure 18. The issue that needs to
be addressed with this option is that the amount of possible server node leafs n
decreases each time a new external connection is added. This design may be justified
in cases where it is known that there won’t be a requirement to add as many leafs as
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Figure 18: External connectivity in leaf and spine network without border leaf.

Figure 19: External connectivity in leaf and spine network with border leaf.

there are ports on spine level, and the remaining ports will be sufficient for all the
upcoming external connections.

Such design forecasts are often non-trivial to be made but are in an important
role for the network design. It is to be noted that making complex changes to the
data center core network is often out of the question as there is continuous production
usage. Successful non-disruptive migrations from a certain design to a new one are
extremely risky, as the number of components changed may be on multiple different
devices and layers of the architecture, ranging from physical to logical and from
switches to server-side configuration changes. Thus, if the network needs to evolve,
network architects are facing an ever-increasing amount of complex network redesign
issues, if the initial design decisions could not predict and take into account the
scalability aspect of the network architecture.

It is to be noted, there are 100GE switches with a capacity of up to 96 100GE
ports available or models basing on 400GE technology. Such high-capacity hardware
would require a well-justified decision, where the main consideration would be about
balancing with the considerably higher cost and the port utilization rate to rise high
enough over time for the larger investment to be justified. As in the target case the
expected amount of external connections needed remain rather low, the amount of
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server leafs per zone has not risen close to 80 % of the available ports using 32 *
100GE spine and the compute leafs have available ports for more servers to be added,
the study bases the design on the given 32 port spines targeting to optimize the cost
and port utilization rate. The selected form factor and port offering naturally do not
affect the topology design principles in general.

5.2.5 Pods and zones

To illustrate the scalability aspect of the spine and leaf architecture in case the spine
runs out of available ports, we will illustrate the attribute of Clos being k-ary based,
with examples k=3,7. Three-stage Clos is presented in Figure 20 to demonstrate
the methodology for scaling the network horizontally by adding new two-stage Clos
networks (pods) under the common tree structure. For clarity, we will call the
construct that is characterized by multiple pods as a zone.

To expand the concept of pods and zones to a larger extent, Figure 21 reveals
the broader view into the designed data center network as a part of a larger network
structure. The original Pod 1 is connected to two other pods via one higher network
topology layer, which together forms Zone 1. This topology is a modified represen-
tation of Super-Spine which was discussed in Section 3.3.1. In the case of multiple
zones, there is one added interconnecting layer, the Edge, bringing multiple zones
together, as represented in Figure 21 with four zones as an example of seven-stage
Clos.

Figure 20: Zone, a tree based network with multiple pods.

5.3 Chapter summary
In this section, we conducted a network design via a structured design methodology
following the requirements based on the target system and infrastructure, which
were formalized into defined evaluation criteria. The topology selection analysis was
started in Sections 5.2.1 and further motivated in Section 5.2.2. In Section 5.2.3 the
topology was further analyzed in regards to the system and various types of workloads
that will be operating in the network. Finally, we represented the mechanisms for
the addition of an attachment point for external connections and represented the



62

Figure 21: Tree based network with multiple zones.

scalable nature of the selected tree-based topology by examining the approaches for
expansions by the addition of new pods and zones. The result of the design process
equals to the topology presented in Figure 19 and will be further presented in Section
7.

The network topology is the base of the complete network architecture having a
wide contribution especially to the aspects of performance, scalability and redundancy
evaluation. As the objective of the study is to find a network that meets the possible
traffic throughput capacity demands, it must be analyzed what the traffic patterns
and topological bottlenecks may be in reality with the proposed architecture. One of
the key aspects will be to focus on an adequate oversubscription ratio. Still, there
will always remain to exist limits on what can be achieved by the topology alone.
Finally, it must be understood which limitations are set by the network and which
are related to the system or its behavior. The aforementioned will be discussed in
the following sections.
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6 Bandwidth Bottleneck Analysis
In this section we will analyze what kind of performance related issues are to be
expected with the target distributed system and the proposed network topology
design. We will focus on the most important problems identified and observe how
the issues could be circumvented. As the proposal network will later be seen to be a
close variant of the current network architecture, the analysis made in this section
can be seen as applicable to the overall end result in the study.

The most important evaluation criteria for the network design are throughput
performance and scalability, as motivated in sections 4.4.2 and 4.4.3. They are to be
examined from the viewpoint of how the target distributed system will perform with
the proposed network and how well the scaling of the target system is possible without
the network becoming the limiting factor for the performance of the distributed
system. We will use the distributed system traffic flows as the throughput demand
in contrast to the total available bandwidth in the proposed design.

Thereafter in Section 7, we will analyze and compare the current and proposal
designs in regards to the full evaluation criteria.

6.1 Analysis background
We will need the information on probable competing throughput-heavy flows for
observing the possible network bottleneck points. This information was described
in Section 4.4.1, where it was stated the highest throughput demands in the target
system are related to database commit traffic, being traffic flows identified as types
C4, C8, C9 and C11.

In fact, in Section 5.2.1 the throughput performance aspect was assured for
flow type C11, as in the proposal design each object storage node has a dedicated
non-blocking back-end network for the cluster internal object synchronization. Thus,
we can focus on flow types C4, C8 and C9.

Before we dive into the analysis, it should be noted, that a single compute node
will not be receiving large database traffic streams from more than one source at
a time, as either the node is receiving a remote commit (C4) or syncing data with
object storage (C8, C9) before of after the remote commit was done. The resulting
observation is the available bandwidth capacity per node should be consumed only
by a single large traffic stream at each given time. In this analysis, we will use
existing monitoring data related to certain multi-node clustered application, that is
considered as large by size therefore being well applicable to our analysis. For clarity,
we will call this cluster as the example compute cluster. In Figure 22 the periodic 72
hour network activity for four compute nodes participating into the example cluster
is presented. Y-axis contains the aggregated network traffic over all four physical
10GE network interfaces per node, where green resembles incoming and red outgoing
traffic.

As described, the system contains certain important jobs that are scheduled
generally once per day. The behaviour is visible as similar peaks at regularly occurring
intervals over the 72 hours. As the nodes belong to a multi-cluster application, activity
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related to all types of flows C4, C8 and C9 is visible. The top-most graph belongs
to the node with the Transactor role. Transactor has the outgoing traffic dominant
over the incoming, as opposed to the two Back-end nodes represented in the middle
and the Worker node at the bottom. It is visible as stated in Section 4.3, Back-end
nodes never write to the other nodes, but only read from object storage. The Worker
node eventually writes to the Transactor, but most of the time fetches data from
the object storage. Both maximum incoming and outgoing traffic peaks have been 9
Gbps uniformly for all the nodes.

Figure 22: 72h network traffic on four multi-cluster application nodes.

For comparison to the aforementioned, Figure 23 presents network activity from
the exact same 72 hours for the four Distributed Object Storage cluster nodes that are
serving the mentioned example cluster compute nodes. The network activity is highly
correlated to the compute nodes as traffic peaks occur at the same periods than in
the compute cluster, since changes in the shared database are synchronized to each
(other than the Transactor) node by fetching the latest state from the object storage.
The network activity does differ to certain extent as there are other compute node
client writes and reads in addition to the example compute nodes. Furthermore, the
object storage cluster internal activity is not included in the graph, as the C11 flows
are directed to the object storage back-end network via separate virtual interface
(VLAN). Thus, the Figure 23 presents all the aggregated object storage client traffic
in the particular data center. Both the object storage nodes and the compute node
clients are equipped with four 10GE ports, which indicates the single writes and
reads are not limited by the network itself, as there would be more capacity available.
This may be due to the server hardware or software related performance limits, such
as the spinning hard drives on the object storage that set limits for the speed of read
and write (S3 GET, PUT) operations.
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Figure 23: 72h network traffic on four Distributed Object Storage nodes.

6.2 Remote commit flow analysis
In this section we will focus in analysing the remote commit (type C4) traffic flows,
which are generated by compute nodes participating in the same application cluster.
In fact, as the amount of multi-node clustered application instances are expected to
remain rather low, the total aggregated amount of C4 type flows in the network should
remain considerably low. Additionally, during the times C4 flows are generated, the
network activity should be low in general, as the common job types are scheduled
at different times than the ones generating C4 flows. This is visible in Figure 22 as
the small portions of the green incoming traffic on the example cluster Transactor
node. Moreover, the congestion for C4 flows was proposed to be mitigated by placing
compute nodes participating to the same application cluster under a common leaf
switch pair. However, as in reality such placement could be hard to achieve in each
single case, we will examine the probable bottleneck point introduced regarding the
C4 flows. In fact, the analysis applies to any arbitrary two nodes under separate leaf
switches.

We will conduct the analysis across the spine switches based on estimated baseline
traffic speed, although first discuss the capacity from the oversubscription point of
view. For a single compute leaf switch, there is 200 Gbps uplink capacity available
for a varying amount of 16 to 24 compute nodes, as the starting point is to have two
spine switches. In case of the 16 nodes, the oversubscription ratio is 2:1. It should be
noted, the BOR calculation takes into account that both of the 25GE ports would
be used at full speed on each server. This scenario might be extremely rare, but due
to the imbalanced nature of multi-pathing algorithms (ref. Section 3.4.4), it is the
correct approach in order to have theoretically correct BOR values for the rest of



66

the analysis.
To continue on the capacity-based bandwidth allocation, we are able to propose

for an applicable oversubcription ratio based on the system traffic patterns and
certain approximations. Mathematically, if the spines would ingest more than 100
Gbps per a link towards any switch, or the equal aggregate was sent from the server
direction, the network would be congested and the throughput for certain traffic
streams would collapse momentarily. Given the system architecture and traffic
patterns, such scenario should be unlikely. In the perfect world with full uniformly
balanced utilization, the maximum amount of servers under each pair of redundant
leaf switches maintaining a BOR of 1 is only eight. In reality, maintaining the ratio
may not be needed due to the real consumption. Furthermore, the traffic from servers
would need to perfectly balance over both links. Still, the nature of the BOR is only
a theoretical value for a ratio. Thus, we will oversubscribe the network intentionally.

In tests made by the case system stakeholders, it was observed the C4 flows are
limited by the single network port bandwidth on the sending server, as discussed in
Section 4.4.4. In the proposal network the compute node network access is set to
be 25 Gbps based to circumvent this issue. In fact, in the same tests, the C4 flow
throughput within a single node was seen to achieve 20 Gbps at maximum. This
would indicate 25 Gbps to be acceptable per compute node for the selected NIC as
the limiting factor would still remain internal to the node.

Having this information, there is further motivation for oversubscription in
addition to the lack of simultaneous traffic. The theoretical maximum BOR with the
proposed topology and 24-port leaf is 3:1. As mentioned in theory Section 3.4.2, the
typical BOR varies within 2.5:1 to 8:1, meaning the theoretical BOR in case would
be on a decent level to begin with. Given with the above test-based information
of 20 Gbps throughput, a new amount of servers for a certain BOR value can be
recalculated for our case. For 200 Gbps switch uplink bandwidth there can be 20
servers for a BOR of 2:1, comparing to the initially planned minimum with 16 servers
per switch. This would suggest the amount of 20 servers can be proposed to be filled
per a switch with relatively good BOR, 2:1. Based on this, the further analysis will
be made with the result there would be 20 servers per a leaf switch, or per a pair of
redundant leafs to be precise, since the multihomed servers.

6.3 Object storage flow analysis
In above we described the performance aspects of the multi-node cluster, which are
important, although not the dominant per amount of nodes. For clarification, the
single-node based application clusters (single node with multiple roles) are expected to
be highly more common. Figure 24 represents the network traffic of such node, which
belongs to another considerable large database set. For the purpose of identification,
we will call this node as common compute node. The network activity is far less
aggressive compared to the example cluster, as per the described system logic for
single-node based application. For summary of the discussed logic (4.4.1), there
are no remote commits (C4) to other compute nodes and rare occasions of commit
downloads (C9), for example in DR situations when the data is fetched to a new
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node. In fact, as seen in the Figure 24, there are only occasional commit uploads
(C8) to the object storage. In Figure 25 the incoming client traffic from the common
node to the respective object storage nodes are seen based on the same 72 hour
time frame. The common node writes to all of the object storage nodes with the S3
multipart upload method (4.4.4), as there is more than 50 MB of data to transmit.

Figure 24: 72h network traffic on single node application cluster.

Figure 25: 72h network traffic on four Distributed Object Storage nodes.

To sum the occurrences of commit uploads, such are only issued by a compute
node with the Transactor role. This is a vital part of the distributed system, as
the database must be moved to the remote storage and is a logical part of both
single and multi-node application clusters. The network topology related capacity
is not different from the remote commit case, as the BOR sizing estimation was
done to cover simultaneous traffic. Additionally, the S3 traffic destined to object
storage bases on multiple flows per client as discussed previously, which increase
the utilization of multiple paths. The primary concern points to the object storage,
which may face large amounts of simultaneous write or read requests.

Regarding the network capacity, the commit download (C9) flows are determined
by much the same factors than the commit uploads (C8), with the differentiation
the read flows travelling into the opposite direction than C8. Due to the full-duplex
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operation mode in network appliances, the capacities per direction are distinct. From
the use case perspective, the main difference is rare occurrence, due to commit
downloads being mainly relevant for multi-node clusters. Therefore, C9 flows are not
a probable concern for the network performance, but mostly for the object storage,
as mentioned in previous for the commit uploads.

Figure 26: Bandwidth capacity for object storage client traffic.

As the distributed system is in continuous development and performance is in
an essential role, increased throughput demands are to be expected in future. For
this reason, we will describe the performance and scalability with multiple commit
upload/download throughput baseline values and see how the role of the network
changes and whether it is seen as the limiting factor alongside the object storage.

As the performance scalability of the object storage bases on linear vertical scaling
by addition of nodes, the future trend lines can be visualized as presented in Figure
27. We have extrapolated the possible future situation per the current example and
common compute cluster S3 throughput values, as the data resembles realistic use
cases. The blue line refers to the current maximum average throughput baseline
per single compute node traffic to the Distributed Storage. The green resembles on
throughput value that has been observed in certain performance testing scenarios,
where normal system behaviour may have been artificially improved. The yellow
and red line represent different possible forecasts for improved single node transfer
speed. On the X-axis the overall scaling of the data center in future is presented as
increasing amount of compute nodes. The X-axis scale is set to resemble the current
status of the size of data center by amount of nodes.

It should be noted that non-blocking bandwidth for each compute node accessing
simultaneously the object storage is not set as requirement by the company. Such
situation is only an unrealistic upper limit. Acquiring accurate and realistic perfor-
mance requirements for the full scale of the Distributed object storage is a complex
probability problem, for which the main reasons are the broad variation of file sizes
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(from kilobytes nearing to terabytes), amount of parallel threads, time-dependant
job configurations and access peak timings. In the context of this study we are not
able to solve the probability question for true performance needed for object storage
traffic. However, regarding the objectives of the study, the proposal network capacity
well exceeds the planned throughput demands 2 and supports further scaling in case
the object storage performance would increase.

The central observation based on the different linear extrapolation lines visible in
27, propose the performance capability of the object storage would be exceeded with
rather low amount of concurrent clients accessing the storage with their full available
network bandwidth. The lowest horizontal dashed line at 400 Gbps presents the
theoretical aggregated network bandwidth allocated to eight object storage nodes,
being 8 * 2 * 25 Gbps. As presented in Figure 26, the storage leaf is respectively
allocated with non-blocking 400 Gbps bandwidth to accommodate the full object
storage capacity with four node configuration.

Figure 27: Object storage traffic throughput scalability, c = client speed in Gbps.

The second horizontal dashed line set to 800 Gbps represents the available upgrade
for the storage leaf to Spine aggregated network capacity. This may become useful in
case the object storage performance would exceed 400 Gbps, which in theory could
be achieved with more than eight object storage nodes. As discussed previously, the
real requirements are expected to remain considerably lower and the graph illustrates
theoretical upper limits.

2The OpenIO system is being replaced at the time of writing. The maximum write performance
for the substitute system is required to achieve a minimum of 40 Gbps and 120 Gbps for the write
supporting 64 compute nodes.
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6.4 Analysis summary
Given the complexity of the target system, the performance analysis and related
derivations can be extended to multiple directions, which is expected to remain
as focal interest for the case system architecture strategy. In the context of this
study focusing on to the network as non-blocking enabler for the target system, the
performance analysis is concluded as follows.

• The most probable performance bottleneck will be the object storage, whereas
the proposed network topology supports higher demands. This issue could
realize with large enough amount of concurrent requests (flows C8, C9) to the
object storage. The scalability of the topology is a key attribute in the design
for the mitigation of this issue.

• The remote commit flows (C4) between compute nodes represent the second
probable performance bottleneck. The network provides higher bandwidth on
the full path of these flows, only the underlying protocol may be limited to
utilize all the available NIC ports on the server, thus creating a network related
bottleneck to the sending server. This may especially be a concern, if the flows
are related to jobs with completion times directly visible to the user.

Hereby, there are no network topology related bottlenecks in sight with the proposal
topology design for the target distributed system architecture. In spite of no issues
visible at time being, we will give a summary of the methods listed in Section 5.2 for
the key mechanisms how the network capacity could be increased, in case system
performance would increase above the initial proposal network capacity.

• As in general for a tree-based network, the first network bottleneck will form on
to the highest level of the topology. In practice, with the proposed 100GE-based
spine, if the aggregated East-West throughput would excess 400 Gbps related
to compute leaf pairs, or if the storage leaf capacity would need to exceed 800
Gbps, the addition of new 100GE links would not remain practical.

• New 100GE links can be added to the existing two spine switches by deducting
the total amount of all possible leafs.

• Alternatively, the total East-West bandwidth can be further increased with
addition of new spine switches. This method scales better, as the amount of
possible leafs attached to each spine switch is not affected, whereas the total
network bandwidth towards each leaf increases.

• The last, most costly and complicated option, would be to invest into 400GE
switches (scale up). With 400GE becoming increasingly popular, this may
be a natural continuum within the following five to ten years, as the silicon
technology evolves and costs are coming down.

In fact, as there will always be a performance bottleneck in some part of the
system, the most effective performance risk mitigation method would be to adjust
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the overall system resource usage in the distributed system, if possible. General
examples of such adjustments are described in following, of which certain aspects
are on the system architecture roadmap.

• Remove the need for rare massive flows targeting the object storage simultane-
ously. This can be achieved by better utilization of the available time space by
moving data in smaller pieces more often instead of rarely occurring massive
floods.

• Other systems might face similar stress than the local data center object storage,
such as the system components available behind the external connections.
Potential issues could be faced for example in case considering sudden disaster
recovery scenarios, in case being planned to utilize the public cloud. There
will be multiple challenges in providing similar bandwidth capacity to public
cloud as comparing to the local data center. Another fact is the target storage
system in the public cloud may not meet the performance of the on-premises
equivalent as dedicated high-speed equipment are required, especially in case
of sudden flood of incoming requests. An enabler could be a change done in
the case system towards better efficiency on utilizing database deltas.

• Scale the object storage solution by both vertical and horizontal scaling. Ex-
amples are faster disks and memory, more sophisticated operation and perhaps
Kernel Bypass. Subject to the solution and its support for it.

In this section, we analyzed the throughput and traffic patterns in respect to the
proposal topology design. The key observation achieved is that the network is not
seen as the primary bottleneck in the overall architecture and it can scale together
with the target distributed system. Nevertheless, a key issue in the design of the
system is, that there may be dozens of parallel requests to the object storage from
compute nodes, into which the storage may not be able to respond as expected.
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7 Evaluation and Results
This section focuses into comparison and evaluation of the available topologies
targeted to serve as the underlying network infrastructure for the private cloud based
distributed system. The aim is to understand whether redesign of the network has
resulted in improvements related to the set criteria. We will also discuss the related
cost factors, given it has tight relation to the evaluation criteria.

The design process done in section 5 produced a network topology, which will
be referred to as the proposal topology. The second option, current topology has
been in use primarily serving the previous non-distributed architecture, but also has
enabled the development and pre-testing of the distributed architecture. Thus, we
have a reference point for the result of the design work.

First in Section 7.1 the topologies will be described from higher and technical
figures perspective, highlighting important factors that are not directly part of the
evaluation criteria, but does posses role defining roots for the architecture. In
Section 7.2 we will discuss each of the evaluation criteria regarding the topologies
for comparison. Later we will give a summary of the results and describe the most
meaningful observations in a concise format.

7.1 Topologies under evaluation
The topologies under evaluation are presented in Figures 28 and 29. Next we will
discuss the overall key differences by referring to the key figures presented in Table 3.

Both the candidates are tree-based Clos-topologies, with minor variations. The
variations can be seen as adjustments for better applicability to the target system
and it’s traffic patterns. Both topologies base on 100GE switch as the spine. The
leafs base on different access bandwidth to accommodate an opportunity for possibly
required performance upgrade. The total amount of servers refers to any type of
node, of which the most common type in the target system are compute nodes. The
are differences on server network access, placements of the servers in the topology,
the possibilities on the core network and external connectivity. The current network
may be possible to be transformed closer to the proposal topology, or the opposite.
In fact, we have covered most of the reasoning for individual decisions regarding
various aspects in previous sections, having produced a close variant of the current
topology. These will be summarized in the evaluation Section 7.2.

The placement of the servers in the topology is not an attribute of the topology
itself, but more of an optimization topic, which we have included to the comparison
table. This is important, as the aim of the study is to seek for a solution to a practical
problem, not specifically a theoretical comparison of data center topologies in general.
As analyzed in Section 5.2.3, the recommendation is to place the servers in to the
topology as homogenous segments. This is visible in both of the designs, how the
network has been populated. The main difference in the placements between the
designs is that in the proposal topology the object storage clusters are recommended
to be placed in to dedicated storage leafs. By this simple adjustment, a large portion
of total East-West traffic flows in the system can be optimized. Moreover, if the
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Table 3: Network topology comparison.
Aspect Current Topology Proposal Topology
Topology Two-tier Clos Two-tier Clos
Network fabric L2, Ethernet L2 or L2/L3 hybrid
Spine switch 32 * 100GE 32 * 100GE
Leaf switch 48 * 10GE + 6 * 40GE 24 * 25GE + 4 * 100GE
Server ports 4 * 10GE 2 * 25GE
Leaf switch up-
link bandwidth • 40 Gbps per link

• 2 * 40 Gbps total minimum
• 100 Gbps per link
• 2 * 100 Gbps total minimum

Total servers, s
per nm

2

(n − 2 − e)m
2 (n − 2)m

2 = 360

Servers per leaf
switch, in a re-
dundant pair of
leafs

• Planned min: 16
• Theoretical max: 24

• Planned min: 16
• Theoretical max: 24

Oversubscription
ratio • Planned min: 4:1

• Theoretical max: 6:1
• Planned min: 2:1
• Theoretical max: 3:1

Allocated
bandwidth per
server

• Planned min: 5 Gbps
• Theoretical max: 3,3 Gbps

• Planned min: 12,5 Gbps
• Theoretical max: 8,3 Gbps

m, ports on leafs
n, ports on spines
s, amount of servers
e, amount of external connections (when attached to spine, affects s)

system would include another type of servers, those should be placed under common
pair of leafs for controlling the possible congestion caused by the database commit
traffic (C4, C8, C9). The available segment would be the service leaf, containing the
remaining part of the needed distributed system components (Cluster Management,
Web Gateway) with a different traffic profile.

The reader should be informed about certain key aspects of the high-end com-
pute node infrastructure, setting it aside from a general cost-optimized computing
infrastructure. This has implications to the network design. At this point of the
analysis the cost factors must be taken into account as well for a meaningful discus-
sion. The proposed network port utilization is equal in both designs. It bases on
locating one leaf switch per cabinet, thus creating a pair of two cabinets that form
one redundant compute leaf pair. The motivation is to reach higher port utilization
and maintain risks that may be faced by treating a single cabinet as a one single
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physical fault domain. As considering the same network, in both designs there is a
planned minimum of eight compute nodes to be placed into each rack, being close
to the current maximum per cabinet in the target environment. The theoretical
maximum due to available switch ports is 12 servers per cabinet, thus a total of 24
nodes connected to each switch. The corresponding BOR values are presented in the
Table 3. With the proposed switch models the oversubscription ratio is kept close to
what high-bandwidth systems commonly require (ref. 3.4.2).

One of the primary reasons why 48-port 25GE compute leaf switch is not proposed,
is the increased cost, cabling complexity and restrictions on average maximum loads
per single co-location cabinet (ref to 5.2.1). The restriction per cabinet lies in the
maximum offered electricity being generally around 12kVA (kilo-volt-ampere), which
require cooling power that is on the far end of consumer co-location facilities. With
the current 3U and 4U high-end compute nodes the restrictions are reached with
the peak load of 12 nodes on average. In the end, the amount of servers per rack is
defined by the available energy related resources and the energy consumption per
server. Considering this, there should be a reservation for extra port capacity to
cover the targeted development potential regarding the rack density.

Having the previous in consideration, there is no clear reason for selecting switches
that would remain on half port-utilization or allocated for more than two racks leading
into complex cabling across multiple racks. Additionally, the cost of the switches
is remaining on equal level compared to current design and offering a better BOR
that can be reached by utilizing all the possible 100GE leaf uplink ports if necessary.
Whether this upgrade will be necessary as a factor of total required East-West
bandwidth, is complex to be estimated in advance and should be adjusted over
time per need basis. It is to be noted the BOR calculations have been conducted
by considering a scenario where each server is being allocated the full bandwidth
capacity as they are connected, ie. either a worth of two or four NIC ports depending
the topology.

The topologies proposed require a mechanism for moving the traffic in the network.
This aspect is listed in the table as the type of network fabric. By fabric we refer
to the DCN and it’s L2/L3 protocols forming a functional network, a fabric. The
literature used does target for large data centers, where L2 networks are not seen
as a good practice due to certain limitations related especially to the scale. In the
target case, L2 architecture is an appealing solution due to the simplicity and modest
total amount of the bare-metal servers. This in combination with isolated network
segments that decrease the broadcast domains sets L2 design into good position. In
fact, the previous case network has been fully Ethernet-based. On the other hand,
the L2 to L3 conversion must exist at some point of the network when moving from
an isolated segment to another, thus consideration for a hybrid or fully L3-based
routed network may be in feasible. This aspect is not in the key of our study, but
posses a certain limitation in regards the topology, which should be discussed. The
limitation in question is the amount of switches in a MC-LAG, which relates to
mechanisms how East-West bandwidth can be scaled on the highest topology layers
(ref. 3.4.3). This will be discussed in the upcoming evaluation for scalability.
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Figure 28: Current data center network topology.

Figure 29: Proposed data center network topology.

7.2 Evaluation
In this section we will evaluate the topologies by reflecting to the evaluation criteria
previously set in Section 5.1. A summary of the evaluation is provided in Section 7.3.

7.2.1 Bandwidth evaluation

The bandwidth related discussion is organized by moving from the access layer to
higher and finally assessing designs as a whole. The proposal topology bases on
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two server links rather than four. The reason relates to traffic patterns. If there
is a total bandwidth capacity of C per server, which has to be split into multiple
equal sized links, the layout has a consequence, since the remote commit flows (C4)
can only utilize a single NIC port (ref. 4.4.4). This dictates two portions of C

2 to
provide more bandwidth for the case system than four portions worth of C

4 . As
there is no standard for 20GE ports, the upgrade form 10GE is 25GE. This is the
first improvement favouring the new topology in regards of bandwidth. It is not
straightforward to compare the costs of 10GE and 25GE NICs and devices, as the
technology is developing rapidly and the performance requirements are continuously
increasing. It could be stated that the cost increase from previously used 4 * 10GE
to 2 * 25GE should be negligible in regards of the achieved upgrade. Moreover, as
discussed in the system limitations section, a 10GE port is a performance bottleneck
for the system in regards of the inter-compute node gRPC flows, but not for the S3
traffic to or from the object storage.

This requires an update on the leaf switches following the same pattern on cost.
On the other hand, with the 25GE server networking, the BOR is proposing to
increase due to the selection of the 24 port leaf. This would ensure more concurrent
available bandwidth for all the servers, as seen from the Table 3. The core switches
do not require an update compared to current.

Continuing the analysis to higher level, the core network leaf to spine bandwidth
does not have a direct topological difference between the candidates, but relates to
scalability via the selected network protocols. We will discuss this aspect in the next
section.

In summary, as the topologies are theoretically equal, the difference in band-
width roots from the decisions made regarding costs versus required performance.
Additionally in case the limitation in remote commit flows (C4) can be removed by
software development and if the traffic patterns of the system transform to base less
on one-time gigantic transfers, the time consumed for moving a whole database might
not be highly relevant for a direct business advantages anymore. It may well be
the current 10GE-based infrastructure will suffice for smaller application instances,
whereas the biggest instances and multi-node clusters would greatly benefit from the
25GE network access.

Looking from cost optimizations perspective, both of the 10GE and 25GE could
co-exist in the data center, but the achieved advantage would incur additional costs
related to more complex maintainability, as system operators need to take the different
segments of the network into account. Moreover, putting the costs into perspective,
a single leaf switch in both current and proposal topologies has a rather moderate
relative cost of c compared to a single compute server cost of 6c. Theoretically there
may be 12 servers per cabinet, thus one switch with a cost of c for 72c (12 ∗ 6c)
worth of servers, leading to a theoretically achievable ratio of 1,4 % for switch to
server costs. As such rack density might not be achieved, we can compare to current
density of eight servers per cabinet, being 48c. Thus, even with the low density as
the worst scenario regarding switch costs, they are are 2,1 % of the server costs.
The calculation does not include the minimum of two spine switches or firewalls,
which are needed in the data center irrespective to the amount of servers, as the
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data center must be scaled according to its full capacity in initial deployment. Given
the importance of network bandwidth as as contributor to the distributed system
performance, the one-time network costs can be seen to possess a rather high return
on investment compared to computing in the target system.

As comparing the topologies from the viewpoint of price to performance in regards
bandwidth allocated to the servers, it is clear from the Table 3, that the proposal
network provides a substantial update comparing to the current network with no
or minimal increase in leaf switch costs. The upgrade will directly impact on the
throughput for large database movements and thus possessing an business benefit in
regards to reduced transmit times and business logic transitions of the application
instances.

7.2.2 Scalability evaluation

To summarize the definition of the criteria, scalability refers to the aspect of how well
the network can support increased amount of servers (horizontal scaling) without
affecting the throughput of the system by decreased available bandwidth capacity
per node. Thus, if there is a demand for more uplinks to be added for more capacity,
that should be possible without affecting the system or architecture.

The architectural difference relates to the type of network fabric chosen for the
network. As discussed in the current L2-based network there can be only two spine
switches forming a single MC-LAG pair. On the other hand, the total available
bandwdith towards each leaf can be adjusted by adding more links. In L2 network
the added ports must be placed to the existing spines, which results in lower total
amount of other leaf connections and servers in the network. The difference favouring
the proposal network is that replacing the current Ethernet network with L3-based
technology, such as OSPF or BGP, the amount of spines is limited only by available
ports on each leaf. Thus, the East-West traffic scales better by adding more spines,
when the total maximum amount of server in the network does not change.

In regards of the total maximum amount of servers per the network, the topologies
itself do not have difference in theory. In practice there are differences, which relate
to the dedicated storage and border leaf. These should be seen as architectural
choices on how to populate servers to the network. Still, it is a requirement in the
long-term distributed architecture to spare a storage leaf for the object storage. This
will consume at least two ports on each spine. The usage of remaining ports is not
an issue related to the topology, but in regards of will the network grow such that all
the ports on spines are needed for server leafs. This will dictate whether it is more
feasible to add the border leaf to the design or not. Having the border leaf prevents
each new added fast speed connection to decrease the amount servers in the network.

7.2.3 Resilience evaluation

The primary difference between the topologies in resilience is the amount of ports on
the server NICs. Still, there are two NICs in both connecting to two access switches.
As the failure of individual ports is highly uncommon, the most probable causes are
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external to the hardware itself. Examples could be human-based error on configuring
individual ports or un-plugging cables unintentionally.

On the leaf and spine layers there are no real differences as both base on the set
redundancy requirement of 1+1 with all active devices and interconnecting links.
This is illustrated in the Figure 30. Each device in each pair may fail simultaneously
or alternatively any three links out of four redundant link pairs on the path from
server A to C or D can fail without loss of connectivity.

Figure 30: The resilience model with dual components.

One of the primary facts related to the resilience model is to provision enough
capacity so that the possible losses of single devices or links do not cause problem-
atic issues for the throughput degradation. In this regards, the proposal topology
outperforms the current topology as the BOR values are higher in general.

In the proposal topology’s case, there is the option to add new spines as discussed
previously, which could bring the resilience even higher. This has a direct static cost
increase for each such addition. From the experiences from the usage of the current
topology, the devices generally do not fail at least during the first three years of
their life time, unless put under abnormal load. Thus, human made configuration
errors or insufficient control of the environment are more likely causes for network
issues than any sort of network device failure. The achievable benefit in regards
to increased resilience is highly speculative regarding the addition of third or more
spines. The primary focus should be in increased capacity and ability to bring spines
down without a risk for business impact due to momentarily reduced bandwidth.
This may be relevant during the peak throughput times, whereas not during the
average expected load. With two spines each lost spine reduces the total East-West
bandwidth by 50 %, with three spines by 33 %. The difference itself is not significant
comparing to the small probability of a failure.

Furthermore, comparing to the target service availability, if the availability
target would be 99,99 % with 24/7/365 observation period, it would allow any two
redundant components to be failing simultaneous for a total of 4m 22s during each
month. Comparing to the realized values, investing more into resilience may be not
necessary. In case there is a need for a replacement device, a common service level is
four hours for a replacement to be delivered since reporting the issue.
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7.2.4 Maintainability evaluation

There are rather small differences between the topologies regarding maintainability
as both are similar variations of two-tier Clos networks. The minimum amount of
links and devices are the same, with the exception of the server access level being
comprised either of two or four links. Less links and cables naturally require less
labour in regards of all aspects of the maintainability, which may fall under broad
area of activities ranging from physical provisioning to configuration, documentation
and monitoring. On the other hand, this aspect is less important than provided
bandwidth and resilience. In fact, the proposal topology outperforms the current
topology in all of these aspects.

The primary focus related to maintainability regarding the proposal topologies
relates to the selection of switching or routing protocol for the architecture. Full
Ethernet-based network contains simply less configuration for both of the switches
and the servers. As simplicity can be seen as an asset, this factor may be notable.
On the other hand, the L2-based spine pair with MC-LAG does not provide as high
flexibility as three or more spines would posses in cases of needed software upgrades
and disaster testing, which require rebooting the device. This aspect may not rise to
high enough importance to overcome the other evaluation criteria, but is a viewpoint
to understand when selecting the network protocols for any new data center network
implementation.

7.2.5 External connectivity evaluation

The evaluation criteria was set for ensuring the multi-site high bandwidth intercon-
nections architecture and use cases of hybrid cloud. Additionally there may other
types of connectivity requirements introduced in future, where the availability of
high-speed ports may be a key differentiator. In spite of the nature of the criteria
lies in demand for both bandwidth and scalability, it will be discussed in this section
for clarity.

The external connectivity is one of the key differences between the candidates. It
relates on to how the external links are attached to the network, not to the type of
the topologies, as they both are two-tier Clos. The difference is visually apparent,
but as well as from the formula of total servers s per formula nm

2 . For the current
network the amount of links required for external connections are represented by
variable e. In the proposal topology, there is no variable e as the border leaf links
are statically included as two required links attached to the spine. With investment
to border leaf the maximum possible capacity of servers per network s simply grows.

The initial investment required for the border leaf switches will be returned
depending on the amount of external connections, e, requiring a bandwidth of 10
Gbps or higher. As e grows, there are primarily two possible costs related effects.
The maximum amount of leafs shrinks by bringing the upgrades of spines closer in
time when the site continues to grow. On the other hand, the update of spines may
be circumvented or replaced by introducing a completely new pod or another data
center. These scenarios depend on the available cabinet space in the location. The
addition of the border leaf to an existing network may be highly complex as the
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routing infrastructure has to be adopted and existing links must be brought migrated
with possible risks to business operations.

In summary, the border leaf is a requirement for the data center in case the
intend is to offer the highest possible amount of servers and there is any amount of
external connections needed. In other cases, the attachment of external connections
depending on the existence of border leaf is subject to the amount of servers and
connections. With the current topology, every new odd-number addition for a
new external connection deducts the amount of servers by 24. This is due since
odd-number amounts of links cannot be used for adding a new leaf-pair and the
corresponding 24 servers.

7.3 Results
The summary of the design evaluation discussed in the previous section is presented
in Table 4. Results state the design work produced a close variant of the old two-tier
Clos-topology. The proposed network design meets all the criteria. The current
network design has certain drawbacks, as discussed in previous section. The proposal
design contains enhancements and optimizations, which essentially focus into the key
aspects of the design requirements in regards the target system. These are preventing
bottlenecks, ensuring scalability, sustainable bandwidth oversubscription ratio and
landing point for external connections.

From more practical viewpoint there is no urgent reason for immediate replacement
of the current topology in existing sites. Target distributed system is not under risk
for performance degradation in regards of the network in immediate future, with
current architecture. Remedial upgrade towards proposal design is recommended as
well as to use proposal design for new sites, to ensure the future performance and
successful scaling of the data centers and the business.

7.4 Chapter summary
In this section we evaluated the proposed network design with comparison to the
current network design. The results were analyzed in regards the evaluation criteria
maintaining the applicability into practice by including the costs as an additional
viewpoint.

In summary, it was observed the network design won’t be the primary limiting
factor in the target distributed system architecture, with either of the design can-
didates. The object storage should be provided with non-blocking bandwidth, in
practice with a dedicated leaf. The compute nodes access may benefit of upgrade
to 25GE from current 10GE. These are not attributes of the topology design itself,
but optimizations and factors of selecting capable enough hardware. To prevent the
emergence of bottlenecks in future, mitigation methods were proposed in Section 6.4
in regards to the scaling and future performance requirements, both related to the
system and the network architecture.
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Table 4: Evaluation summary.
Aspect Current Network Design Proposal Network Design
Bandwidth Whether the criteria are met is sub-

ject to the number of servers per
rack and required throughput.
• Possible bottleneck points for

compute nodes regarding remote
commit (C4) flows

• Worse price-to-bandwidth ratio:
allocated server bandwidth 3,3 /
5 Gbps, ref. Table 3

• Leaf switch cost equal or max. 30
% less than for proposal design
(subject to vendors, pricing)

Better fulfillment of the criteria.
• Less / no bottlenecks for remote

commit flows (C4) on server ac-
cess

• Better bandwidth oversubscrip-
tion ratio

• Better price-to-bandwidth ratio:
allocated server bandwidth 8,3 /
12,5 Gbps, ref. Table 3

• Leaf switch to server cost ratio
1,4 - 2 %.

Scalability Does not fully meet the criteria
• MC-LAG (L2) based spine pre-

vents the addition of new spine
switches for increased East-West
bandwidth

• Addition of links to existing
spines decreases total possible
amount of servers

Meets the criteria
• May support more servers if net-

work fully populated
• L3-based protocol can be selected,

supporting addition of multiple
new spines for increased East-
West bandwidth

Resilience Meets the criteria. Very minor dif-
ferences
• Access network resilience higher,

due to greater amount of ports.
Difference is negligible, as
amount of NICs and access
switches is still the same

• Does not support addition of
spines, thus less mechanisms for
increasing resilience and available
bandwidth during device failures
or maintenance

Meets the criteria. Very minor dif-
ferences.
• New spines can be added, to in-

crease the degraded state band-
width from -50 % to -33 %, when
one spine out of two versus one
out of three is unavailable

Maintainability Meets the criteria
• Coexistence of 10GE and 25GE

segments is operationally com-
plex

• L2-network contains less config-
uration, but failure domains are
considerably larger (resilience)

Meets the criteria
• Less links and cables require less

labour in total lifecycle
• L3-network requires a network

redesign and adaptation from
server teams, thus labour cost

External
Connectivity

Does not fully meet the criteria
• Requires a new spine port for

each new link, scales only by
deducting possible amount of
servers, S

Meets the criteria
• Scales well, new external connec-

tions can be added without affect
to the network

• Requires initial investment and
commitment/knowledge in ad-
vance for the external link use
cases and required bandwidth
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8 Conclusions
In this thesis, we had the aim to find an improved network topology design for
a private cloud-based distributed computing system. Therefore, we studied the
target distributed system in order to identify the requirements to be set for the
network. The primary part of the thesis was the design of the network based on
a structured approach, which produced a proposal topology design challenging the
current network. Finally, we conducted bottleneck analysis for understanding the
performance capabilities and evaluated the network designs by comparison from the
viewpoint of the set evaluation criteria.

The results dictate the proposal design produced in the study has multiple benefits
comparing to the current network. On the other hand, in the context of this thesis
and the results, declaring the current network as insufficient is not justified. The
primary reason is the unknown server bandwidth requirement that the platform
will face as the system moves into production on the full intended scale. Thus, a
scalable topology is crucially important to cover the possible increase in bandwidth.
The cost of the new network was identified to include a negligible increase. This
increase should be put into perspective comparing to the server-related costs, as the
performance increase may be crucial for the target system. Finally, the design and
evaluation highlighted the emerging bottleneck points which the system architects
can focus on in the future.

In addition to the primary objectives, we have constructed a framework for the
performance, scalability and other evaluation factors, that will remain applicable to
the target distributed system, as it will remain to be operating with the described
architecture in the private cloud. This may be valuable for the case company.

Certain key findings and issues were identified regarding the case distributed
system and the implications were analyzed in addition to proposing methods for
mitigating them. These issues should be noted as part of the future system and
network design, even during the network component selections on the server level.

In general, we have confirmed the tree-based topologies to suit well in data center
use cases with high amounts of East-West bandwidth. In the target case, two-tier
Clos suits well to the needs and provides options for further scaling by multiplications
of the pods, although the case the system is of different size in the data center scale
than the literature review material focuses on. The limitations related to the study
and possible further work are discussed next.

The study is based on theoretical knowledge and existing target system perfor-
mance figures from an example cluster for conducting the design and evaluation. The
methodology used in the study included certain limitations as the simulation of the
target system in a format reflecting the reality was not seen to be feasible and on
the other hand to not necessarily be able to reach the aggregated throughput levels
in question. For more thorough analysis a dedicated test infrastructure should be
set up for observing the performance with modifications to the infrastructure and
the network. Nevertheless, to test multiple topologies and fine-tune the network, the
starting point is to gather the needed requirements to base the selection of candidates
to be evaluated for. This would still be done with a similar approach as used in the
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study.
An alternative option is to continue on the roll-out of the system without further

testing. The testing should focus on the performance and other factors related to the
Distributed Object Storage. A secondary important aspect from the case company
perspective is to examine the causes and number of concurrent storage flows in
each compute rack to understand the bottleneck situation with the current network
infrastructure. Irrespective of the network, there may be other mechanisms available
for increased throughput performance per each server, that the target system could
benefit from.

The study may be continued by extending the analysis and design to the network
design factors that were not part of the scope of the study. Most of the interest
points to analyzing the feasibility and benefits of a fully routed core network in the
leaf-spine topology. The routing analysis may be complimented with more thorough
observations regarding multipathing techniques. Furthermore, the scope could be
extended to include multi-dc scenarios, for both academic interests and from the
case company’s perspective.
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