
Master’s Programme in Advanced Energy Solutions

An Investigation on Using the Volume of
Fluid Method to Study the Bubble Sweep-
down Phenomenon in Marine Context

Roni Aarnikoivu

School of Engineering
Thesis submitted for examination for the degree of Master of
Science in Technology
Espoo 22.01.2021

Thesis supervisor:
Professor Ville Vuorinen

Thesis advisor:
Ville Viitanen, M.Sc. (Tech.)

MASTER’S
THESIS



Abstract
Aalto University, P.O. Box 11000, FI-00076 Aalto www.aalto.fi

Author
Roni Aarnikoivu

Title
An investigation on using the volume of fluid method to study the bubble
sweep-down phenomenon in marine context

School School of Engineering

Master’s programme Advanced Energy Solutions

Major Sustainable Energy Conversion Processes Code ENG3069

Supervisor Professor Ville Vuorinen

Advisor Ville Viitanen, M.Sc.

Level Master’s thesis Date 22 Jan 2021 Pages 10+110 Language English

Abstract

The bubble sweep-down phenomenon is relevant to oceanographic research ves-
sels because bubbles travelling under a ship’s hull can degrade the performance
of sonar mapping systems. The problem, however, remains experimentally unex-
plored due to cost issues at full-scale and scalability issues at model-scale. As a
result, there is growing interest in the use of computational fluid dynamics (CFD) as
a tool to bypass these issues. Although various CFD methods can be used, in this
thesis only the Volume of Fluid (VOF) method was investigated. Specifically, the
suitability of the VOF method was evaluated in terms of how well it captured the
events leading up to the bubble sweep-down phenomenon.

All investigations were carried out using OpenFOAM-7. Various techniques in-
cluding algebraic and geometric phase-advection methods, adaptive mesh refine-
ment (AMR), different time stepping methods and algorithmic manipulations were
explored both theoretically and in application. It was recognised that ship-bow
generated plunging type breaking waves are the primary mechanism driving the
bubble sweep-down phenomenon. Therefore, two reference cases involving such
waves and with direct relevance to ship applications were used to carry out numer-
ical validations. The bulk of these were done in two-dimensions, which allowed
relatively efficient testing of the different numerical techniques. The findings were
then leveraged in subsequent three-dimensional studies.

The two-dimensional results showed that the VOF method was capable of pro-
ducing a plunging wave with air entrainment. It was found that the algebraic
phase-advection technique performed better than its geometric counterpart and
that both adaptive time stepping and mesh refinement could be used to reduce the
computational effort without compromising accuracy. These findings, however, did
not translate well to three dimensions, where it was found that the VOF method
failed to accurately capture the breaking wave and, therefore, its associated events
as well. Hence, further work is required to establish the propriety of the VOF
method as a tool to replicate the bubble sweep-down phenomenon.

Keywords CFD, VOF, OpenFOAM, Bubble sweep-down, Phase-advection, Adaptive
mesh refinement, PIMPLE, PISO, SIMPLE, MULES, isoAdvector
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Tiivistelmä

Laivan keulan tuottaman rikkoutuvan aallon seurauksena veteen muodostuu il-
makuplia, jotka häiritsevät rungon alle kulkeutuessaan tutkimuslaivoissa käytet-
tävien mittauslaitteiden toimintaa. Laivan operatiivisen tehokkuuden kannalta il-
makuplien aiheuttama ongelma on hyvin keskeinen, mutta vähän tutkittu. Tämä
johtuu tutkimisen monimutkaisuudesta ja kalleudesta täysimittakaavassa sekä
skaalautuvuusongelmista mallimittakaavassa. Numeerinen virtauslaskenta (CFD)
voi tarjota mahdollisesti nopean ja kustannustehokkaan ratkaisun edellä mainittui-
hin haasteisiin. Ongelman ratkaisemiseksi on tarjolla useita erilaisia mallintamista-
poja joiden validoimiseksi vaaditaan korkealaatuista kokeellista lähdedataa.

Tässä työssä tarkasteltiin Volume of Fluid (VOF) menetelmän soveltuvuutta ongel-
maan. Työ keskittyi pääsääntöisesti rikkoutuvan aallon ja veteen ajautuvan ilman
numeeriseen mallintamiseen. Laskenta suoritettiin OpenFOAM-ohjelmistolla ja
testitapauksina käytettiin kahta yksinkertaistettua geometriaa. Yksi näistä oli kak-
siulotteinen ja toinen kolmiulotteinen. Työssä tarkasteltiin mm. algebrallisen ja ge-
ometrisen advektiomenetelmän, adaptiivisen hila-algoritmin sekä erilaisten aikain-
tegrointimenetelmien soveltuvuutta ongelmaan. Suurin osa simuloinneista suoritet-
tiin kaksiulotteiselle testitapaukselle, joka mahdollisti numeeristen menetelmien
suhteellisen nopean validoinnin. Saatuja tuloksia vertailtiin sekä keskenään että
kokeellisiin arvoihin ja havaintoja hyödynnettiin kolmiulotteisissa simuloinneissa.

Kaksiulotteisten tulosten perusteella VOF-menetelmällä pystyttiin tuottamaan
hyvinkin tarkka rikkoutuvan aallon mallinnus. Algebrallinen advektiomenetelmä suo-
riutui paremmin kuin geometrinen ja adaptiivisella hila- ja aikaintegrointimenetelmi-
llä pystyttiin vähentämään simulaatioaikaa tulosten tarkkuutta vaarantamatta. Vas-
taavia tuloksia ei kuitenkaan nähty kolmiulotteisissa validoinneissa. Näissä tapauk-
sissa ilmaa ajautui veteen liian vähän, jonka surauksena rikkoutuvan aallon
mallinnus ei toiminut oikein. Hilan tihentäminen adaptiivisella menetelmällä ei
myöskään parantanut tuloksia. Lisävalidointeja tarvitaan VOF mallinnustavan sovel-
tuvuuden määrittämiseen ja työn lopussa annetaan ehdotuksia jatkotyötä varten.

Avainsanat CFD, VOF, OpenFOAM, Bubble sweep-down, Phase-advection, Adaptive
mesh refinement, PIMPLE, PISO, SIMPLE, MULES, isoAdvector
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1. Introduction

This chapter provides an overview of the bubble sweep-down phenomenon, the prob-

lems it causes for oceanographic research vessels, how it is currently being addressed

and how it can potentially be addressed in the future. In Section 1.1, the problem, a

brief background of the primary mechanisms causing it and the implications of current

practices to reduce its adverse effects are presented. This is followed by a discussion

in Section 1.2 about the scalability issues that make it difficult, if not impossible, to

reproduce the problem experimentally. In Section 1.3, alternative computational ap-

proaches are introduced. Here, four distinct modelling approaches are discussed with

particular focus on the current state-of-the-art Eulerian-Eulerian approach. The thesis

approach and objectives are then presented in Sections 1.4 and 1.5, respectively. The

objectives are justified based on the problem complexity, the intensities of the different

computational approaches as well as the availability of solvers in OpenFOAM-7. Finally,

in Section 1.6, an outline of the thesis paper is provided.

1.1 Background

Oceanographic research vessels (ORVs) are ships equipped with highly sophisticated

sonar mapping systems designed to scan the oceans for a variety of different rea-

sons. These include, among others, seismic and hydrographic surveys, oceanographic,

polar and fishery related research as well as natural resource exploration. The quality

of the research carried out by these vessels is highly dependent on the location of

the sonar systems as well as the form of the ship’s hull. Indeed, both must be opti-

mised to reduce any external interference and, to this end, the sonar systems are

typically located in the bottom keel region of the hull (Palaniappan and Subramanian

2017). However, even so, the system readings are often degraded by ingested air

bubbles that pass over or near the transducer arrays in what is known as the bubble

sweep-down phenomenon (Rolland and Clark 2010). These bubbles pre-exist in the

background ocean and can also be formed in the vicinity of the ship. The pre-existent

background bubbles arise due to natural interaction between the surface wind and

waves and are typically suspended in a thin layer near the ocean surface (Karafiath

et al. 2001). Bubbles in the vicinity of the ship are formed due to interaction between

the air and the ship’s hull as well as cavitation or ventilation effects due to submerged

appendages and/or the rotor (Waniewski 1999). Regarding air-hull interaction, bubbles

are entrained by breaking waves at the ship’s bow and shoulders as well as along the

highly turbulent contact line and stern region. These breaking waves, which are either

of spilling or plunging type, have been shown to arise from the pressure field around
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Introduction

the ship’s hull (Raven 2010). Spilling breakers are characterised by a turbulent crest

that slides down the elevated wave face, whilst plunging breakers are characterised

by an overturning jet that violently impacts the incoming flow. Plunging breakers have

been shown to entrain air at a greater intensity than their spilling counterparts.

The intensity of air entrainment depends on a multitude of different factors. These

include, among others, oceanic conditions, wind and ship speeds as well as ship

motions (Rolland and Clark 2010). The resulting bubble sizes can also vary from

micrometres to millimetres. In fact, it has been observed that the plunging event leads

to the formation of smaller bubbles, whilst the disintegration of the encapsulated air

cavity by the overturning jet leads to the formation of larger bubbles (Deane and Stokes

2002). In either case, the impacting energy of the plunging event can force the bubbles

to depths that risk them travelling aft and under the ship’s hull. This is particularly

problematic for ORVs because when these bubbles pass over sonar transducers,

they effectively act to decouple acoustic signals and serve as sources of undesired

broadband noise (Rolland and Clark 2010). This, in turn, can lead to the undetection

or even false detection of underwater material and, therefore, degradation of the ships

productivity as illustrated in Figure 1.1.

Figure 1.1. The top left image depicts the location of an externally mounted sonar

system. The bottom left image illustrates the bubble sweep-down phenomenon. The

bottom right sonar image shows an undisturbed signal, where the red line is the

seabed. The top right signal is disturbed by the bubble sweep-down phenomenon

and fails to capture the seabed. Sources: Palaniappan and Subramanian (2017) and

Delacroix et al. (2016).

2
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To reduce the adverse effects of the bubble sweep-down phenomenon, it is common

practice to reduce the ship’s speed. This scales down the pitching motion and reduces

the intensity of hull induced breaking waves, which, in turn, reduces the amount of

entrained air (Palaniappan and Subramanian 2017). Slower speeds, however, lead to

slower surveying and higher fuel costs and, therefore, compromised operational pro-

ductivity. To address this, various hull-form related solutions have been devised. These

include bubble diverting fences and fins, extruded gondolas, different types of fairings

as well as U-shaped forebodies (Rolland and Clark 2010). Some of these are illustrated

in Figure 1.2. Although these can be effective in reducing sonar degradation, they also

typically induce a penalty in the form of increased drag or appendage cavitation. If the

hull has been poorly designed, the increased cavitation can even further exacerbate

the problem.

Figure 1.2. In the top and bottom left images, the hull is mounted with fins and a

fence. The image on the right shows a gondola. Source: Rolland and Clark (2010).

1.2 Scalability

Due to the issues caused by the bubble sweep-down phenomenon, it is increas-

ingly common to incorporate it already into the early stages of the ship’s design

process. This, however, is an extremely difficult, if not impossible, task to accomplish

experimentally because to maintain low costs, experimental work must be done at

model scale. For model scale measurements to accurately represent the behaviour of

full scale ships, three separate similarity criteria must be fulfilled simultaneously. These

are the Reynolds number Re, the Froude number Fr and the Weber number We

(Larsson and Raven 2010).
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Re =
UrefL

ν
Fr =

Uref√
gL

We =
ρU2

refL

σ
(1.1)

Re represents the ratio of inertial to viscous forces. Uref and L are a reference speed

and length, respectively. They are typically taken to be the ship’s forward speed and

length parallel to the waterline. The kinematic viscosity of water is denoted by ν. For

viscous effects to be modelled accurately, Re should be the same at both model and

full scale. Fr represents the ratio of inertial to gravitational forces. The gravitational ac-

celeration is denoted by g. For the effects of gravity on any free surfaces or submerged

interfaces to be modelled accurately, Fr should be the same at both scales. Finally,

We is the ratio of inertial forces to the surface tension σ. The density of water is

denoted by ρ. To correctly scale the effects of surface tension on breaking waves and

the formation of spray and bubbles, We should the same at both scales. Inspection

of these equations reveals that to achieve Re similarity, Uref at model scale must be

increased to accommodate for a lower L. This also goes for We similarity, though the

increase in Uref is not likely to be the same. Fr similarity, on the other hand, requires

a decrease in Uref . Ultimately, this means that, at model scale, it is impossible to

simultaneously satisfy all three similarity criteria and, as a result, it is necessary to

prioritise one over the others (Larsson and Raven 2010).

Prioritisation, however, imposes a serious problem for the bubble sweep-down phe-

nomenon because the formation and trajectories of the bubbles depend on all three

criteria. What is more, ship model experiments such as those associated with resis-

tance and propulsion are typically carried out assuming Fr similarity. This means that

the effects of gravity on the free surface are modelled correctly, but not the effects of

viscosity nor surface tension. To maintain Fr similarity, the velocity at model scale

must decrease by some proportion to account for the smaller characteristic model

length. This means that both the Re and We will reduce and, consequently, the relative

strength of viscosity and surface tension compared to inertial forces grows. Hence, de-

spite the surface waves being scaled correctly, they will also have lower amplitudes and

less energy (Delacroix et al. 2016). This leads to reduced air entrainment and possibly a

plunging event not forming altogether. Furthermore, the size distribution of the bubbles

formed by a plunging breaker depends on the flow inertia, shear stresses and surface

tension. Under Fr similarity, the shear stresses are insufficient to produce the smallest

microscopic bubbles with the lowest rise velocities (Park et al. 2017). These are also

the bubbles that pose the highest risk of travelling aft and under the ship’s hull, which

means that they should be included for any accurate studies into the bubble sweep-

down phenomenon. Also, the salinity of the water can play a significant role. Kracht
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and Finch (2009), for example, showed that salt added to fresh water increased the

frequency of bubble breakups and reduced their tendency to coalesce. Cartmill and Su

(1993) similarly found that the bubble number densities produced by breaking waves in

salt water were significantly higher than those produced in fresh water.

All of this means that to accurately predict the bubble sweep-down phenomenon,

experimental measurements should be done at full-scale and in salt water. Based on

available literature, only one such attempt has been made (see Johansen et al. 2010). In

this experiment, gas volume fraction, bubble velocity, chord length and size distribution

measurements were made around a full scale vessel under variable sea conditions. But,

unfortunately these measurements were primarily concerned with the effects of air

entrainment on the ship’s trailing bubbly wake and no data was recorded for bubbles

travelling under the ship’s hull. More recently, Delacroix et al. (2016) and Mallat et

al. (2018) attempted to characterise the bubble sweep-down problem for a relatively

large ship model. However, due to issues of scale, the bubbles never travelled under

the ship’s hull. Due to these experimental difficulties, it is, therefore, no surprise that

cheaper computational approaches have gained interest over the past 20 years or so.

1.3 Computational Approaches

The use of computational fluid dynamics (CFD) has gained interest as a tool to go

alongside experimental design work. CFD simulations, unlike experiments, are not

limited by scale and allow studying virtually any flow features cost-effectively and in

great detail. For the bubble sweep-down phenomenon, this means that CFD can poten-

tially be used to overcome the similarity constraints and gain insight into full scale flow

behaviour without having to perform expensive full scale measurements. This, however,

depends on the quality of the simulations as well the suitability of the approach.

Viscous CFD approaches are based on the numerical solution of the Navier-Stokes

equations. Before considering these, it is necessary to review some of the underlying

physics. To this end, it must be appreciated that the phenomenon concerns a flow with

two continuous phases and one dispersed phase. The two continuous phases, air and

water, are separated by a sharp free surface, whilst the dispersed phase is composed

of air bubbles immersed in the continuous water phase. The dispersed phase emerges

from the interaction between the continuous air and water phases through, for example,

ship bow generated plunging breakers as shown in Figure 1.3.
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Figure 1.3. A plunging event with air entrainment. Source: Delacroix et al. (2016).

The bubbles in the dispersed phase involve some very complicated physics. Not only

do they interact with each other, but also with the continuous water phase. Transfer of

momentum between the phases and adjacent bubbles can take place due to a variety

of different forces. These include drag, turbulent dispersion, virtual mass, lift, wall and

history/Basset forces (Carrica et al. 1999, Magnaudet 1997). The bubbles can also

breakup due to various mechanisms, which include viscous shear, buoyancy induced

velocity differences, turbulent fluctuations, wake entrainment and capture by turbulent

eddies. Collisions can lead to coalescence, in which case two or more bubbles merge

to form bigger bubbles. Over time, mass transfer between the phases can also lead

to bubble dissolution. Since all of these mechanisms have an underlying effect on

the bubble trajectories, they should all be accounted for when numerically modelling

the bubble sweep-down phenomenon. This, however, is not a very straightforward

task, which explains why current industrial CFD practice is to approximate the bubble

paths simply by tracing streamlines from the bow of the ship as shown in Figure

1.4. (Palaniappan and Subramanian 2017). Although, this is seen as a reasonably

good engineering approximation, it is also a severe simplification. More robust results

demand a better modelling strategy.

Figure 1.4. Streamline tracing. Source: Palaniappan and Subramanian (2017).
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From an engineering point of view, there are essentially four ways in which the bubble

sweep-down phenomenon can be modelled. The first one, as mentioned above, is the

approximation of the bubble paths by the continuous water phase streamlines. The

second one is an immiscible approach, in which both the air and water phases are

modelled through a single set of momentum and continuity equations in the Eulerian

framework. The third one is an Eulerian-Eulerian approach where separate conserva-

tion equations are used for both phases in the Eulerian framework. The fourth one is an

Eulerian-Lagrangian approach where the continuous phase is treated in the Eulerian

framework, whilst the dispersed phase is separately tracked in a Lagrangian manner

(Castro 2011). In the first two approaches it is not possible to implement interphase

momentum transfer nor bubble-bubble interactions, whilst in the latter two it is. The

Eulerian-Eulerian approach is preferred over the Eulerian-Lagrangian approach be-

cause it does not require individual tracking of every bubble in the system nor multiple

simulation runs to collect statistical information. Rather, the bubble characteristics

are described in terms of mean quantities and other flow variables calculated directly

during the simulation runs (Castro 2011). As a result, the Eulerian-Eulerian approach

is much less intensive than the Eulerian-Lagrangian approach, but also more intensive

than the first two approaches.

The current state-of-the-art Eulerian-Eulerian approach is based on the solution of a

statistical bubble number density distribution function. The evolution of this function

in space and time is described by a conservation equation known as the Boltzmann

transport or population balance equation (PBE). In a so-called multigroup approach,

this equation is solved individually for a predefined number of bubble size groups. A

bubble is assumed to belong to size group mg if its mass falls in the range mg−1/2

to mg+1/2. The solution of the PBE for each group then yields a number density at

every point in space and time, from which other quantities such as the void fraction

and mass densities can be derived. The effects of breakup, coalescence, dissolution

and entrainment are captured through sub-grid models and included as source terms

in each equation. The breakup and coalescence sub-grid models are typically realised

through the use of a frequency kernel and probability distribution function. A thorough

review of these can be found from Liao and Lucas (2009) and (2010), respectively. The

air entrainment sub-grid model, on the other hand, is normally linked to the motion

and normal velocity of the free surface and dissolution is typically captured through

forced convection methods. The advection of each individual PBE in space and time is

facilitated by a respective group velocity u⃗g. These velocities are obtained through the

solution of individual momentum and phase-advection equations for each bubble size

group. The equations are derived through an ensemble averaging procedure applied to

7



Introduction

the full Navier-Stokes system. The effects of virtual mass, lift, drag, wall-induced shear

forces and others are covered by additional sub-grid models and included, in each

momentum equation, as interfacial momentum transfer terms. These terms guarantee

the conservation of momentum between the bubble groups and the continuous water

phase and also largely dictate the trajectories undertaken by the bubbles. Jump terms

are also included to ensure the conservation of momentum between the continuous

air and water phases separated by the sharp free surface. To date, this multigroup

approach (see Figure 1.5) is the most developed approach to the study of the bubble

sweep-down phenomenon. Although it is still under development and lacks full verifica-

tion, some promising results have been shown, for example, by Carrica et al. (1999),

Castro and Carrica (2013) and Moraga et al. (2008).

Figure 1.5. A simplified diagram of the state-of-the-art Eulerian-Eulerian approach.

1.4 The Approach Taken in the Current Project

The bubble sweep-down phenomenon can be decomposed into three consecutive

events. These include (1) the deformation of the free-surface and its interaction with

the continuous air phase, which leads to (2) the entrainment of air and its subsequent

disintegration into clouds of bubbles. These bubbles are then (3) swept aft and under

the ship’s hull, potentially interfering with sonar mapping systems. Plunging type

breaking waves are the primary mechanism driving this phenomenon. As already

mentioned, these waves are characterised by an air entraining jet, which upon impact

8



Introduction

leads to the formation of smaller bubbles. The intensity of the impact can cause

these bubbles (as well as pre-existent background bubbles) to penetrate deep under

water, thus forming a risk of them travelling under the ship’s hull. Most of the existing

computational and experimental studies into the phenomenon have, therefore, focused

on plunging breakers (see for example Waniewski 1999, Tavakolinejad 2010, Moraga

et al. 2005 and 2008, Delacroix et al. 2016 and Mallat et al. 2018) and, coincidentally,

no exception was made in the current thesis project. However, rather than using the

Eulerian-Eulerian approach and focusing on the entire phenomenon, the current project

made use of the immiscible approach and fixated on events (1) and (2); i.e. the efficient

and accurate modelling of the plunging event and its associated air entrainment. To

understand why this was the case, and before outlining the precise thesis objectives, it

is important to consider the following justifications.

Cost of the Eulerian-Eulerian approach

First, the state-of-the-art Eulerian-Eulerian approach relies on the accurate modelling of

the free surface, which can be achieved by using a considerably cheaper computational

approach. In the full Eulerian-Eulerian approach it is necessary to for solve seven

continuous phase variables and 4× ng dispersed phase variables per node per time

step (where ng refers to the number of discrete bubble mass groups). The continuous

phase variables include the velocity components uc, vc and wc, the pressure field pc, the

phase fraction field αc and, in the case of a Reynolds-averaged approach, the turbulent

variables kc and ωc or ϵc (these will be covered in the upcoming text). The dispersed

phase variables, on the other hand, include the velocities ug, vg, wg and group number

densities Ng (Castro 2011). In the immiscible approach it is only necessary to solve

for the continuous phase variables, from which the density and phase fraction fields

for both phases can be derived. For example, when using 10 bubble size groups for a

grid size of 100k nodes, the immiscible approach results in 4000k less equations to be

solved per time step, which naturally leads to a considerably smaller computational

effort. Hence, the plunging event and air entrainment should be modelled using the

immiscible approach whenever possible.

The challenges of free surface modelling

Second, regardless of which approach is used, the modelling of the free surface

and any submerged interfaces is not a straightforward task. These are typically very

sensitive to the choice of discretisation schemes, the size of the grid and time step

as well as the type of numerical advection being used (Larsen et al. 2018). Hence, a

thorough sensitivity study is in place to see how these parameters affect the accuracy

of the solution and the efficiency at which it is arrived at. Also, it is of interest to see how
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different efficiency improving methods affect the solution. These include different time

stepping methods, adaptive mesh refinement and algorithmic methods, all of which

must be applicable to the modelling of the plunging event itself before considering the

ensuing bubble trajectories.

An underdeveloped Eulerian-Eulerian solver in OpenFOAM-7

Third, all of the simulations in this project have been performed using OpenFOAM-7, a

version of OpenFOAM with a relatively underdeveloped Eulerian-Eulerian solver. This

solver, which is known as "multiphaseEulerFoam", does facilitate different drag models

and has been set up to accommodate non-constant diameter models based on breakup

and coalescence as well as daughter bubble size distributions. However, the default

version of the solver can only handle a constant diameter model and does not include a

built-in population balance method. Therefore, a working version of the state-of-the-art

Eulerian-Eulerian approach would largely have to be built from scratch, the doing

of which was considered beyond the scope of the current project. It should also be

mentioned that the available sub-grid models in OpenFOAM-7 are not up to date

either. For example, OpenFOAM-7 includes binary breakup models created by Lehr et

al. (2002) and Luo and Svendsen (1996), but since then Wang et al. (2003) and Zhao

and Ge (2007) have created updated models, which are considered to be improvements

to earlier models (Liao and Lucas 2009). The same goes for coalescence, where

OpenFOAM-7 includes models due to mechanisms such as buoyancy and viscous

shear, but not due to others such as wake entrainment and capture in turbulent

eddies. In this sense, multiphaseEulerFoam is largely incomplete.

Lack of experimental data in the public domain

Fourth, the bubble sweep-down phenomenon is experimentally premature, which

means that there is little to no public data against which to benchmark numerical

results. On the other hand, there are some experimental results associated with air

entrainment due to plunging breakers (see Tavakolinejad 2010, Waniewski 1999,

Ghosh et al. 2007 and Koo et al. 2012). Although these typically feature simplified

geometries, they are often numerically reproducible and produce remarkably similar

waves to those seen in real ship flows. They, however, tend to be confined to relatively

narrow ranges of Re and Fr numbers, which leaves open the issue of scalability.

1.5 Thesis Objectives

With these factors in mind, a complete and simultaneous investigation into all three

events associated with the bubble sweep-down phenomenon is difficult to justify. Rather,
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an engineering solution to the problem demands a thorough understanding of each

individual event and, where possible, the leveraging of computationally less intensive

approaches. Accordingly, the suitability of the immiscible approach to the problem

remains relatively unexplored, as does adaptive mesh refinement, different time inte-

gration and algorithmic methods. The objective of the current thesis was, therefore, to

address this gap and attempt to find solutions to the following questions.

1. Can an immiscible Volume of Fluid type approach be used to accurately resolve

an air entraining plunging breaker similar to real ship flows?

2. Can adaptive mesh refinement and different time integration methods be used

to improve the accuracy of the solution and the efficiency at which it is arrived at?

3. Can significantly larger time steps be sustained through algorithmic manipula-

tions without compromising accuracy?

If the plunging breaker and its associated air entrainment can be modelled correctly and

efficiently using these methods, then it is likely that the approach can, at the very least,

be used to obtain an initial condition for subsequent, more targeted, studies into the

bubble trajectories. Having said this, some consideration was nonetheless given to the

bubble trajectories in the current thesis project, but due to the lack of experimental data,

these were only relative comparisons between different computational techniques. Even

so, they do provide some valuable information about their comparative performance.

1.6 Thesis Outline

This thesis paper has been divided into six chapters, including the introduction. The

next two chapters, 2 and 3, are theory based and focus on the underlying fluid flow

equations, discretisation methods and algorithmic setups. Much of the discussion

in these chapters centres around factors that affect the stability of the solution and,

therefore, its efficiency. Chapter 4 examines different approaches that can potentially

be used to improve the solution efficiency. These include temporal, grid refinement

and algorithmic optimisation approaches. In Chapter 5, the underlying theory is put

into practice using two appropriate test cases. The bulk of the numerical validations

are performed for a two-dimensional case, the findings of which are then leveraged

in a more complicated three-dimensional case. Finally, in Chapter 6, conclusions are

drawn from the results and summarised. Based on these, suggestions for future work

are presented.
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2. Governing Two-phase Flow Equations

This chapter is concerned with the governing equations and methods used in the

immiscible two-phase modelling approach. In Sections 2.1 and 2.2, the volume of fluid

method, its associated phase advection equation and the interFoam solver are pre-

sented. The effects of the two-phase modelling approach on the momentum equation

are also considered. This is then followed by a discussion about turbulence and its

modelling in Section 2.3. Here, the effects of the Reynolds-averaging procedure and

wall treatment on the governing equations are covered. The two-equation k − ω SST

model is presented to show how the resulting turbulent system of equations can be

closed. Finally, in Section 2.4, different phase advection techniques are discussed. A

distinction is made between algebraic and geometric techniques, which then leads

to the presentation of the MULES and isoAdvector methods available in OpenFOAM-

7. This chapter serves as a foundation for the upcoming text. Throughout the paper,

references will be made to the fundamentals covered here.

2.1 The Volume of Fluid Method

The volume of fluid (VOF) method is a numerical approach used to capture an interface

between two or more fluids in multiphase flows. It is based on the idea of an indicator

function Ind(x⃗, t), which in the case of two-phase flows takes a value of one in fluid A

and zero in fluid B. It is constructed using the densities of the two fluids as shown below.

Ind(x⃗, t) =
ρ(x⃗, t)− ρB
ρA − ρB

(2.1)

The terms x⃗ and t represent some point in space and time, respectively. Due to singu-

larity, this function can be integrated over the volume of a computational cell to yield

the following expression for the volume fraction of fluid A within that cell (Deshpande et

al. 2012). This is illustrated in Figure 2.1.

αi(t) =
1

∆Vi

∫︂
∆Vi

Ind(x⃗, t) dV (2.2)

∆Vi is the volume of a cell with subscript i and, accordingly, αi refers to the volume

fraction of fluid A within that cell. Hence, cells completely immersed in fluid A will have
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a volume fraction equal to one, whilst those immersed in fluid B will have a volume

fraction equal to zero. Cells with volume fractions between one and zero contain an

interface as can be seen on the right-hand side of Figure 2.1.

Figure 2.1. The indicator function I = Ind integrated over a computational cell.

The indicator function can also be used to describe the density field at any point in

space and time according to the following equation (Deshpande et al. 2012).

ρ(x⃗, t) = ρAInd(x⃗, t) + ρB[1− Ind(x⃗, t)] (2.3)

Substitution of this equation into the incompressible continuity equation, ∇ · u⃗ = 0

where u⃗ is the velocity field, and integrating over the cell volume, whilst making use

of the volume fraction definition (Eqn. 2.2), leads to the so-called phase-advection

equation.

∂α

∂t
+∇ · (αu⃗) = 0 (2.4)

This equation states that the rate of change of the volume fraction of fluid A within a

cell is equal to the net advection of the volume fraction across its boundaries. It is the

fundamental equation solved in the VOF method.
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2.2 The interFoam Solver

OpenFOAM-7 includes a standard VOF-based solver called interFoam. This is a tran-

sient solver applicable to two incompressible and immiscible phases. As presented

below, it respectively solves a single set of continuity (Eqn. 2.5) and momentum

(Eqn. 2.6) equations for both phases, whilst capturing the density field and, thus, the

interface through the phase-advection equation (Eqn. 2.7).

∇ · u⃗ = 0 (2.5)

∂ρu⃗

∂t
+∇ · (ρu⃗u⃗) = −∇prgh − g⃗ · x⃗∇ρ+∇τ⃗ + σκ∇α (2.6)

∂α

∂t
+∇ · (αu⃗) = 0 (2.7)

In the momentum equation, prgh is a modified pressure term obtained by subtracting

the hydrostatic pressure ρg⃗ · x⃗ from the total pressure p (Deshpande et al. 2012). The

terms ∇prgh and g⃗ · x⃗∇ρ come from the gradient of the modified pressure term, which is

used to replace the gradient of the total pressure in the momentum equation. According

to Rusche (2002), this modification allows simpler treatment of interfacial density jumps

as well as easier specification of pressure boundary conditions. The term σκ∇α is a

volumetric surface tension force, where σ and κ are the surface tension and curvature,

respectively. It is the result of a continuum surface force (CSF) model introduced by

Brackbill et al. (1992) where the surface tension, rather than being a boundary condi-

tion, is expressed as a continuous volumetric force in the phase transition region. The

term τ⃗ is a viscous stress tensor, which for incompressible Newtonian fluids can be

expressed in terms of local strain rates as follows (Kundu and Cohen 2007).

τ⃗ = µ
[︁
∇u⃗+ (∇u⃗)T

]︁
(2.8)

Here, µ, the dynamic viscosity of the fluid, can be calculated according to Eqn. 2.3 by

replacing ρ with µ. By expanding Eqn. 2.8 and assuming constant viscosity, the final
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form of the incompressible momentum equation may then be written as follows.

∂ρu⃗

∂t
+∇ · (ρu⃗u⃗) = −∇p∗ − g⃗ · x⃗∇ρ+∇ · (µ∇u⃗) + σκ∇α (2.9)

2.3 Turbulence

In practice, most fluid flows are turbulent, which means that they exhibit highly unsteady

vortical features on a wide range of temporal and spatial scales. These features, which

arise due to the existence of velocity gradients in the mean flow, lead to a mixing effect,

whereby parcels of high- and low-momentum fluid are exchanged between different

fluid regions. Hence, the measurement of velocity over time at some point in space

would exhibit random fluctuations about some mean value as shown in Figure 2.2.

Figure 2.2. Turbulent eddies cause high- and low-momentum fluid parcels to mix,

which leads differing velocity fluctuations. Source: Versteeg and Malalasekera (2007).

Momentum exchange, by default, is a diffusive process between adjacent layers of

fluid. However, the fact that the turbulent eddies cause fluid parcels of different momen-

tum to swap locations in space, means that there is an additional source of momentum

exchange due to local convective effects. In essence, parcels of high-momentum

fluid are convected by turbulent eddies to regions of low-momentum fluid and vice

versa, which in turn leads to strong local velocity gradients and, therefore, strong local

diffusion. In the Reynolds-averaging procedure (discussed in the next subsection),

these local velocity gradients lead to the appearance of additional stress components

in the total stress tensor. These components are known as Reynolds stresses and

account for the effects of turbulent fluctuations on the momentum equations (Versteeg

and Malalasekera 2007).
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2.3.1 Turbulence Modelling

The effects of turbulence can be modelled using three distinct approaches. Namely,

Reynolds-averaging, large eddy simulation (LES) or direct numerical simulation (DNS).

LES and, particularly, DNS require considerable computational resources and are,

therefore, not commonly used in industrial applications. For this reason, only the

Reynolds-averaging procedure is discussed next.

In the Reynolds-averaging procedure, the effect of turbulent fluctuations on the mean

flow is examined through a decomposition approach, where each velocity component

and pressure is decomposed into a mean and fluctuating value. These are then substi-

tuted into the governing equations and time-averaged to yield the Reynolds-averaged

Navier-Stokes (RANS) equations. In this approach, all equations are evaluated using

the mean flow velocities. However, the momentum equations additionally feature a

contribution from the product of the fluctuating velocities as shown below.

∂ρŪ

∂t
+∇ · (ρŪŪ) +∇ · (ρu⃗

′
u⃗

′
) = −∇p∗ − g⃗ · x⃗∇ρ+∇ · (µ∇Ū) + σκ∇α (2.10)

Here, capitals letters depict mean values, whilst overbars represent time-averaged

values. The term ∇ · (ρu⃗
′
u⃗

′
) is the contribution from the fluctuating velocity compo-

nents. Physically, it represents the convection of momentum to or from some point

due to turbulent eddies and is, therefore, responsible for the Reynolds stresses in

the flow. The problem with this approach is that the Reynolds stresses introduce

six additional unknowns into the momentum equations, which means that additional

models are needed to close the system. In the RANS approach, these models are

devised based on the assumption that the Reynolds stresses are proportional to the

mean flow strain rates (Versteeg and Malalasekera 2007). The so-called Boussinesq

approximation is then used to relate the Reynolds stresses to the mean flow velocities

as follows.

ρu⃗
′
u⃗

′
= µt

[︂
∇u⃗+ (∇u⃗)T

]︂
− 2

3
ρkδij (2.11)

Here, µt is a turbulent viscosity, k is the turbulent kinetic energy per unit mass and δij
is the Kronecker delta operator, which ensures that the normal stresses are modelled

in the correct directions. The turbulent kinetic energy is defined as follows.
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k =
1

2
(u⃗

′
· u⃗

′
) (2.12)

Where u⃗
′
= (u

′
, v

′
, w

′
) is the turbulent velocity fluctuation vector. Using this approxi-

mation, the number of unknowns in the momentum equations is reduced from six to

two. However, it is still necessary to address k and µt. To this end, it is assumed that the

kinematic turbulent viscosity vt = µt/ρ can be expressed in terms of a turbulent length

scale and velocity scale. These can be calculated from conservation equations for the

turbulent kinetic energy k and its dissipation rate ϵ or specific dissipation rate ω. In this

way, the system is then closed with six equations for six unknowns. Models based on

this approach are known as two-equation models. Common examples include the k-ϵ,

k-ω and k-ω SST models.

2.3.2 The k-ω SST Model

The k-ω shear stress transport (SST) model is a two-equation RANS-based turbulence

model, in which conservation equations for k and ω are solved. These are then used

to compute the turbulent kinematic viscosity νt (from which µt is readily obtained) and,

accordingly, the Reynolds stresses. The k-ω SST model available in OpenFOAM-7 is a

variant of the original model created by Menter (1994). The incompressible conserva-

tion equations for k and ω as well as the expression for νt are presented below.

∂k

∂t
+ Uj

∂k

∂xj
= Pk − β∗kω +

∂

∂xj

[︂
(v + σkvt)

∂k

∂xj

]︂
(2.13)

∂ω

∂t
+ Uj

∂ω

∂xj
= aS2 − βω2 +

∂

∂xj

[︂
(v + σωvt)

∂ω

∂xj

]︂
+ 2(1− Fc1)σω2

1

ω

∂k

∂xi

∂ω

∂xi

(2.14)

νt =
a1k

max(a1ω, SFc2)
(2.15)

The meaning of each term in these equations is not covered here. The reader should

refer to Nilsson (2015) or the OpenFOAM user manual for a more in-depth descrip-

tion. However, what is important to note is that the k-ω SST model makes use of two

hyperbolic tangent blending functions, Fc1 and Fc2, where Fc2 is hidden in the expres-
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sion used to calculate vt. The purpose of the first blending function Fc1 is to manage

the form of the turbulence model depending on location in the computational domain. In

near wall regions, the blending function ensures that the k-ω model is used, whilst

in regions far away from the walls it ensures that the k-ϵ model is used. In this way,

the k-ω SST model is really a combination of the standard k-ϵ and k-ω models. The

reason for this blending is that the k-ω model has been shown to capture near wall

boundary layer effects better, whilst the k-ϵ model has been shown to be less sensitive

to inlet and free-stream turbulence quantities. The second blending function Fc2 is

used to improve the performance of the standard k-ω model by correcting its tendency

to over-predict wall shear stresses.

2.3.3 Turbulent Boundary Conditions

When using the k-ω SST model, the values of k and ω must be defined at all inlets. The

problem is that the turbulent flow conditions at these boundaries are often unknown

beforehand, which means that they must be estimated in some way. To this end, it

is customary to set the inlet turbulent kinetic energy as some fraction or intensity of

the mean flow kinetic energy. Likewise, it is customary to define the specific rate of

dissipation of the turbulent kinetic energy at the inlet in terms of some turbulent length

scale (Zikanov 2010). Denoting the intensity as I and length scale as l, the inlet k and

ω can then be estimated using the following equations.

k =
3

2
(I|Uref |)2 ω =

k0.5

C0.25
µ l

(2.16)

Here, Uref is a reference velocity, which is typically taken to be the inlet velocity. Cµ

is a calibration constant, which by default equals 0.09. Regarding I, a value of 1%

or less generally corresponds to low turbulence levels, whilst values greater than 5%

correspond to higher levels. Typical values used in ship applications range from 2 to

4% (Esquivel de Pablo 2014, Ásen 2014). The length scale l, on the other hand, is

typically taken as some fraction of a reference length. It can, for example, be 5% or

10% of the inlet height.

Regarding wall treatment, it should be recognised that the no-slip condition leads

to the formation of a boundary layer in which adjacent layers of fluid are slowed down

due to viscous diffusion. These viscous effects are strongest in the immediate vicinity

of the wall, where they effectively suppress all turbulent motions (Ferziger et al. 2020).

Inertial effects, which maintain turbulent motions, become more important with distance
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from the wall. This means that the velocity profile varies quite significantly within the

boundary layer. It has, however, been found that for a flat plate the profile obeys a

global scaling law, in which it is non-dimensionalised by a so-called friction velocity

uf to obtain u+. This is then plotted against a non-dimensional distance from the wall

y+ to reveal that the the profile is characterised by three distinct regions. Namely, the

viscous sublayer in which viscous effects dominate and u+ varies linearly, a logarithmic

layer in which inertial effects dominate and u+ varies logarithmically and a buffer layer

in which both effects are important. These regions are shown in Figure 2.3.

Figure 2.3. The different regions within a turbulent boundary layer. Source: Versteeg

and Malalasekera (2007)

The distinction between these flow regions is extremely important because accurate

solution of the momentum equations requires accurate prediction of the wall shear

stress. The computational grid can be refined to a level where the height of the first

cell at the wall is well within the viscous sublayer (y+ ≤ 1). In this case, the velocity

profile within the boundary layer should be accurately resolved. The problem with this

approach is that it can become unacceptably expensive for high Re three-dimensional

flows. This is because, in such cases, the extremely fine grid size required for y+ ≤ 1

at the wall would increase the total cell count massively. An alternative approach is

to ensure that the height of the first cell from the wall is within the logarithmic region

(30 < y+ < 300). Assuming that the production and dissipation of turbulent kinetic

energy are roughly equal (i.e. local equilibrium), and that the shear stress within the

first wall adjacent cell is constant and equal to the wall shear stress, it is then possible

to use so-called wall functions to bridge the gap between the viscous sublayer and

the logarithmic layer. In the RANS approach, there are three such wall functions. The

first one combines the logarithmic velocity profile with the friction velocity to yield the

following expression for the wall shear stress (Ferziger et al. 2020).
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τw = ρC1/4
µ κv

√
k

u⃗

ln(y+E)
(2.17)

In this equation, κv = 0.41 is the von Kármán constant andE is a roughness parameter,

which for smooth walls is equal to 9.8 (Versteeg and Malalasekera 2007). Integrating

Eqn. 2.17 over the wall surface area yields a force, which is required to solve the

discretised near wall momentum equations. The second and third wall functions are

needed to estimate cell-centred k and ω values for each wall adjacent cell. For these

cells the discretised conservation equations for k and ω are not solved, but rather

the estimated values feed into the solution of the equations for the cells second from

the wall. Since the discretisation procedure couples a cell to its neighbours, this will

naturally also affect cells further away from the wall. The values of k and ω for these

wall adjacent cells are estimated using the following equations (White 2006).

kCP =
uf

2√︁
Cµ

ωCP =
C

3/4
µ k

3/2
CP

κvyCP

(2.18)

Here, the term yCP refers to the height of the centre point of the first cell normal to

the wall. It should be emphasized that these wall function boundary conditions are

strictly valid only when the wall adjacent cell centre lies within the logarithmic region

of the boundary layer. Moreover, even if this is true, the conditions can be violated

by flow separation, recirculation and reattachment, which would significantly alter the

velocity profile (Ferziger et al. 2020). Thus, the wall function approach is not suitable

for all flow scenarios. This may also be the case for bow generated breaking waves,

which are characterised by the detachment of the wave from the hull surface. In the

region where this detachment occurs, it is possible that the velocity profile changes

quite significantly. In this case, it may be necessary to resolve the full boundary

layer. Nonetheless, wall functions should be used whenever possible because they

allow reducing the cell count substantially.

2.4 Phase Advection Techniques

The phase advection equation (Eqn. 2.7) can be solved using either algebraic or a

geometric methods. The geometric method relies on the explicit reconstruction and

advection of the interface using neighbouring cell data (Roenby et al. 2016). The

algebraic method attempts to capture the interface using either volume-averaged, poly-

nomial or hyperbolic tangent representations (Mirjalili et al. 2017). In general, algebraic
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methods are less restrictive and easier to implement, but tend to be more diffusive and,

therefore, less accurate than geometric methods. Their diffusive nature arises from

uniform volume fraction distributions within interfacial cells, which causes unphysical

spreading of the interface as shown on the left in Figure 2.4. Geometric methods avoid

this by using neighbouring cell phase fractions to locate interfacial cutting points along

cell vertices. The interface across the cell is then constructed by geometrically linking

these points. Linear linkage is typically used, which results in a piecewise linear repre-

sentation of the interface as shown on the right in Figure 2.4. This method preserves

sharpness, but at the expense of complexity, which depending on application, may or

may not increase the computational effort. It may, for example, be possible that the

higher accuracy of geometric methods allows for larger grid sizes and/or time steps,

thus making up for any increase in time due to complexity. Such conclusions were

drawn by Roenby et al. (2016) and Larsen et al. (2018) for relatively simple canonical

cases. Their findings suggest that, compared to algebraic methods, geometric methods

can operate on coarser grids with higher Courant numbers, whilst maintaining bubble

shapes and surface wave characteristics over several time periods. Though promising,

these findings may, however, not apply globablly.

The standard volume-averaged algebraic method available in interFoam is the Multidi-

mensional Universal Limited with Explicit Solution (MULES) method. It also supports a

more recently made geometric method known as isoAdvector. The isoAdvector method

was created to address the interfacial spreading of the MULES method by keeping the

interface sharp. It has been shown to achieve this, but in doing so has not addressed

other issues associated with spurious air phase velocities in the interfacial region

(Roenby et al. 2017). Thus, its capabilities still remain largely undefined.

Figure 2.4. Algebraic vs. Geometric phase advection techniques.
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2.4.1 The MULES Method

In the MULES method, an additional term is introduced to the right-hand side of the

original phase advection equation (Eqn. 2.7).

∂α

∂t
+∇ · (αu⃗) +∇ · [u⃗Cα(1− α)] = 0 (2.19)

This is an artificial compression term, which is used to reduce the spreading of the

interface. The compression is dictated by u⃗C , which is a relative velocity between the

phases projected in a direction normal to the interface. In practice, the MULES method

uses a flux corrected transport (FCT) technique, whereby the artificial compression

term is represented by a corrected volumetric flux composed of higher and lower order

solutions to Eqn. 2.7. Through the use of a limiter γM , this flux is triggered only in the

vicinity of the free surface, whilst being neglected elsewhere in the domain. The flux

may be represented as F = u⃗f · S⃗f where u⃗f and S⃗f are the cell face interpolated

velocity and face normal vector with a magnitude equal to the face area, respec-

tively. The discretised phase advection equation, using this flux notation, then takes the

form presented below. For simplicity, the time derivative has been left in differential form.

∂α

∂t
+

1

∆V

∑︂(︂
Ffαf,upwind + γM [Ffαf + Frfαrf (1− αrf )− Ffαf,upwind]

)︂
(2.20)

The summation is performed over all of the faces belonging to a cell with volume

∆V . This equation shows that far away from the interface (where γM = 0), a first

order upwind scheme is used to evaluate α at the cell faces and a user specified

scheme, which can be of higher order, is used to evaluate the volumetric flux at the

cell faces. Conversely, in the vicinity of the interface (where γM = 1), the Ffαf,upwind

terms cancel out and the phase advection is evaluated using a combination of user

specified (often higher order) schemes for Ff and αf and a relative face interpolated

compressive flux term. According to Desphande et al. (2012), the relative face interpo-

lated flux and phase fraction, as denoted by the subscript rf , are calculated using the

following equations.

Frf = min
(︂
Ca

|u⃗f · S⃗f |
|S⃗f |

,max
|u⃗f · S⃗f |
|S⃗f |

)︂
(n⃗f · S⃗f ) (2.21)
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αrf = αP +
αN − αP

2
[1− χ(F )(1− γλ)] (2.22)

In Eqn. 2.21, the min-operation is performed locally for each face within the interfacial

region, whilst the max-operation is performed globally over the entire computational

domain. The vector n⃗f is an interface normal unit vector calculated from the gradient of

the face interpolated phase fraction field. The fact that it is calculated from the gradient

ensures that the relative flux is always compressive and acts in a direction normal to

the interface. The strength of this compression can be manipulated by the weighting

factor Ca, which in interFoam is by default set to one, but which the user can also

change. In addition to Ca, interFoam also facilitates the use of additional weighting

factors Ca,i and Ca,s, which respectively account for isotropic and shear compression

contributions to the compressive flux. Unfortunately, there appears to be no formal

documentation regarding these factors, but inspection of interFoam’s source code

reveals some important aspects about them. Ultimately, both appear to change the

Ca|u⃗f · S⃗f | / |S⃗f | term in the min-function of Eqn. 2.21. The isotropic contribution leads

to the modification presented in Eqn. 2.23, whilst the shear contribution leads to that

presented in Eqn 2.24.

Ca
|u⃗f · S⃗f |
|S⃗f |

−→ Ca
|u⃗f · S⃗f |
|S⃗f |

− CaCa,i
|u⃗f · S⃗f |
|S⃗f |

+ CaCa,i|u⃗f | (2.23)

Ca
|u⃗f · S⃗f |
|S⃗f |

−→ Ca
|u⃗f · S⃗f |
|S⃗f |

+ Ca,s|∆x ·
1

2
(∇u⃗+∇u⃗T )f | (2.24)

In Eqn. 2.23, it can be seen that the last term is independent of the cell face area

S. Thus, the contribution of this term is the same for all of the cell faces belonging to

some cell for which the min-operation in Eqn. 2.21 is performed. Presumably, this is

also the reason why Ca,i is said to account for an isotropic contribution to the compres-

sive flux. The middle term involving both Ca and Ca,i appears to be a blending factor

between no isotropic compression and pure isotropic compression. This is because if

Ca,i = 0 and Ca = 1, then the last two terms cancel out, whilst if Ca,i = 1 and Ca = 0,

then the first two terms do. Any non-zero combination of these factors will blend both

contributions together. In Eqn. 2.24, the last term is the cell face-centre interpolated

strain rate tensor, which describes the instantaneous rate of change of deformation

of the fluid at that point. When the scalar product of this is taken with a distance ∆x

23



Governing Two-phase Flow Equations

(or ∆y or ∆z for that matter), which represents the distance between two cell centres,

the result can be understood as being the amount of metres by which the fluid at that

point deforms per second of travelled distance. This is closely related to the viscous

stress tensor in Eqn. 2.8, but has units of meters per second. It can, therefore, be

understood as a shearing contribution to the compressive flux term, which can be

weighted through the factor Ca,s. It should be noted that technically, for incompressible

flows, the shearing rate is obtained by multiplying the magnitude of the strain rate

tensor by
√
2 (Wallevik 2014). However, it seems that this step is effectively hidden in

the Ca,s term.

Going back to Eqn. 2.22, the term χ(F ) is a step-function, which takes a value of one

when F is positive and negative one when F is negative. The subscripts N and P refer

to the upwind and downwind neighbour cells of the face f , respectively. The term γλ is

another limiter, different from γM in Eqn. 2.20. It can take different forms depending

on the choice of discretisation schemes. As shown in Figure 2.5, the compressive flux

essentially counteracts the diffusion of the interface and brings it closer to the real free

surface. However, in doing so, it also tends to cause issues associated with spurious

velocities and instabilities in the interfacial region. Larsen et al. (2018) showed that

minimising these typically requires finding a diffusive balance through a combination of

different discretisation schemes and solver settings.

Figure 2.5. On the left, Ca is set to zero and the interface spreads over several

cells. On the right, Ca is non-zero and the compressive flux reduces the spreading.

The discretised phase advection equation is then solved alongside the continuity and

momentum equations. As will be discussed in Chapter 3, it is actually solved explicitly

before the iterative solution of the momentum equations. Using, for example, first-order

Euler time discretisation, the phase fraction at the next time step n+ 1 for some cell i

is obtained by solving the following equation.
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αn+1
i = αn

i −
∆t

∆V

∑︂(︂
Ffαf,upwind + γM [Ffαf + Frfαrf (1− αrf )− Ffαf,upwind]

)︂
(2.25)

Being a volumetric algebraic method, the MULES method is relatively low-cost and easy

to implement. Its main drawback is that it gives no information about the distribution

of the phase fraction within the cells. Instead, these are distributed uniformly, which

means that even with compression it is impossible to obtain a sharp interface between

the cells. Other methods are required for better accuracy.

2.4.2 The isoAdvector Method

The isoAdvector method relies on a geometrical reconstruction of the interface using

isosurface calculations. An isosurface is a surface composed of constant value points,

which in the context of two-phase flows divides the interfacial cells into two volumetric

regions occupied by different fluids. In the isoAdvector method, the phase fraction flux

within each cell is integrated in time and added together, after which the phase frac-

tion at the next time step is calculated using the following equation (Roenby et al. 2016).

αn+1
i = αn

i −
1

∆V

∑︂
j∈Ci

Sij

t+∆t∫︂
t

∫︂
j

I(x⃗, τ)u⃗(x⃗, τ)dS⃗dτ (2.26)

The summation is performed over all faces j belonging to cell Ci. The inner integral is

performed only for one face j at a time. The double integral is the total volume of fluid

A being transported across cell face j per time step. It can be written more concisely

as ∆Vj(t,∆t). The term Sij is an auxiliary factor used to ensure that the vector dS⃗

always points out of face j belonging to cell i. τ is a temporal integration variable. The

isoAdvector method begins by locating initial isosurfaces for each interfacial cell. The

aim is to construct an isosurface, denoted by f , for each cell such that it separates the

fluids according to the phase fraction calculated from the previous time step. In other

words, finding α(f) = αi(t). This requires interpolating cell-centred phase fractions to

all cell vertices and using these as reference points to locate where the isosurfaces cut

the cell edges. For an edge with vertices xA and xB and phase fractions fA and fB,

the cutting point is linearly interpolated using the following relation.

xcut = xA +
f − fA
fA − fB

(xA − xB) (2.27)
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This relation is subject to the condition that the isosurface satisfies the constraint

fA < f < fB. Of course, the isosurface f is unknown beforehand. However, by using

some initial guess for f and knowing the cell volume, it is possible to calculate the phase

fraction α(f), which can then be compared to the actual phase fraction αi(t). In practice,

this is done iteratively by setting some tolerance and using Newton’s root finding

algorithm to find a value α(f), which satisfies the criterion |α(f)−αi(t)| < tolerance. In

other words, the cutting points per cell edge are adjusted until this criterion is met. The

isosurfaces are then constructed by linearly linking the cutting points within each cell

(Roenby et al. 2016). A two-dimensional picture of this method is shown in Figure 2.6.

Figure 2.6. The cell-centred phase fraction is interpolated to the vertices A and

B, resulting in vertex fractions fA and fB. The isosurface cutting point xcut is then

calculated using Eqn. 2.26. After this, Newton’s root finding algorithm is used to adjust

the cutting points until the tolerance is satisfied. Finally, the interface is constructed by

linearly linking the cutting points.

With the isosurfaces defined, the next step is to estimate the fluid volume ∆Vj(t,∆t)

transported across the cell faces during a time step. This is done by locating the isosur-

face centres x⃗S and constructing unit normal vectors n⃗S that originate from these. The

cell-centred velocities are then linearly interpolated to the isosurface centres and

projected along the unit normal vectors such that U⃗S = U⃗ x⃗S
· n⃗S. As illustrated in

Figure 2.7, this velocity vector is then responsible for the motion of the isosurface. It is

assumed that the velocity is constant over the time step, which means that the time

step should be small enough to capture the evolution of the velocity field accurately.

In practice, the motion of the isosurface is approximated by calculating the time

taken for the isosurface to reach the cell vertices. This allows estimating the time

evolution of the submerged face area in terms of a polynomial equation integrated over

the time step in predefined subintervals. The summation of the submerged areas per

subinterval then gives the transported fluid volume ∆Vj(t,∆t). Finally, this is used to

advance the phase fractions in time according to Eqn. 2.26. For brevity, the equations
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associated with the submerged face area integration are not included here. The reader

should refer to Roenby et al. (2016) or Olsson (2017) for more details. The bottom line,

however, is that the isoAdvector method does not rely on volume-averaged surface

reconstruction. Rather, the interface is explicity reconstructed and advected per time

step, so as to avoid smearing of the interface. The isoAdvector method has been

shown to perform better than MULES in certain canonical cases. However, its use in

more complicated engineering applications remains relatively unexplored. Thus, a com-

parison between the MULES and isoAdvector methods in relation to bow-generated

plunging breakers and air entrainment is justifiable.

Figure 2.7. On the left, the velocity has been interpolated and projected along a unit

normal vector originating from the centre of the isosurface. The propagation of the

isosurface is shown on the right. Source: Roenby et al. (2016).
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This chapter begins by introducing the generic transport equation, the form of which is

representative of all governing fluid flow equations solved in CFD. In Section 3.2, this

equation is then used as an example to provide a high-level overview of the finite volume

discretisation method. In Section 3.3, considerable thought is given to the differences

between explicit and implicit temporal discretisation schemes and their applicability

to the bubble sweep-down problem. This is then followed by a short discussion in

Section 3.4 about the different methods that can be used to solve the matrix form of

generic transport equation. Here, the linearisation of the Navier-Stokes equations is

considered, which leads to Section 3.5 and an examination of the different iterative

solution algorithms available in OpenFOAM. The adaptation of these algorithms to

the interFoam solver is considered in Section 3.6. The chapter is then concluded by

a discussion on the most suitable algorithm for the bubble sweep-down problem and

how it should be operated to minimise computational effort without loss of accuracy.

3.1 The Generic Transport Equation

By introducing a generic variable ϕ, all governing fluid flow equations can be expressed

in the following common form (Versteeg and Malalasekera 2007).

∂ρϕ

∂t
+∇ · (ρϕu⃗) = ∇ · (Γ∇ϕ) +Qϕ (3.1)

This is known as the generic transport equation. It states that within a fluid element,

the rate of increase of ϕ plus the net outflow rate of ϕ is equal to the rate of increase of

ϕ due to diffusion plus the rate of increase of ϕ due to sources. Γ is a general diffusion

coefficient and Qϕ is the source term. The momentum equation (Eqn. 2.9) can be

expressed in this form by replacing ϕ with u⃗ and Γ with µ and hiding the pressure,

gravitational and surface tension terms in the source term. Likewise, the continuity

equation (Eqn. 2.5) can be expressed in this form by replacing ϕ with one and realising

that there are no source contributions. A Reynolds-averaged version of Eqn. 3.1 may

be written as well, but for simplicity is not included here. The generic transport equation

is used because it allows formulating the finite volume method in an efficient way.

28



Numerical Methods for Two-phase Flows

3.2 The Discretisation Procedure

In OpenFOAM, the governing fluid flow equations are discretised using the finite

volume method (FVM). This method is principally applied in the Eulerian reference

frame, in which case each term in the equation at hand is integrated over over a fixed

three-dimensional control volume representative of a computational cell. Transient

problems further require the integration of each term with respect to time over some

infinitesimal interval t to t+∆t. Applying this technique to the generic transport equa-

tion yields the following finite volume representation (Versteeg and Malalasekera 2007).

∫︂
∆t

∫︂
CV

∂ρϕ

∂t
dV dt+

∫︂
∆t

∫︂
CV

∇ · (ρϕu⃗)dV dt =
∫︂
∆t

∫︂
CV

∇ · (Γ∇ϕ)dV dt+
∫︂
∆t

∫︂
CV

QϕdV dt

(3.2)

The convective and diffusive terms featuring the divergence operator are converted

into surface integrals using Gauss’s divergence theorem. Physically, this means that

the volume integral of the property ϕ transported to or from the fluid element due to

convection and diffusion can be expressed as the sum of the respective face-normal

fluxes across the boundaries of the element. Using this logic, the equation above can

be casted into a more practical form as shown below.

∫︂
∆t

∫︂
CV

∂ρϕ

∂t
dV dt+

∫︂
∆t

∫︂
A

n⃗ · (ρϕu⃗)dAdt =
∫︂
∆t

∫︂
A

n⃗ · (Γ∇ϕ)dAdt+
∫︂
∆t

∫︂
CV

QϕdV dt

(3.3)

The term n⃗ represents a unit vector normal to the infinitesimal area dA over which the

surface integral is evaluated. Each term is approximated using an appropriate discreti-

sation technique. The convection and diffusion fluxes are written as discrete sums over

the element surfaces, the source term is linearised and a suitable scheme is used to

approximate the time derivative. This leads to the so-called semi-discretised generic

transport equation, which when using, for example, Euler implicit time discretisation

and assuming incompressible flow takes the following form (Rusche 2002).

∫︂
∆t

[︂
ρp
ϕn+1
p − ϕn

p

∆t
Vp +

∑︂
f

Fϕf

]︂
dt =

∫︂
∆t

[︂∑︂
f

Γf S⃗ · ∇fϕ+QIVpϕp +QEVp

]︂
dt (3.4)
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The subscripts p and f refer to the cell-centred and cell face-centred values of a vari-

able, respectively. The face-centred values are obtained using a suitable interpolation

scheme. The superscripts n + 1 and n refer to values at the next and current time

levels, respectively. The term F represents the mass flux S⃗ · (ρu⃗)f through a cell face

where S⃗ is a face-normal vector with a magnitude equal to the face area. QI and QE

are coefficients of the linearised source term. The reason why this equation is called

semi-discretised is because the temporal treatment of the terms is yet to be specified.

3.3 Implicit vs. Explicit Methods

In Eqn. 3.4, the Euler implicit scheme was used as an example to illustrate the temporal

discretisation of the transient term in the generic transport equation. All other terms

remain untreated in time. However, before considering these, it is necessary to

address the time integrals. A common approximation made in CFD is to assume that

the variation of all terms is negligible within a single time step (Rusche 2002). This

assumption is only valid if the time steps are infinitesimally small, but what it allows

doing is to essentially drop the time integrals out of Eqn. 3.4. This simplifies the system

considerably, leaving only the question of how to address the remaining integrands in

terms of their values at the previous and new time levels. This can be answered using

either explicit or implicit methods.

3.3.1 Explicit Methods

In explicit methods, ϕp at the new time level tn+1 can be calculated directly using known

values from the previous time step tn. Using the generic transport equation as an

example, this means that ϕn+1
p at the new time level can be calculated from known

cell-centred, face-centred and gradient values as follows.

ϕn+1
p = ϕn

p +
∆t

ρpVp

[︂∑︂
f

Γf S⃗ · ∇fϕ
n −

∑︂
f

Fϕn
f +QIVpϕ

n
p +QEVp

]︂
(3.5)

Due to this direct calculation, explicit methods do not require the simultaneous solution

of a large system of equations. Hence, they do not need much computer storage

and are relatively easy to implement. The compromise, however, is conditional stabil-

ity. Compared to implicit methods, explicit methods are subject to very stringent stability

limits, which for convection-diffusion problems are dictated by the so-called Courant,

Co, and Péclet, Pe, numbers. These numbers represent the time taken by informa-

tion to travel over a distance ∆x due to convection and diffusion, respectively. They
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appear in the discretised terms of the governing equations and can cause individual

coefficients to assume negative values. This can cause the solution to diverge.

Co =
U∆t

∆x
Pe =

Γ∆t

ρ(∆x)2
(3.6)

Von Neumann stability analysis can be used to determine the exact stability Co and Pe

limits for relatively simple explicit convection-diffusion problems. The situation, however,

becomes more difficult for the full Navier-Stokes equations. In this case, the limits

are often too challenging to prove and, consequently, the simpler convection-diffusion

limits are used as a reference (Zikanov 2010). To this end, a typical explicit stability

limit cited for convection dominated flows is Co < 1. Even though slightly higher values

may be tolerated, this implies that in practice the use of explicit methods is restricted to

very small time steps. Therefore, these methods are really only a viable choice when

accurate temporal resolution is of interest.

3.3.2 Implicit Methods

In implicit methods, ϕp at the new time level tn+1 is evaluated in terms of unknown

variables at the same time level tn+1. Applying this to the generic transport equation

yields the following expression.

ϕn+1
p = ϕn

p +
∆t

ρpVp

[︂∑︂
f

Γf S⃗ · ∇fϕ
n+1 −

∑︂
f

Fϕn+1
f +QIVpϕ

n+1
p +QEVp

]︂
(3.7)

As can be seen, the superscript n+ 1 now appears on both sides of the equation. This

means that it is impossible to compute ϕn+1
p directly and, consequently, it is necessary

to construct and solve a system of simultaneous equations during each time step

(Zikanov 2010). Hence, compared to explicit methods, implicit methods require consid-

erably more computer storage and are harder to implement. On the other hand, they

have superior stability characteristics. In fact, many implicit methods are unconditionally

stable and can, therefore, handle arbitrarily large time steps. This makes them an ideal

choice when studying steady or slow transient flows (Ferziger et al. 2020). It should,

however, be noted that the unconditional stability does not necessarily guarantee

solution convergence. This has to do with other constraints associated with the use of

large time steps in iterative algorithms. These will be touched upon later.
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3.3.3 Implicit or Explicit, Which Method to Use?

The question of using implicit or explicit methods needs to be evaluated from two

distinct viewpoints. First, it is necessary to consider the temporal characteristics of

breaking waves and the bubble sweep-down phenomenon and what kind of temporal

accuracy these demand. Second, it is necessary to consider the options offered by

OpenFOAM and, more specifically, those available in the interFoam solver.

The wave breaking and bubble sweep-down phenomenon is a highly stiff problem. This

means that it is characterised by a wide range of temporal scales, making it a very

difficult problem to address numerically. To illustrate this, Deane and Stokes (2002)

performed laboratory experiments where they investigated the formation and scale

dependence of bubbles generated by plunging breakers. They showed that the en-

tire wave breaking process took approximately two seconds, during which the wave

crest overturned, formed a jet, trapped an air cavity, plunged and formed a rebound-

ing splash. At the same time, bubbles ranging from roughly 100µm to 10mm were

formed due to various different mechanisms. Similar observations were also made at

sea. These findings, despite being specific to their experimental conditions, confirm

that the events leading up to the bubble sweep-down phenomenon simultaneously

feature smaller and larger scale events. This suggests that in order to numerically

resolve the relevant flow features, the time step should be chosen according to the

smaller scale events. Such conclusions play in the favour of explicit time discretisation

methods. However, from an engineering point of view, one needs to keep in mind that

a Co < 1 limitation is not necessarily feasible for larger three-dimensional systems

where potentially millions of equations need to be solver per time step. Thus, implicit

schemes should be used whenever possible, in which case it becomes a question of

how high the time step can be made without loss of accuracy. The risk for transient

simulations is that too high time steps may lead to the negligence of important transient

phenomena as well as excessively large truncation errors (Zikanov 2010). To reduce

these errors, first-order schemes should be ruled out and the maximum time step

should be limited based on some prior knowledge of the timescales associated with

the problem at hand. This can easily become a trial and error exercise.

Regarding OpenFOAM, the interFoam solver actually only allows the use of implicit

schemes. All time derivative terms can be discretised using either the first-order Eu-

ler implicit scheme (as was the case with the generic transport equation example),

the second-order Crank-Nicolson scheme or the second-order backward scheme. It

should, however, be noted that the phase fraction time derivative only supports the
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Euler implicit scheme when the phase-advection equation is solved using more than

one sub-cycle. Sub-cycling is briefly discussed in the upcoming text. In this thesis

project, the backward scheme was chosen over the Crank-Nicolson scheme. This was

based on the claim of it being less prone to oscillations at larger time steps (Ferziger et

al. 2020). Though, it should be noted that the Crank-Nicolson scheme is generally less

prone to issues associated with unboundedness and has a slightly lower truncation

error (Jasak 1996).

3.4 Solution Methods in OpenFOAM

The implicit discretisation procedure using the FVM results in a linear algebraic equation

of the form presented in Section 3.3.2 for each cell of the computational domain. Such

implicit equations can be casted into a more generic form as shown below (Rusche

2002).

aPϕ
n+1
P +

∑︂
N

aNϕ
n+1
N = QP (3.8)

Here, the subscripts P and N refer to the cell at which ϕ is being evaluated at and its

neighbouring elements, respectively. The terms aP and aN are case dependent coeffi-

cients and QP is a source term. The values of the coefficients and source term depend

on the flow characteristics as well as the choice of discretisation schemes. Eqn. 3.8 is

solved for each individual cell. The entire system of equations solved during each time

step, in matrix notation, may be written as follows.

Aϕ = Q (3.9)

This is the most fundamental form taken by the discretised governing equations. The

term A represents a sparse matrix where the coefficients aP and aN correspond to the

diagonal and off-diagonal elements, respectively. During each time step, Eqn. 3.9 is

solved to produce a new ϕ matrix.

3.4.1 Direct vs. Iterative Methods

Eqn. 3.9 can be solved using either direct or iterative methods. These differ in that

direct methods provide the exact solution of the system of equations in a fixed num-

33



Numerical Methods for Two-phase Flows

ber of operations, whilst iterative methods systematically improve an initial guessed

solution until convergence is reached (Jasak 1996). Direct methods are suitable for

relatively small linear systems of algebraic equations. They, however, cannot be used

for non-linear systems and become prohibitively expensive as size increases (Ferziger

et al. 2020). Iterative methods are more efficient for larger systems and can handle

non-linearities. For these reasons, among others, iterative methods are almost exclu-

sively used in CFD. This is also the case in OpenFOAM.

For coupled systems such as the Navier-Stokes equations, iterative methods can

be further subdivided into simultaneous and sequential methods. Simultaneous meth-

ods are applicable to highly coupled linear systems, in which case all unknown variables

are solved for at the same time. Sequential methods, on the other hand, are applicable

to more complex non-linear systems where the dominant variable of each equation is

solved for in turn, whilst treating all other variables as known (Ferziger et al. 2020). In

OpenFOAM, the Navier-Stokes equations, due to their complex non-linearity, are

solved using sequential iterative algorithms.

3.4.2 Non-linearity of the Navier-Stokes Equations

Before considering the sequential iterative algorithms available in OpenFOAM, it is

important to understand the source of non-linearity in the Navier-Stokes equations. This

is because the treatment of the non-linearity is central to the way in which the solution

algorithms are set up.

The non-linearity in the Navier-Stokes equations arises from the convective term

∇ · (ρu⃗u⃗), which when discretised would result in a quadratic expression for velocity

(Jasak 1996). This means that the dependent variable u⃗ is being transported by it-

self, which when using the sequential approach would make it impossible to solve for

u⃗n+1. To overcome this, it is, therefore, necessary to linearise the convective term. This

is achieved through so-called Picard iteration, in which case one of the velocities in the

convective flux term of the discretised momentum equation is taken from the previous

time step or iteration (Ferziger et al. 2020).

∑︂
f

Fu⃗n+1
f =

∑︂
f

S⃗ · (ρu⃗)n+1
f u⃗n+1

f ≈
∑︂
f

ρS⃗ · u⃗nf u⃗
n+1
f (3.10)

Note that in this approximation ϕ has been replaced by u⃗. Otherwise the expression is

identical to that used in the generic transport equation. It should also be noted that
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this approximation is only valid for very small time steps over which the change in

velocity should be minimal (Damián 2013). The linearised momentum equation can

then be expressed in the same compact form as the generic transport equation. The

only difference now is that the coefficients aP and aN are evaluated using the known

velocity field u⃗n from the previous time step or iteration (Jasak 1996).

aP u⃗
n+1
P +

∑︂
N

aN u⃗
n+1
N = QP (3.11)

3.5 Iterative Solution Algorithms in OpenFOAM

The solution of the linearised Navier-Stokes equations is complicated by the appear-

ance of an unknown pressure gradient term in each momentum equation. This term

is unknown because in incompressible flows, since the density is constant, there is

no separate equation that can be used to compute the evolution of pressure over

time. What is more, the incompressible continuity equation is problematic because it

serves as a kinematic constraint, which the velocity field produced by the solution of

the momentum equations must satisfy (Ferziger et al. 2020). Fortunately, both of these

issues can be bypassed by using the continuity constraint to devise an equation for the

pressure field, which enforces mass conservation. Various implicit iterative algorithms

are based on this idea, the most common of which include the SIMPLE and PISO

algorithms.

3.5.1 The SIMPLE Algorithm

The SIMPLE algorithm is a fully implicit iterative algorithm commonly used to solve the

steady-state Navier-Stokes equations. SIMPLE is short for ’Semi-Implicit Method for

Pressure Linked Equations’. Being fully implicit, it relies on Picard iteration to linearise

the underlying coupled equations. Since the algorithm can be looped over several

times before reaching a converged solution, it is customary to use an outer iteration

counter m in place of the n superscripts representative of time. Though, one outer

iteration typically corresponds to one time step. Furthermore, since the algorithm is

based on a pressure field correction, the pressure gradient is extracted from the source

term in Eqn. 3.11. This gives the following starting point for the algorithm.

am−1
P u⃗mP +

∑︂
N

am−1
N u⃗mN = Qm−1

P −
(︂∂pm
∂x

)︂
P

(3.12)
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Here, the m − 1 superscript is used to show that the coefficients aP and aN as well

as the source term QP are evaluated using known values from the previous outer

iteration. Meanwhile, the m superscript is used for the velocities and pressure and

is representative of estimated values for the current outer iteration. The equation, in

matrix form, may be written as follows (Ferziger et al. 2020).

Am−1u⃗m = Qm−1 −G(pm) (3.13)

The first approximation of the SIMPLE method is to divide the A matrix into diagonal

AD and off-diagonal AOD parts and to approximate the pressure gradient using the

pressure field from the previous outer iteration m− 1. Using the expression below, this

then allows computing an intermediate velocity field u⃗∗ as a first approximation to u⃗m.

(AD + AOD)
m−1 u⃗∗ = Qm−1 −G(pm−1) (3.14)

The problem with this approximation is that, due to the use of the ’old’ pressure field,

the intermediate velocity field u⃗∗ will not satisfy the continuity constraint. To address

this, it is, therefore, necessary to devise expressions for the corrected pressure and

velocity fields p∗ and u⃗∗∗, respectively. To this end, it is required that these corrections

satisfy the following expression (Ferziger et al. 2020).

Am−1
D u⃗∗∗ + Am−1

OD u⃗∗ = Qm−1 −G(p∗) (3.15)

Noting that p∗ = pm−1 + pι and u⃗∗∗ = u⃗∗ + u⃗ι where pι and u⃗ι respectively refer to

the pressure and velocity corrections, subtracting Eqn. 3.14 from Eqn. 3.15 yields a

relative expression for the corrections (Ferziger et al. 2020).

AD u⃗ι = −G(pι) (3.16)

The pressure-correction equation (Eqn. 3.17) is then formulated by expressing u⃗ι

in terms of pι and requiring the corrected velocity field u⃗∗∗ to satisfy the discretised
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continuity equation D (ρu⃗)∗ +D (ρu⃗ι) = 0 (Ferziger et al. 2020).

D [ ρA−1
D G(pι) ] = D (ρu⃗)∗ (3.17)

These are all of the steps involved in the SIMPLE algorithm. In summary, Eqn. 3.14 is

solved to obtain u⃗∗. This is then used to compute the pressure correction pι according to

Eqn. 3.17. Knowing pι, the velocity correction u⃗ι is then calculated using Eqn. 3.16. Fi-

nally, the pressure and velocity fields are corrected according to p∗ = pm−1 + pι and

u⃗∗∗ = u⃗∗ + u⃗ι. These corrected values are assumed to correspond to pm and u⃗m,

which are then used to update the coefficient and sources matrices, A and Q, respec-

tively. After this the next outer iteration may begin. The process is repeated until the

solution converges to some predetermined tolerance (Ferziger et al. 2020).

The biggest limitation of the SIMPLE algorithm lies in Eqn. 3.15 where the off-diagonal

coefficients are multiplied by the intermediate velocity field u⃗∗ as opposed to u⃗∗∗. This

means that the contribution from the off-diagonal terms to the velocity correction

(Eqn. 3.16) is neglected. As a result, the correction pι may be too large to maintain

solution stability (Versteeg and Malalasekera 2007). Furthermore, in OpenFOAM the

SIMPLE algorithm is only used for steady-state problems. This introduces another issue

associated with the diagonal dominance of the matrix A in Eqn. 3.13. The matrix is said

to be diagonally equal if, for each row, the sum of the magnitudes of the off-diagonal

coefficients aN is equal to the magnitude of the diagonal coefficient aP . It is said to be

diagonally dominant if, in addition to diagonal equality, the magnitude of aP is greater

than the sum of the magnitudes of aN for at least one row (Jasak 1996). Iterative

solvers require diagonal dominance to converge, which means that it is desirable to

have large aP coefficients in comparison to aN coefficients. Now, the discretisation

of the convective and diffusive terms in the momentum equations contributes to both

aP and aN , whilst that of the time derivative additionally contributes to aP (Ferziger

et al. 2020). This means that the time derivative improves diagonal dominance and,

therefore, makes the solution more likely to converge. If it is neglected, as is the case

in steady-state problems, then the matrix A is at best diagonally equal and there is

no guarantee that the solution will converge (Rusche 2002). For this reason, as well

as due to the negligence of the effect from the diagonal coefficients on the pressure

correction, when using the SIMPLE algorithm, the diagonal dominance of matrix A

needs to be enhanced in some other way. This is achieved through under-relaxation.
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3.5.2 Under-relaxation

Under-relaxation is a technique used to limit the rate of change of solutions produced

by iterative algorithms. In OpenFOAM, this comes in two forms. Namely, field and

equation under-relaxation, both of which use some factor to limit the solution based

on values from the previous iteration. Field under-relaxation is applied to intermediate

solutions before updating the coefficient and source matrices. Using the pressure-

correction as an example, this means that at the end of the outer iteration loop, rather

than directly assuming pm to equal p∗, it is instead limited by a factor ψp as follows

(Ferziger et al. 2020).

pm = pm−1 + ψp (p
∗ − pm−1) (3.18)

In other words, some portion of the pressure field from the previous outer iteration is

used in the calculation of the new pressure field. The same principle applies to the ve-

locity field (as well as the k, ω and α fields for that matter), which can be under-relaxed

using a different factor ψu. For optimal performance, it has been shown that the choice

of under-relaxation factors should satisfy ψp = 1− ψu (Ferziger et al. 2020). This type

of under-relaxation limits the size of corrections between successive iterations and,

therefore, tends to stabilise the solution (Versteeg and Malalasekera 2007). The down-

side is that more outer iterations may be needed to reach a converged solution and

that the method does not improve the diagonal dominance of the A matrix. Equation

under-relaxation can be used to address the latter issue.

In equation under-relaxation, the diagonal coefficient terms in the discretised mo-

mentum equations are divided by a factor ψ so as to increase diagonal dominance of

the A matrix. This leads to the following modified form of the discretised momentum

equation for each node of the computational domain (Rusche 2002).

aP
ψ
u⃗n+1
P +

∑︂
N

aN u⃗
n+1
N = QP +

1− ψ

ψ
aP u⃗

n
P (3.19)

Since the off-diagonal coefficient in Eqn. 3.19 remains unmodified, this type of under-

relaxation accounts for the missing transient term in the SIMPLE algorithm. It should

also be noted that by setting ψ to one in OpenFOAM does not mean that nothing

happens. In this case, under-relaxation as defined in Eqn. 3.19 is not applied per
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se, but OpenFOAM nonetheless ensures that all rows in the A matrix are at least

diagonally equal (Holzmann 2019).

3.5.3 The PISO Algorithm

PISO is short for ’Pressure Implicit with Splitting of Operators’. The algorithm is very

much a transient extension of the SIMPLE method. The main difference is that before

proceeding to the next outer iteration, the pressure and velocities are corrected multiple

times in what are known as inner iterations. In other words, u⃗∗∗ and p∗ are re-corrected

to obtain u⃗∗∗∗ and p∗∗ within the same outer iteration m. This is achieved by requiring

the re-corrected values to satisfy the following expression (Ferziger et al. 2020).

Am−1
D u⃗∗∗∗ + Am−1

OD u⃗∗∗ = Qm−1 −G(p∗∗) (3.20)

Eqn. 3.15 is then subtracted from Eqn. 3.20 to yield a second relation between the

pressure and velocity corrections (Ferziger et al. 2020). This relation is similar to

Eqn. 3.16, but now with a contribution from the off-diagonal elements as well.

AD u⃗ιι + AOD u⃗ι = −G(pιι) (3.21)

The process is then continued in the same way as in the SIMPLE method by formulating

u⃗ιι in terms of p⃗ιι and requiring u⃗∗∗∗ to satisfy the discretised continuity equation. If two

inner iterations are used, then u⃗∗∗∗ and p⃗∗∗ are assumed to correspond to u⃗m and pm

at the end of the outer iteration loop. Otherwise, the correction process is continued

until a user-specified number of inner iterations is completed. In OpenFOAM, the PISO

algorithm is used for transient problems. This means that the algorithm retains the time

derivative in the momentum equations and, therefore, does not require under-relaxation

to converge. This, however, is only true for small time steps. If the time step is too large,

the beneficial contribution from the transient term to the diagonal dominance of the A

matrix diminishes and the solution may diverge. As a result, the time steps used in the

PISO algorithm are typically limited by the Co < 1 criterion (Holzmann 2019).
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3.5.4 The PIMPLE Algorithm

PIMPLE stands for ’Pressure-Implicit Method for Pressure Linked Equations’. This

method differs from the SIMPLE and PISO algorithms in that it allows solving both the

momentum and pressure-correction equations multiple times within a time step. This

means that, after updating the coefficient matrix A and source vector Q with the cor-

rected pressure and velocity fields, rather than moving to the next time step, a new

outer iteration is started within the same time step. In this way, the PIMPLE algorithm

combines both the SIMPLE and PISO methods, which means that it bypasses the

Co < 1 criterion and can handle much larger time steps (Holzmann 2019). It also

tends to be more robust with better convergence characteristics compared to the

PISO algorithm. Its primary limitation is associated with the inconsistency of the outer

iterations. Recall that in the SIMPLE method, the contribution from the off-diagonal

coefficients to the pressure-correction equation was neglected. This is also true for the

PIMPLE algorithm, which means that, to avoid solution divergence, it is often neces-

sary to apply under-relaxation. In essence, this means that the transient behaviour of

the solution within a time step is not of interest. Rather, the algorithm searches for a

steady-state solution within each time step, the aggregation of which over the entire

simulation time then makes up the transient solution to the problem. The PIMPLE

algorithm as it compares to the PISO algorithm is illustrated in Figure 3.1.

Figure 3.1. A comparison of the PIMPLE and PISO algorithms.
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3.6 Iterative Algorithms and InterFoam

The previous section was concerned with an overview of the solution algorithms avail-

able in OpenFOAM. The formulation of these, however, differs slightly when dealing

with two-phase flows. As was shown in Chapter 2, the momentum equations in inter-

Foam include a phase fraction dependent surface tension term. This leads to a modified

pressure-correction equation, which also includes a phase fraction contribution. Hence,

the phase fraction field directly influences the pressure and velocity corrections and,

therefore, the solution of the momentum equations as well. Furthermore, the phase

advection equation shows that the phase fraction field directly depends on the velocity

field. Hence, there is a clear coupling between the momentum and phase advection

equations, which means that it is necessary to ingest the solution of the phase ad-

vection equation into the iterative algorithm (Damián 2013). To this end, the phase

advection equation is actually solved prior to the main algorithm loop as shown in

Figure 3.2. When using the MULES method, the solution is obtained in a user-specified

number of correction loops, each of which includes the solution of the compressive

velocity and the phase fraction field in some specified number of sub-cycles. The

density is then calculated based on the phase-fraction field and used in the solution of

the momentum equations (Damián 2013).

3.6.1 Alpha Sub-cycling

Recall that in the MULES method, the phase advection equation is constructed using

a combination of upwind and corrected mass fluxes. After calculating these fluxes,

the phase advection equation is solved explicitly to advance the phase fraction field

in time. Hence, the phase advection equation is subject to similar stability limits as

discussed in Section 3.3.1. For this reason, when the global time step is made larger,

such that Co > 1, it is often necessary to apply sub-cycling to maintain a smaller local

time step in the solution of the phase advection equation (Jäger 2018). By defining

some number of sub-cycles nsc, the local time step ∆tsc is then given by the following

expression (Damián 2013).

∆tsc =
∆t

nsc

(3.22)

Thus, the phase-advection equation is solved in intervals of ∆tsc, which together add

up to give the global time step ∆t. The solution within one interval gives a partial mass
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flux, which means that to solve the momentum equations, these fluxes need to be

assembled in some way. In OpenFOAM this is done through a discrete summation, in

which each partial mass flux is multiplied by the ratio of local to global time steps and

added together (Damián 2013).

3.6.2 Operating the PIMPLE Algorithm in InterFoam

From an engineering point of view, the PIMPLE algorithm is an attractive choice

because it allows the use of larger time steps with less stringent stability limits. As

a general rule, when operating the PIMPLE algorithm in interFoam, an increase in

the time step should always be accompanied by an increase in the number of sub-

cycles. This is done to maintain the explicit solution of the phase-advection equation

within its local stability limits. Unfortunately, there is no rule for the optimum number of

sub-cycles for a given global time step. This is because it generally varies depending

on application as well as on the choice of discretisation schemes, relaxation factors

and phase advection controls. Additionally, when using the PIMPLE algorithm, it must

be remembered that the use of larger time steps introduces larger truncation errors

and can lead to the oversight of important transient phenomena. This means that the

upper limit of the global time step is always limited by the required accuracy of the

solution.

Figure 3.2. The PIMPLE algorithm as it applies in interFoam. The phase advection

equation is solved in a user specified number of outer loops before the actual PIMPLE

loops begins. To save space, part of the loop is faded out; see Figure 3.1 for the

remainder.
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4. Methods to Improve Efficiency

This chapter concerns temporal, spatial and algorithmic methods that can be used to

improve the efficiency of transient simulations. In Section 4.1, the differences between

fixed, adaptive and local time stepping methods are examined. Their advantages

and disadvantages are considered together with their applicability to different types

of problems. This is then followed by a discussion in Section 4.2 about adaptive

mesh refinement and how it is currently implemented into OpenFOAM. Here, some

consideration is given to the limitations of the current version. Finally, in Section 4.3 the

concept of residual control is briefly touched upon to show how the user can control

the simulation time and accuracy by limiting the number of iterations performed within

the solution algorithm. This is particularly important for the efficient operation of the

PIMPLE algorithm.

4.1 Fixed, Adaptive and Local Time Stepping

The interFoam solver supports three different time stepping methods. Namely, fixed

time stepping (FTS), adaptive time stepping (ATS) and local time stepping (LTS). In

the FTS method, the same global time step is used for each transient step of the

simulation. In the ATS method, the global time step automatically changes according

to a user defined maximum Courant number. In the LTS method, the local time step

for each individual cell is automatically maximised according to a maximum Courant

number and physical time step. In interFoam, the FTS and ATS methods are used for

transient solutions. The LTS method, on the other hand, is used to obtain a pseudo-

transient or steady-state solution if one exists.

4.1.1 Fixed Time Stepping

The choice of global time step used in the FTS method is dictated by the required

temporal accuracy and by the stability limits of the solution algorithm. If the PISO

algorithm is used, then the time step is approximately limited by the Co < 1 criterion. If

the PIMPLE algorithm is used, then larger Courant numbers and time steps can be

sustained. In either case, however, according to the Co definition (Eqn. 3.6), the

time step is limited by the smallest cell with the highest velocity. Cells or regions that

could sustain higher time steps cannot do so because that would violate the stability

constraint of the smaller cells. Furthermore, in the FTS method, the global time step

is kept constant throughout the entire simulation. Hence, even though the smallest

cells can often sustain higher time steps when velocities are lower, they cannot do so
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because the time step must be set according to the absolute highest velocity over the

course of the entire simulation. The advantage of the FTS method is that the user has

maximal control over the temporal progression of the simulation. The disadvantage is

that the method is not particularly efficient. The efficiency can, however, be improved

by ramping the time step as the simulation progresses. For example, in the case of

wave breaking, this could imply the use of a larger time step up to the point of maximum

height and then switching to a lower time step to account for the larger velocities of the

breaking event. This approach, however, is manual and not straightforward because it

depends on the grid resolution and requires prior knowledge of the physical behaviour

of the simulation.

4.1.2 Adaptive Time Stepping

In the ATS method, as the simulation progresses, the global time step automatically

adjusts according to a user defined maximum Courant number and time step. To

facilitate this, at the end of a time iteration loop, a maximum local Courant number Coo

is calculated using cell face interpolated velocities u⃗f and the size of the time step ∆to

as follows (Berberovic et al. 2009).

Coo =
|u⃗f · S⃗f |
d⃗ · S⃗f

∆to (4.1)

The terms d⃗ and S⃗f are the cell centred distance between a cell and its neighbour and

the cell face-normal vector with a magnitude equal to the face area, respectively. The

maximum local Courant number Coo is then used in the calculation of the new time

step using the following equation (Berberovic et al. 2009).

∆tn = min
{︂Comax

Coo
∆to,

(︂
1 + ϑ1

Comax

Coo

)︂
∆to, ϑ2∆t

o,∆tmax

}︂
(4.2)

In this equation, ∆tmax and Comax are the user defined maximum time step and

Courant number, respectively. The terms ϑ1 and ϑ2 are damping factors used to

reduce any oscillatory behaviour. They are, by default, set to 0.1 and 1.2, respectively

(Berberovic et al. 2009). According to Equation 4.2, the global time step will decrease if

Coo > Comax and increase otherwise. In this way, the global time step is automatically

adjusted at the beginning of a time iteration loop to ensure that the maximum local

Co remains close to Comax. It can, however, slightly exceed Comax as is often seen
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in practice. It should also be noted that when a simulation is started from rest, low

initial velocities can lead to excessively large initial time steps that can compromise

stability. To address this, either the FTS method can be temporarily used or the ∆tmax

parameter adjusted (Damián 2013). Depending on the flow configuration, it may also be

possible to gradually ramp up the velocity or apply some initial internal velocity field. In

general, the ATS method can be viewed as an improvement of the FTS method. This

is because it allows the global time step to change as the simulation progresses, whilst

ensuring that it always remains bounded by some Comax value. Consequently, ATS

allows better control over the solution stability and can potentially allow the simulation

to run faster. The size of the global time step still remains dictated by the smallest

cell with the highest velocity. But, since that velocity typically varies with time, also the

time step is allowed to vary with time. This implies, at least in theory, that the global

time step has to equal that used in the FTS method only at one instance during the

simulation. Otherwise, it should always be larger. This can be very useful when there

are large disparities between velocities during different simulation times. Although,

at the same time, large local disparities between successive time steps can provoke

instabilities. Therefore, the flow physics can also influence the suitability of the method.

4.1.3 Local Time Stepping

The LTS method is different to the FTS and ATS methods. Rather than using a global

time step, the LTS method relies on maximising the local time step for each individual

cell so as to reach a steady state solution as fast as possible. To achieve this, an

individual time step ∆ti, bounded by some user specified ∆tmax and Comax, is chosen

for each computational cell based on a minimisation procedure (Espinoza et al. 2015).

∆ti = min
{︂
∆tmax,∆t(Comax)

}︂
(4.3)

These individual time steps are then used to solve modified versions of the governing

equations for each domain cell. The modification is achieved by multiplying all transient

terms in the governing equations by the reciprocal of a factor φ, which serves to

accelerate the rate of solution convergence (Espinoza et al. 2015). As an example,

using this approach, the generic transport equation (Eqn. 3.1) can be written as follows.

1

φ

∂ρϕ

∂t
+∇ · (ρϕu⃗) = ∇ · (Γ∇ϕ) + Sϕ (4.4)
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If a steady state solution to the problem exists, then a solution to Eqn. 4.4 is also a

solution to Eqn. 3.1, thus justifying the validity of the approach. In practice, the transient

terms are discretised using the Euler implicit approach (see Eqn. 3.4). The use of

such a first-order accurate temporal approach is justified by the fact that the transient

behaviour of the solution is not of interest and that the final solution is independent of

the transient terms. In other words, the truncation errors associated with the use of a

first order scheme and large time steps are unimportant because the accuracy of the

steady state solution only depends on the grid size and order of spatial discretisation

(Zikanov 2010). This is another reason why the LTS method allows relatively fast

convergence towards a steady state solution. Finally, it should be noted that because

the method is relatively sensitive to sudden changes in time steps between adjacent

cells, some smoothing of the ∆ti field is required. In OpenFOAM, this is achieved

through the use of smoothing and damping coefficients that can be specified in the

fvSolution dictionary.

4.2 Adaptive Mesh Refinement

Adaptive mesh refinement (AMR) is a method whereby the computational grid is

automatically refined in response to changing flow conditions. Since this refinement

takes place locally, the method has the potential to significantly reduce the cell count

and, therefore, the computational cost. Traditionally, there have been two distinct ap-

proaches to AMR (Jasak 1996). The first one being an error-based approach where

the entire mesh is adjusted to control the distribution and size of numerical error in the

solution. The second approach is to apply local refinement to a fixed background mesh

so as to reduce error only in specific regions of interest. Due to the implementation

difficulties of the first approach, the second one is much more widely used. This is also

the case in OpenFOAM.

In OpenFOAM, AMR is based on an octree strategy whereby a parent cell is split

into eight child cells with 36 faces in total. As depicted in Figure 4.1, of these 36

faces, 12 are internal. The cell-centred volume fields and face-centred surface fields

are then mapped from the parent cell to the child cells and used as initial conditions

in the time step iteration loop (Baniabedalruhman 2015). To this end, the child cells

assume the cell-centred values of the parent cell and child surfaces that share the

same face as the parent cell assume the face-centred (or master-face) values of the

parent cell (Rettenmaier et al. 2019). A problem, however, arises with internal faces,

which are not linked to any master-face. During the refinement step, scalar surface

fields are recalculated for these faces, but surface vector fields are not (Rettenmaier et
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al. 2019). This lack of consistency can lead to the accumulation of errors.

Figure 4.1. Octree refinement whereby a parent cell is split into eight child cells. There

are 36 faces of which 12 are internal. Master-face refers to the face of the original

parent cell. Source: Rettenmaier et al. (2019).

Of course, AMR also works the other way, in which case cells that no longer meet the

refinement criteria are unrefined. In this case, the eight child cells reform a parent cell

and the volume average of all child cell-centred values are mapped to the parent cell

centre (Rettenmaier et al. 2019). This volume averaged value is then used as an initial

guess in the time step iteration loop.

The main question then is: how to decide when to refine and unrefine? To answer

this, it is worth considering both the AMR controls available in OpenFOAM as well as

the iterative solution algorithm. To this end, OpenFOAM requires the specification of

bounding values for some chosen refinement field. Both scalar and vector fields can

be chosen, though in the latter case, OpenFOAM uses the magnitude of the vector

field. As an example, refinement could be based on the phase fraction field, such that

it is triggered only if the phase fraction falls within the range of 0.1 to 0.9. All cells

outside of this range maintain a size dictated by the static background mesh. As the

simulation progresses, the mesh must also be able to adapt to the changing phase

fraction field. Based on the discussion in Section 3.6, one can understand that at the

end of a time iteration loop, the updated velocities are used to advance the phase

fraction field in time. This causes a redistribution of the phase fraction field, which

OpenFOAM reads before starting a new time iteration loop. Accordingly, all cells in the

domain receive a so-called pointLevel marker, which dictates whether they are refined

or unrefined (Baniabedalruhman 2015). Cells with a pointLevel equal to zero either

maintain the same size as the background mesh or are unrefined to that level. Cells

with a pointLevel equal to one are refined once, whilst those with a pointLevel equal
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to two are refined twice and so on. A single refinement level is always half of the

background mesh. For example, if the background mesh had a size of 0.5m, then a cell

marked with one pointLevel would be refined to 0.25m, whilst a cell with a pointLevel

of two would be refined to 0.125m. Following the distribution of the pointLevel markers,

the mesh is then updated using the octree strategy. A user specified number of buffer

layers is implemented between successive cell sizes to reduce the numerical error

and ensure a smooth transition between the cells. A minimum of two buffer layers is

recommended (Rettenmaier et al. 2019). The cell- and face-centred fields are then

mapped to the new mesh, after which they are used as initial conditions in the next

time iteration loop. This process is then repeated until the entire simulation time is up.

The main advantage of AMR is that it allows localising the finest grid only to spe-

cific regions of interest. In the case of wave breaking and the bubble-sweep down

phenomenon these regions are dictated by air-water interfaces, which in turn are

easily described by the phase fraction field. Hence, the example above. This localised

refinement essentially means that the memory requirements and computational cost

can be significantly reduced. However, the current implementation of AMR in Open-

FOAM does not come free of issues. As already mentioned, there are some problems

associated with the interpolation of surface vector fields to child cell faces. Addition-

ally, there are some inconsistencies associated with flux fields receiving wrong signs

during refinement and unrefinement as well as incorrect initialisation of face fields

(Rettenmaier et al. 2019). All of these can lead to the accumulation of errors in the

solution. Furthermore, it should be noted that the octree refinement, due to the emer-

gence of internal cell faces, is not suitable for two-dimensional problems. This issue

will be further discussed in Chapter 5.

4.3 Residual Control

In the previous chapter, it was recognised that the time step in transient simulations can

be made larger by changing the mode of the iterative solution algorithm from PISO to

PIMPLE. In doing so, the number of outer iterations is increased and under-relaxation

is required to maintain stability. The problem is that the use of larger time steps often

demands a considerable number of outer iterations to converge. This can lead to

excessive simulation times; to the point that it may take longer for the solution to

converge than when using the PISO algorithm. Consequently, it may be necessary

to strike a balance between computational time and accuracy by manipulating the

number of outer iterations within a time step. In transient simulations, this is achieved

through so-called outer corrector residual control.
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To understand how outer corrector residual control works, it is first necessary to con-

sider how the iterative solution algorithm measures convergence. To this end, it is

worth recalling that the algorithm systematically solves for ϕ until finding a value that

satisfies Eqn. 3.9 to some given tolerance. This means that before converging, after k

number of iterations, there will be an imbalance between the left- and right-hand sides

of Eqn. 3.9. This imbalance is known as the residual r and it is measured locally for

each individual cell in the computational domain.

rk = Q− Aϕk (4.5)

The imbalance, fundamentally, arises due to inconsistent volume integration and

face interpolation (Jasak 1996). To understand why this is the case, it needs to be

appreciated that the differential and integral forms of the governing equations (see

Eqn. 3.1 and 3.2) are derived based on the assumption that the property ϕ varies

linearly within an infinitesimal fluid element. The finite volume discretisation procedure,

on the other hand, couples the solution of the property ϕ of a cell to the values of ϕ

of its neighbours. As can be seen in Eqn. 3.4, this coupling takes place through the

face values of ϕ and ∇ϕ. The problem is that these face values are evaluated using

some interpolation scheme (typically a linear one), which is constructed using the

cell-centred values of a cell and its neighbours. As a result, the variation of ϕ within

and across the cells used in the discretised governing equations will most likely differ

from the variation of ϕ that satisfies the integral form of the equations. This is illustrated

in Figure 4.2.

Figure 4.2. The discontinuous graph on the left-hand side represents the intracellular

variation of ϕ satisfying the integral form of the governing equations per computational

cell. The continuous graph on the right-hand side represents the variation of ϕ satisfying

the discretised governing equations. Source: Jasak and Gosman (1999).

As mentioned above, the residual is evaluated on a per cell basis, which means that

the face values of ϕ and ∇ϕ are evaluated using the assumed linear variation of ϕ
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within an infinitesimal fluid element. The values computed this way will, on a local

basis, satisfy the integral form of the governing equations, but not the discretised

form (Jasak and Gosman 1999). Since Eqn. 4.5 is a matrix representation of the

discretised governing equations, the use of locally computed values of ϕf and ∇fϕ will,

therefore, lead to an imbalance between the left- and right-hand sides, thus forming

the residual. The purpose of the solution algorithm is to iteratively find local values of

ϕf and ∇fϕ, which simultaneously satisfy both the integral and discretised forms of

the governing equations. In this way, the imbalance vanishes and the residual goes to

zero. In OpenFOAM, there are some additional steps associated with the normalisation

of the residuals so that they can all be projected onto the same scale. Details of this

procedure can be found in the user guide.

Due to the finite volume discretisation procedure, it follows that in OpenFOAM all

individual equations that form part of the iterative solution algorithm can be casted into

a similar form as Eqn. 3.9. Accordingly, each of these equations requires the speci-

fication of a suitable matrix solver as well as a tolerance to which they are solved. It

should be noted that, per iteration, OpenFOAM measures two different residuals. The

first one is an initial residual, which is indicative of the imbalance in the entire coupled

system of equations. The second one is a final residual, which is indicative of the

imbalance in the equation for a single field. The tolerance mentioned above is explicitly

linked to the final residual and has nothing to do with the initial residual. Of course, it is

important that the final residual of each equation converges, but of equal importance is

that the entire coupled system of equations converges. This is what the initial residual

measures before updating a specific field. For example, before updating the pressure

field, the current value of pressure is used to evaluate the fully coupled momentum

equation. The resulting imbalance between the left- and right-hand sides is then nor-

malised and taken as the initial residual. This imbalance, which is different from that

of the individual equations can be controlled by defining a different tolerance. This is

specified through so-called outer corrector residual control. When using this control, a

tolerance (e.g. 1e− 5) can be assigned to each field and what OpenFOAM then does

is that it recalculates those fields until the initial residual meets that tolerance. When

this is true, the outer iteration loops end and the coefficient matrix A is updated. This

approach is especially useful in the PIMPLE algorithm, which relies on multiple outer

iteration loops within a time step. In particular, when the time step is made large,

the number of outer iterations, alpha sub-cycles and correction loops together with

under-relaxation may force very long simulation times. In PIMPLE mode, this can be

addressed by increasing the initial residual tolerances, which reduces the number of

outer iteration loops and, therefore, leads to shorter simulation times.
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5. Test Cases and Results

5.1 The Fully Submerged Bump

This section presents a two-dimensional numerical reproduction of a plunging breaker

produced by flow over a fully submerged bump. The suitability of the MULES, isoAd-

vector, AMR, FTS and ATS methods were evaluated. Additionally, the sensitivity of the

results to larger times steps when using the PIMPLE algorithm was investigated. The

purpose of this study was to establish the propriety of these approaches to the problem

at hand and, therefore, to gain knowledge of their use for further three-dimensional

investigations. Accordingly, many of the findings from this study were used as a refer-

ence in a subsequent three-dimensional study, where the flow past a surface piercing

wedge was examined.

The flow over a fully submerged bump was originally investigated by Ghosh et

al. (2007). By inducing impulsive flow conditions in an open channel flume, they

managed to generate a plunging breaker characterised by body-wave interactions

similar to real ship flows. Akin to bow generated plunging breakers, their breaker

reached a maximum height, after which it plunged in a direction opposite to the in-

coming flow and formed an oblique splash with repeated plunging events. They also

demonstrated that many of these inherently three-dimensional features were directly

reproducible in a complimentary two-dimensional CFD analysis. Similar studies by

other authors (e.g. Melville et al. 2002, Chang and Liu 1999 and Liiv 2001), either

featured a plunging event in the direction of the incoming flow or are too demanding to

reproduce numerically. Hence, due its relevance and relative simplicity, the study by

Ghosh et al. (2007) was chosen as a reference case in this thesis project.

5.1.1 Problem Description

The flow over the fully submerged bump benefits from a relatively simple geometric and

computational setup. The centre of the bump with a heightHbp equal to 0.1143m served

as the origin of the domain, which extended from x/Hbp = −26 to 30 and y/Hbp = 0

to 5. The domain length was slightly smaller than that used originally by Ghosh et

al. (2007), but it was found that this had no significant effects on the results. The bump

profile was constructed using the following equation,

y(x) = Hbp

(︂
1− 2x2

L2
bp

+
x4

L4
bp

)︂
(5.1)
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where Lbp = 2.5H refers to the half-length of the bump. The water depth was defined

to be 1.85H and it was prescribed an inlet and initial field velocity of 0.87ms−1 in

the x-direction. Using the initial water depth as a reference length, the Re and Fr

were calculated to be 183966 and 0.60, respectively. The air phase was assumed

to be stationary. The inlet conditions were created using a third party library called

’swak4Foam’, details of which can be found in Appendix A. Turbulence was modelled

using the k − ω SST model with the turbulence intensity I and length scale l set to

0.1% and 1% of the bump height, respectively. Wall functions were used to address

near wall effects. The exact boundary conditions and fluid properties used can be

found in Appendix C.

The computational grid was refined in two regions. Namely, in the vicinity of the

free surface and in the region aft of the bump where the plunging event took place. This

latter zone extended from x/Hbp = −2.5 to 15, within which the aspect ratio was set

to one. Proportional grid refinement was made possible through the use of a refine-

ment variable in the meshing script. The resulting computational domain and grid are

illustrated in Figure 5.1.

Figure 5.1. Domain dimensions, boundary conditions and coarse grid example.

5.1.2 Quantitative Evaluation

In all of the ensuing case studies, quantitative comparisons were made against the

experimental results of Ghosh et al. (2007). The following six macroscopic wave

breaking criteria were recorded and used in the calculation of a root-mean square error

(RMSE) relative to the experimental results. The corresponding values of Ghosh et
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al. (2007) for these criteria are presented in Table 5.1.

1. The x- and y-coordinates of the maximum wave height prior to plunging.

2. The wave height at the maximum point prior to plunging.

3. The wave steepness at the maximum point prior to plunging.

4. The impacting angle of the plunging jet with respect to the horizontal.

5. The aspect ratio of the bubble entrained by the first plunging jet.

6. The streamwise location of the bubble formed by the first plunging jet.

Table 5.1. Experimental results of Ghosh et al. (2007).

No. Experiment Explanation

1. x = 3.20Hbp

y = 1.80Hbp

The x and y coordinates of the maximum wave height as a
function of bump height Hbp.

2. η = 0.96Hbp Wave height measured as the difference between the crest and
trough y coordinates.

3. ak = 1.36 Wave steepness calculated as ak = ηπ/ϱ where ϱ is the wave
length.

4. θ = 85◦ The angle of the jet upon impact with the free surface.

5. AR = 1.732 The aspect ratio of the air bubble entrained by the plunging
jet.

6. xb = 3.60Hbp The streamwise location of the air bubble entrained by the
plunging jet.

The RMSE was calculated using Eqn. 5.3, which was composed of percentage dif-

ferences to the values of each criteria presented in Table 5.1. These percentage

differences were computed using Eqn. 5.2 (where the impact angle θ is used as an

example).

% d,θ =
| θnum − θexp |

0.5 (θnum + θexp)
(5.2)

RMSE =
[︂1
7
(%2

d,x +%2
d,y +%2

d,η +%2
d,ak +%2

d,θ +%2
d,AR +%2

d,xb
)
]︂0.5

(5.3)
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5.1.3 Case Studies and Results

The evaluation of the MULES, isoAdvector, AMR, FTS and ATS methods each formed

a separate case study. Additional studies were also included to evaluate the role of

turbulence modelling and the possibility of using larger time steps. Alongside the

RMSEs, these studies also featured additional case-specific evaluation criteria such as

qualitative comparisons, trajectory recordings and execution time comparisons. In what

follows, each case study is individually presented and complemented with respective

results. This is then followed by a collective discussion on the findings and the implica-

tions that they have on the modelling of the bubble sweep-down phenomenon. Note

also that for case studies 1 to 3, tabulated RMSE data can be found in Appendix D. The

raw data used to compute these RMSEs is available in Appendix E.

Case Study 1: A Grid Convergence Study: MULES vs. IsoAdvector

The MULES and isoAdvector methods were compared through spatial and temporal

grid independence studies. These studies were performed using four different time

steps and grid sizes. The grid sizes were referenced according to the refinement zone

behind the bump and systematically reduced by a factor of two from ∆x = ∆y =

0.016m to 0.002m. Likewise, the time steps were reduced by a factor of two from

1.6× 10−4s to 2.0× 10−5s. For each time step and grid size combination, a quantitative

and qualitative comparison was made against the results of Ghosh et al. (2007). The

quantitative results, in the form of RMSEs, are presented in Figure 5.2. The qualitative

comparison is shown in Figure 5.3 Additionally, relative comparisons of the trajectories

of the bubble enclosed by the overturning jet are depicted in Figure 5.4. These, however,

could not be verified against experimental results because Ghosh et al. (2007) did not

record any bubble trajectories.

Figure 5.2. The RMSE as a function of grid size for different time steps.
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Figure 5.3. A qualitative comparison against the findings of Ghosh et al. (2007).

Figure 5.4. The bubble trajectories as a function of time for ∆x = 0.002 and variable

∆t. Results of MULES are on the left, whilst those of isoAdvector on the right.
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Case Study 2: A Turbulence Sensitivity Analysis

A turbulence sensitivity study was carried out to evaluate the effect a changing of

turbulence parameters had on the results. The study was executed using four different

turbulence intensities and length scales. The intensities I were chosen to be 0.1%,

1.0%, 5.0% and 10.0%, respectively. Meanwhile, the length scales l were chosen to be

0.1%, 1.0%, 5.0% and 10.0% of the bump height Hbp, respectively. All simulations were

carried out using the MULES method with ∆x = ∆y = 0.004m and ∆t = 4×10−5s. For

each combination, a quantitative comparison was made against the results of Ghosh

et al. (2007). Additionally, the impacting jet angle was inspected in more detail since it

was found to be particularly sensitive to the values of the turbulence parameters. The

results are shown in Figure 5.5.

Figure 5.5. The RMSE and jet impact angle as a function of turbulence intensity.

Case Study 3: An Adaptive Mesh Refinement Study

The standard AMR method available in OpenFOAM-7 is based on octree refinement

and is, therefore, not suitable to two-dimensional problems. This is because octree

refinement produces internal cell faces, which violate the single layer constraint that

two-dimensional problems are subject to. To address this, it was, therefore, necessary

to download and compile a modified AMR library developed by Luca Cornolti from the

University of Applied Sciences and Arts of Italian Switzerland. Details of this can be

found in Appendix B. This library replaced octree refinement with quadtree refinement,

which meant that parent cells were split into four child cells with four internal faces

only in the variant directions. As shown in Figure 5.6, this library, as opposed to the

standard AMR library, produced no internal faces in the variant direction.
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Figure 5.6. Difference between the standard and modified AMR libraries.

The AMR study was then carried out using this modified library. The objective was

to examine whether it would be possible to reduce the computational time without

loss of accuracy. To this end, the static grid results under the spacial and temporal

resolution of ∆x = ∆y = 0.004m and ∆t = 4× 10−5s were used as a reference. One,

two, three and four refinement levels RL were investigated and, for each RL, one, two,

four and eight buffer layers BL were applied. The water phase fraction was chosen

as the refinement parameter such that refinement was triggered only within a phase

fraction range of 0.1 to 0.9. The base grid size was always changed according to RL to

ensure that the finest grid size was 0.004m. For each combination, the global RMSE

was calculated and the execution time recorded. These are shown in Figure 5.7. Based

on these results, a qualitative comparison was then made for the three best RMSE

configurations against the breaking wave shape produced by the static grid. This

is illustrated in Figure 5.8. Finally for RL = 1 and RL = 2, the bubble shapes and

trajectories for the two best BL configurations were visualised against those produced

by the static grid. See Figures 5.9 and 5.10 for these.

Figure 5.7. The RMSE and execution time as a function of the number of buffer layers.
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Figure 5.8. A comparison between the static results and those obtained using AMR.

Figure 5.9. The bubble trajectory and shape for a single refinement level with four

and eight buffer layers, compared to the static grid results.
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Figure 5.10. The bubble trajectory and shape for a double refinement level with two

and four buffer layers, compared to the static grid results.

Case Study 4: A Solver Operation Study

All of the simulations in the case studies described above were executed using the

PISO algorithm. Since the stability of this algorithm demands relatively small time steps,

its use can become prohibitively expensive for larger three-dimensional systems. This

can be overcome by changing the operating mode from PISO to PIMPLE. Thus, the

purpose of this case study was to (1) demonstrate the correct usage of the PIMPLE

algorithm and (2) evaluate whether the PIMPLE algorithm can be used to maintain

stability at larger time steps without compromising solution accuracy. To facilitate this,

the static grid results under the spacial and temporal resolution of ∆x = ∆y = 0.004m

and ∆t = 4×10−5s were used as a reference. The study was initiated by systematically

doubling the time step until the solution diverged in PISO mode. This is illustrated

in Figures 5.11 to 5.13. After this, the operation mode was changed to PIMPLE and

the number of inner and outer correction loops were increased in proportion to the

size of the time step. Under-relaxation was applied to the momentum, pressure and

turbulence equations in order to maintain stability. The results using this approach are

illustrated in Figures 5.14 and 5.15. Note that in these figures, rather than showing

the entire residual plot, a snapshot is taken from about halfway through the simulation

to illustrate how the solution converges within each individual time step. Based on

these figures, it was then seen that the applied number of outer correction loops was

insufficient to reach acceptable convergence. To correct this, the number of outer

iterations was increased substantially and outer corrector residual control was used

59



Test Cases and Results

to ensure that the initial residuals converged to at least 1 × 10−5. This is illustrated

in Figure 5.16. Finally, in Figure 5.17, the effects of increasing the number of alpha

correction loops and sub-cycles are shown.

Figure 5.11. The solution converging in PISO mode.

Figure 5.12. The solution converging in PISO mode with some instabilities.

Figure 5.13. The solution diverging in PISO mode.
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Figure 5.14. The PIMPLE algorithm using four outer correction loops per time step.

Figure 5.15. The PIMPLE algorithm using 16 outer correction loops per time step.

Figure 5.16. The PIMPLE algorithm with outer corrector residual control.
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Figure 5.17. The effect of sub-cycles and alpha correction loops.

Case Study 5: Temporal Treatment

The last case study was to compare how the execution time and accuracy of the

simulations behaved when changing from the FTS to the ATS method. Again, the

static results under the spacial and temporal resolution of ∆x = ∆y = 0.004m and

∆t = 4 × 10−5s were used as a reference. For this resolution, it was found that

the global and interfacial Comax values were 0.0661 and 0.0623, respectively (see

Figure 5.11). These values occurred in the region aft of the bump where the grid was

most refined and where the plunging event took place. Hence, up to and after the

wave breaking point, larger time steps and, therefore larger Courant numbers could

potentially be sustained. To test whether this was true, these same Comax values were

adopted as bounding values for the ATS method. The effect of doing so is illustrated

in Figure 5.18. A simulation was then run and the execution time, RMSE and bubble

trajectories and shapes were compared to the reference results. This was also done

for two AMR configurations. The results are shown in Figures 5.19 and 5.20.

Figure 5.18. The Comax values using the FTS and ATS methods.
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Figure 5.19. A comparison of the bubble trajectories, execution times and RMSEs.

Figure 5.20. The shapes and trajectories of the bubbles for different configurations.

5.1.4 Discussion

A variety of case studies were performed to examine the sensitivity of the breaking

wave and its associated air entrainment to the choice of phase advection method,

turbulence parameters, AMR, temporal treatment as well as the size of the physical

time step. Focus was specifically put on evaluating the capability of the VOF method

to capture the breaking wave under these different configurations. This was because,

fundamentally, the breaking wave not only dictates the amount of air entrained, but

also the depth to which the ensuing bubbles are forced to and their subsequent trajec-

tories. Therefore, accurate prediction of the bubble sweep-down phenomenon requires

accurate modelling of the breaking wave as well as knowledge about the behaviour

63



Test Cases and Results

of the numerical approximation. The present studies, though two-dimensional, have

shown that the modelling is quite sensitive to the choice of numerics. Although, in

all cases the macroscopic features of the breaking wave were qualitatively observed,

there were also noticeable differences in the precision of the results depending on the

configuration. In what follows, the results from each case study are dissected in more

detail, after which the key findings are summarised together with the implications that

they may have on a further three-dimensional study.

The MULES and isoAdvector phase advection methods

According to Figure 5.2, the MULES method performed significantly better than the

isoAdvector method. Not only was it able to produce results for the complete range

of temporal and spatial scales, but also did so at a higher accuracy. The best re-

sult obtained using MULES deviated from the experimental measurements of Ghosh

et al. (2007) by only 10.2%, whereas the best result using isoAdvector differed by

15.5%. Moreover, for the isoAdvector method, the best result was obtained at a rela-

tively coarse spatial resolution, whilst at finer resolutions the error grew moderately. It

should, however, be noted that according to Figure 5.2, at finer resolutions, the gra-

dient of the isoAdvector error curve approaches zero. This suggests that with further

refinement, it may be possible to improve the results; though at the expense of compu-

tational time. Interestingly, Figure 5.2 also shows that, for finer resolutions, the MULES

error curve exhibits convex behaviour. The lowest errors actually occurred at a spatial

resolution of 0.004m, after which the error increased again. Though not specifically

illustrated here, this increase was largely attributable to an unphysical increase in the

jet impact angle, to the extent that it would exceed 100◦.

The qualitative comparison in Figure 5.3 was made with the finest temporal and spatial

resolutions. Here, it can be seen that both the MULES and isoAdvector methods

produced comparable results to those of Ghosh et al. (2007). Both methods produced

a maximum wave height, followed by a plunge, air entrainment, an oblique splash and

a vertical jet. It should, however, be noted that the results of isoAdvector were generally

less pronounced. Compared to MULES, the isoAdvector method produced a compara-

tively smaller plunging event with less air entrainment and a vertical jet that remained

relatively low. The entrained air bubble also appeared to stay closer to the free surface.

It was also found that the isoAdvector method, though better at maintaining a smooth

interface, was much more sensitive to any changes in the temporal or spatial resolution.

The bubble trajectories were not considered in the calculation of the RMSEs, but

they were nonetheless recorded. Figure 5.4 shows the resulting trajectories for the
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finest grid size and variable time step using both phase advection methods. Based

on this figure, it is evident that the bubbles behaved quite differently depending on

whether they were modelled using the MULES or isoAdvector method. The most obvi-

ous difference, when using the isoAdvector method, was that the bubbles were always

sustained for a full second after formation. This was not true for the MULES method,

in which case the bubbles almost always dissolved within one second. In fact, the

MULES method was only able to preserve the bubble for a full second under a single

configuration. Unfortunately, due to the lack of data against which to compare, it cannot

be concluded which of these methods produced better results. Though, having said

this, Ghosh et al. (2007) did report that in their experiments the bubble experienced

severe deformation before breaking up after approximately 0.392s. In this regard, the

MULES method produced closer results, but due to the different computational setup,

the comparison is not fully appropriate. What is more, Koo et al. (2012), who actu-

ally managed to model the experimental conditions exactly, found that the simulated

bubbles collapsed slower than the experimental ones. This was attributed to the three-

dimensional instabilities in the flume flow, which likely accelerated the degradation of

the bubbles. Thus, based on these points, it can be concluded that the wave breaking

and bubble propagation process is strongly influenced by the flow configuration and

three-dimensionality and, hence, it is unrealistic to expect accurate results form a

two-dimensional simulation. Nonetheless, the current findings are informative in that

they highlight distinct differences between the modelling approaches.

The effect of turbulence parameters

According to Figure 5.5, the plunging breaker was very sensitive to changes in both

I and l. Of these, changes in I appeared to have the most profound effect. It can be

seen that, for a constant l, the smallest RMSEs were obtained for the lowest values of

I. The absolute lowest RMSE was obtained for the lowest turbulence intensity (0.1%)

and the largest length scale (10% of Hbp), which suggests that well defined plunging

breakers require flow fields with relatively large turbulent eddies and low velocity fluctu-

ations. These observations, however, are inconclusive because the exact results are

likely to be case dependent and subject to scale variations as well. Nonetheless, here

it was found that larger values of I tended to distort the wave in a manner that caused

it to collapse at relatively low angles, which in turn led to smaller bubble diameters and,

therefore, reduced air entrainment. As shown on the right-hand side in Figure 5.5, this

behaviour was observed for all of the tested length scales. In addition, and though not

specifically shown here, the higher turbulence intensities also caused the entrained

bubbles to dissolve faster. In virtually all of the high intensity cases, the bubble was

only followable up to about 0.2s after forming.

65



Test Cases and Results

By contrast, the effects of variable l for constant I were not as clear cut. In general,

larger values of l appeared to slightly reduce the error at lower values of I. However,

the opposite effect was observed at larger values of I, where the error appeared to

increase with larger values of l. Thus, there appeared to be an inflexion point, beyond

which the benefit of larger length scales diminished. This observation, however, was

not particularly critical from the point of view of accuracy because the errors around

the inflexion point were unacceptably high anyway. Hence, the primary takeaway from

this study was that the accurate modelling of the plunging breaker and its subsequent

events require careful validation and choice of turbulence parameters, which in this

particular case appeared to demand low intensities and large length scales.

The suitability of adaptive mesh refinement

Figure 5.7 shows that the best results using the AMR method were obtained for a

refinement level of one, in which case the RMSEs were very close to the 10.2% ref-

erence case. For one refinement level, the closest match was obtained by using four

buffer layers. The use of more buffer layers did not improve the results. For all of the

tested configurations, except for RL = 4, more than one buffer layer produced better

results. The exception for RL = 4 was likely due to the use of a very coarse background

mesh. The qualitative comparison in Figure 5.8 shows that the best configurations

for RL = 1 and RL = 2 produced very similar macroscopic wave breaking events

compared to the static grid results. All were able to accurately capture the maximum

wave height, plunge, oblique splash and vertical jet. However, not all were able to

sustain the bubbles for as long as the static grid did. In fact, for RL = 1, only four and

eight buffer layers managed to do so, whilst for RL = 2, only two and four did. For

these configurations the bubble trajectories and shapes are visualised in Figures 5.9

and 5.10. Here, it can be seen that all of the configurations failed to perfectly reproduce

the exact reference bubble shapes. However, quite close matches were obtained for

RL = 2 and BL = 2, followed by RL = 1 and BL = 4. This suggests that more than

one refinement level is needed for accurate trajectories and shapes, which is rather

counter intuitive in light of the RMSE results in Figure 5.7 where larger refinement

levels lead to larger macroscopic errors. It is, therefore, very difficult to draw any global

conclusions from these results.

The primary motivation for using AMR was to assess its potential in reducing the

computational time without loss of accuracy. The results, thus far, have shown that

reasonable accuracy can be obtained through the use of a low number of refinement

levels. However, as can be seen on the right-hand side in Figure 5.7, the execution
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time also grew in this case. A single refinement level, though achieving lower RMSEs,

required considerably more computational effort than a double refinement level and

so on. This was true to the extent that the execution time, for RL = 1, exceeded that

of the static mesh for all of the configurations that produced the lowest RMSEs (i.e.

two, four and eight buffer layes). The results, therefore, suggest that to gain a temporal

benefit from the use of AMR, at least two refinement levels should be used together

with a moderate number of buffer layers.

The implications of larger time steps

Figures 5.11 to 5.13 show that the PISO algorithm permitted time steps up to at least

5.12 × 10−3s before diverging. In doing so, it also managed to sustain a global and

interfacial Comax value of almost 16 and 6, respectively. This is counter intuitive with

respect to the discussion in Chapter 3, where it was stated that stability under the

PISO algorithm is limited to approximately Co < 1. Evidently, this is not always true,

and the current results suggest that the numerics can allow for a substantial margin to

this claim. It should, however, be noted that these findings are likely to depend on the

spatial and temporal resolution and do not necessarily represent flow scenarios outside

of the current scope. In any case, the results also show that when transitioning to the

PIMPLE algorithm, the time step was pushed to 0.04096s without divergence. In this

case, the maximum Co was well above 300 as shown in Figure 5.15. Thus, despite the

PISO algorithm being able to support relatively large time steps and Courant numbers,

the PIMPLE algorithm allowed for much larger ones.

The snapshots of the initial residuals in Figures 5.14 and 5.15 show that the ini-

tial residuals converged within each time step. However, the convergence in both cases

was very poor (above 10−3), indicating that the collective system of equations (i.e. the

A matrix in Eqn. 3.9) was not updated frequently enough. As a demonstration of the fix,

the number of outer correction loops was increased substantially and outer-corrector

residual control was used to ensure that the pressure and velocity residuals converged

to at least 10−5. This was done for ∆t = 0.01024s and a sample of the resulting initial

residuals is shown in Figure 5.16. It is also evident from this figure that as the solution of

the momentum equations changed, so did the Co distribution. In essence, these results

show that whenever the time step was increased, the number of outer correction loops

had to be increased proportionally to ensure satisfactory convergence of the initial

residuals. In practice, this was best achieved through residual control, whereby the

system of equations was solved until the specified tolerance was met. Thus, the num-

ber of outer correction loops differed between time steps as can be seen in Figure 5.16.
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The results, thus far, have demonstrated that considerably larger time steps and

Courant numbers can be sustained without divergence. However, the results tell noth-

ing about the accuracy of the solution and, to this end, it was observed that larger time

steps tended to cause the free surface to disintegrate. This was already quite visible

for ∆t = 0.01024s. To see whether this could be fixed, the effects of increasing the

number of alpha sub-cycles and correction loops were qualitatively investigated. The

results in Figure 5.17, however, show that for this time step, they failed to stabilise the

interface and instead exacerbated the problem. This proves that despite being able to

sustain much higher time steps and Courant numbers, there is a limit beyond which

the error is so large that the breaking wave profile can no longer be maintained and

phase-advection controls cannot be used to alleviate the problem. It may be possible

to improve the accuracy through these controls with lower time steps. Such a study

was, however, not included here. Moreover, even though the PISO algorithm can be

used with lower time steps without divergence, the time step may still be too large to

guarantee sufficient residual convergence. In this case, the PIMPLE algorithm can

be used to address the problem. I.e. the PIMPLE algorithm is not limited to situations

where the PISO algorithm can no longer maintain stability, but can actually be used at

any time. Although, it needs to be remembered that the PIMPLE algorithm is always

computationally more intensive than its PISO counterpart.

The implications of fixed vs. adaptive time stepping

Figure 5.18 shows that by changing from the FTS to the ATS method, both the global

and interfacial Comax values were higher, but nonetheless bounded, throughout the

entire simulation compared to the FTS method. As a result, the ATS method was able

to sustain higher time steps, which, as can be seen on the right-hand side in Figure

5.19, led to a considerable reduction in execution time. This was also true when using

the ATS method in conjunction with AMR. However, in both cases, the reduction in

execution time was also accompanied by a slight penalty in terms of the RMSE; though

this was less pronounced for the AMR method. It would, therefore, appear that AMR

together with ATS is, in general, a more accurate approach when it comes to efficient

capturing of the macroscopic wave breaking features. For wave breaking this may

be true, but as can be seen on the left-hand side in Figure 5.19, the AMR + ATS

method also caused premature disintegration of the bubble and a quite substantial

deviation from the trajectory of the reference (Static + ATS) case. This is further evident

upon inspection of Figure 5.20, which shows that the shape of the bubble matched

the reference shape only up to about 0.4s, after which it quickly elongated before

disintegrating. By contrast, Figures 5.19 and 5.20 show that the bubble trajectory and

shape when using the static grid together with ATS (Static + ATS) agreed best with
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the reference results. In this case, the bubble was sustained for the entire second

after formation and the shape largely matched that of the reference case. The only

notable deviation occurred at 0.8s where the bubble dipped slightly lower than in the

reference case. Based on these results, it would, therefore, appear that the static grid

accompanied by the ATS method is superior to all other configurations. The massive

decrease in execution time also provides a considerable margin to further improve

the resolution and, therefore, offset the increase in the RMSE. This would also, likely,

further improve the already well defined bubble shapes and trajectory.

The key takeaways

To summarise, it has been shown that the VOF method can produce a plunging breaker

with air entrainment under a variety of different configurations. Some of these achieved

RMSEs of just slightly over 10%, which is rather good considering that wave breaking,

in reality, is an inherently three-dimensional process. Thus, the results are very promis-

ing and suggestive that the VOF method may be appropriate for a more complicated

three-dimensional case as well.

The results do indicate that some configurations were better than others. In gen-

eral, it was found that (1) the MULES method was superior to the isoAdvector method,

(2) the form of the breaking wave was highly sensitive to turbulence parameters, (3)

the best results using AMR were obtained for one refinement level and a moderate

number of buffer layers, (4), the time step could not be made excessively large without

the free surface disintegrating and (5) the ATS method was much more efficient than

the FTS method and maintained good solution accuracy.

Based on these results, a three-dimensional study was then executed using only

the ATS method with small time steps in PISO mode. The turbulence parameters

were chosen such that I = 0.1% and l = 10% of some reference height, respec-

tively. These were the turbulence parameter values that produced the best results in

the two-dimensional case. AMR was investigated only for RL = 1 and BL = 4. The

isoAdvector method was also considered despite the MULES method being better in

the two-dimensional case. In what follows the three-dimensional case and its numerical

setup is presented in more detail. This is then followed by a presentation of the results

and a subsequent discussion.
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5.2 The Partially Submerged Wedge

This section presents a three-dimensional numerical reproduction of a plunging breaker

produced by a partially submerged wedge. Results from the two-dimensional study

were leveraged in the computational setup and the suitability of the MULES, isoAd-

vector and AMR methods were evaluated. The purpose of this study was to establish

the propriety of these approaches in a more complicated three-dimensional case with

greater relevance to real ship flows. Focus was put on the numerical reproduction of the

wave breaking process, which dictates the amount of air going into the water and where

it enters. Some attention was also given to the subsequent bubble trajectories to see

whether they deviated substantially from the immediate flow streamlines following the

plunging event. The results from this study provide knowledge and experience, which

can be useful in further, more targeted, investigations into the bubble sweep-down

phenomenon.

The flow past a partially submerged wedge was originally investigated by Waniewski

(1999). It remains one of the only surface piercing experimental setups where a plung-

ing breaker, relevant to real ship flows, is generated and which can be numerically

reproduced. Waniewski (1999) investigated a variety of configurations both in an open

channel flume and in a towing tank. These configurations included plates of different

sizes at varying angles (both axial and dihedral) to the incoming flow as well as different

water depths and flow speeds. The wave-wedge contact line was measured for most

configurations, whilst air entrainment was only measured for a single configuration. The

measurements for this were quite comprehensive and included time averaged void

fractions at different downstream cross-sections, estimations of the total volume of

air entrained as well as bubble chord distributions. Studies by other authors (e.g.

Tavakolinejad 2010, Johansen et al. 2010 and Mallat et al. 2018) were, generally, too

difficult to reproduce numerically. Thus, the configuration for which air entrainment was

measured by Waniewski (1999) was chosen as the three-dimensional reference case

in this project. It is also a configuration for which earlier numerical results are available.

5.2.1 Problem Description

The partially submerged wedge benefits from a relatively simple setup and manages

to produce a similar plunging breaker to real ship flows. The wedge causes the water

to rise in elevation, after which it detaches from the wedge surface and reaches a

maximum height. This is then followed by an air entraining plunging event at an oblique

angle to the incoming flow as well as repeated plunging events.
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In the numerical reproduction of Waniewski’s air entraining configuration, the centre

of the leading edge of a plate with height Hp equal to 0.5m and length Lp equal to

0.75m served as the origin of the computational domain. The plate was set at an angle

of 26◦ relative to the incoming flow in the x-direction. The initial water depth dw in the

domain was set to 7.89cm and, in accordance with the study by Moraga et al. (2008),

the domain was extended length-wise from x/dw = −5 to 40. Height-wise it extended

from 0 to 0.61m. Thus, air was allowed to flow around and above the plate. The total

width of the domain was 1.09m such that the nearest wall to the plate was 12cm from

the origin. The width of the plate was not specified by Waniewski and was, therefore,

assumed to be 1cm. A two-dimensional schematic of the domain dimensions and a

three-dimensional representation of the entire domain are illustrated in Figure 5.21.

Figure 5.21. A two- and three-dimensional representation of the domain.

The water phase was prescribed an inlet and initial velocity field of 2.48ms−1 in the

x-direction. The air phase was assumed to be stationary. As in the two-dimensional

case, the inlet conditions were generated using the swak4Foam library, details of which

can be found in Appendix A. Turbulence was modelled using the k−ω SST model with

parameter values referenced according to the best results from the two-dimensional

sensitivity analysis. The turbulence intensity I was set to 0.1% and the length scale l

to 10% of the plate height. It should be kept in mind that the two-dimensional results

were very sensitive to these parameter values and, the same ones may not be optimal

for a three-dimensional case. Wall functions were used to address near wall effects

such that the y+ value in the water phase, at the wall, was in the range of 30 to 300.

This, however, could not be guaranteed for the air phase. A no-slip condition was

applied to the plate and side walls, whilst a slip condition was applied to the bottom

wall. This was in line with Moraga et al. (2008) and Broglia et al. (2004), who showed
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that applying such a slip condition had no significant effect on the results. The domain

boundaries are illustrated in Figure 5.22. A table summarising the exact boundary

conditions can be found in Appendix C. Regarding fluid properties, the same ones as

used in the two-dimensional study were adopted. Using the initial water depth as a

reference length, the Re and Fr were calculated to be 195672 and 2.82, respectively.

Figure 5.22. The domain boundaries.

The computational grid was generated using OpenFOAM’s snappyHexMesh utility. A

CAD model was imported into the system and subtracted from the background grid. Re-

finement was then applied in the vicinity of the plate, up to the free surface and in the

region where the wave breaking took place. In this latter region, the grid was refined

down to two levels of the background grid, which had a default size of 0.03945m, but

which was also moderately increased towards the outlet. Six buffer layers were applied

at the plate surface with a consecutive expansion ratio of 1.2. At the side walls, three

buffer layers were used with an expansion ratio of 1.25. The height of the smallest cell

at the plate surface was approximately 8× 10−4m. A separate refinement region was

also applied in the direction normal to the plate surface to ensure a smooth transition

between the surface buffer layers and the surrounding grid. This region had a length of

approximately 0.07m. The grid in total consisted of 2869514 cells. Due to the complexity

of the problem at hand, a systematic grid independence study was not performed. The

resulting grid is shown in Figures 5.23 and 5.24.
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Figure 5.23. Top left: an isometric view of the computational domain and grid. Top

right: the grid in the vicinity of the plate and the buffer layers. Bottom: a view of the

grid as viewed from below.

Figure 5.24. A cross-section of the grid in the transversal direction.

The objective of this study was to evaluate the capability of the MULES, isoAdvector

and AMR methods to capture the plunging breaker as well as to see whether the

resulting bubble trajectories deviated from the flow streamlines. The LTS method was
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used to obtain a pseudo-transient solution to the problem, which was then used as an

initial condition in further transient studies. To obtain this solution, a total of 7500 time

iterations were used together with bounding global and interfacial Comax values of 1.0

and 0.5, respectively. Convergence was ensured by no further changes occurring in

the wave-wedge contact line and by the initial residuals dropping sufficiently low. The

results of the MULES, isoAdvector and AMR studies were then obtained by changing

from the LTS to the ATS method and by simulating the flow for an additional 0.1s of

physical time. The second-order backward scheme was used for all transient terms

apart from that concerning the phase-fraction. For this, the first-order Euler scheme

was used so that more than one alpha sub-cycle could be used. The bounding global

and interfacial Comax values were both set to 0.2. Due to the lack of experimental

and numerical data against which to compare results, all evaluations were done

qualitatively. These are presented next.

5.2.2 Results

The wave profile, contact line and initial residuals using the LTS method are shown

in Figures 5.25 and 5.26. Figure 5.27 shows the phase fraction, y+, skin friction and

pressure coefficient distributions on the plate surface. Figure 5.28 shows the turbulent

kinetic energy distributions on three planes around the plate and Figure 5.29 shows the

pressure and skin friction drags as a function of time using the MULES and isoAdvector

methods. Figures 5.30 and 5.31 show the entrapped air cavity together with flow

streamlines at different cross-sections using the MULES method. The static and AMR

grids are illustrated in Figure 5.32. Figure 5.33 shows the breaking wave profile at three

different cross-sections compared to experimental and earlier numerical results. Finally,

in Figure 5.32, the streamlines of the MULES and isoAdvector methods are compared.

Figure 5.25. The initial residuals and contact line using the LTS method.
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Figure 5.26. An isometric view of the breaking wave profile. The box highlights the

area in which subsequent results are focused.

Figure 5.27. The top left and right images show the phase fraction and y+ distributions

on the plate surface, respectively. The bottom left and right images show the skin friction

and pressure coefficients, respectively.
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Figure 5.28. The turbulent kinetic energy at three vertical planes. The top right image

is from y = 0.35cm, the bottom left from y = 0.25cm and the bottom right from

y = 0.15cm. This range covers the region above the wave as well as the plunge itself.

Figure 5.29. The pressure and skin friction drag on the plate using the MULES and

isoAdvector methods.
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Figure 5.30. Streamline trace using the MULES method. Very similar traces were

obtained for the isoAdvector and AMR methods. The enclosed air cavity appears to

follow the streamlines towards the left wall, after which it disintegrates very quickly.

Figure 5.31. Additional streamline traces from different angles. The colouring is based

on the velocity magnitude to highlight that the streamlines associated with the breaking

wave have lower velocity. These have a darker shade of blue.
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Figure 5.32. Comparing the static grid results to those obtained using AMR. For AMR,

one refinement level with four buffer layers was used. Both configurations produced

very similar results.
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Figure 5.33. Comparing the breaking wave profile produced by the MULES, isoAdvec-

tor and AMR methods to the corresponding numerical results of Moraga et al. (2008)

and the experimental measurements of Waniewski (1999). The transverse location of

the plunge for each planar location is denoted by ypl.
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Figure 5.34. Comparing the MULES and isoAdvector velocity profiles at the x = 81cm

cross section. The maximum velocity in these profiles (dark red) is about 2.50ms−1.

5.2.3 Discussion

The results indicate that interFoam or, more generally, the VOF method was capable

of producing a three-dimensional plunging breaker similar to real ship flows. As shown

in Figures 5.25 and 5.26, the wave rose along the wedge surface and reached a

maximum height, after which it detached and plunged at an oblique angle to the

incoming flow. This resulted in air entrainment and the subsequent passing of the air

cavity downstream of the plate. However, as shown in Figure 5.25, despite these global

features being captured, the wave contact line along the surface was significantly

overestimated. This was true for the contact line measured using a phase fraction

of 0.5 and 0.999, thus proving that measurement ambiguity was not the source of

the problem. Moreover, even though this contact line was measured using the LTS

method, it was found that in the fully transient studies, there were no notable changes

to it. This overestimation led to a relatively shallow-angled plunging event, which had

knock-on effects on the amount of air entrained and the ensuing bubble or cavity

trajectories. These will be discussed in more detail below.
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Surface distributions, turbulent kinetic energy and resistance

Figure 5.27 shows the phase fraction, y+, skin friction coefficient Cf and pressure

coefficient Cp distributions on the plate surface. These were measured using the

MULES method and are representative of those obtained for the last time step. A

phase fraction contour of 0.5 is included in each image to depict the location of the free

surface. The skin friction and pressure coefficients were calculated using the following

equations.

Cp =
2p

ρU2
ref

Cf =
2τwall

ρU2
ref

(5.4)

Here, τwall is the wall shear stress. The density ρ and reference velocity Uref were

taken to be those of water. Namely 1000kgm−3 and 2.48ms−1, respectively. The default

units of the wall shear stress calculated by interFoam were m2s−2. Therefore, to obtain

the correct units, it was necessary to multiply the wall shear stress by the appropriate

phase density. For this, a linear density distribution of the form ρ = 1000αw + 1.225

was assumed. This was also used in the calculation of the skin friction drag.

The phase fraction distribution in Figure 5.27 clearly shows the same contact line

as in Figure 5.25. In the vicinity of the plate’s leading edge, the wave first rose quite

rapidly, after which it reached a maximum height near the centre and then declined

towards the trailing edge. Along the entire surface, the distribution remained smooth

and was free of numerical oscillations. The clear division between the water and air

phases resulted in similar divisions for the y+, Cf and Cp distributions. The y+ dis-

tribution shows that in the water phase, the y+ value was roughly in the range of 30

to 120, which was appropriate for the use of wall functions. This, however, could not

be guaranteed for the air phase, which had a considerably lower density and a zero

initial field velocity. The Cf distribution largely mimicked that of y+, with maximum

values occurring near the leading edge of the plate where the velocity gradients were

highest. There was also an elevated Cf region at the plate’s trailing edge, where the

value of Cp was coincidentally zero or even slightly negative. This was indicative of

accelerated flow and, therefore, greater velocity gradients and wall shear stresses. It

should be noted that at the stagnation point of the leading edge, the maximum Cp ex-

ceeded unity. This can be an indication of error such as an over-prediction of turbulent

viscosity by the k − ω SST model in that region. Alternatively, it can be an indication

of the total pressure not remaining constant along the streamlines between the inlet

and outlet, which may the case in viscous flows.
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Figure 5.28 shows the turbulent kinetic energy distributions at three vertical cross-

sections near the plate. The first cross-section at y = 0.25cm was taken near the

maximum height of the detached wave. It showed that the kinetic energy was highly

localised in a region away from the plate surface where the wave height was ele-

vated. The second cross-section at y = 0.25cm was taken in the vicinity of the plunge,

slightly below the falling jet, and showed that the maximum kinetic energy occurred in

the curved wave face entrapped by the falling jet. The kinetic energy here was actually

greater than at the side wall where the plunge itself took place. The third cross-section

at y = 0.15cm was taken from below the plunge and showed that the turbulent kinetic

energy had largely dissipated by this point. This was contrary to expectations as it was

thought that the violence of the plunging event would cause substantial disorder in

the flow beneath the plunge. It could be that the incoming flow caused the turbulent

fluctuations to dissipate very fast. However, perhaps more likely, is the non-physical

consequence of the shallow-angled plunging event extending almost all the way to

the side wall and, therefore, never properly settling into the incoming flow. Further

investigations would be needed to establish reliable results.

Figure 5.29 shows the pressure and skin friction drag experienced by the plate using

both the MULES and isoAdvector methods. These figures include time histories and

average values. In general, both methods showed very marginal fluctuations about

the mean values, which was indicative of the wave profile remaining largely steady

along the plate surface. A comparison of the skin friction drag also reveals that both

methods produced a very similar time history, although the average using isoAdvector

was slightly higher. Differences were more obvious for the pressure drag, where the

isoAdvector method resulted in considerably larger fluctuations during the first half

of the simulation run. Again, this contributed to a marginally higher average value

using isoAdvector. These results are informative as they provide relative insight into

non-qualitative differences between the methods. They, however, cannot be validated

against real values and are not representative of the drag components experienced by

real ships. Moreover, due to the overestimated wave contact line, it is likely that these

drag components are also overestimated relative to experimental values.

The flow streamlines

Figures 5.30 and 5.31 illustrate the flow streamlines alongside the plunging event

and the resulting air cavity at different streamwise cross-sections. All of these stream-

lines are for the water phase and representative of those obtained using the MULES

method. The isoAdvector and AMR methods produced almost identical results. The

motivation behind these streamline traces was to investigate how the wedge and
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plunging event diverted the incoming flow and to see whether the trajectory of the

enclosed air cavity deviated from the water phase streamlines. The figures show that

the incoming flow was disturbed by the presence of the plate. The streamlines were

deflected upwards and outward, with the uppermost streamlines losing momentum as

energy was transferred to the overturning jet. Where the plunge occurred, there was

quite significant disorder in the flow. This disorder was, however, sorted relatively fast

as evidenced by the streamlines re-assuming the downstream direction of the mean

flow and by the turbulent kinetic energy vanishing relatively fast. Where the streamlines

were most bent, the pressure also increased in a direction away from the centre of

curvature. This was representative of real ship flows, where the pressure reduces in a

direction away from the shoulder of a ship’s hull.

The results regarding the trajectory of the enclosed air cavity are inconclusive. This

was due to the shallow angled plunging event causing limited air entrainment and the

quick downstream disintegration of the cavity. I.e. the cavity could not be followed for

long enough to draw any binding conclusions. What can be said is that the cavity was

forced towards the wall by the diverted streamlines, which suggests that the trajectory

was strongly linked to the water phase streamlines at least in the immediate aftermath

of the plunging event. This was to be expected though because the momentum of the

plunging event during these early stages is likely to overcome any buoyancy related

effects. It should be noted that one of the reasons for the premature disintegration

of the cavity could have been the plunging event extending almost all the way to the

wall. It seems that shortly after the plunge, rather than settling into the incoming flow,

the wave rebounded from the wall and, therefore failed to properly entrain air. Such

observations are, of course, not representative of real ship flows, which highlights one

of the major shortcomings of this study. At the same time this was also a failure of the

MULES method to properly capture the breaking event.

Adaptive mesh refinement

Figure 5.32 illustrates the difference between the adaptive and static grids. The first two

images were taken from a bottom-up view to show how AMR can be used to localise

refinement in regions dictated by the rapidly changing free surface. For this purpose,

one refinement level and four buffer layers were used. The background grid was

kept constant and equal to that used in the MULES and isoAdvector studies. Clearly,

compared to the static grid, the use of AMR resulted in quite a vast refinement region;

thus proving that the method worked. However, as shown in the bottom four images,

despite this localised refinement, the method introduced no obvious improvements to

the static results. If anything, AMR simply sharpened the features already captured
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by the static grid, while significantly increasing the computational time and effort. In

fact, the execution times using the AMR, isoAdvector and MULES methods were

46.1h, 26.6h and 24.8h, respectively. With this in mind and considering that AMR did

not correct the overestimation of the wave contact-line and also failed to sustain the

cavity for any longer than MULES and isoAdvector did, it is difficult to attribute any

advantages to the method. Moreover, it should be noted that the execution times

mentioned above were required to simulate just 0.1s of physical time. Increasing the

number of refinement levels and/or buffer layers alongside the physical simulation time

would lead to an exponentially larger computational effort. The resources to investigate

this were not available in the current project.

MULES, isoAdvector and AMR

Figure 5.33 shows the profile of the breaking wave at three different streamwise cross-

sections for the MULES, isoAdvector and AMR methods. The experimental results of

Waniewski (1999) and the numerical results of Moraga et al. (2008) are also included in

the figure. Upon inspection, it is clear that in each of the present numerical cases, the

macroscopic features of the breaking wave were captured almost identically. Marginal

differences appeared only in the form of interfacial oscillations and sharpness. The

isoAdvector method produced a smoother interface compared to the MULES method,

which was in agreement with the findings from the two-dimensional study (see Figure

5.3 in Section 5.1.3). However, in the two-dimensional study it was also found that

the isoAdvector method produced a noticeably smaller plunging event compared to

the MULES method. Such observations were not made here, which suggests that the

isoAdvector method may be more appropriate in three-dimensional cases.

Regarding the interfacial oscillations, these have been attributed to spurious tan-

gential velocities that arise from the large density jump across the interface (Roenby

et al. 2017). In an attempt to visualise this effect, the velocity profile and streamlines

were generated at the x = 81cm cross-section for both the MULES and isoAdvector

methods (see Figure 5.34). The spurious currents were, however, not very distinguish-

able here and the differences between the two methods appeared to be quite small. It

should be noted that the high velocity region above the interface was slightly thicker for

the MULES method, whereas a pocket of very high velocity air appeared near the left

wall for the isoAdvector method. Also, the air phase streamlines differed near the tip

of the jet, but this appeared to have no marked effect on the form of the jet. It may be

that, for isoAdvector, the reduced thickness of the high velocity region above the inter-

face led to less spurious currents and, therefore, a smoother interface. But, as noted

by Roenby et al. (2017), the isoAdvector method does not entirely eliminate these
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currents and a more likely source is the treatment of density in the iterative solution

algorithm. A so-called Ghost Fluid Methodology (GFM) has been devised to address

the issue, but unfortunately this was not available in OpenFOAM-7. Moreover, the

newer OpenFOAM-8 release includes a piecewise-linear interface calculation (PLIC)

method, which may also have beneficial implications on maintaining surface stability. It

may be of interest to explore this method in the future.

Shortly on the AMR method, Figure 5.33 shows that it resulted in very similar profiles

to those generated by the MULES method for a static grid. This is not surprising since

AMR was used in conjunction with MULES rather than isoAdvector. However, what

is notable is that the AMR method appeared to sharpen the wave breaking profile,

exacerbate the surface instabilities that were already present in the static grid results

and push the plunging point all the way to the wall. This was rather counter intuitive

because one would have expected that refining the grid would have reduced the error in

the solution, especially when the time step or the Courant number was very small. Here,

the maximum Co was limited to 0.2, whereas in the two-dimensional studies, the best

results were obtained for Co around 0.06. Thus, by further reducing the bounding

Comax value, it may be possible to reduce the instabilities. This, however, comes at

the expense of computational effort. Alternatively, it may be that the instabilities were

exacerbated by the inconsistencies in the implementation of AMR in OpenFOAM-

7. These inconsistencies are associated with field mappings from parent to child cells,

initialisation of new cell faces and sign-flipping of surface fluxes, all of which may lead

to the accumulation of errors in the solution (Rettenmaier et al. 2019). It may be of

interest in the future to examine how a more updated version of AMR performs. It may

also be of interest to see how AMR works together with isoAdvector.

Performance against other numerical results

As mentioned, Figure 5.33 also includes the numerical results of Moraga et al. (2008)

for the same streamwise cross sections. These results, which were obtained using a

single-phase level set method coupled with an Eulerian-Eulerian approach to capture

the dispersed phase, show the form of the plunging breaker as well as the transverse

location of the jet impact. The contours in these images represent bubble size distribu-

tions, which are neglected for the purpose of the following discussion.

By comparing the results from this study to those obtained by Moraga et al. (2008), it

is obvious that the VOF method failed to properly capture the plunging event. Figure

5.33 shows that a plunge occurred only at the x = 73.4cm cross-section and very

close to the wall. After this, the wave apparently rebounded and failed to resettle. By
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contrast, the results of Moraga et al. (2008) show a steep plunging event at each planar

location, which gradually moved in a transverse direction towards the wall. The form

of this plunging breaker was very well defined and showed clear entrapment of an air

cavity. The failure of the VOF method to produce similar results deserves a brief look

into how it differs from the single phase level-set method. The most fundamental differ-

ence is that the VOF method is concerned with the solution of both the air and water

phases, whilst the single-phase level set method is only concerned with the solution

of the water phase. This means that the level set method involves computations in a

fluid with uniform properties where the effect of air on the interface is neglected. What

is more, through the use of a signed distance function, the method can maintain a

sharp interface upon which a density jump condition is explicitly imposed (Carrica et

al. 2006). This means that the single-phase level set method is not subject to the

interfacial fluctuations that typically arise due to high density ratios in other methods,

including the VOF method.

In the VOF method, the coupling between the dynamic pressure and density is ac-

counted for in the momentum equation. A problem arises through the iterative solution

of this equation, which leads to an intermediate imbalance between the dynamic pres-

sure and density gradients. This imbalance manifests as a source term that contributes

to velocity fluctuations in the interfacial region (Vukcevic et al. 2017). This coupled

with the fact that standard gradient discretisation schemes do not account for the

density discontinuity at the interface, means that the interface is prone to instabilities

as witnessed in Figure 5.33. This, however, is not necessarily the only reason why the

VOF method produced such a shallow angled and delayed plunging event compared

to the level set method. There may have been other issues associated, for example,

with the choice of values for the turbulence parameters or the use of wall functions. It

is worth recalling that the two-dimensional turbulence sensitivity study showed that

form of the breaking wave was extremely sensitive to the choice of turbulence intensity

and length scale. Thus, it may be of interest in future studies to perform a thorough

investigation into the effect that RANS based turbulence parameter values have on the

results. Additionally, it would be useful to examine the performance of hybrid turbulence

modelling approaches such as detached eddy simulation (DES) and/or scale-adaptive

simulation (SAS). Although, these do increase the computational effort.
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Performance against experimental results

The experimental results of Waniewski (1999) in Figure 5.33 do not include the exact

form of the plunging breaker, but rather the transverse location of the jet impact and

the resulting void fraction distributions. It should be noted that the jet impact angle and

thickness were measured by Waniewski (1999) to be approximately 58◦ and 2− 3cm,

respectively.

The present numerical results cannot be compared to these experimental results

due to the failure of the VOF method to properly capture the plunging breaker. The only

planar location for which a jet impact did occur (x = 73.4cm in Figure 5.29) shows that

the impact was prolonged by more than 30cm in the transverse direction. Moreover,

this impact occurred at an angle of approximately 30◦ as opposed to 58◦. As a result, air

was entrained in a form with no meaningful resemblance to the experimental results. In

fact, the only agreement with the experimental findings was that the average thickness

of the jet upon impact was about 2.8cm. By contrast, the results of Moraga et al. (2008)

were in far better agreement with the experimental measurements. They measured the

exact same impact angle and an average jet thickness of approximately 2.5cm at the

x = 73.4cm cross-section. Also, their void fraction measurements showed reasonable

agreement with those of Waniewski (1999). Nonetheless, the results of Moraga et

al. (2008) also show that the transversal impacting point of the jet was shifted outwards

by more than or equal to 15cm at each cross-section. In this sense, the present VOF

results confirmed the tendency of computational approximations to delay the plunging

event in the transversal direction.

It should also be noted that the void fraction measurements in Figure 5.33 are represen-

tative of those just below the jet impact point. I.e. these are the void fractions resulting

from the air being trapped in between the falling jet tip and the free surface as well as

that being dragged in by the jet itself. They do not take into account the disintegration

of the entrapped air cavity. With this in mind, it was already seen in the two-dimensional

studies that, when using the VOF method, no bubbles appeared immediately below

the impacting jet (see Figure 5.3 in Section 5.1.3). In fact, to capture this phenomenon

with the VOF method alone (if even possible), the grid resolution would have to be

extremely fine. It is likely that AMR would be the only way in which such resolutions can

be achieved economically. But, as already established, only a single refinement level

doubled the computational effort without introducing any obvious benefits. Furthermore,

this single refinement level only achieved a minimum grid spacing of approximately five

millimetres. The amount of refinement levels required to achieve bubbles of microscopic

size would require substantial computational resources; to the possible extent that the
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solution would no longer be practical from an engineering point of view. It is, therefore,

no surprise that all serious attempts into the modelling of air entrainment by plunging

breakers and the subsequent bubble sweep-down phenomenon have been done using

Eulerian-Eulerian models. Though, as mentioned in Chapter 1, these models also tend

to be very expensive as they substantially increase the number of equations that need

to be solved per time step.

The key takeaways

These three-dimensional studies have shown that the VOF method can be used

to simulate a plunging breaker generated by a surface piercing object. The results

proved that the wave rose up along the plate surface, after which it detached and

plunged at an oblique angle to the incoming flow. The general characteristics of

the wave were similar to those witnessed in real ship flows. However, compared to

experimental measurements as well as earlier numerical results, the accuracy of

the breaking wave was severely underestimated. The wave contact line along the

plate was significantly over-predicted. This was followed by a very shallow angled

plunging event with the jet impact occurring at a substantially delayed transversal

location. This, in turn, led to reduced air entrainment and the wave rebounding off of

the wall, which then degraded the results in downstream cross-sections. Therefore,

despite the VOF method capturing the general form of the plunging breaker, it failed

to do so accurately. This was true for both the algebraic MULES and the geometric

isoAdvector method as well as AMR. Further investigations using, for example, GFM or

the PLIC method are required. It may also be interesting to investigate other turbulence

modelling approaches and, altogether different free surface algorithms (e.g. the level-

set method). Moreover, accurate and economic capturing of the bubble size distribution

may necessitate the use of an Eulerian-Eulerian approach as opposed to AMR. At the

present moment, comparisons between these cannot be made.
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6.1 Summary of the Project

The purpose of this work was to investigate the suitability of the VOF method to

the modelling of the bubble sweep-down phenomenon. The phenomenon itself was

conceptually decomposed into three consecutive events. These were the deformation

of the free-surface and its interaction with the continuous air phase, the entrainment

of air and its subsequent disintegration into clouds of bubbles and the passage of

these bubbles aft and under a ship’s hull. Due to the complexity of each event and a

lack of experimental data against which to compare numerical results, it was decided

that this thesis project would primarily focus on the first and second events. It was

noted that bow-generated plunging type breaking waves are the primary mechanism

driving the entire phenomenon. These waves are characterised by an air-entraining jet

plunging at an oblique angle to the incoming flow. Both small- and large-scale physics

are simultaneously present, making the problem stiff and, therefore, difficult to address

from a computational point of view.

The test cases

Two test cases with direct relevance to ship bow-generated plunging breakers were

chosen as benchmarks for the project. The bulk of the numerical validations were

done using a two-dimensional test case, in which a fully submerged bump generated

a plunging breaker in a direction opposite to the incoming flow. Grid independence

studies were performed to compare the performance of the algebraic MULES method

to the geometric isoAdvector method. Additionally, a turbulence sensitivity study was

done and the suitability of AMR, the PIMPLE algorithm and different time-stepping

techniques were investigated. In general, the results were very good and showed that

the VOF method, under certain configurations, was capable of accurately capturing

the breaking wave. It was found that the MULES method was clearly better than the

isoAdvector method and that the use of AMR substantially reduced the computational

time without compromising too much on accuracy. Also, the ATS method, despite

requiring very low bounding Comax values, was significantly faster than the FTS

method. There was, however, some ambiguity concerning the values chosen for the

turbulence intensity and length scale. It was found that the best results were obtained

using relatively low intensities and large length scales, which differed from the moderate

values typically used in ship applications. Also, the tendency of the error to rise at the

finest temporal and spatial resolutions when using the MULES method warrants further

investigation. This may be linked to the choice of turbulence model.
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The two-dimensional results were very promising and one would have expected similar

traits in a more complicated three-dimensional case. This, however, was not true

as proved by the study of the plunging breaker generated by a partially submerged

wedge. In this study, the MULES, isoAdvector and AMR methods were investigated

and results compared to earlier numerical findings and experimental data. The results

showed that, despite the general form of the plunging breaker being captured, the

accuracy using all three methods was very poor. It was found that the plunging event

was prolonged in the transversal direction and rebounded off of the wall, which led

to severely underestimated air entrainment and the premature disintegration of the

encapsulated air cavity. This behaviour was likely responsible for the quick dissipation

of turbulent kinetic energy as well. This non-physical prolongation or stretching of the

wave directly deteriorated the accuracy of all ensuing events, including the bubble

trajectories, which made it impossible to compare the results against experimental

findings. The results did, nonetheless, confirm the tendency of RANS-based numerical

approximations to prolong the plunging event in the transversal direction. Moraga et

al. (2008) showed similar tendencies using a single-phase level set method, although

their results were in far better agreement with the experimental measurements.

Advantages and disadvantages of the test cases

The availability of directly relevant test cases in the public domain continues to be

very limited. This is due to the expense of collecting the needed data at full scale and

the complexity of reproducing the phenomenon at model scale. Additionally, it is likely

that projects that have been conducted have not been released to the public domain

due to proprietary reasons. As a result, in this thesis project, it was necessary to find

focused test cases with direct relevance to ship applications. Considering the scope,

these test cases had to produce a wave that reached a maximum height, followed

by an overturning of the wave face and a subsequent plunge at an oblique angle or

directly opposite to the incoming flow. The two-dimensional fully submerged bump

and three-dimensional partially submerged wedge, although heavily simplified, fulfilled

these criteria and were relatively simple to reproduce numerically.

The main advantage of these test cases, aside from their simplicity, was that they

included body-wave interactions that produced a remarkably similar plunging breaker

with air entrainment to real ship flows. In particular, the two-dimensional test case

allowed very rapid testing of different numerical methods and was, therefore, a good

benchmark that should continue to be used in the future. Moreover, even though

validations in this thesis project were made globally through the calculation of RM-

SEs, the availability of data for this test case facilitates more targeted evaluations as
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well. One could perform separate studies into any of the criteria listed in Table 5.1 in

Section 5.1.2. The three-dimensional test case benefited from similar characteristics

as well. Although somewhat dated, the advantage of this test case was its specific

focus area, which enabled intricate studies specifically into the physics of the plunging

breaker and its associated events. Only wave contact-line and air entrainment data

was benchmarked here, but the experimental results include a variety of other data as

well. These include, for example, bubble size distributions, frequency of bubble cloud

encounters as well as evaluations of the plunging jet shape. This test case continues

to be very good for the three-dimensional evaluation of different numerical methods

before moving onto more involved ship flows.

The simplicity of these test cases was an advantage, but at the same time a big

disadvantage as well. For one, neither of these cases was representative of a real

ship geometry. The bump, although incorporating body-wave interactions, did not

include a surface piercing object. As a result, the flow field was automatically different

and, therefore, the results do not necessarily translate to real ship applications. The

wedge simulated the half angle of a ship’s bow and was a surface piercing object. It

was, therefore, more representative of real ship flows, but again the geometry was

an oversimplification that did not produce the same flow field that an actual ship

would. Moreover, the wedge included bottom and side walls, which would not be

present in the flow field around a seagoing vessel. As such, the effect of boundary

conditions on the numerical solution remains unexplored. Another disadvantage that

deserves mentioning is that these test cases did not facilitate scale comparisons. As

mentioned in Chapter 1, due to similarity issues, the flow behaviour at model scale is

invariably different to its behaviour at full scale. There may also be scale-dependent

differences in the numerical approximations, which these test cases did not elucidate in

any way. Finally, it should be mentioned that in both of these test cases, the geometry

and air phase were stationary, whilst the water phase was in motion. In reality, a

ship would be traversing through the water such that both the air and water phases

are in motion. This changes the free-surface dynamics, which could have significant

implications on the numerical solution.

The VOF method as a numerical tool

In this thesis project only the VOF method, using both algebraic and geometric ap-

proaches, was used. This is one of the simplest methods that can be used to study

multiphase flows and, accordingly, one of the least accurate. Since a single set of

continuity and momentum equations is solved for both phases, the VOF method does

not facilitate inter-phase momentum transfer, nor bubble-bubble interactions. Also, in its
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standard implementation, the VOF method cannot maintain a perfectly sharp interface

and does not properly account for the sharp density discontinuity across it. Rather,

in cells that contain both phases, an averaged form of the momentum and continuity

equations are solved, which naturally compromises accuracy.

Having said this, the VOF method is cheap in comparison to Eulerian-Eulerian and

Eulerian-Lagrangian approaches where far more equations need to be solved per

time step. The problem is that in order to approach the accuracy (if even possible) of

these more complicated models, the grid resolution in the VOF method would have

to be extremely fine. The results in this study have shown that the air cavity by the

overturning jet can be captured using a moderate resolution, but not the bubbles

that emerge below the plunging jet. Coincidentally, these bubbles are the smallest

in size, often microscopic, and pose the greatest risk of travelling under the ship’s

hull. The only economic way in which these can potentially be captured with the VOF

method is through AMR. The results from this study, however, suggest that the use

of multiple refinement levels in AMR leads to an exponentially larger computational

effort. Therefore, unless the efficiency of AMR in parallel computing can somehow be

improved, it remains unclear whether the VOF method really offers any benefits over

more involved approaches.

It should be mentioned that the VOF method probably can be used to simulate the pas-

sage of the entrapped air cavity by the overturning jet under a ship’s hull. But, the issue

with this is that the air cavity, due to its size, is subject to larger rise velocities and does

not penetrate as deep under water as the minuscule bubbles do. Thus, it is probable

that the trajectory of the cavity would not be representative of the smaller bubbles in

real ship flows. The only way to verify this would be through detailed comparisons with

reliable experimental data for a variety ship hull forms.

6.2 Future Work

Further validations are required to establish whether the VOF method is a suitable

approach to the study of the bubble sweep-down phenomenon. The present three-

dimensional results can be improved through more in-depth analysis using the methods

outlined here. Altogether new approaches should also be investigated and the results

complemented by experimental results for a real ship geometry. Some ideas for future

work are presented next.
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Making better use of AMR

In the present three-dimensional studies, only a single AMR configuration was used

in conjunction with the MULES method. The results would benefit from further inves-

tigations into the use of multiple refinement levels so as to achieve the resolution

required by the smallest bubbles. This should be done using a more updated version of

AMR, in which the outlined inconsistencies have been fixed. Such a version has been

developed by Rettenmaier et al. (2019) and is available for download and compilation

into OpenFOAM. In addition to MULES, this updated version should also be used

together with isoAdvector. Moreover, the role of parallel computing and AMR needs to

be investigated. Although parallel computing was used in all of the present simulations,

it remains unclear whether the grid points, after each time step, were redistributed

between processors. If this was done, it is important to understand how because the

use of AMR is justified only if it introduces clear advantages in terms of efficiency. This

becomes particularly important when multiple refinement levels are to be used.

Grid independence and turbulence sensitivity studies

Spatial and temporal grid independence studies were performed only for the two-

dimensional case and, here, it was found that the results were very sensitive to both

the grid size and time step. No grid independence studies were done for the three-

dimensional case, although the time step was smaller and the number of grid points

considerably larger than those of Moraga et al. (2008). Nonetheless, the results would

benefit from independence studies because not only was a different software used, but

also a completely different free surface algorithm. Similar arguments go for turbulence

sensitivity as well. The two-dimensional turbulence sensitivity study showed that the

form of the plunging breaker was extremely sensitive to the choice of RANS based

turbulence parameter values. The optimal values in the two-dimensional case are not

necessarily the same in three dimensions and, thus, the three-dimensional results

would benefit from a detailed turbulence sensitivity study. In general, different time step,

grid size and turbulence parameter values are likely to have a considerable impact on

the behaviour of the numerical solution.

Alternative turbulence modelling approaches

The suitability of the RANS turbulence modelling approach also needs to be looked

into. This approach considers the time-averaged effect of turbulent fluctuations on

the transfer of momentum and uses the Boussinesq approximation to compute the

corresponding Reynolds stresses in the flow field. Time averaging, the assumption

that the Reynold stresses are proportional to the mean rates of deformation and the
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assumption that the turbulent viscosity is isotropic means that the approach is a sim-

plification and, therefore, compromises accuracy. It would be good to investigate how

alternative, more involved, turbulence modelling approaches affect the results. These

being, for example, DES and SAS. The DES approach is a hybrid RANS/LES approach,

in which a RANS type method is used to resolve the smallest turbulent eddies (typically

near walls), whilst larger eddies are resolved through time dependent simulation. The

method requires spatial filtering to distinguish the larger eddies from the smaller ones

as well as sub-grid modelling to establish interaction between these. The advantage of

this method is that the largest eddies, which tend to cause problems in the universal

applicability of RANS-based models, are directly resolved. As a result, the model

should be more accurate, but also more expensive. The SAS approach is similar but

uses a different filtering approach, which is based on the real time solution of the

turbulent length scale. This means that the method is less dependent on the grid size

and can better adapt to the unsteady characteristics of the turbulent flow. However, like

DES, the method is more expensive compared to simpler RANS-based approaches.

Alternative phase-advection techniques

The VOF method was the sole phase-advection technique investigated in this thesis

project. The standard implementations of the algebraic MULES and geometric isoAd-

vector methods were used and both resulted in poor outcomes in the three-dimensional

case. It was hypothesised that, at least in part, these outcomes were a consequence

of the sharp density discontinuity across the interface, which was not properly handled

in either method. To address this, it would be good to investigate the use of MULES,

isoAdvector and AMR in conjunction with the GFM method. This method should be an

improvement to the standard way in which the density discontinuity is handled and its

use also remains relatively unexplored in the context of breaking waves. It would also be

good to investigate different phase-advection techniques. OpenFOAM-8, for example,

includes PLIC and Multicut PLIC (MPLIC) methods as well as variants of these. These

methods have been shown, in certain applications, to be more precise. They also tend

to suppress similar non-physical interfacial oscillations, which were witnessed in both

the two- and three-dimensional studies in the current project. Finally, it may also be of

interest to investigate the use of a combined level set and VOF method and, if possible,

a level set method alone. Eulerian-Eulerian and Eulerian-Lagrangian methods would

be a last resort since, in their current state of development, they can hardly be viewed

as common engineering solutions.
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Reliable experimental data

Lastly, reliable verification of numerical methods necessitates high quality experimental

data. The findings from the current study as well as any future numerical investigations

would certainly benefit from a complementary test case, in which a model-scale ship

produces a plunging breaker with air entrainment under laboratory conditions. To study

the bubble sweep-down phenomenon, this air would have to travel aft and under the

ship’s hull. Preferably, all of this should be achieved under a steady flow configuration in

a towing tank such that the setup can be reproduced numerically with relative ease. At

the very least, there needs to be high quality underwater camera footage in order to

make meaningful qualitative comparisons. The main difficulty in realising this is to

construct the model at such a scale that it overcomes issues of similarity and manages

to produce bubbles that travel under the hull rather than along its sides.

6.3 Conclusion

In conclusion, the bubble sweep-down phenomenon is a consequence of a chain of

events instigated mainly by a bow-generating plunging breaker. Accurate modelling of

the ensuing bubble trajectories necessitates accurate modelling of the plunging breaker

and the purpose of this thesis project was to investigate whether the VOF method

could serve this purpose. Algebraic and geometric phase advection techniques, AMR,

different time stepping methods and iterative algorithms were considered. The two-

dimensional results were promising and showed that the VOF method was very much

capable of capturing the key events associated with the breaking wave. These results,

however, did not translate well to three-dimensions, where it was found that none of the

tested configurations managed to accurately reproduce experimental findings. Thus,

the suitability of the VOF method remains inconclusive.

Nonetheless, the results provided invaluable experience and direction for further inves-

tigations. In particular, future studies should focus on the role of turbulence modelling

and different phase-advection techniques. The use of AMR in parallel computing is

also critical if one hopes to efficiently capture physics of microscopic scale. Above all,

however, a suitable test case involving a real ship geometry is needed. This should

be relatively straightforward to reproduce numerically and of such form and scale that

bubbles are generated and travel aft and under the ship’s hull. Such a test case would

serve well in the public domain, which is currently in lack of those directly relevant to

the bubble sweep-down phenomenon.
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Appendix A - The swak4Foam library

The swak4Foam library combines two third party functionalities known as groovyBC

and funkySetFields. The former allows specifying custom boundary conditions based

on user-specified expressions, whilst the latter allows setting fields according to these

expressions. The library is extremely useful as it does not require the user to have

extensive knowledge in the c++ language.

The swak4Foam library was used in both the two-dimensional and three-dimensional

test case. A funkySetFields expression was used to probe the water height at the inlet

in real time and this was used to automatically ensure that the velocity at the inlet was

applied only to the changing water height. Figure A1 below provides a snapshot of how

this was done in the two-dimensional case.

Figure A1. Example of how swak4Foam was used in the two-dimensional case.
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After sourcing the project folder in the OpenFOAM-7 run folder, the swak4Foam library

was downloaded and compiled using the following terminal commands:

» hg clone http://hg.code.sf.net/p/openfoam-extend/swak4Foam -u develop

» cd swak4Foam

» ./maintainanceScripts/compileRequirements.sh

» ./Allwmake

For more information, the following forum discussion may be of interest: https://www.cfd-

online.com/Forums/openfoam-community-contributions/204659-installation-problem-6-

version.html

Appendix B - The modified AMR library

As discussed, the standard AMR library in OpenFOAM-7 was not appropriate for

two-dimensional problems. This was due to the octree splitting strategy causing cell

faces to appear in the invariant direction. As a result it was necessary to download

and compile a separate AMR library developed by Luca Cornolti from the University of

Applied Sciences and Arts of Italian Switzerland. The downloaded version was also

further developed by Ajit Kumar from Shiv Nadar University. In essence, this modified

library replaced octree refinement with quadtree refinement, which during refinement

resulted in four internal faces appearing only in the variant directions. The library is

downloadable from: https://github.com/krajit/dynamicRefine2DFvMesh.

After sourcing the project folder in the OpenFOAM-7 run folder, the modified AMR

library was downloaded and compiled using the following terminal commands:

» git clone https://github.com/krajit/dynamicRefine2DFvMesh.git dynamicRefine2DFvMesh

» cd src

» wmake libso

To use the library it was also necessary to add the following line into the libs sec-

tion of the controlDict file: "libdynamicRefine2D.so". Moreover, using AMR together

with swak4Foam (specifically funkySetFields) caused an error. This error had to do

with the probing of the water height at the inlet. It was bypassed by adding the following

line to the end of the swakExpression statement:

» ignore_ unimplemented_ simpleFunctionObject::updateMesh true;
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Appendix C - Boundary conditions and fluid properties

Tables C1 and C2 summarise the boundary conditions used in the two-dimensional

and three-dimensional test cases, respectively. The fluid properties were also the

same in both cases. The density and dynamic viscosity of water were 1000kgm−3

and 1 × 10−6Pa − s, whilst those of air were 1.225kgm−3 and 1.81 × 10−5Pa − s,

respectively. The surface tension was 0.07Nm−1.

Table C1 - Boundary conditions used in the fully submerged bump test case.

Boundary U p_ rgh alpha.water k omega

inlet groovyBc fixedFluxPr. groovyBC fixedValue fixedValue
outlet inletOutlet fiexFluxPr. inletOutlet inletOutlet inletOutlet
atmosphere pr.In.Out.Vel. totalPr. inletOutlet inletOutlet inletOutlet
bottomWall noSlip fixedFluxPr. zeroGrad. kqRWallFnc. om.WallFnc.
frontAndBack empty empty empty empty empty

Table C2 - Boundary conditions used in the partially submerged wedge test case.

Boundary U p_ rgh alpha.water k omega

inlet groovyBc zeroGrad. groovyBC fixedValue fixedValue
outlet zeroGrad. zeroGrad. zeroGrad. zeroGrad. zeroGrad.
top pr.In.Out.Vel. totalPr. zeroGrad. zeroGrad. zeroGrad.
bottom slip fixedFluxPr. zeroGrad. kqRWallFnc. om.WallFnc.
walls noSlip fixedFluxPr. zeroGrad. kqRWallFnc. om.WallFnc.
plate noSlip fixedFluxPr. zeroGrad. kqRWallFnc. om.WallFnc.

*zeroGrad = zeroGradient, pr.In.Out.Vel = pressureInletOutletVelocity, totalPr. = total-

Pressure, kqRWallFnc. = kqRWallFunction, om.WallFnc. = omegaWallFunction
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Appendix D - Tabulated RMSE results

The tables below present the RMSE results in tabulated form for the grid indepen-

dence, turbulence sensitivity and AMR studies. All entries are in percentage form

and calculated relative to the experimental results of Ghosh et al. (2007).

Table D1 - RMSE results of the grid independence studies. All entries are in %.

MULES 0.002m 0.004m 0.008m 0.016m

2.0 × 10−5s 12.5 10.4 14.6 47.0
4.0 × 10−5s 13.3 10.2 15.3 47.9
8.0 × 10−5s 15.5 15.9 14.5 48.8
1.6 × 10−4s 16.5 16.2 15.2) 50.7

isoAdvector 0.002m 0.004m 0.008m 0.016m

2.0 × 10−5s 20.0 19.4 15.5 N.a.
4.0 × 10−5s 19.4 19.5 15.6 N.a.
8.0 × 10−5s 19.1 18.9 21.7 N.a.
1.6 × 10−4s 20.2 21.8 20.0 N.a.

Table D2 - RMSE results of the turbulence sensitivity studies. All entries are in %.

MULES I = 0.1 % I = 1 % I = 5 % I = 10 %

l/H = 0.1 % 15.0 19.0 19.4 21.6
l/H = 1 % 10.2 20.5 26.1 25.6
l/H = 5 % 10.2 18.4 27.7 29.4
l/H = 10 % 10.1 16.0 28.8 31.2

Table D3 - RMSE results of the AMR studies. All entries are in %.

MULES BL = 8 BL = 4 BL = 2 BL = 1

RL = 4 27.4 33.7 36.2 26.2
RL = 3 20.7 18.6 17.7 19.8
RL = 2 14.5 14.2 13.1 13.4
RL = 1 10.9 10.6 12.6 14.1
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Appendix E - Fully submerged bump raw data

Table E1 - Tabulated raw data using the MULES method.

∆x = 0.002m xmax ymax η ak θ AR xb

2.0 × 10−5s 3.55Hbp 1.91Hbp 0.80Hbp 1.12 99◦ 1.72 3.45Hbp

4.0 × 10−5s 3.55Hbp 1.91Hbp 0.80Hbp 1.12 102◦ 1.63 3.45Hbp

8.0 × 10−5s 3.55Hbp 1.90Hbp 0.79Hbp 1.08 105◦ 1.52 3.45Hbp

1.6 × 10−4s 3.57Hbp 1.90Hbp 0.80Hbp 1.06 81◦ 2.29 3.37Hbp

∆x = 0.004m xmax ymax η ak θ AR xb

2.0 × 10−5s 3.55Hbp 1.90Hbp 0.82Hbp 1.15 87◦ 1.88 3.39Hbp

4.0 × 10−5s 3.55Hbp 1.90Hbp 0.82Hbp 1.15 85◦ 1.85 3.43Hbp

8.0 × 10−5s 3.58Hbp 1.90Hbp 0.82Hbp 1.11 87◦ 1.89 3.41Hbp

1.6 × 10−4s 3.58Hbp 1.89Hbp 0.82Hbp 1.11 89◦ 1.91 3.42Hbp

∆x = 0.008m xmax ymax η ak θ AR xb

2.0 × 10−5s 3.62Hbp 1.91Hbp 0.83Hbp 1.09 67◦ 1.88 3.60Hbp

4.0 × 10−5s 3.62Hbp 1.91Hbp 0.83Hbp 1.09 66◦ 1.92 3.59Hbp

8.0 × 10−5s 3.62Hbp 1.91Hbp 0.86Hbp 1.13 65◦ 1.93 3.59Hbp

1.6 × 10−4s 3.62Hbp 1.91Hbp 0.86Hbp 1.13 64◦ 1.91 3.60Hbp

∆x = 0.016m xmax ymax η ak θ AR xb

2.0 × 10−5s 3.75Hbp 1.95Hbp 0.96Hbp 1.21 23◦ 2.42 4.85Hbp

4.0 × 10−5s 3.75Hbp 1.95Hbp 0.96Hbp 1.21 22◦ 2.43 4.86Hbp

8.0 × 10−5s 3.75Hbp 1.95Hbp 0.96Hbp 1.20 23◦ 2.77 4.89Hbp

1.6 × 10−4s 3.75Hbp 1.94Hbp 0.95Hbp 1.19 22◦ 2.97 4.84Hbp
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Table E2 - Tabulated raw data using the isoAdvector method.

∆x = 0.002m xmax ymax η ak θ AR xb

2.0 × 10−5s 3.57Hbp 1.88Hbp 0.74Hbp 0.99 117◦ 1.71 3.38Hbp

4.0 × 10−5s 3.58Hbp 1.88Hbp 0.74Hbp 0.98 112◦ 1.64 3.44Hbp

8.0 × 10−5s 3.58Hbp 1.88Hbp 0.74Hbp 0.98 110◦ 1.68 3.44Hbp

1.6 × 10−4s 3.58Hbp 1.88Hbp 0.75Hbp 0.95 108◦ 1.49 3.46Hbp

∆x = 0.004m xmax ymax η ak θ AR xb

2.0 × 10−5s 3.62Hbp 1.86Hbp 0.75Hbp 0.94 105◦ 1.60 3.43Hbp

4.0 × 10−5s 3.62Hbp 1.86Hbp 0.75Hbp 0.93 104◦ 1.55 3.44Hbp

8.0 × 10−5s 3.62Hbp 1.86Hbp 0.77Hbp 0.98 109◦ 1.53 3.44Hbp

1.6 × 10−4s 3.62Hbp 1.86Hbp 0.75Hbp 0.93 118◦ 1.59 3.42Hbp

∆x = 0.008m xmax ymax η ak θ AR xb

2.0 × 10−5s 3.69Hbp 1.86Hbp 0.79Hbp 0.98 86◦ 1.65 3.42Hbp

4.0 × 10−5s 3.69Hbp 1.86Hbp 0.79Hbp 0.98 85◦ 1.63 3.44Hbp

8.0 × 10−5s 3.69Hbp 1.86Hbp 0.76Hbp 0.89 90◦ 1.75 3.43Hbp

1.6 × 10−4s 3.69Hbp 1.85Hbp 0.75Hbp 0.89 95◦ 1.56 3.49Hbp
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Table E3 - Tabulated raw data from the turbulence sensitivity study.

l/Hbp = 0.1% xmax ymax η ak θ AR xb

I = 0.1% 3.58Hbp 1.90Hbp 0.85Hbp 1.19 71◦ 2.29 3.47Hbp

I = 1.0% 3.62Hbp 1.90Hbp 0.84Hbp 1.14 68◦ 2.50 3.52Hbp

I = 5.0% 3.65Hbp 1.90Hbp 0.84Hbp 1.15 62◦ 2.38 3.53Hbp

I = 10% 3.69Hbp 1.90Hbp 0.84Hbp 1.11 61◦ 2.51 3.53Hbp

l/Hbp = 1.0% xmax ymax η ak θ AR xb

I = 0.1% 3.55Hbp 1.90Hbp 0.82Hbp 1.15 87◦ 1.88 3.39Hbp

I = 1.0% 3.72Hbp 1.89Hbp 0.86Hbp 1.11 58◦ 2.29 3.56Hbp

I = 5.0% 3.76Hbp 1.89Hbp 0.86Hbp 1.10 54◦ 2.70 3.53Hbp

I = 10% 3.76Hbp 1.89Hbp 0.85Hbp 1.09 54◦ 2.63 3.53Hbp

l/Hbp = 5.0% xmax ymax η ak θ AR xb

I = 0.1% 3.55Hbp 1.90Hbp 0.82Hbp 1.15 88◦ 1.82 3.43Hbp

I = 1.0% 3.58Hbp 1.89Hbp 0.80Hbp 1.03 73◦ 2.45 3.49Hbp

I = 5.0% 3.86Hbp 1.88Hbp 0.87Hbp 1.03 51◦ 2.60 3.54Hbp

I = 10% 3.90Hbp 1.87Hbp 0.88Hbp 1.01 50◦ 2.72 3.52Hbp

l/Hbp = 10% xmax ymax η ak θ AR xb

I = 0.1% 3.55Hbp 1.90Hbp 0.82Hbp 1.15 87◦ 1.82 3.43Hbp

I = 1.0% 3.58Hbp 1.90Hbp 0.82Hbp 1.15 73◦ 2.32 3.50Hbp

I = 5.0% 3.83Hbp 1.88Hbp 0.86Hbp 1.04 50◦ 2.70 3.52Hbp

I = 10% 3.97Hbp 1.87Hbp 0.89Hbp 0.97 51◦ 2.92 3.50Hbp
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Table E4 - Tabulated raw data from the AMR study.

RL = 1 xmax ymax η ak θ AR xb

BL = 1 3.59Hbp 1.89Hbp 0.79Hbp 1.04 87◦ 1.98 3.40Hbp

BL = 2 3.55Hbp 1.89Hbp 0.80Hbp 1.08 87◦ 1.90 3.39Hbp

BL = 4 3.55Hbp 1.90Hbp 0.82Hbp 1.14 88◦ 1.88 3.42Hbp

BL = 8 3.55Hbp 1.90Hbp 0.82Hbp 1.14 88◦ 1.92 3.42Hbp

RL = 2 xmax ymax η ak θ AR xb

BL = 1 3.58Hbp 1.89Hbp 0.79Hbp 1.07 85◦ 1.99 3.46Hbp

BL = 2 3.58Hbp 1.89Hbp 0.80Hbp 1.06 88◦ 1.84 2.48Hbp

BL = 4 3.58Hbp 1.89Hbp 0.78Hbp 1.04 86◦ 1.93 3.52Hbp

BL = 8 3.58Hbp 1.89Hbp 0.78Hbp 1.04 84◦ 1.97 3.48Hbp

RL = 3 xmax ymax η ak θ AR xb

BL = 1 3.62Hbp 1.87Hbp 0.71Hbp 0.91 86◦ 1.87 3.63Hbp

BL = 2 3.62Hbp 1.88Hbp 0.73Hbp 0.97 92◦ 1.57 3.67Hbp

BL = 4 3.62Hbp 1.88Hbp 0.73Hbp 0.94 88◦ 2.00 3.66Hbp

BL = 8 3.62Hbp 1.88Hbp 0.71Hbp 0.91 84◦ 2.13 3.66Hbp

RL = 4 xmax ymax η ak θ AR xb

BL = 1 3.67Hbp 1.91Hbp 0.72Hbp 0.88 72◦ 2.59 3.95Hbp

BL = 2 3.70Hbp 1.92Hbp 0.74Hbp 0.91 56◦ 3.55 4.29Hbp

BL = 4 3.74Hbp 1.92Hbp 0.75Hbp 0.95 63◦ 3.55 4.11Hbp

BL = 8 3.70Hbp 1.91Hbp 0.70Hbp 0.91 83◦ 2.85 3.95Hbp
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Appendix F - Additional Pictures

Figure F1. Snapshot from the fvSolution files using MULES.

Figure F2. Snapshot from the fvSchemes file.
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Figure F3. Snapshot from the fvSchemes file using isoAdvector.

Figure F4. SetFields and transportProperties files used in the 2D case.
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Figure F5. Snapshot from the dynamicRefineFvMesh file.

Figure F6. Examples of AMR use in the two-dimensional study.
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