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At times of great investments in enhancing the customer experience of both prod-
ucts and services, ignoring the opportunity of tailoring the development of digi-
tal interactions on a customer basis is not anymore an option for prospering in
highly competitive environments. Regardless of the availability of explicit cus-
tomer data, detecting and considering the characteristics of end-users are equally
fundamental to achieve an acceptable level of personalization of the touchpoints.
During the information age, data-driven solutions play a crucial role in this fast
run.

This research has been carried out within Sanoma Media Finland Oy. The objec-
tive of the study is to explore a set of user profiling techniques, based on machine
learning models, which are able to learn the segmentation of the user base on a
number of different criteria.

The methods that have been implemented use different architectures, data
sources, and user representations. The latter include pure interaction-based meth-
ods, such as Item2Vec, as well as combinations of semantic representations of ar-
ticles content, computed through language models, such as FinBERT. All of the
representations have been processed in both single task and multitask learning
setups, and their performance is generally at least comparable to the existing
baseline of the company.

Eventually, evidence showed that a combination of multi-task learning architec-
ture, informative user and article representations, and a fairly large amount of
data, is the key that determines the success of some of the proposed methods in
outperforming the baseline and reducing the resources needed.
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Ads Advertisements
ATKE Average Topic Keywords Embedding
ATKW Average Topic Keywords Weight
B2B business-to-business
B2C business-to-consumer
BERT Bidirectional Encoder Representations from Trans-

formers
CE Cross-entropy
CTR Click-through rate
DMP Data Management Platform
DNN Deep Neural Network
ETL Extract, Transform, Load
HS Helsingin Sanomat
I2V Item2Vec
IDE Integrated Development Environment
IS Ilta-Sanomat
KPI Key Performance Indicator
LP Lead Paragraph
MLP Multilayer Perceptron
MTL Multitask Learning
NLP Natural Language Processing
OUP2 Baseline model provided by Sanoma.
SLA Service-level agreement
STL Single Task Learning
TE Title Embedding
TLPE Title+Lead Paragraph Embedding
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Chapter 1

Introduction

Over the last few decades, the perception of quality in the industry evolved
significantly. During its development, customers gained an increasingly cen-
tral role in the design of products and services. Plenty of research has been
done, and is still ongoing, for improving the interactions with the users
through all the company’s touchpoints. The pursuit of an enhanced cus-
tomer experience (CX) is an area of big investments nowadays and it is
crucial to achieving at least industry-standard results in order to prosper in
highly competitive environments [14, 31].

One of the methods for improving CX is the personalization of the in-
teraction sessions. Its objective is to tailor the experience on the basis of
customer characteristics, to offer products and convey services in an individ-
ualized fashion.

Most of the time this happens by splitting the customer base into sev-
eral groups that are meaningful, valuable, and viable, with respect to the
objective. Such groups are commonly referred to as segments in marketing
contexts, while the operation of identifying and modeling the characteristics
takes the name of user profiling.

Information on the traits of users can be directly collected by the com-
pany. However, this might be difficult to apply in some scenarios or simply
not desirable by the company. In these cases, another approach, which can be
adopted on digital platforms, consists of representing the users by detecting
some patterns in their behavior during the interactions.

The following section gives an overview of the problem that motivated
the necessity of conducting further research in this direction. Additionally,
some references to the opportunities that could follow from solving it are
presented.
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CHAPTER 1. INTRODUCTION 8

1.1 Problem statement

This thesis is the result of a project that has been carried out at Sanoma
Media Finland Oy as part of an internship in collaboration with the B2B
business unit. Sanoma Media Finland is currently the leading Finnish multi-
channel media company. Its principal products and services are newspa-
pers, magazines, TV and radio channels, online and mobile media. For what
concerns the project, the main objective focused on the examination of the
baseline online user profiling pipeline, along with its performance, and the ex-
ploration of new methods from the literature that could potentially improve
the baseline. The scope of the project pertained to the traffic and users of
some specific products. In particular, the online counterparts of Helsingin
Sanomat and Ilta-Sanomat, which are Sanoma’s biggest newspapers, and
Sanoma Lifestyle feature magazines.

As already mentioned, assuring a satisfactory customer experience is es-
sential for a company to be competitive in the market. Moreover, delivering
a personalized experience to customers, which is tailored to their profile, is
a non-negligible, valuable building block to construct strong interactions be-
tween customers and the products or services, through which the company
delivers the value to them.

Unfortunately, user characteristics, on which the profiling process could
rely, are not always explicitly available since this would require the customers
to manually provide those. There are plenty of cases in which this is not
possible or desired by companies either because of regulations in force or
internal choices and constraints. Moreover, manually inserted information
is not guaranteed to be correct since it is highly prone to mistakes, be they
intentional or not.

The nature of the data available for this project forces the application of
implicit profiling methods since explicit data is available only for a limited
group of users, compared to the total number of unique users that land on
the aforementioned web services.

From a high-level perspective, the task consists of segmenting Sanoma’s
services users according to a fixed set of segmentation variables. There are
currently several different segmentation variables, among which appear basic
demographic variables, such as gender and age group, as well as a number
of more specific variables defined either by Sanoma itself or by other partner
companies. This practically translates to providing some user representation
as an input to a model, which is expected to output, for each segmenta-
tion variable, the segment value that the user is most likely to belong to.
Therefore, the objective can be formulated as a set of classification tasks.
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With the current setup, Sanoma’s data team has collected a considerable
amount of data over the last few years. In particular, four datasets provide
valuable material that could be used for profiling purposes. The first one cov-
ers behavioral data, which tracks interactions between users and web pages.
The second one contains a set of weighted keywords for each article, whose
extraction is performed through topic analysis and is outsourced. The third
one is rather small and presents explicit user data based on surveys. The
last one includes the actual content of the articles and some metadata, such
as the publication date.

The baseline given by the company is referred to as OUP2 and it consists
of a pipeline that first processes part of the data mentioned in the previous
paragraph to create machine-readable representations of users. Afterward,
those representations for which explicit data is available are used to fit a
different multinomial logistic regression model for each different segmentation
variable. Intuitively, this means that many distinct models must be trained,
stored, and used to produce the predictions.

OUP2 performances defined the baseline to which the results of the other
methods explored in this research project have been compared. Since the user
profiling process is preparatory for many downstream tasks, even a fairly
small improvement in the accuracy of the model can eventually lead to a
significant cumulative effect.

As already denoted, some segmentation variables are defined by business
partners. The latter also happens to purchase some advertising space on
Sanoma’s websites that, for instance, is agreed to be displayed to specific
customer segments. This is typically regulated by a contract that comes
with a service-level agreement (SLA). SLAs, in some cases, define the level
of accuracy by which segments are guaranteed to be correctly identified.
As a consequence, the performance of user profiling has a direct impact on
advertisement business partnerships, on the definition of SLAs, and on the
revenue that these can generate.

Ultimately, the goal of this research is to achieve an improvement in the
performance of the user profiling task, while preserving a reasonable compu-
tational complexity. To achieve this, the project consisted of the implemen-
tation of alternative data processing pipelines that embed and apply state of
the art solutions to the associated sub-problems. Since the problem is heav-
ily data-driven and dependant on the specific objectives of the optimization
process, as well as on the type of available data, the literature does not cur-
rently offer suitable end-to-end state of the art solutions for the task as a
whole. Therefore, the research in the literature proceeded subtask-wise.
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1.2 Research questions

The initial hypothesis is that the exploration of potentially more informative
user representations and more complex downstream models may lead to bet-
ter profiling performances. Based on this, the research questions that guided
the development of the whole experimentation and to which this thesis aims
at answering are:

• What are meaningful and informative user representations based on
the data currently collected by Sanoma?

• What machine learning techniques can yield technical and business
valuable improvements in implicit user profiling performance, compared
to the existing Sanoma’s baseline?

1.3 Research methodology

The design thinking framework that guided the development of the project
is the double diamond process, proposed by the UK Design Council (see
Section 3.1). It consists of four main phases—discover, define, develop, and
deliver—which alternatively broaden and tighten the research space, initially
focusing on the problem, and then shifting to the solution.

There are two main branches into which the technical exploration has
been canalized. In the first one, referred to as interaction embedding in the
scope of this thesis, the emphasis is exclusively placed on the interactions
between users and articles, while the second one, referred to as article content
embedding instead, additionally draws information from the actual content
of the articles, such as the title, the lead paragraph, and the body.

The implemented methods for the generation of the user representations
include Item2Vec, which tries to encode the user-article interactions to build
the user representations, Title and Title+Lead paragraph embedding, which
embed the information from the content of the articles, and two more meth-
ods based on a set of topic keywords related to the articles, which respectively
embed the keywords or weight the interest of users towards the topics.

The representations of the users, for which the explicit data is available,
constitute the training set, on top of which a classifier model is trained. The
model materialized as a deep neural network (DNN) with different architec-
tures and hyperparameters. The classification task took place in both single
task and multitask learning configurations, which led to significantly different
performance.
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1.4 Structure of the thesis

The next chapter gives the reader some theoretical background notions that
are useful for a better comprehension of the rest of this thesis. These no-
tions include information on user profiling, as well as a formal description
of the main mathematical and machine learning concepts that were part of
the research process. The third chapter begins with an overview of the ex-
perimental environment and then focuses on the methods that have been
actually implemented, as well as on the data that feeds them. The fourth
chapter reports the outcomes of the research while analyzing some implemen-
tation aspects and decisions that might have affected them or contributed to
their achievement. Afterward, the chapter offers a comparison between the
results of the applied methods and the baseline, trying to explain the reasons
behind the differences in performance. Finally, the last chapter summarizes
the outcomes of the research and highlights some future developments that
might be further explored, based on the experience and insights gained during
the development of the project.



Chapter 2

Background

This chapter guides the reader through some theoretical notions that give
the basis for a better understanding of the subsequent parts of the thesis.
Initially, the concept of user profiling is tackled with the aim of giving an
overview of the context from both business and computer science perspec-
tives. After that, the focus moves to the formal definitions of some mathe-
matical and machine learning concepts, which have been used in the design
and implementation of some of the proposed solutions.

2.1 User profiling

During the latest century, the concept of quality within the industry has
drastically evolved through some major steps [28]. In the early twentieth
century, the main trend for businesses was still to focus on the compliance of
products to a set of defined engineering specifications. Although necessary,
this was a partially blind perspective on products, since the specification
seldom took into account external aspects, such as the fitness of the products
and services to their actual usage, and the characteristics and opinion of the
final customers, who would have eventually benefited from such products in
several different and possibly unexpected ways. Peter F. Drucker observed
the deep importance of customers already in 1954 when he stated that it
is what the customer perceives as value that determines what a business is,
what it produces, and whether it will prosper [10].

Although this idea materialized back in the 50s, the transition to put it
into place is a continuous process that spans over several decades and, as
evidenced by the strong increase in spending on customer experience tech-
nologies, it is still in progress and massive amounts of research are carried
out on it [14]. Due to this trending race, the role of a satisfactory customer
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CHAPTER 2. BACKGROUND 13

experience is nowadays nearly fundamental for a business to have chances to
prosper within a competitive environment [31]. Therefore, customers have
gained an increasingly central role in companies’ decision processes. Such
a big change, vertically permeated companies’ structures from the strategic
level to the tactical and operational ones, aiming at involving all the people
and processes that compose them.

By definition, and as is common knowledge, businesses originate to fulfill
the needs of one or more groups of people. As a consequence, the need
of seeking methods to effectively split the potential market into meaningful
groups arose. Those groups are technically referred to as segments in the
marketing sector.

The modern concept of segmentation is the result of a gradual evolution,
whose first manifestations can be traced back to the sixteenth century [5].
Since then, the procedure has become increasingly complex, the aspects of
customers that are taken into account have become deeper and more granular.

Such a segmentation process has different purposes within businesses. For
instance, it is one of the analyses on which the positioning of a brand or good
in the reference market is determined. Furthermore, it allows companies to
differentiate their offer to embrace the needs of specific segments.

The obsessive attention to the customer and the refinement of the seg-
mentation techniques have jointly allowed the development of a further level
of customer experience, enabling the personalization of the interactions be-
tween the user and the product or service. This is particularly true for
services that, with the advent of the digital era, had the chance to yearn
for an extreme level of personalization of the customer experience, which is
built on an individual basis rather than on segments. This opens to sce-
narios in which the interactions with a specific service can potentially be
radically different for each individual, which is beneficial for both the users
and content providers. The former meets the convenience of easily finding
an offer of content that is ideally tailored to their particular characteristics
to attempt to adhere as much as possible to their interests and tastes. The
latter can take advantage of these methods to pursue the maximization of
some performance indicators, such as conversion rate, click-through rate, and
the time spent consuming contents, which, in turn, contribute to higher-level
objectives, such as the level of customer engagement and retention.

The elements that can be personalized typically include media content,
such as pictures, videos, and articles, as well as advertisements. The effec-
tiveness of the latter is relevant for companies because it directly impacts
the revenue that is generated through the underlying B2B partnerships and
affects the development of further ones.

In the context of digital services, engagement is a particularly important
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keyword, which summarizes to what extent the user is actively involved and
thus prone to prolong their usage and favor the spread of the service in ques-
tion. There are multiple ways to estimate the engagement—depending on the
goal, different key performance indicators (KPIs), or combinations of them,
may be considered, such as pageviews, time on page, and conversion rate.
The reason behind the crucial importance of proactive customer engagement
resides in the impact it has on the sustainability of profitable businesses [21].

The process of collecting and performing computerized analysis on dif-
ferent types of information related to customers, such as demographic data,
socio-economic details, and interests, is commonly known as user profiling.
A profile is thus a model, derived from patterns and correlations discovered
through data analysis, which virtually represents the user, or rather their
aspects that are relevant for the downstream tasks [12]. As the importance
of providing a personalized online experience to users has gained unprece-
dented popularity in online marketing, the capability of profiling users has
become an imperative requirement to allow the achievement of remarkable
results [35]. Currently, user profiling heavily relies on computer science and
takes advantage of specific algorithms that have evolved in tandem with the
development of disciplines like data mining and machine learning.

When explicit data on customer’s characteristics are not available, or
the company chooses not to use it, implicit user profiling is an alternative
way to accomplish the same task. Implicit profiling, also called ontology-
based profiling, is the procedure that takes user behavioral data as input
and associates it with a set of defined customer segments [11]. Behavioral
data is the set of entries that describe the different types of interactions
that the user performs for instance on a website, such as browsing, scrolling,
clicking, and uploading files, or even interacting with its content. The types
of interaction, as well as the way they are captured, are defined, or at least
agreed, by the company and typically collected through a data management
platform.

2.2 Embedding

In mathematics, an embedding is a representation, typically low-dimensional,
of a mathematical structure in a certain space, such that its structural proper-
ties are preserved. Structures include topological objects, manifolds, graphs,
fields. The properties that define them, and therefore that must be pre-
served, depend on the type of mathematical structure under consideration.
To embed an object X into an object Y , the embedding is defined as the
injective and structure-preserving mapping f : X ↪→ Y . For a pair of objects



CHAPTER 2. BACKGROUND 15
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Figure 2.1: Remarkable analogies in pairs of word embeddings [8].

X and Y , there could be multiple possible embeddings [15].
Embeddings are widely used in machine learning because of their capabil-

ity of preserving the characteristics of the embedded object, within a defined
space that is presumably more convenient to process or represent. A sim-
ple example of embedding is one-hot encoding, which maps discrete entities,
such as categorical variables, to vectors of 0s and a single 1 to indicate the
actual category [13]. However, one-hot encoding has some intrinsic problems.
The embedding vectors that it generates are not able to carry information on
the similarity of the embedded objects, due to its uniform mapping. More-
over, the dimensionality of the vectors grows linearly with the cardinality of
the embedded variable. Therefore, the resulting vectors can easily become
unmanageable if the categorical variable has high cardinality.

In other cases, embeddings allow the mapping of categorical features to
real vectors. Unlike one-hot encoding, such vectors may include information
on the similarity between the objects, thus they can be used for solving the
nearest neighbors problem or other problems based on the similarity.

One of the most trending usages is in language models, in which word
embeddings are computed to perform several different language-related tasks.
This is a powerful representation because it enables us to spread words, which
are categorical, in a multi-dimensional space, such that words with similar
meanings are close to each other. Moreover, the relations between pairs of
words can be preserved like in the examples in Figure 2.1. This also gives
birth to other possibilities, such as performing algebraic operations on word
embeddings. Furthermore, continuous embeddings can be fed to models,
such as neural networks, to perform more complex tasks.

Generating embeddings is relevant in the scope of this thesis because they
can enable us to represent users, articles, and the words that compose them,
as real vectors. These can then be used to train a model that is able to
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classify them according to a set of different criteria.
The next section further investigates language models, including their

usage of word embeddings for the completion of downstream tasks. Particular
attention is paid to the methods that have actually been used in this research.

2.3 Natural Language Processing

Natural Language Processing (NLP) is typically defined as the automatic
processing of human natural language, which is a broad definition that in-
cludes both text and speech, powered by electronic computation. It is a
meeting point between two different fields of study: linguistics and computer
science, or, more specifically, artificial intelligence.

The need for such techniques is easily justifiable considering how our
everyday life is continuously permeated by natural language stimuli, such as
speaking, reading, writing, and even thinking [23]. Making sense of these
sources, from a computer science perspective, is an ongoing challenge that
can open the door to unseen scenarios and possibilities.

Among its most common applications related to linguistics, there are
text generation, chatbots, sentiment analysis, machine translation, question
answering, part-of-speech tagging, and topic extraction [4]. Nevertheless,
NLP has become so influential nowadays, that methods coming out from it
are being applied in other fields. For instance, this is the case of Item2Vec
(see Section 2.3.1), which originated in the field of recommendation systems
starting from an NLP model.

The following sections describe the NLP models that have been used to
build some of the methods proposed in Chapter 3. Besides reporting the
theoretical basis of such models, information on the variations included in
the adopted solution is given as well.

2.3.1 Word2Vec and Item2Vec

This section describes the Word2Vec model, orginally introduced by Mikolov
et al. in 2013, as well as one of its variations: Item2Vec [1, 24].

As reported in the original research paper, Word2Vec refers to two model
architectures to compute continuous vector representation of words, which
are generated from significantly large datasets. The quality of such vectors
was originally measured in a word similarity task, showing that they effec-
tively preserve syntactic and semantic word similarities.

Both model architectures use continuous distributed representations to
project words into the embedding space. Distributed representations in NLP
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Figure 2.2: CBOW and Skip-gram architectures introduced with the
Word2Vec technique [24], where w(t) is the given word at position t within
the given sentence, and the words w (t+ j) ,−m ≤ j ≤ m, j 6= 0, are the
words in the context window of size m of w(t). In the CBOW architec-
ture (left), the context is the input of the model to predict w(t), while in
Skip-gram (right), w(t) is the input of the model to predict the surrounding
words.

consist of fixed-length numeric vectors, of which each element represents a dif-
ferent latent feature that describes a specific aspect of the meaning of words.
They are usually built such that words of similar meanings have similar nu-
meric vectors. Such multi-dimensional word representations are trainable
parameters, therefore learned during the training process, in Word2Vec.

The first model architecture is called continuous bag-of-words (CBOW).
Its architecture, depicted in Figure 2.2, shows that the model consists of
an input layer, a shared projection layer, and an output layer. The shared
projection layer combines the words in the context such that any positional
information is lost, therefore it maps all words as if they were in the same
position within the sentence. As a consequence, the position of the word in
the embedded space does not depend on the input order—this is reflected in
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the name of the architecture as well. The model is trained such that the ob-
jective task of a neural network classifier is to correctly use the context words
to predict the missing middle word. In order to compute the probabilities
of the prediction over the whole dictionary, the model uses hierarchical soft-
max, which is a computationally efficient approximation of the full softmax
function [26].

The second model is called continuous Skip-gram. It is similar to CBOW,
except for the fact that it tries to predict the surrounding words starting from
the given middle word. Therefore, the classifier is fed with a single word, for
which it predicts words within a certain range around the given one. It was
observed that as the range grows, both the quality of the resulting vectors
and the computational complexity increase. On the assumption that words
that are more distant in the text are less related to each other, the probability
of sampling the words to build the training samples decreases according to
the distance.

As an example, the set of positive training samples extracted from the
sentence “You cannot judge a book by its cover”, with a context window
size equal to 3 and book as a target word, would be: (book, cannot),
(book, judge), (book, a), (book, by), (book, its), (book, cover).

In a Skip-gram architecture, for a given sequence of T words from a finite
vocabulary of size W , the objective function that the training process aims
at minimizing is the average negative log-likelihood, defined as follows:

L (θ) = − 1

T

T∑
t=1

∑
−m≤j≤m

j 6=0

logP (wt+j|wt, θ) , (2.1)

where wt is the word at position t, m is the context window size, θ is the
matrix containing the vector representations of each word, and, in the case in
which the plain softmax function is adopted, P (wj|wi) is defined as follows:

P (wj|wi) =
exp

(
cTi vj

)∑
k∈W

exp
(
cTi vk

) , (2.2)

where ci ∈ C and vi ∈ V are continuous latent vectors that correspond to
the representations of the word wi ∈ W as a target word and as a context
word, respectively.

When introduced, the Item2Vec model was presented as an attempt to
apply Word2Vec to the world of recommendation systems [1]. To draw a par-
allelism with the corresponding language model, unique identifiers of items,
which are the news articles in the scope of this thesis, are comparable to
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words in Word2Vec, while their co-occurrence within a set, such as the his-
tory of the interactions of a specific user, is treated as a sentence.

Item2Vec determines the context window size based on the size of the
set, so that each pair of items within the same set is considered to be a
positive sample for the training, disregarding the relative position of the
words. This choice significantly increases the number of training samples,
thus the complexity of the training process.

To dramatically lower the complexity, the authors use negative sampling
for updating the parameters of the neural network. The intuition behind
negative sampling is to replace the softmax function, computed over the
vocabulary of size |W |, with a set of |W | binary classification problems, one
for each word in the vocabulary, that predict whether a specific word is in
the context of the given target word. The aspect that reduces the complexity
is that for each positive sample, only N negative samples are drawn and only
their weights are updated, instead of all the weights of the network. As a
result, the softmax function from Equation 2.2 is replaced with:

P (wj|wi) = σ(cTi vj)
N∏
k=1

σ(−cTi vk), (2.3)

where σ(x) = 1
1+exp(−x) , and N is the hyperparameter determining the num-

ber of negative samples that must be drawn per positive sample.

2.3.2 BERT

BERT, which stands for Bidirectional Encoder Representation from Trans-
formers, is a machine learning language representation model based on the
transformer’s architecture. The transformer is a building block that is cur-
rently used in many neural network designs for processing sequential data
[32, 34]. BERT was created and published in 2018 by researchers at Google
AI and is designed to pre-train deep bidirectional representations from unla-
beled text by jointly conditioning on both left and right context in all layers.
As a result, the pre-trained BERT model can be fine-tuned with just one
additional output layer to create state-of-the-art models for a wide range of
tasks, such as question answering and language inference, without substantial
task-specific architecture modifications [9].

In the framework presented in the original paper, there are two major
steps: pre-training and fine-tuning. During the former phase, the model is
trained on unlabeled data over different pre-training tasks. For fine-tuning,
the model is initialized with the pre-trained parameters, which are then all
fine-tuned using labeled data related to a specific downstream task. As a
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Figure 2.3: Overall pre-training and fine-tuning procedures for BERT. Apart
from output layers, the same architectures are used in both pre-training and
fine-tuning. The same pre-trained model parameters are used to initialize
models for different down-stream tasks. During fine-tuning, all parameters
are fine-tuned [9].

result, for each downstream task, there will be separate fine-tuned models,
even though they were initialized with the same parameters. Figure 2.3 shows
an example of such a framework for the question-answering task.

The pre-training of BERT is carried out using two unsupervised tasks,
which are also shown in the left part of Figure 2.3. The first task is Masked
Language Model (MLM); to train a deep bidirectional representation, 15% of
the input WordPiece tokens are masked at random and then predicted. This
generates a mismatch between pre-training and fine-tuning since the [MASK]

token does not appear during the latter. To mitigate this, the training data
generator picks 15% of the tokens at random for prediction. If the i-th
token is picked, it is replaced with [MASK] 80% of the time, a random token
10% of the time and stays unchanged 10% of the time. The second task is
Next Sentence Prediction (NSP); many downstream tasks are based on the
understanding of the relationship between two sentences, which is not directly
captured by language modeling. For this reason, BERT is pre-trained for a
binarized NSP task that, when choosing for a pair of sentences A and B for
each pre-training example, 50% of the time B is the actual next sentence that
follows A, while 50% of the time it is a random sentence from the corpus.
The authors demonstrated that such a task is noticeably beneficial for some
downstream tasks that rely on the relationship of the sentences.

The variant of BERT used in this research is FinBERT by TurkuNLP
[33]. It is a variation of the BERTBASE model, which is characterized by a
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Figure 2.4: Schematic representation of multitask learning with hard param-
eter sharing.

12 layers, 768 hidden units, 12 attention heads, and 110M parameters neu-
ral network architecture, with the difference that it was pre-trained entirely
on Finnish text; more specifically on news, online discussions and internet
crawls. The authors showed that FinBERT outperforms the multilingual
variant of BERT on many different Finnish language tasks, so it has been
chosen for embedding the content of the articles for some of the methods
described in Section 3.3.

2.4 Multitask learning

Multitask learning (MTL) generates from the intuition that while training a
machine learning model for a main task and some other auxiliary tasks at the
same time, the latter can provide training signals that might be beneficial
also for the other tasks the model is being trained for. Sharing representa-
tion between related tasks can enable the model to generalize better on the
original task [27].

Multitask learning can be seen as a form of inductive transfer. The in-
ductive transfer can help improve a model to prefer some hypotheses over
others. In MTL, the bias is introduced by the auxiliary tasks, which push
the model to prefer hypotheses that can reflect more than one single task.

There are two common configurations to apply MTL: hard or soft param-
eter sharing of hidden layers. The configuration used in this research and
presented in Section 3.4.3 is the hard parameter sharing. As shown in Fig-
ure 2.4, it is modeled by sharing the hidden layers between all the tasks and
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reserving separate task-specific output layers. Such an approach effectively
reduces the risk of overfitting the shared parameters during the training to a
lower order than overfitting task-specific parameters, such as the ones of the
output layers [2]. In the soft parameter sharing configuration instead, each
task has its own model with its own parameters. The distance between the
parameters of the different models is then regularized to encourage them to
be similar.

An important implication of the adoption of MTL is its implicit data
augmentation since the training data of each task is available also for all
the others and contributes to the updates of the shared parameters. This is
particularly useful in scenarios, like the one of this project, in which there is
limited availability of training samples.

The next section describes the different aspects of the experimental setup
and the methods that have been implemented within it to solve the problems
formulated in the introduction chapter.
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Methods

The objective of this chapter is to first delineate the chosen design methodol-
ogy and the experimental environment in which the problem has been tack-
led, including a detailed explanation of the datasets and of the model that
defined the baseline. The rest of the chapter describes the methods that have
been implemented and justifies the underlying design choices.

3.1 Design method

The project has been carried out by pursuing a design thinking approach.
In particular, the model that supported the advancements is the double di-
amond process, proposed by the UK Design Council (see Figure 3.1). Such
an innovation framework is formed by four main phases, which alternatively
broaden (divergent thinking) and tighten (convergent thinking) the research
space. The focus is initially on the problem and it progressively shifts to-
wards the solution. The first phase involves the exploration of available
data sources, the baseline, and the context in which they are inserted. This
includes communication with people who are directly involved in the issues.
The objective of the second phase is to make sense of the knowledge acquired
in the previous stage in order to shape and formally define the problem state-
ment, which lays the foundations for the next parts of the process. Once the
problem is clearly determined, the actual design and development of some
alternative, potential solutions take place. In this phase, the research space
grows since many approaches are considered and tested to address the prob-
lem, looking for inspiration and collaborating with different people. The last
phase consists of summarizing the outcomes and identifying the most suitable
solution with respect to the objectives, which, in turn, are evaluated through
a number of defined metrics and indicators. After the tests, approaches that

23
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Figure 3.1: Double Diamond Process—UK Design Council [7].

will not work are rejected and the most promising ones are improved.
The overall design process does not necessarily evolve linearly like it would

be in a waterfall approach—after further findings on the problem, previous
phases may undergo a revision or be repeated.

3.2 Experimental environment

The environment of the research was partially set by the established devel-
opment workflow and the assets of the company, in particular, those related
to the data science team. Assets include data, commercial licenses, software
development tools, and computational resources. Moreover, a pipeline to
perform user profiling was already in place and operational before the be-
ginning of the project. Such a pipeline defined the reference baseline in the
evaluation of the results and is described in detail in Section 3.2.2.

The development of the code took place on Databricks, a unified data an-
alytics cloud-based platform oriented toward massive scale data engineering
and collaborative data science projects. The platform gives some advantages
thanks to its unified development environment, which facilitates common op-
erations of a large scale data science project, such as extract, transform, load
(ETL) jobs, the tracking of parameters during the training process of a ma-
chine learning model, the registration of software artifacts, and the automa-
tion of recurrent processes, therefore, enabling to focus on the actual task
rather than on side operations. Furthermore, Databricks provides out-of-the-
box support to Apache Spark—an open-source distributed general-purpose
cluster-computing framework [36]. The low-level details of the creation and
management of computer clusters are abstracted away from the user. This
allows the dynamic creation of clusters, to adjust the resources according to
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the requirements of the tasks they are used to. However, Databricks still suf-
fers from some limitations, especially regarding the lack of multiprocessing
capabilities.

In the version of Databricks adopted by Sanoma, clusters are formed by
Amazon Web Services (AWS) EC2 cloud instances. Therefore, resources
are implicitly limited by their cumulative cost, which must have remained
reasonable in spite of the several hours of experimentation. Although not
formally and strictly defined, this represented another limitation to take into
account during the exploration phase, especially in the case of the most
computationally or memory-intensive approaches.

Databricks offers notebooks as development environments. Notebooks
in the platform can be set to work on either Python or Scala as default
programming languages. Python was the choice for the whole coding part
of the project since it substantially facilitates the creation of rather complex
machine learning projects, mainly owing to the following points:

• Extensive community support due to the popularity of the language in
the data science field.

• Interoperability, through dedicated APIs, with other crucial services
and technologies, such as AWS services.

• Enormous amount of data science-oriented libraries and frameworks
for operations, such as ETL, scientific computing, technical computing,
and modeling.

• Availability of state-of-the-art pre-trained machine learning models (e.g.
for NLP tasks).

Unfortunately, notebooks do not offer advanced debugging capabilities
like other more traditional IDEs do. On the other hand, they provide a
convenient interface to independently execute delimited parts of code, called
cells, while the state of the execution is preserved in the memory. This
functionality is particularly handy when dealing with heavy iterative tasks
that can be possibly resumed to perform further iterations. For instance, this
is the case of the training process of a machine learning model, which can
be executed again to process additional training epochs without the need for
storing and retrieving the model itself.

For what concerns the modeling of deep learning networks, the choice of
the framework to adopt fell on PyTorch rather than TensorFlow, which is
the main alternative. Both frameworks expose a set of advanced features for
modeling, training, and other additional operations, such as model serving
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and tracking of the performance. Although TensorFlow is still a reference
in industrial contexts, PyTorch has recently overtaken it in the academic
field. This makes the latter more appealing to use for research projects, even
within the industry.

Now that the development environment and the choices that lead to it
have been presented to the reader, the next sections move to the illustration of
the different data sources that played a fundamental role in such a data-driven
project. After that, the focus moves on the description of the baseline model.

3.2.1 Data sources

This section aims at analyzing and describing the main characteristics of
the different datasets that impacted the design of the user representations
and the machine learning models, as well as powered the latters during the
training phase. Considering that this is a heavily data-driven project, the
comprehension of the origin, structure, nature, and meaning of the data
is beneficial to properly convey the justification of subsequent downstream
exploration and design decisions.

Interaction data

This dataset contains information on the pageload events that users per-
form on Sanoma’s news websites—Helsingin Sanomat (HS) and Ilta-Sanomat
(IS)—and Sanoma’s Lifestyle magazines websites, as well as their relative
mobile applications. The data contained in it is collected from web cook-
ies through the company’s data management platform (DMP) that captures
and unifies data from the different touchpoints. The type of data to collect
through the DMP can be configured by the administrators.

Pageload events are collected for every page of the aforementioned web-
sites which is requested by the user’s browser and every screen accessed in
the apps. However, only visits to pages that contain actual articles carry
most of the information useful for this research, while visits to other pages,
such as contacts and homepage, are not relevant, thus filtered out. The pre-
served entries represent the interactions between users and articles. In other
words, they constitute the implicit rating that users indirectly assigned to
the articles [19]. In order to make the latter step, it is necessary to make the
assumption that users have actually read, or are at least interested in, the
articles they have visited.

In order to clean the data from noise generated by casual visitors, all the
rows related to users with less than five interactions have been discarded.
Moreover, it was agreed with the data science team at Sanoma that the
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Field Type Description

Timestamp Numeric Timestamp of the event
Date Ordinal Date on which the event occurred
User ID Nominal Unique user identifier string (typically the device

advertising ID)
IP address Nominal IP network address of the device that requested the

web page (not available due to privacy restrictions)
Browser Nominal Browser application that requested the page
Device Nominal Model of the device that requested the page
OS Nominal Operating system name and version
URL Nominal Web address of the requested page
Site data Nominal Query string (this includes the identifier of the ar-

ticles, which can be mapped to other datasets)
Geodata Nominal Information on user’s geographical location (not

available due to privacy restrictions)

Table 3.1: Description of interaction dataset structure.

time span of interest, in order to consider users active and their interactions
valuable, is 180 days. Accordingly, all the interactions older than the defined
time frame have been dropped. Such measures allowed to drastically reduce
the number of users and articles involved in the computation performed on
this data. Therefore, they guaranteed a more streamlined complexity of the
downstream tasks.

The interaction dataset empowers all the methods implemented in this
project since it connects users to the items offered by Sanoma—the articles.
This aspect makes it crucial for building user representation based on their
specific tastes, which they implicitly exhibit through their browsing.

The dataset contains the fields described in Table 3.1 and the following
insights have been observed during its exploration:

• Data has been collected starting from March 2019.

• Approximately 1.9 billion rows represent interactions between users and
articles.

• After filtering as described above, the number of distinct user IDs is
almost 20 million, while distinct content IDs amount to slightly more
than 2 million.

Although the number of distinct user IDs may appear rather large, this is
explained by the fact that more than one ID can be associated with the
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Field Type Description

Article ID Nominal Unique identifier of the articles
Release date Ordinal Date on which the article was published
Title Nominal Title string of the article (in Finnish)
Ingress Nominal Lead paragraph of the article (in Finnish)
Body Nominal Body of the article (in Finnish)

Table 3.2: Description of article content dataset structure (excluding unused
metadata).

same physical person. For instance, this is the case when a person accesses
Sanoma’s services from different devices.

Article content data

Intuitively, this dataset reports the actual content of the articles published
on Sanoma’s websites. Unlike the previous dataset, which also included data
related to Lifestyle magazines, in this case, the data only refers to IS and HS
articles.

The article content dataset has the potential for being particularly valu-
able since it encompasses the content that is actually displayed to the end-
users (see Table 3.2 for the structure). However, data refer only to articles
published until December 2019 due to internal architectural changes. Such
a limitation, combined with the 180 days time frame of interest depicted in
the previous dataset paragraph, significantly increased the number of inter-
actions that could not be considered when combining the two datasets since
recent articles, common in the interaction data, do not appear in the article
content data.

The lack of structured data on newer articles’ content must be imputed
to the absence of an automatic mechanism to correctly and autonomously
parse such data as it is released. This is also due to the fact that the format
in which the article content is stored in the original sources is about to be
changed soon, thus making it more convenient to tackle this problem once
the transition is completed.

Topic keywords data

Sanoma outsources the topic analysis of the articles to an external company.
The input of the analysis is formed by the content of the articles in raw
format. Unfortunately, the methods used to perform the analysis are not
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Field Type Description

Keyword ID Nominal Unique identifier of the keywords
Title Nominal The actual keyword (in English)
Weight Numeric Integer number that represents the extent to

which the keyword is related to the article con-
tent (ranges from 1 to 100)

Content ID Nominal Unique identifier of the article the keywords is
related to

Entities Nominal List of categories to which the keyword belongs
(e.g. person, location, company)

Table 3.3: Description of topic keywords dataset structure.

disclosed. Therefore, unless some reverse engineering technique is applied,
which would be out of the scope of this thesis, the outcome must be taken
as it is, with no further detail.

The output consists of a set of keywords for each article ID that underwent
the context topic analysis. The purpose of the extracted keywords is to
provide a concise yet human-friendly representation of the topics contained
in the articles, in order to remove less relevant and noisy information.

A description of the structure of the topic keywords data is reported
in Table 3.3. The exploration of this dataset allowed the detection of the
following insights:

• There are currently more than 3 million rows.

• There are about 56 000 distinct keywords.

• An article can have up to 15 keywords associated with it.

• Slightly less than 99% of the articles have exactly 15 keywords associ-
ated with them.

• Entities values are present only in 16% of the data.

The information in this dataset currently contributes to the creation of
the user representations computed in the OUP2 pipeline—Sanoma’s current
segmentation pipeline described in Section 3.2.2. Furthermore, it has a fun-
damental role also in the approaches explained in Sections 3.3.3 and 3.3.4.
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Field Type Description

User ID Nominal Unique identifier of the user
Segmentation variable Nominal Name of the segmentation variable
Segment value Nominal Class the user belongs to with reference

to the specific segmentation variable
Segment ID Nominal Unique identifier of the segment value

Table 3.4: Description of survey dataset structure.

Survey data

By definition, in order to tackle a supervised classification problem, it is
necessary to have samples of input-output pairs [6]. Such samples represent
the ground truth during the training of the model, which attempts to learn
a mapping from the input to the labels attached to them.

This dataset carries exactly this type of data and it contains information
about a subset of the users for whom the labels are known. Such data has
been collected through surveys that have been directly submitted to a part of
the user base. Although surveys are prone to errors, the lack of further tools
to verify the correctness of the information leads to the assumption that the
majority of it corresponds to reality. Such an assumption holds as far as no
evident contradiction emerges from the data.

Sanoma defined part of the segmentation variables based on the needs and
guidelines of the business units involved. Additional segmentation variables
come from partner companies as part of advertisement campaigns that they
intend to convey to users through Sanoma’s online platforms.

In total, the segmentation variables amount to 34. All of them are cate-
gorical and include demographic information, such as gender and age group.
Every segmentation variable gives origin to a separate segmentation task,
in which users are disjointly classified with reference to the values that the
variable can take—namely, the classes.

The structure of the data is illustrated in Table 3.4. An analysis of the
keywords dataset uncovered some relevant aspects that are listed here:

• The number of rows currently amounts to about 1.2 million.

• The sets of users related to the different segmentation variables are not
necessarily overlapping, and in most of the cases, they are not. As a
consequence, user IDs appear only for a subset of the variables.

• Data distribution for some segmentation variables is particularly skewed.
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Figure 3.2: Schematic representation of OUP2 pipeline.

This materializes in some classes that have significantly fewer samples
than the others.

The data contained in this dataset is rather old. Therefore, the distri-
bution of the customer base over the segmentation variables might diverge
significantly from the current real distribution, which is unknown. Moreover,
the lack of recent labeled data reduces the overlap between the users that
appear in this dataset and the ones that are included in the most recent
180 days of the interaction data. This issue causes a significant drop in the
number of samples that can be used to train the classifier models.

Sanoma also offers paid subscription plans in order to gain access to all
the articles on their websites. In order for a user to subscribe, they have to
provide some demographic information. Even though this data could notably
increase the number of samples for the training, there are some issues due
to users sharing their login credentials with others. This practice causes
situations in which a single user ID may combine information from multiple
natural persons. Such a scenario might become harmful during the training
phase since it introduces a mismatch between the label, which is treated as
the ground truth, and the ambiguous behavioral data related to the user
in question. The probability that these circumstances take place in cookie-
based data is low considering that sharing a physical device is less practical
than sharing the credentials.

3.2.2 Baseline (OUP2)

The objective of this section is to describe the details of the baseline model
provided by Sanoma, which is referred to as OUP2.
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Figure 3.2 illustrates a schema of the different phases of the OUP2 pipeline.
In order to complete the user profiling task, the process breaks down into
three main phases: the creation of meaningful user representations, the train-
ing of the different models based on the labeled users, and the classification
of the unlabeled ones according to all the segmentation variables.

User representation

The goal of the first stage is to build numeric vectors that represent the users
so that a machine learning model can be fitted on them. The n-dimensional
vectors are defined such that each dimension represents a topic keyword and
contains its average weight over all the articles, in the reading history of the
user in question, that are related to the keyword under consideration. To
limit the dimensionality of the vectors, n is set such that only the top 2 500
keywords contribute to the generation of the user vectors. Since this method
for generating user representations has also been used in other experiments,
it is more exhaustively described in Section 3.3.3.

The next step consists of the completion of the vectors by adding the
labels from the survey data. Intuitively, the labeling takes place only for the
users that appear in both datasets. After this operation, the labeled vectors
constitute the input for the training of the models.

Classification models

With the current setup, OUP2 holds a separate machine learning model for
each segmentation variables. Thus, there are 34 different models, which are
trained independently. As a consequence, during the training phase, every
model can rely only on the user vectors that carry information for the specific
segmentation variable it specializes in.

Every classification model is implemented as a multinomial logistic regres-
sion—a generalization of logistic regression that tackles multiclass problems.
Like in the binary case, the evaluation of the parameters of the membership
probability distribution relies on the maximum likelihood estimation statis-
tical method.

In order to cope with the skewness of survey data, OUP2 implements a
balancing mechanism by uniformly oversampling the data points to obtain
a set of samples that are distributed over the classes according to a hand-
crafted categorical distribution. In this way, the least represented classes
are augmented to have a number of samples that is comparable to the other
classes, thus affecting the value of the loss function more significantly.

As mentioned, every model is trained on the labeled data related to the
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Parameter Value(s)

Maximum iterations 10
Regularization parameter 0.001, 0.01, 0.1
Elastic net α parameter 0.001, 0.01, 0.05, 0.1, 0.15
Threshold 0.48, 0.50, 0.52
Cross validation folds (k) 5

Table 3.5: Multinomial logistic regression grid search parameters values.

segmentation variables it is created for. The optimization of the hyperpa-
rameters occurs by means of a grid search on different values, which are
reported in Table 3.5. After all the training processes within the grid search
are complete, the choice of the best cross-validated model is based on the
multiclass F1 score metric, which is defined as follows:

F1 = 2 · precision · recall

precision + recall
. (3.1)

Afterward, the chosen models enable the segmentation for all the user IDs
which lack such information.

3.3 User embedding

Since the raw data described in Section 3.2.1 is already available, the next
stage of the pipeline consists of designing and extracting from it a convenient
representation of the users, such that it can be fed to a downstream machine
learning. The objective of a good representation method is to reflect all the
relevant information and the characteristics of interest that are, more or less
explicitly, present in the source data.

In all the approaches, disregarding the input and its processing, the out-
put representations consist of n-dimensional real vectors that lay on contin-
uous Euclidean spaces. In the presented approaches, the dimensions of the
output space can be either handcrafted, automatically learned with the aid
of a deep learning model, or a combination of the two.

Based on the available data, the approaches that have been pursued can
be split into two categories: purely interaction based methods, which rely
only on users’ reading history, and article content based, which exploit ad-
ditional information given by the content of the articles. Although some
others have been actually designed, among the methods that reached the
implementation phase, only Item2Vec (see Section 3.3.1) belongs to the first
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category. All the other methods described in the rest of this chapter fall into
the second category, instead.

The goal of the following sections is to report and explain the technical
implementation details of each method for creating user representations. In
addition to that, they will illustrate and motivate some design choices that
were taken during development.

3.3.1 Item2vec

The aim of this method is to reproduce the Item2Vec (I2V) algorithm, de-
scribed in Section 2.3.1, to obtain meaningful user embeddings. The first
step consists of the creation of distributed representations of the items—
namely, the articles—such that the relations between them are detected and
transferred into a latent space [1]. The item embeddings are then aggregated
user-wise to build the user vectors. Such representations are based on the in-
formation carried by the co-occurrence of the articles in the different reading
histories in a collaborative filtering (CF) fashion.

An intuitive representation of the process to compute Item2Vec user em-
beddings is given in Figure 3.3. However, the item IDs must first be converted
into indices. Considering the high cardinality of item IDs, which settles close
to 2 million different values, particular attention must be paid even to this
operation in order to avoid memory issues. This implementation uses the
Apache Spark framework for most of the ETL tasks. However, its built-in
string indexer API could not successfully complete the indexing on the given
configuration. Therefore, the solution for that consisted of taking the row
numbers as indices to associate with the IDs.

At this point, each user is associated with a sequence of indices, represent-
ing the articles in their reading history. The indices are user-wise ordered
by descending reading date. In this way, articles that have been read in
consecutive days appear close within the sequence.

Due to technical challenges given by the considerable amount of data
to handle, the Item2Vec model has been forcefully implemented through
Spark’s Word2Vec distributed model, which only supports the skip-gram
learning technique. Unfortunately, unlike the original Item2Vec proposed by
Barkan and Koenigstein in 2017, Spark’s implementation does not provide
any support for negative sampling. Such a technique would have enabled the
mitigation of the huge complexity of computing the softmax function over
the whole vocabulary, of size |W |, for each iteration [25]. Nevertheless, the
evaluation of P (wj|wi), which is the probability of predicting article ID wj

given article ID wi, is carried out using hierarchical softmax instead of the
plain softmax function. In the Spark documentation, it is claimed that their
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Figure 3.3: Schematic illustration of the different stages of the Item2Vec
method for computing user embedding vectors from interaction data.

implementation matches the one of the original Word2Vec research paper,
which represents the vocabulary as a Huffman binary tree [24]. Although
the time complexity of computing log P (wj|wi) could theoretically drop from
O(|W |) to O(log |W |) using hierarchical softmax with a balanced binary tree,
being the tree typically unbalanced, the gain in complexity is generally lower.

The hyperparameters that have been set for the training of the Item2Vec
model are reported in Table 3.6. The maximum iterations number indicates
how many times the whole set of user reading histories is given as an input
to the model during the training. It has been dramatically limited to cope
with the problem in a reasonable amount of computation time. Although
the training algorithm is distributed into a defined number of partitions, the
orchestration of the different partitions introduces an additional overhead
computational cost. It is worth noting that, since the article indices have
been ordered by descending interaction date, the maximum sentence length
parameter drops the exceeding least recent interactions from user reading
histories. Moreover, the size of the window reduces the context to the articles
that were read close in time.

After the training is complete, the article embeddings can be extracted
from the model. These are then aggregated to obtain user embeddings from
them. The aggregation is done by averaging the article embeddings consis-
tently with the user reading history. Therefore, the resulting embedding of
the i-th user is computed as:

ui =
1

|Hi|
∑
j∈Hi

cj, (3.2)

where Hi is the set of articles in the reading history of the i-th user, and
ci ∈ C is the latent vector that corresponds to the representation of the
article wi ∈ W .

In this way, every user ID is associated with a 100-dimensional real vector.
Ideally, a pair of such vectors in the latent space is close if the history of the
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Parameter Value

Output vectors size 100
Maximum iterations 1
Minimum token occurrences 5
Context window size 5 (context: [−window, +window])
Maximum sentence length 1000
Number of partitions 24

Table 3.6: Parameters used for the distributed training of the Item2Vec
model on Apache Spark.

respective users is similar. The user embeddings are eventually prepared for
the classification task by adding the labels from the survey data.

3.3.2 Title and Title+Lead paragraph embedding

An assumption that can follow from the analysis of the scenario of this
project, and that has been constantly present during its development, is
that articles conceal information on the interests of their readers. Although
Item2Vec addresses this point by analyzing user interactions and the co-
occurrences of the items within different reading histories, the focus of the
analysis can also be shifted to the content of the articles themselves. The
underlying idea is to use a language model to capture the features of the
articles that can effectively embed their reciprocal similarity.

For this method, two different approaches have been implemented: the
first one embeds only the title (TE), while the second one embeds the con-
catenation of title and lead paragraph of the articles (TLPE). Although also
the body of the article is available in the data, it has been discarded dur-
ing the exploration since the length of the texts significantly impacted the
complexity of the embedding generation. Nevertheless, both title and lead
paragraph remain valuable candidates since they typically summarize the
content of the article.

Since the articles are entirely written in the Finnish language, the chosen
language model to compute the embeddings is the cased version of FinBERT
by TurkuNLP [33]. FinBERT is a pre-trained model that shares the same
architecture as the original BERT base model, with the difference that it has
been trained from scratch exclusively on Finnish texts. Such an approach
empirically showed to yield state-of-the-art results on a number of natu-
ral language understanding tasks, therefore outperforming the multilingual
BERT model.
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Figure 3.4: Schematic illustration of the different stages of the title (+ lead
paragraph) embedding method for computing user embedding vectors.

The NLP framework used to implement the model in the code is Flair1.
Such a framework allowed to load the pre-trained cased FinBERT model and
conveniently apply it to get the embedding of arbitrary texts. The relevant
parameters of the model are reported in Table 3.7. It is worth noting that
the use of the scalar mix technique was enabled for all the layers of the
model. Scalar mix allows combining the internal states of arbitrary layers of
the model, using normalized weights that are initialized and then optimized
during the training, to produce the resulting embedding. Liu et al. observed
that the parameterized scalar mixture of transformer layers outperforms the
best individual layer on most of the benchmark tasks [22].

The diagram in Figure 3.4 depicts a schematic overview of the user em-
bedding process. As required by the design of the BERT model, words are
initially tokenized. The tokenizer used in this case is SentencePiece, which
is the same used in the pre-training of the model [20]. Intuitively, it corre-
sponds to the tokenizer mentioned in FinBERT’s original paper. After the
tokenization, the number of resulting tokens per text is then clipped to a
maximum of 512 tokens. The latter is not expected to represent a big lim-
itation since the texts in question are rather compact. Moreover, both the
aggregation of potential subwords to obtain the final token representation
and the aggregation of the latters to build the resulting text embedding use
the mean of the embeddings as a pooling strategy.

Once the article embeddings are computed, they are aggregated accord-
ing to the user histories to obtain the user embedding vectors. These are
expected to materialize in the latent space as distributed representations of
the user interests. Distributed representations efficiently describe the same
data features across multiple scalable and interdependent layers. Therefore,
vectors of users with similar tastes should lay closely in the space. As a last
step, user vectors are eventually combined with the labels from the survey

1https://github.com/flairNLP/flair

https://github.com/flairNLP/flair
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Parameter Value

Output vectors size 768
Model Cased FinBERT by TurkuNLP
Tokenizer SentencePiece
Scalar mix Enabled (all layers)
Maximum text length 512 tokens
Pooling strategy Mean

Table 3.7: Parameters used for the generation of the article embeddings
through the FinBERT pre-trained language model.

data in order to be usable for the downstream supervised classification task.

3.3.3 Average topic keywords weight

This section describes a method that is particularly relevant since it is also
the one implemented in OUP2—namely, the baseline. Unlike the previous
methods, the average topic keywords weight (ATKW) technique does not
include a machine learning model in the computation of the user embeddings.
Instead, it consists of a series of direct transformations on the data from
different sources. The steps that compose this model-free process are shown
in Figure 3.5.

The objective of this method is to generate user vectors that exploit the
knowledge on the topics of the articles they have read. The resulting vectors
are defined as:

ui = 〈ui,1, ui,2, . . . , ui,n〉, (3.3)

where ui,j is the average weight of the j-th top popular keyword computed
over all the articles read by the i-th user, and n is the number of keywords
considered. The choice of using a fixed number of keywords for the represen-
tation comes from the necessity of containing the dimensionality of the user
vectors. As mentioned in Section 3.2.1, the total number of topic keywords
settles around 56 000. Hence, it would be inconvenient and unreasonably
expensive, in terms of both computational complexity and storage required,
to keep all of them. Like in OUP2, the number of keywords selected for
contributing to the user vectors is 2 500. It has been observed that picking
a number of keywords much greater than the number of training samples at
disposal, leads to an increase in the impact of overfitting during the clas-
sification task. At the same time, it is important to preserve the relevant
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Figure 3.5: Schematic illustration of the different stages to compute average
topic keywords weight user vectors.

information that resides in the data, which could be partially lost through
an excessive cut. Therefore, the number was determined as a trade-off to
simultaneously contain the complexity, stem the overfitting issue, and con-
serve the relevant information. The selection of the keywords is based on the
popularity criterion. This means that the keywords are ranked by the total
number of occurrences over the entire topic keywords dataset, and then only
the top 2 500 are kept.

This method was entirely implemented using Apache Spark to apply the
transformations on the data in a distributed fashion. The first step consists
of the aforementioned selection of the top-ranking topic keywords. Hence,
the rows related to the discarded topic keywords are filtered out. Afterward,
the interaction data and the filtered topic keywords data are joined based on
the article IDs. This results in a table that, for each user, contains all the
weighted keywords related to the articles they have read. This data is then
aggregated such that keywords that are recurring within the history of a user,
are combined into a single row, which is weighted as the average of the weights
of the individual occurrences. After this, the resulting table is pivoted on
the keywords column. In this way, the keywords turn into separate feature
columns, so as to compose 2 500-dimensional vectors. Due to the sparsity
of this type of data, the embeddings are treated as sparse vectors in order
to optimize the subsequent operations on them, consequently improving the
computation performance.

Lastly, the labels from the survey data are associated with the user vectors
for which these are available and the outcomes are stored, so that they can
be conveniently retrieved to train the classification model.
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Figure 3.6: Schematic illustration of the different stages to compute average
topic keywords embedding user vectors.

3.3.4 Average topic keywords embedding

Similarly to the approaches explained in Section 3.3.2, the average topic
keywords embedding method (ATKE) attempts to represent articles, which,
in turn, are used to represent the related users, by exploiting information
about their content. Unlike in the case of the approach mentioned, such
information is taken from the topic keywords rather than directly from the
text of the articles. A clear difference between the two cases resides in the
fact that, differently from the title and the lead paragraph, the sequences
of keywords are not structured as a meaningful and grammatically correct
sentence. An additional difference can be found in the language—while the
content of the articles is in Finnish, topic keywords are extracted in English.

The overall idea of the process, schematically depicted in Figure 3.6, is
to consider the topic keywords related to an article as a single text able to
summarize its lexical semantics. Consequently, this can be embedded in a
continuous vector that can represent the associated article in a latent space
that can preserve the mutual similarities and differences between the different
articles. The model that was believed to be most suitable for this task
in the given context is fastText, an open source language model developed
by Facebook [16]. The drivers of the choice were mainly three. The first
one is the fit of such a model for embedding individual unrelated words.
The second reason is the big advantage that it provides in terms of time
complexity compared to other models, such as Word2Vec. The last reason is
the availability of plenty of different pre-trained models for multiple languages
and sizes. The version used for this method is Simple English, which was
trained on Wikipedia using fastText [3]. It yields 300-dimensional vectors
obtained using the skip-gram training model with the default parameters of
the fastText library.

After the topic keywords embeddings are computed, similarly to some
previous methods, the process proposes a double level of average aggrega-
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tion. All the topic keywords embedding related to an article are initially
averaged to obtain the article representation. Subsequently, the interaction
data is introduced, so that articles can be averaged user-wise to form the
user embeddings. Eventually, these are assigned the labels from the survey
data where available.

The next section focuses on the techniques that enable the profiling of the
user vectors obtained from all the methods that are presented in this chapter.
Such a task is treated as a supervised classification problem. Therefore,
some models are proposed to pursue an improvement in the segmentation
performance, with reference to the baseline, exploiting the characteristics of
the input data.

3.4 Classification model

As already shown in the OUP2 pipeline in Section 3.2.2, the step that fol-
lows the construction of the user embedding vectors is their segmentation.
As mentioned, there are currently 34 different segmentation variables that
contribute to defining the demographic data of the users. Unfortunately, such
data is explicitly known only for a modest subset of the user base. However,
this gives the basis for setting up a supervised learning problem. To tackle
that, a model can be applied to potentially detect and learn from the pat-
terns present in user representations that belong to the same segment within
a segmentation variable.

The rest of this section reports the design of the models that have been
considered and implemented for the completion of this project. Particular
attention is given to the reasoning behind the adopted design solutions.

3.4.1 Model architecture

Currently, OUP2 relies on shallow learning models to perform the segmen-
tation task. The exploration of this project instead, tries to approach the
problem with the aid of deep learning models. However, in addition to the
loss in terms of explainability, one of the known drawbacks of using deep
learning methods is that they generally require an abundant amount of data
to properly learn the mapping of the input to the output in non-trivial cases
[30]. This research investigated two different major approaches to tackle
the problem presented in Section 1.1. In both approaches, the implemented
model consists of a deep neural network (DNN). More specifically, the model
has been shaped as a multilayer perceptron (MLP), which is fed the previ-
ously computed user representations.
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User representation Input layer Hidden layer 1 Hidden layer 2

Item2Vec 100 40 20
Title embedding 768 308 154
Title+LP embedding 768 308 154
ATKW 2500 1000 500
ATKE 300 120 60

Table 3.8: Number of neurons of the different DNN layers for each user
representation method.

The two implemented classification methods share a big part of the DNN
architecture. Nevertheless, some crucial differences in the output layer and
the training allow them to assume significantly different behaviors and yield
dissimilar results under the same conditions. The two methods are individ-
ually described in the following sections.

3.4.2 Single task learning

The first approach is called single task learning (STL) to clearly distinguish
it from the next approach, which uses a multitask architecture instead. As
suggested by the name, in this approach, one model can only perform the
classification according to the values of a single segmentation variable. Sim-
ilarly to the OUP2 case, this materializes in having 34 separate models, one
for each segmentation task.

Architecture

As shown in Figure 3.7, the model is designed as a deep neural network, the
inputs of which are the user representations computed through one of the
proposed methods. The model has two hidden layers. After both of them,
a regularization dropout layer with the probability parameter set to 0.2 is
present, which is in turn followed by the ReLU function. Lastly, the output
layer yields the logits for the different values of the segmentation variable
in question. The sizes of the input layer and the two hidden layers for each
different user representation method are reported in Table 3.8. Instead, the
size of the output layer depends on the possible values that the segmentation
variable, for which the model is built, can take.
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classifier.

Training

For simplicity, the training process is described as if it is only performed
for one segmentation variable. Nonetheless, the same procedure applies to
all the other variables, with the difference that the training labeled data,
after being initially split into sets the only contain data related to a single
segmentation criterion, is picked only from the set related to the variable
under consideration.

The random splitting proportions of the train and test sets are 60% and
40% respectively. The randomness of the splitting has been controlled by
setting a fixed seed. This allowed us to carry out different tests on the
model and inspect specific parameters while keeping the split unchanged.
The training loop is rather typical and uses Adam as a stochastic optimiza-
tion method since it generally yields good performances empirically [18]. The
criterion adopted for the computation of the loss is cross-entropy, which is
widely used for classification problems and generally leads to good perfor-
mance compared to other methods [29].

3.4.3 Multitask learning

The method presented in this section, in contrast to the previous one, at-
tempts to simultaneously perform the classification tasks related to all the
34 segmentation variables. As widely explained in Section 2.4, the intuition
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behind multitask learning (MTL) is that for a set of similar tasks, the in-
ductive bias related to one of the tasks can be transferred to the other ones,
thus improving generalization. Consequently, this significantly increases the
amount of data that can be used for the learning process. In the single task
learning approach, the domain informative potential of the data points is en-
closed within the scope of the task it relates to. On the contrary, with MTL
all the data points contribute to the training of the shared parameters in the
common layers. Moreover, having only one model instead of several separate
ones can lead to considerable advantage in terms of resource demand.

Regarding the different classification tasks of this project, it is worth
noting that all of them rely on the same type of data (i.e. the user vec-
tors). Furthermore, the objective of the tasks is similar, since they all aim
at predicting socio-demographic information about the users, starting from
a behavioral representation of their interests. Such a mutual similarity of
the tasks makes the MTL approach suitable for this scenario and acted as a
major driver in the choice of further exploring this method.

Architecture

The structure of the model is depicted in Figure 3.8. Compared to the STL
approach, it can be noted that the entire network, except for the output layer,
is practically unchanged. In this case, the model presents a separate output
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layer for each segmentation task. These can potentially have a different
number of outputs, which, like in the case of separate single task models,
depends on the possible outcomes of the segmentation variable. The size of
the other layers is fixed instead and it is the same as in the STL approach,
thus reported in Table 3.8. Such a configuration of MTL, in which the input
and hidden layers are in common for all the tasks, takes the name of hard
parameter sharing [27].

Training

Although there are some similarities, such as the Adam optimization method
and the adoption of dropout as a regularization technique, the training loop
of the MTL approach presents significant discrepancies from the STL case
described in Section 3.4.2. The first big difference is located in the training-
test sets split. Unlike the case in which only a single segmentation variable at
a time is considered, in this case, user IDs can appear for different variables.
Therefore, it is necessary to set the split such that each user ID is assured to
appear either only in the training set or only in the test set, not in both. This
has been achieved by directly splitting the set of user IDs, rather than the
user-segment pairs. In this way, it cannot happen that a user appears in a
set for some variables and in the other set for some other variables. It proved
necessary to introduce such a measure to avoid data leakages, which would
yield unreal, optimistic results during the validation of the model. Moreover,
it has been empirically observed that although the sampling is performed
on user IDs, the defined train-test proportion is nonetheless preserved in the
number of sample pairs.

Since the model pursues the completion of different tasks at the same
time, different losses must be handled during the training process. The ap-
proach that has been adopted to combine them is proposed in [17]. It weighs
the losses based on the homoscedastic uncertainty of each classification task
as follows:

L (W,σ) =
K∑
k=0

1

σ2
k

Lk(W) + log σk, (3.4)

where W is the matrix of the model parameters, σ is the vector of trainable
observation noise parameters, K is the number of tasks and Lk(W) is the
cross-entropy loss of the k-th classification task, computed on the output of
the network with parameters W. According to the authors, this method
allows the simultaneous learning of various quantities with different units or
scales, while removing the need to manually tuning the weight of each loss,
which can be an expensive process.
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Algorithm 1 Multitask learning model training loop

1: for epoch ← 0, . . . ,max epochs do
2: run losses ← array of 0s . Initialize running avg of training losses
3: for segment in segmentation vars do
4: for batch, labels in train set of segment do
5: output ← Forward(batch)
6: loss ← CrossEntropyLoss(output, labels)
7: run losses of segment←RunAVG(run losses of segment, loss)
8: end for
9: end for

10: train loss ← MultitaskLoss(run losses) . Combine losses
11: Backpropagate(train loss)
12: end for

The MTL training loop is expressed in the form of pseudocode in Algo-
rithm 1. The crucial step is that all the segments are iterated within each
epoch and the training loss, on which the backpropagation is based, is com-
puted as the sum of the average loss of each segment. The backpropagation
is implemented such that the combined loss of all the segmentation tasks
contributes to the updates of the common parameters, while the trainable
parameters of the output layers are updated exclusively on the basis of the
loss of the associated task.

Commonly, unlike the proposed solution, the output of the network with
respect to all the tasks and the related losses are computed simultaneously
for each sample in the current batch. However, this is not possible in this
environment since user IDs do not necessarily have ground-truth data for each
of the segmentation variables. With the proposed configuration, the network
is updated only once per epoch, therefore the actual batch size degenerated
into the whole training set.

The next chapter explores the results obtained from all the methods de-
scribed in this chapter and compares them to depict some valuable insights.
Besides that, a number of significant hurdles of the implementation phase
are presented, as well as the solutions that have been applied to solve them.



Chapter 4

Experimental results

The objective of this chapter is to explore the results obtained from all the
methods described in Chapter 3. The first part analyzes some limitations
that affected the direction of the design process and the outcomes of the
model, and reports the workarounds that have been adopted to tackle them.
Afterward, the metric used for the comparison are presented to the reader.
Furthermore, the actual performance results that the different models yielded
are reviewed and compared to one another. Through the examination of
the comparison, some insights and considerations are eventually drafted and
discussed.

4.1 Implementation hurdles and solutions

During the implementation of the methods explored in this research project,
some hurdles and limitations came along and partially affected the develop-
ment, sometimes even forcing to reiterate the design process to revise several
details. Such changes indirectly had implications for the final results to some
extent. This section aims at describing the issues and constraints that arose
and the strategies that allowed the mitigation of their effect.

The first main problem resides in the considerable size of the interaction
data. Unfortunately, resources are not unlimited and the cost-effectiveness
of the processes must be taken into account. Although the amount of mem-
ory and the computational power can be significantly high nowadays, some
computationally or memory-intensive models, such as Item2Vec described
in Section 3.3.1, can easily become intractable. Moreover, the distribution
of the load among several machines in a cluster configuration introduces a
non-negligible overhead, in terms of computational complexity, due to the
orchestration needed. For instance, the effect of this reflects on the parame-

47
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ters of Item2Vec (see Table 3.6), in which the number of maximum iterations
has been heavily limited.

As it is common in deep learning tasks, datasets could not be entirely
loaded in memory for processing them. In most of these cases, loading the
data lazily into the memory solved the issue efficiently. However, that is not
always straightforward to apply. Therefore, other methods that have been
adopted include pruning and cleaning the data. The former is the case of
the interaction data, for which all the data points older than 180 days were
simply dropped before the processing.

Another major issue relates to the lack of some specific data. A remark-
able instance that meets such circumstances is the article content data. The
given dataset contains information on the articles published only prior to
December 2019. As a consequence, when the data from this table is joined
with the interactions of the most recent 180 days, many articles appear in the
interaction for which the content is not available. In addition to this, some
other articles come with partially corrupted data, such as titles composed
only by unexpected symbols, and must be dropped as potentially harmful.
As a consequence, the user vectors are built only on a subset of their read-
ing history. Therefore, the most recent article they interacted with, do not
contribute to their representations. Unfortunately, these issues cannot be
directly addressed since they locate in infrastructures that are not part of
the scope of this project.

4.2 Results and comparison

This section illustrates to the reader the outcomes of the research project.
To achieve this, the metrics that allowed the assessment of the performance
are initially presented. Afterward, the results are presented, commented, and
compared among the different methods.

4.2.1 Evaluation metrics

A number of relevant metrics have been selected for the evaluation. The se-
lection of the metrics was made on the basis of their fitness to the assessment
of the model performance. As the problem that has been tackled is a clas-
sification task, the metrics must be able to reflect how well the approaches
can generalize the classes and how well they can classify the unseen data
points. One of the most important metrics is the accuracy, which gives a
measure of how many data points are correctly classified over the whole val-
idation set. Secondly, precision and recall have been calculated and showed



CHAPTER 4. EXPERIMENTAL RESULTS 49

Method
Single task learning accuracy Multitask learning accuracy

Overall Age group Gender Overall Age group Gender

OUP2 0.544 0.336 0.844 - - -
I2V - 0.252 0.618 0.523 0.182 0.568
TE - 0.238 0.681 0.537 0.261 0.704
TLPE - 0.255 0.676 0.531 0.248 0.639
ATKW - 0.320 0.817 0.564 0.342 0.814
ATKE - 0.267 0.724 0.532 0.263 0.732

Table 4.1: Overall accuracy (average), age group segmentation accuracy (7
groups), and gender segmentation accuracy values related to the baseline
(OUP2), Item2Vec (I2V), title embedding (TE), title+lead paragraph em-
bedding (TLPE), average topic keywords weight (ATKW), and average topic
keywords embedding (ATKE) methods in both single task (STL) and mul-
titask (MTL) learning approaches. Note: OUP2 values provided by the
company are computed on the union of training and test sets, therefore, they
might be slightly more optimistic than reality.

for some relevant segmentation variables. Precision tells how many, of the
points predicted for a class, actually belong to it, while recall measures how
many points that belong to a class have been actually recognized as such.

4.2.2 Results

The values in Table 4.1 show the performance of the overall accuracy, the age
group segmentation accuracy, and gender segmentation accuracy. The results
are reported for all of the methods implemented, as well as for the baseline
(OUP2). Overall accuracy is computed as the average of the accuracy metric
over the whole set of segmentation variables. Such value is not available
for single task learning models since the exploration in that direction was
interrupted to enable a greater focus on the most promising approaches,
which also require less overhead management cost due to the smaller number
of models.

The hypothesis that MTL would have provided better performance was
based on multiple factors. Firstly, MTL can rely on the labeled data related
to all of the segmentation variables. Since there are 34 of them, this led to a
significant increment of the training dataset size. Moreover, learning several
tasks at the same time brings an implicit regularization mechanism, which
fosters generalization and reduces the risk of overfitting [27]. This statement
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relies on the assumption that data related to different tasks have different
noise patterns, which are mitigated since the model tries to optimize the
parameters to improve in all of the tasks at the same time. However, as can
be noted from the results, the models based on STL and MTL architectures
generally yield comparable performance, although there are some slight ex-
ceptions. The similarity between MTL and STL has also been empirically
confirmed by further investigation through tests that have been carried out
on other segmentation variables. Despite such a closeness, the investigation
on STL methods has been suspended since they introduce considerable extra
management costs with similar results.

It is not surprising to observe that Item2Vec performed poorly in most
of the cases. Several limitations, already mentioned in Section 4.1, severely
penalized its potential in generating good representations. First of all, the
number of epochs was forcefully set to 1 in order to allow the training of the
model with reasonable resources. Moreover, the chosen size of the context
window is rather small for the purpose of finding co-occurrences. However,
considering the complexity of the algorithm on the given datasets and the
poor results, Item2Vec has not been explored any further.

Instead, the outcomes of Title Embedding and Title+Lead Paragraph
Embedding, especially in their multitask variants, yielded noticeable results.
Even though they are not overall the best ones, considering the enormous
lack of article content data related to the publications that occurred in 2020,
their scores appear unexpectedly valuable. The fact that their performance is
similar to each other suggests that the lead paragraph does not add significant
informative content to the title embedding. This confirms the intuition that
the title is carefully written by editors such that it condenses the relevant
topics contained in the article in a few words.

The two approaches based on the topic keywords are based on the con-
tent of the articles as well. However, unlike the previous case, the topic
keywords data, on which their user embedding vectors are computed, ex-
haustively covers the most recently published articles, as well as the Lifestyle
magazine’s articles. Despite this, the effect of the better coverage did not
grant good performances for both. For instance, ATKE+MTL performed
consistently worse than the baseline with respect to most of the metrics
throughout different tests. Such behavior might be traced back to the gen-
eration of the keyword embeddings. The used fastText pre-trained model
might need further fine-tuning. Moreover, some keywords in the data are
written in non-conventional ways, such as using camel case. This can make
the model struggle, even though fastText breaks the word into several n-
grams. Such a technique makes it robust to process unseen words. However,
the quality of the prediction of such words might be sub-optimal.
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Figure 4.1: ATKW+MTL training process performance.

On the other hand, ATKW+MTL slightly outperformed the baseline in
the age group classification and the overall accuracy score. For gender ac-
curacy, by contrast, it yields lower performance, compared to the baseline.
However, the value is still acceptable and it was observed that the sampling
standard deviation of this value was rather low, which suggests that it is
generally stable. Moreover, the score of OUP2 might be slightly optimistic,
considering that the values provided by the company were computed on the
union of training and test set due to technical constraints. In this way, the
model was asked to classify points that it had previously seen during the
training. Lastly, it is worth reminding the reader that the user embedding
vectors of this approach are computed in the same way as in the baseline.

In the light of the good results of ATKW+MTL, further investigation
on its behavior has been carried out. Figure 4.1 reports an overview of the
training performance of the aforementioned model. Specifically, Figure 4.1a
shows a comparison of the training and test loss throughout the completion
of the epochs, while Figure 4.1b shows how the test accuracy evolved accord-
ingly. It is evident from the test loss behavior that the model was starting
to overfit the training set close to the 28th epoch. This also reflects on the
test accuracy, which begins a slightly decreasing trend at the same point.
The strategy adopted to prevent such a problem is early stopping, enabling
to stop the training as the performance on the test set starts to degrade.

It is also interesting to observe the way the explored models systemati-
cally scored rather similarly to the baseline in terms of accuracy. The plot
in Figure A.1, contained in Appendix A, shows the accuracy of the most
significant models, as well as the baseline values, on all of the 34 segmen-
tation tasks. The reasons for such a similarity can be traced back to two
main reasons: the fact that the compared methods, being all based on the
semantic representation of the articles, are similar themselves, and the lack
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Figure 4.2: Normalized confusion matrix heatmap related to ATKW+MTL
model on age group segmentation variable.

of training data, which is even more penalized by the limit of 180 days that
has been applied to the interaction data.

Lastly, the confusion matrix related to the age group segmentation per-
formed through the ATKW+MTL model, the normalized heatmap of which
is reported in Figure 4.2, is of particular interest. It can be observed that
correctly classified points are mostly concentrated in or close to the main
diagonal of the matrix. Since the age group is an intrinsically ordinal vari-
able, this can be interpreted as the capability of the model to learning the
relevance of the ordering, thus classifying users as belonging to an age group
that is generally at least adjacent to their actual one. The advantage of such
a distribution is particularly relevant for marketing purposes. For instance,
a given content that targets 35-44 years old users, is very likely to be shown
either to the correct target group or to the ones immediately next to it, while
it is unlikely that it would be shown to significantly distant age groups.

The next chapter summarizes the findings of the research while reporting
and contextualizing the major contributions to the solution of the problem
that drove the exploration during the whole project. Additionally, it lists
some considerations on possible directions that could be pursued in the fu-
ture, starting from the obtained outcomes and insights.



Chapter 5

Conclusions

The purpose of this conclusive chapter is to recapitulate the knowledge gained
during the development of the project in a condensed fashion, as well as to
discuss the major drivers that either enhanced or limited the outcomes of
the exploration. Moreover, the last part suggests possible future research
directions, which are based on the insights discovered through all the inves-
tigations performed in this study.

5.1 Discussion

Although several limitations came along the way, many approaches have
been successfully implemented. All of them yielded overall results that are
at least comparable with the baseline, although they performed significantly
differently over the individual segmentation tasks.

The critical points of the problem addressed by this project are spread
over different phases. Being a heavily data-driven task, the quality of the
source data is fundamental. Indeed, the partial lack and the vacillating
quality of the article content dataset, has inevitably led to a heavy limitation
of the potential of the models based on it. Secondly, the construction of
the user representation severely affected the final results, even under the
same conditions. The resource and optimization limitations that impeded
a proper training process of the Item2Vec model, crucially determined its
poor performance, disregarding the downstream classification model. On
the contrary, the embeddings computed using the FinBERT model showed
acceptable performance despite the poor quality of the source data. Lastly,
the classifier, at the end of the pipeline, has shown to have a major impact
on the final segmentation task.

In conclusion, the key factors that showed to mostly determine the good-
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ness of the implemented approaches reside on the good coverage of the data
for the published articles, on the informative representation of the articles,
and subsequently of the users, and on the advantages of the multi-task learn-
ing model, which was observed to be particularly suitable for the type of
learning problem tackled in the scope of this study.

The research questions, originally stated in Chapter 1, have been ad-
dressed and can eventually have a clearer answer, based on both theoretical
knowledge and empirical observations.

• What are meaningful and informative user representations based on
the data currently collected by Sanoma?

Although most of the representations, net of the external limitations, yielded
encouraging performance in some of their variants, the one that led to the
best scores is ATKW (see Section 3.3.3). Surprisingly, it is the same rep-
resentation currently used by OUP2, the baseline model. Nevertheless, it
must be considered that the adoption of representations that do not rely on
outsourced processes, such as TE and TLPE, can also bring greater cost-
effectiveness for the company. This remains a valuable aspect as long as the
segmentation performance is at least comparable to the baseline.

• What machine learning techniques can yield technical and business
valuable improvements in implicit user profiling performance, compared
to the existing Sanoma’s baseline?

In this case, changing only the type of model, from logistic regression to
neural networks, did not suffice for achieving noteworthy results. Despite
there are no major improvements in the segmentation performance on the
considered metrics, applying the acquired knowledge on the data during the
design process still led to improvements in the design of the segmentation
model. The identification of multi-task learning as a suitable and promising
approach for the circumstances helped mitigating issues, such as the lack of
training data for the individual segmentation tasks and the maintenance of
many separate models that specialize on a single segmentation variable. The
latter implication enables the simplification of the pipeline from an engineer-
ing point of view, which can reduce the required resources.

5.2 Future work

The research carried out during this project shed light on several further
possible future directions that could not have been explored due to time or
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resource constraints. Nevertheless, based on such insights and the knowledge
acquired during the process, they might be of particular interest and value
from both industrial and academic points of view.

First, it is worth it to list some improvements that could be applied to
the presented approaches. Those are the following:

• Perform better evaluation of the model by systematically applying
cross-validation techniques. Although it is demanding to perform the
training process multiple times, the assessment of the approaches can
become more accurate and objective.

• Apply more advanced hyperparameters optimization techniques. Dur-
ing the research, the parameters have been chosen on a trial-and-error
basis. Other methods, such as random search or Bayesian optimization
might be considered to tune the models.

• Retrain Item2Vec with more resources or more optimization. This
model has not been exhaustively tested. Due to this, it is not simple to
say whether it can be more promising than it appeared in this study.
Therefore, it might be interesting to further investigate its quality and
fitness in this scenario.

• Recompute TE and TLPE embeddings as more recent article content
data is available. These two approaches were not given the chance to
fully show their potential. In this case, the reason is the lack of data
on recently published articles. Once this lack is filled, it will be worth
it to give them a second chance.

• Balance the skewness of the labeled data. Unlike OUP2 (the baseline
model), which tackles this problem by oversampling the samples of the
least represented class, none of the models implemented uses methods
for reducing the skewness. It might be beneficial to apply the oversam-
pling strategy or more advanced balancing techniques.

• Fine-tune FinBERT directly on the segmentation task. The fine-tuned
model could lead to more meaningful embeddings with respect to the
task under consideration, thus possibly improving the segmentation
performance.

Additionally, some new solutions are here proposed:

• Combine models through ensemble methods. They generally improve
the performance of weak classifiers, by combining them together. They
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are particularly effective when the models that are combined are trained
on different types of data. Therefore, applying gradient boost or other
ensemble techniques could lead to an improvement.

• Weighted ATKE embeddings. Since this method is based on the topic
keyword data, which also includes information on the weight of the
keywords related to the articles, such weight can be used to compute
a weighted average of the article fastText embeddings, rather than
computing the plain average as proposed in Section 3.3.4.

• Shift to real-time segmentation. The data that was available during the
research project does not allow the adoption of a real-time approach
since it is recorded with a delay of two days. However, the company
also owns real-time data sources that could be used, under the consent
of the users, to reach a bigger targeted audience since also one-day
visitors could be segmented.
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Appendix A

Accuracy plot

See plot in the next page.
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