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Online food delivery is a rapidly growing business. The large selection of restau-
rants in these platforms poses a challenge as the individual dishes are described
in the natural text and might not be tagged or categorized for machine use. This
makes it difficult for the items to be used in platform-wide filtering, analysis,
marketing, or search.

This thesis uses a text classification model to classify dishes based on the natural
text descriptions of restaurant dishes. The problem is explored using a dataset
of restaurant menus from Wolt, one of the largest food delivery platforms in
Finland. Dishes are classified using a multi-label approach using 20 different
pre-determined labels such as pasta, dessert, and alcohol.

A dataset involving 20 different labels is created for a supervised learning model.
Machine learning pipeline is created and the performance of classifiers (support
vector machines with different kernels, random forest classifier, multinomial Naive
Bayes, linear regression, logistic regression, multi-layer perceptron neural network
classifiers) is compared.

The support vector machine with a linear kernel has the best subset accuracy
(63.2%), F-measure (0.89), and recall (84.8%) scores among the tested classifiers.
Multi-layer perceptron classifier is also performing well with an F-measurement
of 0.867. Other classifiers such as random decision forest, logistic regression, or
multinomial Naive Bayes were not as performant. Using pre-trained Word2Vec
embeddings was not helpful in classification.

Keywords: supervised learning, machine learning, classification, restau-
rant, food

Language: English
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Ruoankuljetus verkossa kasvaa nopeasti. Suuri ravintolavalikoima ruoankuljetusa-
lustoissa aiheuttaa haasteen sillä yksittäisiä ruokalajeja ei ole kategorisoitu tai
merkattu konekäyttöön sopivaksi. Tämä tekee hankalaksi käyttää ruokalajeja suo-
dattamisessa, analysoinnissa, markkinoinnissa tai haussa.

Tämä opinnäytetyö käyttää koneoppimista luokittelemaan ruokalaleja
niiden tekstikuvausten perusteella. Ongelmaa tutkitaan käyttäen Wolt-
ruoanvälityspalvelun ravintoloiden ruokalistoja käyttäen. Ruokalajit luokitellaan
20 eri luokkaan käyttäen moniluokkaista tekstinluokittelua. Eri luokkia ovat
muun muassa pasta, jälkiruoka ja alkoholi.

Ohjattua koneoppimismallia varten luodaan 20 luokkaa sisältävä tietoaineisto.
Koneoppimismalli luodaan ja eri luokittelualgoritmien (tukivektorikoneet eri ker-
nelifunktioilla, päätöspuut, naiivi Bayesialainen malli, lineaarinen regressio, logis-
tinen regressio, monikerroksinen perseptroniverkko) luokittelukykyä verrataan.

Tutkimuksessa tukivektorikoneet lineaarisella kernelifunktioilla osoittui parhaak-
si. Sillä on paras osajoukon tarkkuus (63,2%), F-mitta (0.89) ja erotteluky-
ky (84,8%). Monikerroksiset perseptroniverkot osoittautuivat myös toimiviksi
F-mitta-arvolla 0.867. Muut luokittelualgoritmit, kuten päätöspuut, logistinen
regressio ja naiivi Bayesialainen malli eivät olleet yhtä hyviä. Valmiiksi koulutet-
tujen Word2Vec-sanavektorien käytöstä ei ollut hyötyä luokituksessa.

Asiasanat: ohjattu oppiminen, koneoppiminen, luokittelu, ravintola, ruo-
ka

Kieli: Englanti
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Abbreviations and Acronyms

BR Binary Relevance, a problem transformation method
F1 F-measure, a harmonic mean of precision and recall
MLP Multi-layer Perceptron
RBF Radial basis function
SVM Support vector machine
TF-IDF Term frequency–inverse document frequency
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Chapter 1

Introduction

1.1 Motivation

Delivering food from restaurants to customers is rapidly growing as new
online food delivery platforms are capturing markets and customers across
the world. Traditionally customers have placed an order manually to the local
pizzeria by a phone call and let the restaurant manage the food delivery.
Digital technology has led to a rise in online platforms. Aggregators let
customers compare restaurant menus, view, post reviews, and place orders
while the actual delivery is still handled by restaurants. New-delivery players
differ from aggregators by also providing logistics to restaurants. They open
a new business segment to food delivery for restaurants without their own
delivery resources. [18]

The large selection of restaurants for delivery platforms poses a challenge.
Restaurants are in charge of providing platform restaurant menus and while
that data is perfectly valid for selecting dishes and placing an order, it is not
structured enough to provide capabilities for dish type-level filtering or the
data may not be consistent with other restaurants in the platform.

By labeling individual items on restaurant menus with a set of labels,
that data can be used to enrich the customer experience. Individual labels
like salad or pasta allow the user to discover all potential dishes across all the
restaurants on the platform that share the same label. Labels can be used
to do more complicated filtering operations such as finding seafood pasta by
requiring labels pasta and fish but excluding label meat. Furthermore, labels
can be used to enrichen the search by letting users use higher-level labels for
searching rather than using a simple string matching algorithm.

Labeled data is also useful for platform owners. Labeled dishes can be
used to provide platform-wide analytics on what type of dishes are ordered.
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CHAPTER 1. INTRODUCTION 9

Data can also be used for marketing purposes by grouping customers with
similar purchase profile determined by the labels of purchased items. Fur-
thermore, labeled dishes can be used for recommendation systems or it can
be used to automatize upselling items, for example by recommending desserts
or drinks when the user is making a purchase.

However, there is a challenge of getting consistent labels for each dish.
The manual process of labeling dishes is time-consuming due to the number
of available dishes on the platform. It is problematic to give the task of
labeling to people responsible for menus as it adds friction to the menu
process and the data may end up being inconsistent between restaurants.
Furthermore, many of the potential labels may not have perfect definitions
making it difficult to create proper instructions.

Unsupervised machine learning algorithms can automatically cluster sim-
ilar items to each other allowing users to find similar dishes. The advantage
of that method is that it does not require building a labeled dataset man-
ually. However, the clusters created by unsupervised methods cannot be
controlled. This thesis focuses on using supervised learning algorithms to
produce meaningful labels for dishes.

1.2 Problem Statement

Classifying natural text with supervised learning is a widely researched prob-
lem. In the context of restaurants, earlier research has focused on extracting
dishes from user reviews. There has also been a lot of research on classifying
food based on the photos of dishes.

This thesis aims to extend text classification knowledge in the context of
restaurant menus by only focusing on the natural text provided in the menus.
This thesis explores if supervised learning algorithms can be used to classify
dishes and how accurately the model can be built. Additionally, this thesis
explores how different classifiers and methods perform on the data.

The work uses data from Wolt, one of the online delivery platforms, to
research these questions. However, the restaurant menus are similar for other
delivery platforms and the solutions from this research apply to other plat-
forms and related text classification problems.

1.3 Structure of the Thesis

The rest of this thesis is organized into six different chapters. Chapter 3 de-
scribes the context of the dataset that this research uses for classifying dishes,
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how the data was labeled, and how are the labels in the data distributed.
Chapter 4 describes in detail on the text classification methods that this
thesis uses to build a machine learning model. Chapter 5 shows how the
methods in the previous chapter were used to create the machine learning
model. Chapter 6 showcases how different classifiers performed, what fea-
tures were important, what words contributed to the model and how the final
model worked on every label. Chapter 7 answers how the results confirm that
how supervised learning is suitable for dish classification and provides further
research to improve the results. Finally, Chapter 8 summarises the findings
of this research.



Chapter 2

Background

Since classifying dishes is a classic text classification problem, it is necessary
to understand the basics of text classification. Section 2.1 describes the basics
of text classification problems and how classification problems are solved.
Section 2.2 introduces some of the existing research that has been done in
classification, in-text classification, and in the context of food.

2.1 Text Classification

Text classification is the process of categorizing or labeling text documents.
Automated classification becomes useful when the dataset is large enough
that it cannot be manually curated without major work. Classification can
be used to help search, filter, or analyze a lot of data.

Common scenarios for classification problems are binary, multi-class, and
multi-label classification [19]. In binary classification, there are exactly two
target classes. For example, food and non-food. Multi-class classification is
an extension of binary classification. Instead of two classes, there are multi-
ple. Every document belongs to exactly one of the multiple categories. For
instance, the categories could be food, drink and grocery. Not all text classi-
fication algorithms can handle multi-class classification [19]. An example of
such an algorithm is a support vector machine that can only handle binary
classification problems.

Most text-classification tasks are multi-label problems [19]. Unlike in a
multi-class scenario, a single document can belong to multiple, exactly one or
no category at all [19]. For example, a single document could belong to both
categories food and sushi. Multi-label classification is not handled by the
majority of text-classification algorithms directly [19]. Instead, a multi-label
task can be split into multiple single binary classification problems and this

11



CHAPTER 2. BACKGROUND 12

is explained in detail in Chapter 4. Some of the classification algorithms can
also be adapted to handle multi-class or multi-label problems.

This thesis focuses on multi-label classification because dish labeling is
better suited as a multi-label problem rather than a multi-class problem. It
is difficult to have a single category for dishes since a single dish can belong
to multiple labels. Choosing labels that would not overlap would be both
difficult and would not be practical. Multiple labels also are beneficial for
filtering dishes consisting of multiple labels such as the combination of meat
and soup.

One way to approach text classification is a knowledge engineering ap-
proach where experts manually create a set of rules that can classify docu-
ments automatically [19]. Those rules could for example apply a label if a
condition about a certain word appearing in the document is true. Hand-
crafting rules however get expensive when the number of categories gets large
and maintaining rules gets difficult to control [19].

In contrast, the machine learning approach can produce classification
rules automatically. Given a set of manually classified documents, the prob-
lem turns into a supervised learning problem. These labeled documents are
given to the learning algorithm and classification rules are produced auto-
matically. [19]

However, there are challenges in using machine learning with text classi-
fication. Machine learning requires a lot of training data for accurate classi-
fication [19]. In this thesis, 1002 different documents were manually labeled
for supervised learning.

Additionally, the input space of natural text is rather large. Sentences are
likely to be unique and text classification has to deal with a lot of different
examples. Even if the text is transformed by simplifying words and the
word order is removed, the dimensionality of the text remains high. Natural
text may have language mistakes and have spelling errors or ungrammatical
sentences. Manually classifying documents is also prone to introduce errors
in the dataset. That leads to noise in the machine learning model. [19]

Text classification labels are usually based on semantic understanding of
text where no formal definitions exist [19]. This was also problematic for this
thesis when dishes were manually labeled as many of the labels didn’t have
a perfect definition. For example, it became difficult to define if a particular
dish was Chinese or Korean, or both.

As an alternative to supervised learning, unsupervised learning methods
can be used on text documents. This has the advantage that it does not
require any training data and there is no need to manually label the docu-
ments. Clustering is a method where documents are separated into different
partitions where each partition contains similar documents. Topic modeling,
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on the other hand, is using a probabilistic model to determine soft clusters
where a single document can belong to multiple clusters. The topics them-
selves are determined by the algorithm. [2]

2.2 Previous Research

Text classification has been researched a lot. Previous research by Dumais et
al. [12] has shown support vector machines (SVM) to be a particularly good
classification algorithm for text classification. Yang et al. [39] showed that
support vector machines, a k-Nearest Neighbor and Linear Least Squares
Fit outperform neural network or a Naive Bayes approaches when there are
few positive training instances. Empirical evaluation by Gao and Sun [13]
showed that the nonlinear kernel performs better than using a linear kernel.

Multi-label text classification is commonly divided into two approaches,
algorithm-adaptation, and transformation-based [5]. This research uses mostly
the latter. The problem with the transformation-based approach is that it
requires to learn one classifier per label making it expensive in terms of scal-
ing the number of labels [5]. Extreme multi-label classification is a work
that focuses on classifying datasets with millions of labels and features [5].
Work by Prabhu and Varma [27] represent FASTXML algorithm that can be
trained on problems with millions of labels in an efficient manner.

Hsiang-Fu et al. [40] investigated how common text classification tech-
niques work on just product titles as compared to descriptions they are short
and not complete sentences. Their work found out that stemming and stop-
word removal should not be used for just title classification problems. In their
research, binary presence for words performed similarly to TF-IDF. They also
note that bigram or degree-2 polynomial mapping performed better in title
classification than in common text classification.

There is multi-label topic modeling that combines unsupervised topic
modeling and supervised multi-label classification. Latent Dirichlet alloca-
tion (LDA) produces k different topics from text documents. Documents can
belong to multiple topics and the algorithm produces a probability for each
topic. Topics are underlying categories of the text and similar documents
should share the same topics. LDA assumes that the word order does not
matter and works using a bag-of-words approach. Each individual word in
the document contributes a certain probability to the topic and it is easy
to see what parts of the document are contributing to each document. This
makes the model explainable and easy to debug. [5]

While topics are maybe useful on their own, the unsupervised nature
of them means that they may not be useful for the purpose of meaningful
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labels. The multi-label topic modeling builds the supervised learning model
on top of the topics produced by LDA [5]. Ramage et al. [31] used this
approach for classifying Twitter feed into substance, style, status, and social
characteristics of the posts allowing potential users to let users filter content
based on their interest. Cohen and Ruths [9] used it for classifying the
political orientation of Twitter users.

In addition to the classical bag-of-words model where the word order is not
considered and each word is considered separately without semantic meaning,
there are also word embedding approaches. The survey by Kowsari et al. [22]
describes Word2Vec, continuous Bag-of-words model (CBOW), continuous
skip-gram model, GloVe, FastText, and contextualized word presentations
as an alternative to the classical bag-of-words model. Word2Vec model [14]
uses neural networks to build a word vector for each word [22]. CBOW
uses a word context to predict the word based on the nearby words given
by the window size. Continuous skip-gram on the other tries to predict
context to a word [22]. GloVe (Global Vectors for Word Representation) is
a similar word embedding approach to Word2Vec. Facebook’s Fasttext [4]
builds word vectors on n-grams rather than individual words. Melamud et
al. [25] introduced a bidirectional LSTM (long short-term memory) model
for learning context for words.

Devlin et al. introduced a new model for representing language, BERT
(Pre-training of Deep Bidirectional Transformers for Language Understand-
ing) [11]. It is designed to be pre-trained from unlabeled text and it takes
context into account. The pre-trained model can then be used for natural
language tasks and text classification.

This research is interested in applying classification on restaurant dishes.
While using machine learning for food classification, in general, has been
researched but the approaches have focused on images. Shimoda and Yanai
[34] used convolutional neural networks on images of food for finding similar
foods. Singla et al. [35] used GoogLeNet deep convolutional neural network
model for categorizing different foods. While our dataset has images, this
research does not use images for classification and only uses the natural text
for classification.



Chapter 3

Dataset

The approaches used in machine learning depend a lot on the underlying
data. To be able to build an accurate classifier, it is crucial to understand
the context and the data that we are working with. In this thesis, we have
chosen to use Wolt’s restaurants as the dataset that is used for training and
evaluation. Section 3.1 introduces the platform where the data was gathered.
Section 3.2 describes what kind of data we are using. Section 3.3 explains
how the data was labeled to use it with supervised learning. Section 3.4
summarizes how the labels are balanced in the dataset.

3.1 Food Delivery Platform

Wolt is a food delivery platform operating in 23 countries, has 44,000 courier
partners with a valuation of over one billion euros [28]. They are serving over
7 million customers with 20,000 restaurant and retail partners and have 1,430
employees [38]. The platform is mostly consisting of restaurants but there
are also grocery and other stores. Customers can order food to be delivered
by courier partners. Alternatively, the food can be ordered as a takeaway to
be manually picked up or customers can eat-in but order in advance.

The platform can be used from mobile platforms like Android or iOS, or
with a web browser. The user interface of the application can be seen in
Figure 3.1.
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Figure 3.1: Screenshot of Wolt mobile application on the Android platform.
The screenshot is taken in Helsinki.
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3.2 Restaurant Menus

While the platform mostly consists of restaurants, the service also has grocery
stores. However, the platform works the same way for both restaurants and
other types of stores. Grocery products are placed similarly to dishes. The
dataset used in this thesis consists of both types.

Each restaurant has a menu where items can be ordered from. An example
of a menu can be seen in Figure 3.2. The restaurant menu is divided into
categories and usually the menu consists of 1-10 different categories. Each
category has a name and a description. However, the description is optional
and often doesn’t exist. Each category consists of dishes. Dishes consist of
name, description, price, discounted price, and an image. Name is the only
required field and often an image does not exist or the image is repeated
across the dish items.

Figure 3.2: Pien Brewpub restaurant’s menu on Wolt.com
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The dishes may also have configuration options. An option can be either
a single selection or a multiselection. The options may be a required field for
the order and some options may have an extra cost. An example of a com-
mon option is if the dish should contain chicken, beef, or tofu. For simplicity,
this thesis does not take these configuration options into account. This un-
fortunately means that some of the dishes cannot be perfectly classified. For
example, the fact if the dish contains meat in some cases is determined by
the configuration option. Therefore, the item name or description cannot be
enough to accurately categorise the product.

This thesis uses a dataset on public menus on Wolt containing both
restaurants and other stores. Only items that have an English version are
taken into the dataset. This thesis is only using natural text in the four fields
for machine learning: category name, category description, dish item, dish
description. That leaves out the price and the image even though they would
be relevant information for our classifier.

3.3 Labeling Data

The dish data is unlabeled. This thesis uses supervised learning to do a
multi-label classification. The goal of the thesis is to build a classification
model so that the dishes can be filtered using higher-level labels. To achieve
that, the dataset is manually labeled with 20 different labels. The labels
were chosen based on the data so that there would be a decent amount of
positive labels for each label and that the labels were unambiguous. Labels
were also chosen so that they would be useful to the customers for filtering
and searching purposes.

The chosen labels were: sushi, salad, Thai, Indian, sandwich, Vietnamese,
fish, pasta, dessert, smoothie, ramen, bakery, soup, pizza, burger, meat,
alcohol, drink, grocery, and food. Each item in the dataset was labeled with
one or multiple labels. Grocery label was chosen so that non-food, non-
restaurant related items could be separated. The labeling criteria for each
label is defined in Table 3.1.

Some labels existed originally but they were dropped from the dataset
as it was noticed that they were too ambiguous or the dataset didn’t have
enough positive samples. The dropped labels were BBQ, side dish, Middle
Eastern cuisine, Chinese and Korean. The major issue during the labeling
process was determining what labels each item consisted of as it was not
always certain every time. The labeling process was also not necessarily
consistent with itself and while mistakes in the dataset were fixed during the
labeling process, mistakes in the dataset could cause issues in classifiers.
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Label name The criteria used for labeling

sushi is a sushi
salad meal is a salad or has a salad as a side dish
thai being part of Thai cuisine.
indian being part of Indian cuisine such as chicken tikka

masala
sandwich is mainly a sandwhich. Some Middle Eastern cui-

sine foods that were wrapped in bread were not
included

vietnamese being part of Vietnamese cuisine such as pho soup
fish has fish in it
pasta is a pasta
dessert is eatable sweet or similar such as cookie
smoothie is eatable drink made of fruits
ramen is a ramen
bakery baked foods such as bread, cookies or pastry
soup is a soup
pizza is a pizza
burger is a burger
meat has meat in it
alcohol has alcohol in it. This label is almost always com-

bined with drink label
drink is drinkable
grocery is considered to be sold in grocery stores
food is eatable. Majority of the documents were tagged

with this.

Table 3.1: Definitions that were used for labeling data
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Since the labeling process was manual, the process needed to be as easy
and fast as possible. A simple application for classifying dishes was built
by modifying a web application designed for quick classification of data,
ml-annotate [37]. The application supports multiple different classification
problems such as binary classification, multi-class classification, and multi-
label classification. The software was designed to allow users to label unla-
beled data. It also allows users to edit existing labels. In this research, many
mistakes in labeling were fixed using the batch editing functionality since the
process of labeling was prone to errors. The functionality was also used to
ensure the consistency of the labels.

The labeling software works by showing a random data point from the
unlabelled dataset and gives the user a set of labels to choose from. The user
may also skip the sample if needed. The labeling user interface can be seen in
Figure 3.3. After labeling the user is given another data point. This operation
was repeated until 1102 samples were labeled. The number of samples was
originally much smaller but was continued when the learning curve on the
support vector machine showed that more samples would improve the model
performance.

The application was slightly modified to support a larger amount of labels
than the software originally supported. It was also modified to have better
ergonomics when choosing between larger selection labels. Additionally, sup-
port for showing images of the dishes, and quick links to the restaurant menu
was added in order to help the user label dishes they were not sure about.
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Figure 3.3: Screenshot of ML-annotate’s labeling user interface
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3.4 Dataset Analysis

Imbalanced datasets are a challenge for machine learning algorithms. Rare
labels don’t have as much impact as the more frequent labels. The majority of
the classifiers have the goal of minimizing the error across all labels therefore
benefiting the most frequent labels the most. [17]

Imbalance can be measured numerically with an imbalance ratio (IR). For
simple binary classification problems, it is calculated as the ratio between the
majority class and the minority class [17]. For multi-label datasets, we can
calculate the imbalance ratio separately for each label by calculating the
ratio between the majority label and the individual label. This is called
IRperLabel and it was introduced by Charte et al. [8]. The most frequent
label, in our dataset label food, would have a ratio of 1. The least frequent
label, ramen, had a ratio of 0.0174. The ratio for each label in this dataset
is shown in Table 3.2.

As the Table 3.2 shows, the majority of the data in our dataset is imbal-
anced. We can also calculate the average level of imbalance with a measure-
ment MeanIR introduced in [8]. MeanIR is calculated by taking a mean of
IRperLabel values from each of our labels. In this dataset, the MeanIR value
is 0.152. The other measurement, CVIR [8], is the coefficient of variation of
IRperLabel. In our dataset, we have the value 1.4493. Higher the value, the
larger the difference of imbalance between labels [8].

As seen in Figure 3.4, the majority of the data belongs to the label food as
one would expect from restaurant data. The label was added because there
is a need to differ food from other items such as drinks or grocery products.
The second most popular label is meat, thirdly most popular drink, fourthly
more popular grocery. Note that a single item can belong to multiple labels
so that a single drink item such as “Coca-Cola Zero” belongs to both drink
and grocery labels.

Figure 3.4: Positive samples of each label in the labeled data
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Label Positive samples Ratio IRperLabel

Food 804 0.73025 1.0
Meat 334 0.30336 0.41542
Drink 266 0.2416 0.33085
Grocery 165 0.14986 0.20522
Bakery 137 0.12443 0.1704
Dessert 127 0.11535 0.15796
Salad 97 0.0881 0.12065
Fish 90 0.08174 0.11194
Pizza 67 0.06085 0.08333
Alcohol 64 0.05813 0.0796
Burger 41 0.03724 0.051
Indian 40 0.03633 0.04975
Soup 40 0.03633 0.04975
Sushi 34 0.03088 0.04229
Sandwich 33 0.02997 0.04104
Pasta 30 0.02725 0.03731
Thai 25 0.02271 0.03109
Vietnamese 19 0.01726 0.02363
Smoothie 17 0.01544 0.02114
Ramen 14 0.01272 0.01741

Table 3.2: The number of positive samples each label has in our labeled
dataset



Chapter 4

Methods

To predict the food-related labels from menu items, it is important to under-
stand the steps in the machine learning pipeline. The steps in the pipeline
are needed to process and transform data into predictions. This chapter
presents the methods used in the text classification pipeline. Section 4.1 ex-
plains how raw data is first preprocessed. In Section 4.2 the preprocessed
data is transformed into tokens. Section 4.3 describes a common method
for transforming tokens into a numerical vector. Section 4.4 explains what
TF-IDF is and how it is used with a bag-of-words method to give a better
model performance. Section 4.5 show how word embeddings can be used as
a replacement for bag-of-words. Section 4.6 presents a variety of machine
learning classifiers used in this thesis to make predictions from numerical
vectors. Section 4.7 provides a way to use machine learning classifiers de-
scribed in 4.6 in multi-label classification by transforming the problem into
a set of binary relevance problems.

4.1 Preprocessing

Our dataset consists of four different text fields as seen in Figure 4.1: category
name, category description, dish name, and dish description. One way to
approach this would be to create separate feature vectors for each of the
fields and do the whole text processing pipeline separately and then train the
classification algorithm on all of those fields. This approach has been used
in email classification [24] and in one study [21] linearly combining scores of
individual support vector machine scores performed better than treating all
text as a single bag-of-words model.

However, in this research, these four fields are combined into a single
field. We are representing text using a bag-of-words model. Consequently,

24
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Figure 4.1: An example of a restaurant’s menu item

the information about the order of words is completely discarded and the
resulting model has no information if the word came from the category or
the individual dish. This might cause the model to perform worse if for
example the title or the category of the dataset carries more weight than the
description.

4.2 Tokenization

Before text can be used for classification, it needs to be transformed into a
form that the classification algorithms can use [19]. Generally, a problem with
natural language is that context matters [19]. Words might have multiple
meanings. Sentences may have different meanings depending on who wrote
the text, who read it, or what is the situation where the text is consumed
[19]. For example, in a food context, the word “chip” means a potato chip
that you could find in Pringles, whereas in British English the same word
means French fries which are often served as part of fish and chips [6].

Usually, word-based representations are used in text classification [19].
Tokenization is the act of splitting a long string into a group of tokens [15].
Usually, these tokens are single words. This process is easy and can just
be done by splitting the string with whitespace and removing all the tokens
without content.

Text can also be represented in the sub-word level [19]. Instead of using
words as a building block, n-grams are generated from the text. They are a
sequence of n characters [19]. For example, with n = 3, the word “vegetables”
would be turned into “ ve”, “veg”, “ege”, “get”, “eta”, “tab”, “abl”, “ble”,
“les”, and “le ”. The advantage of this method is that it is more robust
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to misspelling and words that are similar might share the same n-grams
[19]. For example, the words “vegetables” and “vegetarian” would share the
same n-grams from the beginning. However, n-grams similarity can also be
misleading [19].

In addition to individual words, a combination of words can be considered
as a single token. One such example would be “ice cream”. Generally,
these multi-word representations are using syntactic information such as noun
phrases for generating multi-word tokens [19]. Noun phrases are a group of
words that work the same as a noun [7]. In addition to syntactic methods,
multi-word representations can be generated using statistical methods where
the frequency of how often a group of words is co-occurring is used [19].

Stop words are words that are common to most of the documents [15].
They are words such as “a”, “are”, “with”, and “about”. The idea is that
they don’t contribute to the classification task but are only adding noise to
the model. Stopword elimination is one method of removing and identifying
irrelevant features [19]. Removal of the stop words helps to remove the
dimensionality of the feature vectors. It is part of feature subset selection
where the new features are a subset of the original features [19].

Some other words can also be eliminated from the document. We can
eliminate words that only exist less than n times in all the documents. This
can drastically reduce the needed features. [19]

There are also other methods for elimination that use the training data to
remove features that are not important. These are methods such as mutual
information, odds ratio, and χ2 tests. However, these methods that select
attributes based on training data are only masking problems of the classi-
fication algorithm, and a better algorithm should be able to find relevant
features. [19]

In addition to feature subset selection, we can also construct features
based on the features by doing some processing on them [19]. Stemming
is the process of transforming a word into its root so that plural and non-
plural forms are the same. Even if the root word is not a valid word, it
doesn’t matter for the purpose of classification. This process helps to reduce
dimensionality.

Lemmatization is related to stemming and can be considered as a more
advanced version. Lemmatization makes sure that even words that don’t
share the same root will be considered the same. For example, the verb ran
would be transformed into run. In contrast, stemming would not be able to
understand that they are the same verb.
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4.3 Bag-of-Words Model

Bag-of-words is a common model for extracting features from text [15]. It
does not take into account the syntax of the text, in what order words are,
or how words are connected. One feature is created for each unique word in
the collection of documents. The model is based on the idea that documents
that are similar to each other share a lot of the same words. For example,
every hamburger in our dataset will most likely have the word hamburger in
it.

For example, the dataset used in this thesis has 2152 different unique
words after preprocessing and removal of stop words. For each of the menu
items, we create a vector with that dimension where each element represents
how many times a word appears in the document. Since the menu items
don’t have much text, the vector is sparse.

4.4 TF-IDF

Bag-of-words is often combined with a term frequency–inverse document fre-
quency (TF-IDF) weights. Instead of just counting how many times a word
appears in the document, we start measuring how frequently the word ap-
pears in the document. The general idea is that labels for documents can
be identified by relatively rare words [29]. Words appearing more frequently
are counter-intuitively not very useful for classification as they do not carry
significance for classification [29]. Some of the most frequent words are in
fact called stop words and were removed in the preprocessing step.

While frequencies can be used directly, smoothing is applied by adding 1
to frequencies to prevent zero divisions. L2 normalization is also used. The
final TF-IDF values are calculated by the following equation where f(t, d) is
the frequency of the term in the document and ‖x‖ is the L2 norm (sum of
squares) of the vector of numeric counts of words [15]:

TF(t, d) =
f(t, d) + 1

‖x‖
(4.1)

Term frequency is then combined with the inverse document frequency
(IDF). It measures how common a word is in the dataset [15]. Words that
are common to all our dataset does not help us to separate different docu-
ments from each other. In our dataset, the words with the lowest IDF score
were sauce, tomato, drink, chicken, dish. Inverse document frequency can
be calculated with the following equation where N is the total number of
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documents and |d ∈ D : t ∈ d| is the number of documents that contain the
term t [15]:

IDF(t, d) = log
N

1 + |d ∈ D : t ∈ d|
(4.2)

Final TF-IDF is calculated by multiplying the term frequency (TF) and
inverse document frequency (IDF) to get a single value for each word. TF-
IDF values are then used in the feature vector instead of word counts.

4.5 Word Embeddings

Word vectors are vectors that present a single word. Just like there can be
low-dimensional embeddings of documents, words can also be represented
with low-dimensional embeddings. Using word embeddings we can capture
contextual information about the words and cluster words that are similar to
each other. The benefit of using word embeddings is that the dimensionality
of the words is reduced and the classifier could overfit the training dataset
less.

There are several ways of creating word embeddings. Some of them were
described in Section 2.2. This research uses the Word2Vec method for word
embeddings. It is a simple neural network model [1]. Word2Vec vectors can
be generated with two different methods, continuous bag-of-words (CBOW)
model and skip-gram model [1]. In CBOW, the goal is to predict target
words from word context [1]. Word context is the m nearby words from the
target word. The neural network has an input layer consisting of m · d nodes
where m is the context window and d is the one-hot encoded vector [1]. The
input layer is connected to a hidden layer with p units where p is the number
of dimensions we like our word vectors have [1]. The output layer is then a
vector of d units as the one-hot encoded vector output. The neural network
is then trained with a large corpus and the word embeddings for each word
is gathered from the output layer’s weights [1].

The Skip-gram model on the other hand uses the target words to predict
the m context words. The skip-gram model is better when there exists a
large corpus for training. The neural network is configured so that a single
word is the input layer encoded with the one-hot encoding. The output layer
will consist of m context words so m · d nodes. The hidden layer will have
the same p nodes and their weights for each word will be used as the word
vectors. [1]
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Training the Word2Vec model requires a large corpus and resources for
training the model. That’s why this research uses pre-trained word embed-
dings that were trained as part of the Google News dataset. Each word
vector in that model has 300 dimensions and contains about 3 million words
and phrases [14]. The pre-trained nature should help the classifier not overfit
the data.

The word vectors are then weighted using TF-IDF. The word vectors for
each word are then averaged to produce a single 300-dimensional vector. This
is in contrast to the bag-of-words model that produced a 2152 dimensional
vector.

4.6 Classifiers

Previous sections showed methods for processing data and how text data was
turned into numerical features that machine learning classification algorithms
can use. After those steps, we have a collection of numeric vectors.

Classification takes the input vector x and turns it into one of the dis-
crete classes [3]. Many of the classification algorithms described here can
only manage binary classification or multi-class classification but they can be
transformed into multi-label classifiers using problem transformation meth-
ods described in Section 4.7.

The choice of a classifier depends on the problem and different algorithms
have their own oddities [33]. Section 6.3 describes how the classification algo-
rithms described here performed with this dataset. Ultimately the accuracy
of a classification algorithm depends on the training data [33].

Finally, this data is fed to a classification model. There are many different
choices for classifiers and in this chapter, we are describing the models we
have selected for this research. Support vector machines were chosen because
it is widely used for text classification. Multinomial Naive Bayes was chosen
since it has been historically used in email spam filtering. Random decision
forests were chosen since it is good at avoiding overfitting. Linear and lo-
gistic regression were chosen for comparison purposes. Finally, a multi-layer
perceptron classifier was selected because neural networks are widely used in
machine learning.
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4.6.1 Support Vector Machines

Support Vector Machine was introduced in its current form by Cortes and
Vapnik [10] where they extended the algorithm to be applicable to training
data that cannot be separated without errors. It is a supervised learning
algorithm for two-group classification problems.

Data for
Class A

Data for
Class B

support vector

support vector

Figure 4.2: Support vector machine finds the hyperplane with the maximum
margin between two data classes

A hyperplane divides the space into two different regions. In two dimen-
sions the hyperplane is just a line as seen in Figure 4.2, in three dimensions
it is a plane, and in higher dimensions, it can be called a hyperplane. When
the data can be completely separated into two classes by a hyperplane, there
are a variety of different choices for a hyperplane to segment classes without
error [19]. A support vector machine with a linear kernel chooses the hyper-
plane with the biggest margin to the points in the dataset [19]. An example
of such a hyperplane is visualized in Figure 4.2 where the data is two dimen-
sional. The points closest to the hyperplane are called support vectors and
their distance to the hyperplane is the margin of the support vector machine
[19]. In the case where the data is separated without errors, it is called a
hard margin [19]

However, data may not in a form where the data can be cleanly separated
with a hyperplane and the hyperplane will have some errors. Cortes and
Vapnik [10] extended support vector machines for soft margins where the
goal is to maximize the margin while allowing errors but penalizing them
slightly. The exact optimization problem then is formulated as minimizing



CHAPTER 4. METHODS 31

the following equation [3]:

C

N∑
n=1

ξn +
1

2
||w||2 (4.3)

In this formula, ξn is a slack variable for each data point [3]. Slack
variables allow the classifier to have errors when separating the data. It
is defined as ξn = 0 for data points that are on the correct side of the
hyperplane margin and ξn = |tn − y(xn)| for other points where y(xn) is the
decision boundary and tn the target value [3]. Slack variables are always
positive. Hyperparameter C > 0 determines how sensitive the algorithm is
for penalizing misclassified points and can be used to control the trade-off
between a penalty and maximizing margin [3].

In addition to linear problems, Support vector machines can be used for
non-linear problems as well with small tweaking. Features can be mapped
to a higher-dimensional space where they can be linearly separated using
the same technique [15]. Generally, the problem with this approach is that
mapping brings more computation and the generalization of the model suffers
[15].

However, with a method called kernel trick, we can avoid explicitly map-
ping features to a higher-dimension. Kernels return the dot product of two
features mapped to a higher-dimension without computing the individual
mapped features. Kernels are defined as [15]

K(x, z) = 〈φ(x), φ(z)〉 (4.4)

where x and z are feature vectors and φ(x) is the mapping of the feature
vector to a higher-dimensional space. Instead of calculating φ(x) and φ(z)
to calculate the inner product, we can use the kernel function to calculate
the same result with fewer calculations. [15]

Several different kernels are used with support vector machines. This
thesis used a linear kernel, radial basis function, and sigmoid kernel. The
linear kernel is simply defined as Klinear(x, z) = 〈x, z〉. Even though linear
kernels can only classify linear problems, support vector machines with linear
kernels are suitable for text classification.

The Gaussian kernel is one of the radial basis functions [15]. The kernel
can be defined as the following equation where γ is a configurable hyperpa-
rameter as [19]:

Krbf (x, z) = exp (−γ(x− z)2) (4.5)
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The sigmoid kernel can be defined as the following equation [19]. In that
formula γ and c are hyperparameters that can be configured:

Ksigmoid(x, z) = tanh (γ〈x, z〉+ c) (4.6)

The choice of a kernel depends on the problem. For text classification, em-
pirical evaluation by Gao and Sun [13] showed that nonlinear kernel performs
better than using a linear kernel. However, they recommend using linear ker-
nels for text classification for simplicity and good performance since there is
only one hyperparameter C to tweak. Joachims [19] had a conclusion that
non-linear support vector machines do not have any advantage over linear
kernels and even worse, they take significantly more training time.

4.6.2 Multinomial Naive Bayes

Naive Bayes is a popular classifier for text classification and it gained popu-
larity especially in the case of email spam filtering [33]. They perform well on
small datasets [33]. The classifier is naive because it assumes that each word
is independent of each other [32] whereas in reality the words in documents
are correlated with each other. The multinomial in the model means that
the word frequencies are used [32].

4.6.3 Random Decision Forests

Random decision forest is an ensemble method consisting of a selection of
decision trees. Each decision tree is voting for a result and the random forest
method chooses the result with the most votes. Each decision tree is created
from a subset of features to avoid individual decision trees from overfitting
the data. In that way, the resulting ensemble is less prone to overfitting as
the individual decision tree cannot memorize the noise in the data. [15]

Decision trees themselves are a simple classification model. It is a tree-like
graph that results in a decision. Each branch is asking a simple yes-or-no
question about the data and the problem is split recursively into smaller
trees. [15] For example, one of the branch questions could simply be “Is
the frequency of the word meat higher than 0?”. An example of a decision
tree is shown in Figure 4.3. However, in this research, we are using a binary
relevance method so each decision tree would only have either a positive or
a negative result for each label.

There are multiple algorithms for building decision trees. This research
uses CART: Classification and Regression Trees [36] algorithm for creating
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xmeat > 0

yes no

xfish> 0

Fish Vegetarian

Meat

Figure 4.3: An example of a decision tree

decision trees. It works by creating binary splits from xi < t where t is a
chosen threshold. The split can be determined in multiple ways but one of
the ways to choose the split is to minimize Gini impurity. For binary-target
it would be simply G(t) = 1− p(t)2 − (1− p(t))2 where p(t) is the frequency
of class in the node. [36]

This research used a random decision forest classifier with 1000 decision
trees. The splits were generated using Gini impurity.

4.6.4 Linear Regression

In regression, the target value is a continuous value that is predicted from
the input vector [3]. Linear regression is a simple model for calculating the
target value based on multiplying weights on the input vector and summing
them. It can be defined with the following formula where x = (x1, ..., xD)
are the input variables, w1, ..., wD are the weights associated with the input
variables, and w0 is a constant [3]:

y = w0 + w1x1 + ...+ wDxD (4.7)

The weights are selected by minimizing the sum of squared residuals.
Residual is the difference between the target and the model estimate. The
target value y in case of a classification problem is either 0 or 1 depending
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if the document belongs to the class or not. Regression models can then be
turned into a classifier by assigning targets greater than 0.5 to one class and
target values less than or equal to another class. Linear regression is not a
good choice for a classifier but it is used here for comparison purposes.

4.6.5 Logistic Regression

Logistic regression is better suited for classification. It can be defined with
the following formula where x is the feature vector, w is the weight vector
and σ is the logistic sigmoid function defined in 4.12 [3]:

y = σ(wTx) (4.8)

The weights for logistic regression are selected using a maximum likeli-
hood. The maximum likelihood selects weights w that maximise the likeli-
hood function L(w) [20]. The likelihood for this classifier can be defined with
the following formula where tn ∈ {0, 1} is the class of the item n [3]:

L(w) =
N∏

n=1

ytnn (1− yn)1−tn (4.9)

The maximum likelihood can then be calculated by defining an error
function by taking a negative logarithm of the likelihood and then taking a
gradient of the error function and using gradient descent on that. [3]

4.6.6 Multi-layer Perceptron Classifier

A multi-layer perceptron classifier is an artificial neural network classifier.
It is based on layers of perceptrons that are linked to the previous layer’s
perceptrons.

A single perceptron is connected to several input units [15]. In the first
layer, the input units are the features [15]. In this research, the input layer
is the bag-of-words vector with the TF-IDF values. In addition to features,
a constant bias term is also added to input units [15]. Bias term is added
since in many cases there is an invariant part to the prediction [1]. Each
connection from input units to perceptron is weighted [15]. Each perceptron
then has a parameter of weights associated with the input vectors [15].

Perceptrons output a value by summing the weights and their associated
input units and passing the final summed value to an activation function.
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Input layers
(2152)

Hidden layer(s)
(100)

Output layer
(20)

Food

Meat

Smoothie

Ramen

chicken

country

cheese

chips

Figure 4.4: An example of a multi-layer perceptrion classifier with a hidden
layer of 100 perceptrons that is given a numerical vector representing bag-
of-words vector and is outputting 20 values consisting of labels

This is represented by an equation where φ is the activation function, wi the
weight of the input vector i, xi the input element and b is the bias value: [15]

y = φ

(
n∑

i=1

wixi + b

)
(4.10)

The classical activation function is called the Heaviside step function. It
just returns 1 if the value is greater than 0 and returns 0 otherwise [15].
However, since the activation function has to be differentiable to use back-
propagation, that activation function cannot be used for multi-layer percep-
tron configuration. Backpropagation algorithm calculates the gradient of
the composition function [1]. In this research, we use an activation function
called ReLU, a rectified linear unit function originally introduced in [16]. It
is the most popular activation function used in deep neural networks [30].
Neural networks trained with ReLU are optimized more effectively compared
to other functions such as with logistic sigmoid [30]. ReLU is rather simple
and can be defined as:
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φ(x) = max(0, x) (4.11)

Another commonly used activation function is a logistic sigmoid activa-
tion function. It is defined by the following formula [15]:

φ(x) =
1

1 + e−x
(4.12)

For comparison, these activation functions are plotted in Figure 4.5.

Figure 4.5: Activation functions Heaviside step, rectified linear unit, and a
logistic sigmoid plotted.

Neural networks can be arranged from these perceptions in many ways
[15]. Feedforward neural networks are acyclic graphs where input can only
go towards the output [15]. This research only focuses on using multilayer
perceptrons (MLP) that are part of feedforward neural networks. Other types
of neural networks are for example feedback neural networks that contain
cycles representing an internal state for the network [15].
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The multilayer perceptron consists of an input layer, hidden layers, and
an output layer [15]. There can be an arbitrary number of hidden layers [15].
The input layer consists of the input, in this research, it is the bag-of-words
model vector [15]. Each hidden layer consists of several perceptrons [15].
The output layer consists of a perceptron for every output [15].

This research only uses a single hidden layer. Extra layers were tested out
but they didn’t seem promising and were dropped from the comparison. The
hidden layer had 100 perceptrons. The output layer in our research has 20
nodes as there is that number of labels. The MLP configuration is depicted
in Figure 4.4. The perceptrons also have a bias that is not shown in the
figure.

The goal of the supervised learning model is to minimize the error func-
tion. In MLP, the commonly used cost function is the mean squared error
cost function and that is defined as the following where m is the number of
training samples [15]:

MSE =
1

m

∑
i=1

m (yi − f(xi))
2 (4.13)

The perceptrons are first initialized with random weights. Then, in the
forward propagation phase, the output layer values are calculated by going
through the neural network from the input to the output using the equation
defined in 4.10 for each perceptron.

After the values for the output layer are calculated, backpropagation is
done where the goal is to minimize the cost function using gradient descent.
Backpropagation goes backward from the output layer, compares it to the
actual real output values, calculates the error, and adjusts the weights ac-
cordingly. This is repeated backward from the output layer until the input
layer is reached.

These two steps are repeated until the neural network has converged.
In a converged network, backpropagation no longer changes the perceptron
weights. Sometimes the training is stopped after reaching a certain itera-
tion count if the network has not converged. In this research, the network
converged every time.

4.7 Problem Transformation Methods

Multi-label classification poses a problem. Traditional classification algo-
rithms can only return binary or multi-class results [17]. To utilize those
classifiers, the problem needs to be transformed into a form suitable for



CHAPTER 4. METHODS 38

these algorithms [17]. Alternatively, some of the classification algorithms
have been adapted to work with multi-label data without transformations
[17]. In this thesis, all of the classifiers described in Section 4.6 except for
the MLP classifier use the Binary Relevance method.

Binary classification methods turn a multi-label problem into a series of
binary problems determining if an input should be given a single label or
not. Instead of training a classifier once, the classifier is trained separately
for each label. [17]

In OVA (One vs all), also known as OVR (one vs the rest), a binary
classifier is trained for each label and the results from that are joined together
to create a multi-label output. This approach is named Binary Relevance
(BR) in multi-label classification. [17]

OVO (One vs one) approach on the other hand is based on training
classifiers for each pair of classes [17]. Compared to the OVA method, the
amount of classifiers is k(k− 1)/2 whereas the number of classifiers with the
OVA approach is k where k is the number of labels [17]. The high number of
needed classifiers is the reason why this thesis didn’t use the OVO approach
as there would have been 190 different classifiers compared to just 20.

There are also ensembles of binary classification methods such as 2BR,
BR+, and CC. There is also a Label PowerSet (LP) method where the prob-
lem is converted into a multi-class problem and each class is a combination
of multiple labels. [17]
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Implementation

In order to fully understand the results of this thesis, it is crucial to under-
stand the full implementation of the tested classification pipelines. While the
previous Chapter 4 presented the methods in text classification, this chapter
describes the implementation process. Section 5.1 describes how the learning
curve was used in the labeling process. Section 5.2 describes the technical
implementation and how pipelines were implemented for different classifiers.
Section 5.3 presents the hyperparameters of the classifiers.

5.1 Labeling

Supervised learning requires a set of labeled data for training. The problem
was approached by building a dataset manually from the delivery platform’s
menus. The dataset was built by randomly sampling menu items. The
dataset was then partly labeled with a simple labeling software mt-annotate
that was tweaked for this purpose. The process of labeling is described further
in detail in Section 3.3. In the end, 1101 samples were labeled. Due to the
labeling process being time-consuming, the labeling process was stopped after
the learning curve using an SVM classifier showed that further samples would
not improve the performance significantly.

5.2 Machine Learning Pipeline

This research was implemented using Scikit-learn [26], a machine learning
framework for Python. It contains a variety of machine learning algorithms
for both supervised and unsupervised learning problem [26]. It has been
designed to be easy to use and the software has an API design allowing easy

39
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comparison of machine learning methods [26]. It also contains a range of
tooling for the whole pipeline such as tokenization and evaluation metrics.

The pipeline was similar for the majority of the tested classifiers. The
data were first preprocessed from the four text fields, category name, category
description, dish name, and dish description. The preprocessed text was
then tokenized. The tokenized words were turned into numerical vectors
with a bag-of-words method. TF-IDF weighting was used. The multi-label
problem was then turned into a set of binary relevance problems where each
individual problem was determining if the data belonged to the label or not.
This problem transformation method described in Section 4.7 was needed
since the majority of the classifiers do not work with multi-label problems.
The resulting numerical vectors were then passed to classifiers. Each step is
described more in detail in Chapter 4.

"Category title"
"Category description"

"Item name"
"Item description"

"Category title
Category description

Item name Item
description"

["category", "title",
"category",

"description", "item",
"name", "item",
"description"]

[0.0, 0.254573, 0.0,
0.0, 0.310955, ...]

[0.143, 0.532, 0.215,
0.426, ...]

[0.61, 0.232, 0.353,
0.531, ...]

...

[0.543, 0.542, 0.235,
0.456, ...]

Support Vector Machine

Word2VecMajority

Features of a single item Features are combined
Natural text is preprocessed and

tokenized

Tokenised words are
converted into a
numerical vector with
bag-of-words method
and TF-IDF

Words are transformed
into word vectors with
Word2Vec

Word vectors are
averaged to get a
single 300-
dimensional vector

Binary Relevance Multi-layer Perceptron
Classifier

Support Vector Machine

Random Decision Forest

Logistic regression

Multinomial Naive Bayes

Linear regression

Figure 5.1: The machine learning pipeline of all the tested classifiers

However, there were some exceptions to that pipeline. Notably, this re-
search was also interested in knowing if word embeddings would improve the
performance. Instead of using the bag-of-words method, the “Word2Vec-
SVM” classifier used pre-trained word embeddings for each word and the
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numerical vectors were averaged to produce a single 300-dimensional vector
for each document. The vector was then given to an SVM classifier. The
word embeddings were described more in detail in Section 4.5.

The other exception was the MLP classifier. Since the used algorithm
supported multi-label problems, there was no need to use problem trans-
formation methods to convert the multi-label problem into a set of binary
problems. The differences in the pipelines are visible in Figure 5.1.

In order to compare the performance of different classifiers, the classifiers
were compared with 5-fold cross-validation. The evaluation of the classifiers
is described in detail in Chapter 6.

5.3 Hyperparameters

Many of the classifiers can be configured with different hyperparameter op-
tions. One technique for finding optimal hyperparameters is the grid search
where set values are selected for each hyperparameter and combinations of
those are tested to find the most optimal configuration [1]. However, the
amount of different combinations grows exponentially with the number of
hyperparameters [1]. Hyperparameters should also not be tuned without us-
ing a validation set or the classifier will start to overfit and give wrong test
data performance [1].

In most cases, the hyperparameter of the tested classifiers were using the
default values of Scikit-learn [26]. Some initial work on trying out different
hyperparameters was tried out but the results didn’t seem promising and it
was dropped. However, it is likely that tuning could improve the performance
ever so slightly. The full list of chosen hyperparameters are described in the
following list:

• Word2Vec-SVM: Pre-trained Word2Vec model was used with a support
vector machine with a linear kernel. L2 regularisation with C = 1.0

• SVM (Linear): Support vector machine with a linear kernel. L2 regu-
larisation with C = 1.0

• SVM (RBF): Support vector machine with a radial basis function ker-
nel. L2 regularisation with C = 1.0

• SVM (Sigmoid): Support vector machine with a logistic sigmoid kernel.
L2 regularisation with C = 1.0

• Random decision forest. 100 decision trees trees with Gini impurity as
the criteria for the split.
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• Linear regression

• Logistic regression. L2 regularisation with C = 1.0

• Multi-layer perceptron classifier (MLP). One hidden layer with 100
nodes. ReLU activation function.



Chapter 6

Results

This chapter presents the results of this research. Section 6.1 describes the
evaluation metrics that were used in this research. Section 6.2 explains how
cross validation was used to get better accuracy numbers for comparison.
Section 6.3 compares the different classifiers. Section 6.4 presents how the
classifiers performed on individual labels. Section 6.5 shows how the classifier
performs with different sample sizes. Section 6.6 analyzes how important the
used features are.

6.1 Evaluation Metrics

In simple binary classification, the evaluation is very simple. The predicted
target is either correct or incorrect. Even in multi-class problems, it is easy
to compare if the predicted class is correct. In contrast to this, multi-label
classification has many different metrics for performance evaluation. The
strictest metric is to measure subset accuracy. It measures how many times
the predicted targets were fully correct. In that case, even missing a single
label would be considered to be an error. It can be defined with the following
formula where n is the number of the document and JYi = ZiK is the condition
if predicted labels for document Zi match the real labels Zi: [17]

Subset accuracy =
1

n

n∑
i=1

JYi = ZiK (6.1)

Hamming loss measures the number of wrong labels as a fraction of the
whole dataset. Unlike many other evaluation metrics, a score of 0 would be
a perfect classifier. A higher value in this case is worse. Hamming loss is
not a good score to compare performance with different labels as the ratio is
divided by the number of labels and the same number of errors will result in

43
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a different score [17]. It can be defined with the following formula where n is
the number of documents, k is the number of labels, Yi∆Zi is the difference
between the real labels and predicted labels in the i:th document, and |Yi∆Zi|
is the count of the differences [17]:

Hamming loss =
1

n

1

k

k∑
i=1

|Yi∆Zi| (6.2)

Accuracy is calculated as the mean ratio of correct labels and active labels
[17]. It can be calculated with the following formula where n is the number of
documents, Yi ∩Zi is the number of correct labels, and Yi ∪Zi is the number
of true labels in both predicted and real labels for the i:th document [17]. It
is also known as the Jaccard similarity or index [15].

Jaccard index =
1

n

n∑
i=1

Yi ∩ Zi

Yi ∪ Zi

(6.3)

Classical evaluation metrics are precision and recall. Precision is the
ratio of positive predictions that are correct [15], Recall measures the ratio
of positive predictions that the classifier identifies [15]. A single value of
precision or recall is not very useful as a measure of classification performance
as a classifier that predicts all labels has a recall of 100%. Similarly, a
classifier that will only predict obvious samples will have a precision of 100%.
The definitions for precision and recall are given in the following formula [17].
In that formula, |Yi ∩ Zi| is the number of correctly predicted labels for i:th
document, |Yi| is the number of correct label predictions for the document,
and |Zi| is the number of predicted labels for the document [17]:

Precision =
1

n

n∑
i=1

|Yi ∩ Zi|
|Zi|

(6.4)

Recall =
1

n

n∑
i=1

|Yi ∩ Zi|
|Yi|

(6.5)

These two evaluation metrics are commonly combined with a metric called
F-measure. In this research, it is shortened as F1. It is a harmonic mean of
precision and recall. It can be defined as: [17]
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F1 = 2 ∗ Precision ∗ Recall

Precision + Recall
(6.6)

Metrics can also be calculated per label. In micro-averaging, the sums
of each hit and miss are summed, and the resulting metric is calculated as
the ratio of hits and misses. In macro-averaging, the metric is calculated
by taking a mean of label specific metrics. The difference between micro-
averaging and macro-averaging is more clear when the dataset is imbalanced
and the error in the rare label will have a much smaller effect in micro-
averaging than in macro-averaging. [17]

6.2 Cross Validation

The metrics that were defined in the previous chapter can be used to compare
the classifiers and judge their performance. However, classifiers cannot be
evaluated with the same data that is used to train them. Classifiers are eager
on overfitting and the training scores do not represent the real accuracy when
the same classifier is used on data that it has not seen yet. Overfitting is
when the trained model performs well on the training dataset but fails to
generalize the model to unseen data [33]. For example, in Table 6.1 it can
be seen that the support vector machine with a linear kernel has a subset
accuracy of 98.9% when evaluated against the training set but has a cross-
validation score of 63.2%.

The classical way is to split the dataset into two datasets randomly, train-
ing and validation dataset. For example, 75% of the data goes to the training
dataset and 25% of the data is left aside for evaluating the data. In some
cases it might be reasonable to have a third dataset as a test dataset if
the model design is iterated many times based on validation data since the
selection of the model can overfit the validation dataset [3]

However, in many cases, like with this dataset with only 1102 labeled
documents, the data for training is limited. If the data is split into training
and validation datasets, the predicted performance will be noisy based on the
split [3]. Cross-validation with k-fold is a technique where the data is split
into k datasets [3]. The model is trained k times with different folds where
k−1 folds are used for training and the remaining fold is used for evaluation
[3]. This method returns k different scores for each training instance [3]. The
resulting scores are then averaged [3]. An example of k-fold validation can
be seen in Figure 6.1.

The advantage of k-fold cross-validation is that it allows using all of the
data for evaluating the performance. However, as a drawback, training the



CHAPTER 6. RESULTS 46

classifier takes more time as it needs to be trained separately for each fold
[3].

TrainingTraining Training Training Training

Training Training

Training

Training Training

Training Training

Training Training Training Training

Training Training

Training Training Training

Figure 6.1: An example of 5-fold cross validation
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6.3 Comparison of Classifiers

In order to compare the performance of classifiers, the metrics from Section
6.1 were calculated and are presented in Table 6.1. The scores are calculated
using 5-fold cross-validation. F-measure, precision, and recall metrics are
calculated using micro-averaging. The training score is the subset accuracy
against the training dataset. The table is sorted based on the Hamming loss
score.

Pipeline Training Hamming Jaccard Subset F1 Recall Precision

SVM (Linear) 0.988874 0.0232079 0.816732 0.632131 0.89019 0.847538 0.937535
SVM (Sigmoid) 0.791097 0.0248887 0.805059 0.603974 0.881481 0.833565 0.935313
MLP 0.999092 0.0277034 0.782143 0.586722 0.866963 0.81475 0.92649
Random forest 0.999092 0.0312456 0.759673 0.549506 0.846996 0.772557 0.937379
SVM (RBF) 0.914168 0.0328811 0.744283 0.517705 0.834917 0.749708 0.942389
Word2vec-SVM 0.995232 0.0391477 0.747157 0.505907 0.827234 0.841403 0.813679
Logistic regression 0.418031 0.0458194 0.645754 0.383328 0.753498 0.631521 0.934527
Multinomial Naive Bayes 0.416668 0.0503618 0.606223 0.301575 0.720812 0.586094 0.936784
Linear regression 0.999092 0.0636269 0.636283 0.368721 0.73088 0.771553 0.695216

Table 6.1: Cross-validation scores for each tested classifier

The best performing classifier was the support vector machine with a lin-
ear kernel. It outperformed all other classifiers in all metrics except precision
where the RBF kernel was slightly better. The classifier had a subset accu-
racy of 63.2%, an F-measure score of 0.890, the precision of 93.8%, and a
recall of 84.5%. Detailed label-specific scores for this classifier are presented
in Section 6.4. The second best score sorted by Hamming loss was achieved
with a sigmoid kernel. RBF kernel on the other hand performed significantly
worse with a subset accuracy of 51.8% and F-measure of 0.835.

Apart from support vector machines, the multi-layer perceptron classifier
performed well. It had a subset accuracy of 58.7%, an F-measure of 0.867,
a precision of 92.6%, and a recall of 81.5%. Random decision forest had a
subset accuracy of 55.0% The rest of the classifiers, logistic regression, linear
regression, and multinomial Naive Bayes performed significantly worse. Best
of three, logistic regression had only a subset accuracy of 38.3% and F-
measure of 0.753. Linear regression, as expected, performed worst with an
F-measure of 0.731.

Word embeddings were not as useful as originally thought. Instead of
the bag-of-words model, word embeddings were used and averaged for the
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Word2Vec-SVM classifier. The goal of the word embeddings was to reduce
overfitting and allowing the model to generalize the data. However, the
classifier was able to overfit the data and had worse performance than the
top-performing classifiers that relied on the bag-of-words approach. The
classifier had a subset accuracy of 50.6%, an F-measure of 0.827, precision of
81.4%, and recall of 84.1%.

Majority of the classifiers were overfitting the data. Most of the classifiers
had a subset accuracy of near 99% with the training data. Only logistic
regression and multinomial Naive Bayes didn’t overfit the data but their
performance was not very good in the first place.
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6.4 Label-Specific Results

The performance of the classifiers can also be compared on a label basis.
Based on previous results, SVM with a linear kernel, MLP, Word2Vec-SVM,
random decision forest, and a logistic regression were selected for further anal-
ysis. Table 6.2 shows how each classifier performs on each label. These results
show F-measure scores and are calculated using 5-fold cross-validation.

Label SVM (Linear) MLP Word2vec Random decision forest Logistic regression

Food 0.976794 0.975038 0.961925 0.972159 0.958953
Drink 0.951264 0.946967 0.922895 0.93213 0.868672
Pizza 0.934857 0.903597 0.813921 0.897383 0.633852
Burger 0.902646 0.753846 0.72987 0.600758 0.18188
Smoothie 0.892063 0.796825 0.796825 0.863492 0
Dessert 0.873918 0.808655 0.78884 0.826817 0.47482
Meat 0.864738 0.834412 0.768495 0.827932 0.783698
Ramen 0.848485 0.848485 0.72 0.826667 0
Salad 0.848457 0.703508 0.645513 0.823516 0.581766
Sushi 0.847368 0.692929 0.722213 0.463333 0.0666667
Alcohol 0.823661 0.816948 0.838118 0.723101 0.629493
Soup 0.820371 0.744355 0.630504 0.641498 0.315824
Grocery 0.80365 0.786794 0.730901 0.813534 0.726999
Vietnamese 0.780202 0.735758 0.645152 0.652063 0
Bakery 0.767196 0.769532 0.723355 0.739418 0.454286
Fish 0.752066 0.722161 0.77763 0.390855 0.0506494
Pasta 0.736263 0.691818 0.550412 0.326984 0.0666667
Thai 0.601905 0.618022 0.558686 0 0
Indian 0.555238 0.435165 0.608963 0.12381 0
Sandwich 0.526407 0.43021 0.371518 0.133333 0

Table 6.2: F-measure of classifiers per label.

The results for each label are similar to the measures when all labels are
taken into account. SVM is the best or very close to all of the labels. MLP
gets fairly close to SVM performance. Word2Vec does not seem to have any
advantage on any label. Random decision forest is completely failing on some
of the labels, same as logistic regression.

For SVM particularly, the precision and recall are plotted separately.
Precision is presented in Figure 6.2. Recall is presented in Figure 6.3.
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Figure 6.2: Precision per label

Figure 6.3: Recall per label
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6.5 Learning Curve

The learning curve works by training the classifier multiple times with differ-
ent sample sizes and calculating the accuracy against the validation dataset.
To minimize the variance with each accuracy score, the classifier is trained
with 5-fold cross-validation and the mean of scores is used. These values are
then plotted to a graph that gives a visual representation of how the size
of the training dataset affects the performance of the classifier. It can be
detected from the learning curve whatever the model is suffering from high
bias or high variance, and if adding more labeled data would help [33].

Figure 6.4 shows how the performance of the classifier improves rapidly
until 750 samples are reached. After that, the performance of the classifier
is only marginally improved. In fact, there is only a 0.002095 difference in
the F-measure score between 1000 samples and 750 samples. Overall the
classifier is overfitting the data and the extra training data does not seem to
help with the overfitting.

For comparison, the learning curve of the MLP classifier was also plotted
in Figure 6.5. The MLP classifier improves until around 1000 samples. This
could indicate that SVM classifiers can reach accuracy with less data than
MLP classifier.

Figure 6.4: The performance of the support vector machine with linear kernel
with different number of samples.
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Figure 6.5: The performance of the multi-layer perceptron classifier with
different number of samples.
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6.6 Feature Importance

This research uses four different text fields that are combined into a single
bag-of-words vector. The significance of these features in classification accu-
racy is measured by training a support vector machine with a linear kernel
with a subset of the features. As a baseline, the classifier was trained with
both category and dish names. For comparison, a classifier with just a cat-
egory name and a dish name was trained excluding descriptions. Also, a
classifier with just category name and description was trained to see if the
category information was enough to classify dishes without knowing infor-
mation about the individual dishes.

The results of this are visible in Table 6.3. The scores were calculated
using 5-fold cross-validation. F-measure, recall, and precision scores are cal-
culated using macro-averaging. It is clear from the results that all features
are needed to achieve the best accuracy. The subset accuracy with all fea-
tures is 63.2% whereas if only dish features are included, the subset accuracy
is 55.0%. If only category features are included, the subset accuracy drops
to 48.1%. If we only consider titles and not descriptions, the subset accuracy
is 58.7%.

Pipeline Training Subset accuracy F1 Recall Precision

All features 0.988874 0.632131 0.805377 0.735854 0.927394
Category features 0.699362 0.481345 0.680671 0.621868 0.794218
Dish features 0.983424 0.549506 0.709253 0.620236 0.900615
Only titles 0.968212 0.586738 0.769319 0.70547 0.897784

Table 6.3: A comparison of support vector machine classifier performance
when features are removed

The importance of preprocessing steps can also be measured. The same
setup is repeated using a support vector machine as the classifier. The base-
line is using the preprocessing steps described in Section 4.1. The first varia-
tion does not remove emojis or special characters. The second variation does
not remove stop words. The results for these variations can be seen in Table
6.4. These scores are once again calculated using macro-averaging.
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Pipeline Train Subset accuracy F1 Recall Precision

All preprocessing 0.988874 0.632131 0.805377 0.735854 0.927394
No preprocessing 0.990917 0.637585 0.799636 0.723678 0.936535
No stopword removal 0.987739 0.63304 0.801972 0.734762 0.924238

Table 6.4: A comparison of Support vector machine classifier performance
when preprocessing steps are removed

The results for preprocessing indicate that the preprocessing was not
helpful as it reduced the accuracy of the model. The baseline had a subset
accuracy of 63.2% whereas if special characters are not removed, the accuracy
is actually increased to 63.8%

To get a better insight into what words our support vector machine con-
siders important for classification, the classifier’s coefficients can be investi-
gated. Each coefficient is attributed to a single word. Positive coefficients
mean positive labeling results and negative weights are contributing to a
negative classification. To save space, only the top ten largest and smallest
feature weights are shown here for three different labels.

Top words Coefficient Bottom words Coefficient

chicken 4.449215 salmon -1.137957
beef 3.053636 veggie -0.969172
meat 2.833206 shrimp -0.845146
pork 2.468877 drink -0.783381
ham 2.424875 olive -0.779820
salami 1.707976 tofu -0.770077
bacon 1.455030 eggplant -0.731221
crispy 1.433568 gr -0.731096
burger 1.405468 side -0.691603
turkey 1.364931 blue -0.673683

Table 6.5: 10 largest and smallest feature coefficients for label meat

Table 6.5 shows feature coefficients for label meat. As expected, meat-
related words such as chicken, beef, meat, and ham are the top deciding
factor. Negative coefficients are words that implicate that the food is vege-
tarian, fish-based, or not food such as salmon, veggie, shrimp, or drink.

In Table 6.6 we see the same results for the label sushi. In this case,
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the largest coefficients are found in words related to sushi such as roll, nori,
sushi, set, and maki. The negative coefficients, on the other hand, are bread,
walnut, spring, and others.

Top words Coefficient Bottom words Coefficient

roll 1.500073 bread -0.485423
nori 1.193241 walnut -0.442211
sushi 1.099951 spring -0.374344
set 1.094714 dish -0.372007
maki 1.076859 fresh -0.370404
piece 1.022108 koulouria -0.368262
nigiri 0.978346 dessert -0.356981
salmon 0.774185 fried -0.327755
avocado 0.716062 lettuce -0.321236
ebi 0.697392 salad -0.309418

Table 6.6: 10 largest and smallest feature coefficients for label sushi

Top words Coefficient Bottom words Coefficient

salad 4.053883 teriyaki -2.004602
bowl 1.364781 tahini -0.648581
vietnamese 1.116013 achla -0.528741
mix 0.836407 roll -0.507909
choice 0.750494 double -0.386031
cherry 0.741898 sandwich -0.362591
almond 0.688210 hot -0.360807
bo 0.668699 fry -0.348352
pitta 0.642131 juice -0.345769
doner 0.637815 mozzarella -0.335141

Table 6.7: 10 largest and smallest feature coefficients for label salad

Similar results can also be found for other labels. In Table 6.7 we display
the same results for label salad.
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Discussion

This thesis explored if supervised learning algorithms could be used to clas-
sify dishes and how accurate could such a model be. That was answered
in this thesis by first building a suitable dataset in Chapter 3. Chapter 4
describes the methods used in the supervised learning pipeline. Chapter 5
shows the implementation of such model. Chapter 6 shows that a support
vector machine with a linear kernel was suitable for dish classifying with an
F-measure micro-accuracy of 89.0%.

However, it was noted that the problem depends a lot on the data and
the chosen labels that we are interested in labeling. Section 3.3 described the
difficulty of labeling the dataset suitable for dish classification. It was noted
how hard it was to tag certain items with specific labels as food categories
were ambiguous. Notably, the cuisine was especially difficult and a lot of
research was required to accurately label some of the more unknown dishes.
In Section 3.4 it was noted that the dataset was imbalanced and it was
difficult to gather enough data for rare labels. In the end, some of the labels
that were chosen before the labeling had to be thrown out as they were not as
frequent as initially thought. Some of the labels like BBQ were also removed
since labeling them turned out to be too difficult.

In comparison, many of the easier to labels like meat, fish, pasta, and
alcohol were both unambiguous for the labeling and more frequent in the
data. That also explains how the label meat had an F-measurement score
of 91.5% as the process of labeling if a dish consists of meat could be easily
classified if the document contained meat words such as chicken, beef, or
ham. Some of the more difficult labels such as pasta would not necessarily
have any words describing them as pasta but rather it was indicated from
the more specific dish name. That information is unavailable to the classifier
without large amounts of data or if for instance word embeddings were used.

In general, it was noticed that using supervised learning for classifying
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dishes was successful but a lot more labeled data would be needed to classify
a lot of the smaller labels. The fact that the data was so imbalanced made it
difficult to make more specific labels. There would be a need to spend more
time on the data collection phase to get more useful and specific labels from
the dishes. For example, the data for the label could be crowd-sourced.

Section 4.3 described the bag-of-words technique that was used for con-
verting words into numerical features. While it’s a classic technique and has
been shown to perform well on text classification, it is not able to differ con-
text between words. There are more advanced ways of processing text such
as the BERT (Bidirectional Encoder Representations from Transformers) in-
troduced in [11] that can take context into embeddings. However, initial
empirical research when BERT was tested with a pre-trained model didn’t
show promising results and was discarded.

Unlike initially thought, using pre-trained word embeddings didn’t result
in higher performance either. In Table 6.1 it was shown that the Word2Vec-
SVM classifier that used pre-trained Word2Vec embeddings with support
vector machine performed rather poorly with F-measurement of 82.7% (best
classifier had a score of 89.0%). Using word embeddings would have allowed
the classifier to avoid overfitting and perform better than models using a bag-
of-words as the word embeddings contain more information about the more
rare woods. Future research could try training the word embeddings on the
dataset itself as it might be that the pre-trained words didn’t have enough
dimensionality for food. There are also other methods such as the paragraph
vector described in [23] that can represent a paragraph or a document in a
single vector that could be utilized for classification.

This research only focused on supervised classification methods. It would
be interesting to see if the segmentation created by unsupervised learnings
would be useful for practical use. Multi-label topic modeling is also something
that could be tried on the data.

One of the research questions was also how different classifiers and meth-
ods perform on the dataset. This research found that out of all tested clas-
sifiers, a support vector machine with a linear kernel performed the best on
the data.

Interestingly, some of the preprocessing turned out to be counter-productive.
In Section 6.6 we described how the removal of stop words and stripping spe-
cial characters actually reduced the subset accuracy from 63.8% to 63.2%.
However, it also reduced the F-measurement score, and preprocessing was
left on as is for the rest of the research. Similar results were shown in a
study that researched the performance of text classification techniques in
product results [40]. They noted that traditional methods such as stop-word
removal or stemming could are harmful.
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Conclusions

The goal of this thesis was to automatically label dishes to provide users a
way to search and filter dishes in a food delivery platform context. Supervised
learning and multi-label classification were chosen for that goal. The data
consisted of restaurant menus and those menus consisted of dishes grouped
by their categories. Apart from the natural text, the data was not labeled
or categorized.

To have a training dataset for the supervised learning algorithm, data
from the platform was randomly sampled. 23 labels were carefully chosen to
have useful results from the model. The 1102 samples were manually labeled
and that dataset was used for creating the machine learning model and to
evaluate classifiers. The process of labeling showed that the dataset was
imbalanced and many of the labels that were chosen beforehand didn’t exist
as often as initially thought. In the end, some of the labels had to be thrown
out as there were barely enough positive samples for some of the labels and
the process of manual labeling was too expensive in terms of time.

Chapter 4 described the machine learning pipeline. It consisted of prepro-
cessing of the text by removal of stop words, emojis, and special characters.
The text was also lowercased. The four fields, category name, description,
dish name, and dish description were combined into a single string field. The
original dataset had other fields such as image and price but this research
only used text as a feature. The text was then tokenized by splitting it by
white space. Each word was lemmatized so that the dimensionality of the
words would be reduced.

Tokens were then turned into a bag-of-words model except for the Word2Vec
model. The bag-of-words model was combined with TF-IDF weights to give
lower weight to words that are common in all documents since they don’t
help in classification. In addition to the bag-of-words model, we also inves-
tigated the use of word embeddings in text classification. Pre-trained word
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embeddings that were trained as part of the Google News dataset were used
and the average of the word vectors was used as a feature. However, word
embeddings performed worse (50.5% subset accuracy) than the bag-of-words
model (63.2% subset accuracy).

Performance of support vector machines, multinomial naive Bayes, ran-
dom decision forest, linear regression, logistic regression, and multi-layer
perceptron (MLP) was compared using Binary Relevance (BR) method to
have multi-label classification. Classifiers were compared with 5-fold cross-
validation. Support vector machines performed best with subset accuracy
of 63.2%, F-measure score of 89.0%, recall 84.8%, and precision of 93.8%.
Linear kernel turned out to be most performant and RBF performed sig-
nificantly worse with an F-measure of 83.5%. The second best classifier was
MLP with a subset accuracy of 58.7% and an F-measurement score of 86.7%.

Both categories and dish features were crucial for classification accuracy.
F-measurement dropped from 70.9% to 70.9% if category information was
excluded from the dataset. The coefficients inside the trained support vector
machine looked promising and that the model focused on relevant words for
each label.

The scores between labels varied. The model was best at classifying labels
that were both common and easily classified such as food, meat, drink, and
sushi. Some of the more ambiguous labels did not perform as well.

In conclusion, the trained model was suitable for classifying dishes. Fu-
ture improvements could be seen with more data and better labeling criteria.
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