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1. Introduction

Machine learning (ML) encompasses various computational methods that
can adapt to input data for the purposes of representing the data in an-
other way and/or carrying out tasks that utilize the data. In contrast
with computer software in general, as well as various rule-based systems
that appear ‘intelligent’, this process of adaptation that defines ML takes
place in such a way that the eventual behavior of the machine cannot be
exhaustively explained in terms of conditional rules written by humans.
ML can be viewed as a target of scientific research, as a software engineer-
ing approach, or even an aspect of behavior in computer software where
‘learning’ applies to some but not all critical components. From a practical
point of view, ML involves learning from data, introducing a model that
is trained to maximize a certain kind of utility (or, to minimize a certain
loss), which in itself is considered a proxy for some final evaluation metric.

This thesis begins with setting up the historical background (Sec. 1.1) and
briefly summarizes the main contributions of Publications I-V (Sec. 1.2).
Chapter 2 introduces the necessary background knowledge. Chapter 3
covers the research topics of Publications I-V in depth, in the context of
prior work. Chapter 4 summarizes each included publication as a whole,
followed by concluding thoughts in Chapter 5.

In more detail, the context of this thesis can be decomposed as follows.
The specific field of ML research and methodology is that of deep neural
networks, today commonly called deep learning (DL) (Sec. 2.1). The specific
high-level purpose motivating the thesis is the learning of representations
(Sec. 2.1.1), in the strong sense of emphasizing the value of learning gen-
eral models of the world, in contrast to targeting specific kind of tasks
such as classification or segmentation [8]. The core working hypothesis
is that generative models constitute a sub-field of DL such that it allows
for a particular and potentially powerful kind of representation learning.
The methods presented in this thesis are rooted on a combination of fea-
tures from explicit probabilistic density models that derive from Bayesian
Probability theory (Sec. 2.2.2) and implicit density models (Sec. 2.2.3)
that include more flexible types of models such as Generative Adversarial
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Networks [34].
Here, the specific approach to generative models involves two themes.

First, to make models more powerful, re-use of simpler models is preferred
to extending them into more complex architectures. This is investigated
both in the context of pushing the performance of simple autoencoder mod-
els towards architecturally more complicated GAN models (Sec. 3.2) and
re-using image translation models for multiple tasks (Sec. 3.1). Second,
these models are connected to real-world computer vision and manipu-
lation tasks by extending the model capabilities with both architectural
(Sec. 3.3.2) and probabilistic (Sec. 3.4) methods.

1.1 Background

In recent years, methods based on neural networks have achieved im-
portant breakthroughs in machine learning. This success story is often
attributed to the combination of Moore’s law in computational hardware,
large amounts of data becoming available, hardware improvements such
as GPU utilization for training, and certain algorithmic improvements.
Also, the proliferation of open source code has changed the field into one
seeing an exponentially growing number of research papers. Following
[100], we briefly review the timeline of major developments leading up to
this point.

Early neural network models were mathematically similar to linear re-
gression methods. Inspired by the model of human neuron, the first 1-layer
neural network model capable of learning, the Perceptron, was introduced
by Rosenblatt in [94]. This model consisted of an input and output layer,
using a non-linear activation function. Despite early enthusiasm, Minsky
and Papert [76] proved that learning in this model was severely limited.
Gradually, it was realized that making the networks deeper by having
intermediate layers could overcome the limitations. In order to train such
a model, however, one needed an algorithm such as back-propagation,
partially developed by various authors in late 20th century, including Lin-
nainmaa [69, 70], Werbos [120], Rumelhart et al. [96], and others. This
allowed moving towards the use of hidden layers in the networks and
paved way for innovative network models, arguably the most important of
which were the convolutional neural networks (CNN) [29, 66] that underlie
the successes in spatially structured data such as images, and recurrent
neural networks (RNN) [96, 44] that have met comparable success for
sequential data such as speech and text. However, despite successes in, for
instance, hand-written character recognition and speech recognition, for
a long period, neural networks remained inferior to other AI methods for
most applications of interest. For instance, advances in computer vision in
2000’s were driven by geometric methods [39].
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In 2012, the ImageNet success marked a turning point in the history of
deep neural networks, also marking the popularization of the umbrella
term ‘deep learning’. Ever-deeper networks were since introduced and
human performance has been exceeded on many specific applications,
often driven by CNN and RNN models. Deep Reinforcement Learning (RL)
also made headlines in 2016 when AlphaGO defeated the GO champion
Lee Sedol (utilizing Monte Carlo tree search in conjunction with deep
neural networks). Natural language processing (NLP) models powered
by attention mechanisms [117] also achieved breakthroughs, especially in
GPT-2 [87] and BERT [22].

In 2013-2014, two major generative model families were established,
the variational autoencoders (VAE) [58, 91] and generative adversarial
networks (GAN) [34]. Though VAEs and GANs are agnostic as to the data
modality, GANs have been almost conclusively targeted at image data. It
was not until 2017, however, before GANs began to get widespread atten-
tion (arguably driven by [97]). This was followed by a surge in GAN papers,
with much public attention on [50] and [51], important building blocks in
the publications in this thesis. Various VAE-GAN combination models were
also developed in 2017-2018, of which the adversarial generator-encoder
(AGE) [113] is especially relevant for this thesis.

1.2 Contributions

This thesis consists of Publications I-V and this Summary (Chapters 1-5).
The underlying theme in all Publications is the modification of existing
image content with generative models that operate in a recursive or se-
quential manner. The following contributions stand out.

• In Publication I, Publication II and Publication III, generative autoen-
coder models are improved to perform at levels relatively close to GANs
in terms of quality of synthesized images, while retaining the image
manipulation capabilities offered by a built-in encoder. The contributions
especially show how certain methods introduced in the context of GAN
models can be brought over to autoencoders for maximum impact, while
retaining simple (discriminator-free) architecture. Publication II scales
up the method of Publication I, makes it more stable, and more widely
shows its practical uses. Publication III directly builds on Publication II.

• In Publication III, a sufficient methodology is presented for training an
Automodulator—a high-resolution autoencoder with ‘modulating’ decoder
architecture. The quality and diversity of the images synthesized by the
resulting model are shown to come close to the corresponding state-of-
the-art GAN model [51]. Unlike the GAN models without an encoder,
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the Automodulator is capable of instantly mixing new real input images
by scale-specific combinations of their latent codes. The Automodulator
further exposes the individual decoder layers as non-trivial targets for
optimization and more precise control over synthesized content.

• Publication IV presents and explores a method of re-using an image-
to-image translator as a recurrent or ‘multi-pass’ machine, as opposed
to the single-pass approach taken in the regular models of this nature.
The model is empirically shown to work for the application of human
face aging, and quantitatively validated by an unrelated external age
estimator model.

• Publication V presents a rigorously defined kernel for encoding the
dependencies between consecutive image frames in video or camera
movement, providing a key tool for using Gaussian processes with vari-
ous computer vision applications, avoiding weaknesses with the kernels
previously introduced for the same purpose. As a key application, the
method allows generalizing the use of the latent representations of gen-
erative image models for image sequences, with applications shown for
non-linear image interpolation with only few example frames, as well as
smoothing, and quantification of uncertainty.
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1.3 Reproducibility

Due to the often inscrutable nature of DL models, the reproducibility of
published results is of relatively high importance. In order to allow for
anyone to reproduce the results in the publications, the source code of
each publication was open-sourced and documented, pre-trained models of
Publication I, Publication II and Publication III were released, only publicly
accessible datasets were used for the experiments, and the amount of GPU
resources used is available to the typical computer science researcher.

In the following, links to the source code repositories for each publication
are provided. With the source code, full documentation is provided, along
with links to the appropriate public datasets. Some repositories also offer
Jupyter Notebooks and other helpful tools.

• Publication I
– Source Code: http://github.com/AaltoVision/pioneer

• Publication II
– Source Code: https://github.com/AaltoVision/balanced-pioneer

• Publication III
– Source Code: https://github.com/AaltoVision/automodulator

• Publication IV
– Source Code: https://github.com/AaltoVision/img-transformer-chain
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2. Bayesian and Generative Deep
Learning

Methods in this thesis are based on deep generative neural network mod-
els. They are founded in deep learning theory and practice (Sec. 2.1), and
can be presented in terms of learning representations and density mod-
els (Sec. 2.2). They are then connected to practice in terms of uses and
evaluation methods (Sec. 2.3).

2.1 Deep Learning

Deep learning [100] is an umbrella term encompassing the science and
engineering aspects of constructing, training and applying multi-layer
neural networks. In words of Yoshua Bengio, a pioneer of the field: ‘It is an
evolving approach to build intelligent and generalizing machines inspired
by the brain.’[7] Despite the connection to the brain research, neural
networks and DL specifically constitute an independent branch of computer
science, the formal aspects of which combine with mathematics and the
empirical results of the models, applied on some data. The flexibility of
DL methods has made it possible to solve certain problems end-to-end
with DL alone. In practice, many applications still involve using DL in
combination with other methods. We will now briefly cover some theoretical
and practical aspects of deep neural networks.

2.1.1 Theory of Deep Neural Networks

A neural network is a function composed of consecutive smaller functions
arranged in layers such that the first function transforms each of its
N-dimensional inputs xi into M-dimensional output, where the M trans-
forming functions are called neurons. The layer of neurons first multiplies
each of the dimensions of its input with a characteristic weight, adding the
results and a single scalar bias term together, and then passing the result
forward, often filtered through a non-linear activation function f such as
tanh, sigmoid [40] or ReLU [32]. With the weights and biases combined
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into vector w, one can express the output of such a network layer as

yi = f (xT
i w) . (2.1)

This output can then passed as an input to the next layer, etc.. The
existence of a (non-zero) weight between an output value and a neuron
of the next layer is called a connection. If all inputs to the network are
connected to all neurons of the first layer, or all outputs of a layer are
connected to all neurons of the next layer, the latter layer is called fully
connected [40].

Despite resemblance to the neurons in the human brain, the artificial
neuron model is mathematically rather simplistic in comparison, and the
usefulness of the brain references varies depending on the context. Certain
neural network techniques, such as CNNs, have both been inspired by
the brain and behave in similar ways [36]. However, in this work, neural
networks can be considered merely as formally defined computational
models, irrespective of the possible relationship to the brain.

The central aspect of a neural network is its ability to simulate any
kind of a function, as one can adjust its weight matrix (including the
bias) towards producing a desired output, given a certain input. A typical
example is an input image expressed as an array of pixel values, and
an output of 10 variables, each of which represents the presence or non-
presence of a certain attribute (such as ‘the picture contains a cat’) in
the input image. Notably, the network is not given any existing formal
information about the inputs, such as ‘look for ears and a mouth’, but
it needs to learn those features from data alone. This contrasts neural
networks with engineered features that have been used in, for instance,
many computer vision applications in early 2000’s, and continue to have
their uses today [39].

A neural network is often defined in terms of its architecture. The avail-
able architectures range from a single-layer perceptron to networks with
hundreds of layers and millions of parameters. Formally, it can be shown
that while a single-layer architecture is seriously limited, adding at least
one extra layer between input and output removes this theoretical limi-
tation. The middle layers are called hidden neurons [40]. The resulting
network is often called black box as the internals of the neurons are not a
priori characterized by human-interpretable concepts, but are expressed
only in the massive weight matrices. This lack of interpretability in itself
has led to a flourishing field of research [31], as many real-world appli-
cations of software are expected to explain their conclusions in a manner
understandable by humans.

The typical way of training a network relies on the process of back-
propagation [40]. The process involves the minimization of an error mea-
sure, more commonly called the loss function. Once one has an input
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and an expected output of a (originally tabula rasa) neural network, the
loss function L (θ; x) indicates how far the actual output currently deviates
from the expected output, with respect to all model parameters (or weights)
θ. In a typical setup, one requires the loss function to be continuous (or
piece-wise continuous), allowing us to compute full and partial derivatives.
This loss function can then be minimized, for instance, by the method
of gradient descent: at each training step T, one iteratively updates the
parameters towards the direction of decreasing loss on the next round:

θ(T)← θ(T −1)−α∇θL (θ(T); x) , (2.2)

where the parameter α is called the learning rate that indicates the magni-
tude of the parameter adjustment in a single update step.

By utilizing differentiable activation functions, back-propagation uses
the chain rule of partial derivatives to determine the extent and direction
to which each neuron connection contributed to the error. For a neuron j
with inputs from each neuron i of previous layer, this allows us to adjust
each connection weight w ji as

w ji(T)← w ji(T −1)−α
∂L (T)
∂w ji(T)

. (2.3)

Each ∂L (T) / ∂w ji(T) is, then, given by the chain rule (see, for instance,
Sec. 4.3 of [40] for details). Repeated application of these corrections,
interleaved with forward computations necessary to update the gradients,
amounts to the back-propagation algorithm.

By using a training sample distribution that is large and representative
enough to allow for learning all the features of interest to the intended
applications (such as classification, segmentation, language translation
etc.), and by continuing the process with sufficiently many iterations, a
network can ‘learn’ to represent the distribution in such a way that not
only it produces the desired output for each input in the training set, but
also generalizes to new unseen samples of an unseen validation or test set.
This ability to generalize is a key aspect and a hot research topic in ML
and DL [126, 79].

The loss function may incorporate terms called regularizers, to the ef-
fect of, for instance, preventing the network weights from taking extreme
values or collapsing into trivial solutions. This distinction is not always
clear-cut; for instance, in variational autoencoders, the loss function in-
cludes a KL divergence term directly derived from the theory of Bayesian
probability, yet it can also be interpreted as a regularizer that imposes a
strong bias on the possible values of latent variables.

In modern deep neural networks, there are often millions of parameters.
In ML, the traditional wisdom has included the idea that typically, though
not always (for instance, in some forms of sparse coding [20]), there is an
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optimal range of the number of parameters and training such that too
few parameters will limit the learning capacity of the ML model, while
too many will lead to overfitting of the model to the training data, and
decline in generalization performance [36]. Recently, this view has been
challenged in deep neural networks, and there seem to be cases where
adding more parameters or training longer will first reduce generaliza-
tion, but continued beyond a certain point, will again begin improve the
generalization [1, 6].

The available training data is another key characteristic that constrains
the space of available architectures and loss functions for the given learn-
ing problem. In supervised learning, one uses training data composed
of samples such that the intended output for each, such as a class label,
are provided during the training process. In unsupervised learning, such
outputs are not explicitly provided, but instead, the network must learn
to represent the training data by finding regularities and patterns in the
data itself. A simple example is the setup of an autoencoder, which tries to
learn to first compress the input into a short array of bytes and and then
decompress it back to the original input. By requiring the intermediate
latent code to be short, one introduce an information bottleneck [99] that
forces the network to learn regularities of data in order to manage the
compression-decompression task, and ignore the noise. Another unsuper-
vised learning technique is self-supervised learning which predicts a part
of the input by using another part of it. Finally, semi-supervised learning
involves the use of a small amount of labeled training data but largely
relies on unsupervised learning [36].

There is notable confusion about terminology in this space. ‘Deep learn-
ing’ itself is often considered only in the context of supervised learning
for classification or segmentation. The term is in fact commonly used in
this manner, but one should bear in mind that it covers, for instance, the
long history of success with sequence learning with deep RNNs [100], deep
reinforcement learning, as well as the semi-supervised and unsupervised
learning [36].

2.1.2 Practical Deep Learning

The use of deep learning typically involves

• selection and construction of a model architecture, motivated by the
available data,

• definition of a loss function that determines the goal and fitness land-
scape expected of the model

• training methodology and optimization algorithm used to train the
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model, and

• an evaluation measure to determine the eventual success of the training.

The typical paradigm involves first training the model with back-propagation
and then storing the trained model for future use with forward infer-
ence. A canonical example is to categorize hand-written digits by defining
a convolutional model architecture where the final layer represents 10
classes—one for each digit—and then defining the loss function as a cross-
entropy error between the predicted and the actual class for each input
digit. In addition to classification, the model may be trained towards, for
instance, content segmentation, manipulation, synthesis, manipulation or
translation.

Architectures The earliest neural network architectures started out as a
stack of fully connected (FC) layers, in which each neuron of a layer was
connected to each neuron of the next. The general approach to move beyond
this issue of scalability is to utilize an inductive bias, amounting to making
assumptions about certain expected properties of the data that will be fed
into the model. This allows one to constrain the range of possible useful
architectures. As a typical example of this approach, one can observe that
for applications such as object recognition or detection in natural images,
one is not interested in the exact location of each object in the image.
This allows one to utilize the mathematical operation of convolution in
which one essentially slides a moving filter window over the image. The
convolution is naturally shift-invariant, meaning that its output is not
dependent on the exact location of the object in the image [40].

By connecting a small number of neurons on the second layer to each of
the neurons on the preceding layer, one can create a single convolutional
filter with a neural network, with weights that can then be learnt. A CNN
can stack multiple such filters on a single layer, thereafter called channels.
The output of the whole stack can then be connected in the same way to
another layer, such as a CNN or an FC layer.

In classification models, the final layer represents the predicted class of
the input sample. The class is typically represented with ‘one-hot’ encoding,
meaning that if there are N possible classes, there is an output vector of
size N, the largest element of which is considered to denote the class index.

In contrast, generative models are usually defined by their output being
a high-dimensional data sample. For instance, in autoencoders, the task is
to output a sample similar to the input.

Though the canonical use of a CNN is to extract features of image (or
other spatially structured) data, it is in fact possible, perhaps counter-
intuitively, to use the same method to carry out the inverse operation,
namely, expanding the compressed features back into data. This is cus-
tomarily done with a transposed convolution [36], in which one takes the
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intermediate output image of the convolutional filter, upsample it, and
then run a regular convolution on the result, choosing the filter parameters
in a resolution-conserving manner. Effectively, this lets generator/decoder
networks synthesize images by increasing their resolution step by step.
This approach makes deep generative image models feasible.

Activation functions If one simply multiplies the inputs to a network
layer by the weights, one ends up with a linear transformation, which
only allows us to represent a subset of functions of interest. Furthermore,
adding several layers of linear transformations is still equivalent to a
single linear transformation, and hence does not expand this subset. By
applying a nonlinear transformation function to the layer output before
passing it forward, one can fundamentally change the setup and build up
arbitrarily strong networks.

Typical non-linearities used are Rectified Linear Unit (ReLU) [32], its
noisy variant Leaky ReLU (LReLU) [73], sigmoid function, and tanh func-
tion. By far, the most popular choice in CNN-based architectures, such
as those introduced in this thesis, is the ReLU (and LReLU), though, for
instance, in LSTMs tanh activation is widely used [36]. ReLU and LReLU
are remarkably simple functions, defined as f (x;α)= x for x > 0, f (x;α)= αx
otherwise. ReLU is simply the special case with α= 0.

The introduction of ReLU made it considerable easier to overcome of one
of the key problems that had previously hindered network training: the
‘vanishing gradients’ problem [100]. The problem is defined as a situation
in which the norms of the update gradients get smaller and smaller during
training, even though the network is not converging on an acceptable
solution. The cause has been attributed to, for instance, saturation of
certain nonlinearities commonly used in earlier networks. ReLUs do not
suffer from this problem [73].

Training methods Neural network weights are most often trained by tak-
ing an input, computing the output (forward inference), and then back-
propagating the error between the expected and the actual output through
the network, as described earlier. However, the backward computation
in itself only finds the contribution (partial derivative) of each network
weight to the overall error, yielding a Jacobian matrix. If this error were to
take into account all possible inputs of interest simultaneously, then one
might expect to be able to simply ‘fix’ the error by updating all network
weights accordingly. However, in practical scenarios, this is computation-
ally infeasible. Instead, one takes a small minibatch of inputs, computes
the error for it, then makes a partial update of the network weights, then
picks a new minibatch, does a similar update, etc., until the maximum al-
lowed error or the fulfillment of another evaluation criteria for an external
validation (or test) set is reached.

In order to select the exact update for each iteration, one usually uses

22



Bayesian and Generative Deep Learning

stochastic gradient descent (SGD) [92, 11] or its variants. Regular (non-
stochastic) gradient descent simply means updating the network weights
against the gradient of the observed error. The problem with this approach
is that the error gradient is usually very high-dimensional and non-convex,
that is, there may be various local minima of the error function. By simply
following the direction of the gradient at the given starting point, it is
possible that one quickly finds a global minimum, yet the method would
then observe that moving to any direction would increase the error, and
would hence get us stuck in the local minimum point. To mitigate this
issue, SGD makes the gradient-following process stochastic, allowing one
to escape at least the shallower minima points. Though this does not prove
that one will find the global optimum nor even necessarily a better local
optimum than all the previous ones, in practice, SGD has been shown
to be successful for networks of various sizes and shapes [36]. Other
optimization methods such as ADAM [57] have since been introduced to
speed up the convergence of training. For instance, Publications I-V use
ADAM.

Limitations Deep learning methods so far have been most successful in
the presence of very large labeled datasets and increasingly large architec-
tures that require massive computational resources for training (though
often considerably less for inference). In reinforcement learning, the most
impressive results such as those from AlphaGO have required simulating
tens of millions of games [102], an obviously limiting factor when translat-
ing those results to real-world scenarios like robotics where such repeated
experiments are expensive or impossible. Another issue especially trou-
bling for classification models is their brittleness in presence of adversarial
examples created to mislead, for instance, classifiers [35] as well as typical
real-world dynamics such as distributional shift [81].

The need for labeled data is inherent in supervised learning, in which
one trains the network to produce a precisely defined output for each
input, such as the class category (for instance, ‘cat’). In general, such
labeling requires human manual labor, with a human being looking at each
example and deciding its label, in an expensive and error-prone process. In
unsupervised learning, one has no label information. Generative models, in
particular, can be trained with goals that do not require explicit labels, yet
the models can be observed to learn interesting features of the data. Typical
goals relate to synthesizing new data samples that, for instance, either
exactly resemble the input (reconstruction) or fulfill a training criteria
within the network itself (such as adding a part of the network that tries
to determine whether the input was synthetic or not). These goals force
the networks to learn to strongly represent some key aspects of the data in
the process, so that one could expect to leverage the representation itself
in downstream tasks such as classification or segmentation, or even use
the inherent robustness to deal with adversarial examples, though these
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applications fall outside the scope of the thesis.

2.2 Generative Models

The goal of network training can often be viewed as representation learning,
even when the explicit task-based goal may be different. The corresponding
probabilistic target can be construed as learning the posterior distribution
of the factors that explain the observed training data [8]. In Bayesian
probabilistic modeling, one crafts a suitable model that then allows the
use of data to compute the posterior probability with the Bayes rule. The
learning target itself can be expressed in two fundamentally different
ways: either by defining explicit parameters that enter into an analytical
expression of the observation likelihood (explicit density models), or by
other principles that aim to learn the model by describing a simulation
process for the data, such as ‘density ratio trick’ [93] used in models such
as GANs and approximate Bayesian computation [38] (implicit density
models).

We begin with a brief overview of representation learning, followed by
the explicit density models founded in Bayesian theory of probability,
including VAEs [58, 91] and Gaussian processes [88]. While there are
several variants of VAEs, for the purposes of this thesis it is sufficient to
focus on the original formulation. We then cover implicit density models,
including GANs and the AGE model. Literally hundreds of GAN variants
exist, although arguably but a small fraction is at all relevant for the
theory.

2.2.1 Representation Learning

The goal of representation learning is sometimes made more specific by
expressing it as the goal of learning invariant properties, or, alternatively,
learning disentangled representations [8, 71]. This rather abstract goal
connects with the highest practical goals for the long-term development
of these models—one wants the models to learn the things that matter,
in a way that is somehow accessible to us. This requires both learning a
powerful representation and a method that allows us to take advantage of
it.

The fundamental challenge of representation learning is that, by defini-
tion, we do not know beforehand which tasks will eventually be required
of the model. Hence, ideally, the model should learn the most ‘important’
features of data according to some universal measure of ‘importance’ one
may postulate to exist independently of practicalities. It is not yet clear
to which extent this is possible, though unsupervised models have been
demonstrated to learn useful patterns [8] as evident in, for instance, VAEs
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[58, 91], GANs [34], and in Publications I-IV.

Disentanglement One often-cited potentially general measure for repre-
sentational power is disentanglement, the idea of learning latent variables
with dimensions that separate or ‘tease out’ different factors of variation
[8]. At least two interpretations are possible: either (1) the separate fac-
tors of variation are expected to align with the actual dimensions of the
latent variable matrix, or more generally that (2) there are certain key
directions in latent space that correspond to those dimensions, but not
necessarily aligned with the original axes. Although (1) would offer us a
cleaner solution, it has proven a challenging goal [71]. Since the original
rotation of axes of the latent vector has usually no particular grounding
to anything, one can use the working assumption that interpretation (2)
is an equivalent target at least in terms of representational power. Such
key directions may not be immediately accessible, but can be found, for
instance, by evaluating the latent encodings of exemplar inputs (both in
GANs such as [86] and in encoder-decoder models such as, for instance,
Publication II). As emphasized in [71], the goal of learning disentangled
features is not well-defined without an inductive bias that involves some
prior knowledge about the data domain. For instance, a CNN-based model
manifests the inductive bias that an important pattern is not fully defined
by its precise position; the automodulator (Publication III) manifests the
inductive bias that many features of interest (such as texture or object
pose) in images are specific to certain scales; etc.

Generative Models Generative models may offer a promising route to-
wards more powerful (and relatively more disentangled) internal repre-
sentations than merely discriminatory models [36]. The four especially
popular generative models in recent years are variational autoencoders
(VAE), generative adversarial networks (GAN) model family, autoregres-
sive models (AR) and flow-based models [90]. While all these models have
an abstract formulation that can be implemented with various methods,
here we restrict ourselves to the neural network implementations and,
for simplicity, equate these terms with their deep neural network mani-
festations from this point on. Each model has very different theoretical
foundation and different strengths and weaknesses.

Latent space continuity The very idea of a continuous latent space is a
critical factor that arguably creates a crucial dividing line between families
of models. As an illustrative case, consider the Vector Quantized VAE
(VQVAE, [116]). Although the VQVAE model itself does have a unique
latent code that identifies each sample, these codes are discrete, unlike the
continuous spaces usually used for VAEs, GANs, AGE and Publications
I-V. This limits the scope of their utility for applications. How exactly
should one compare a discrete and continuous latent space? The difficulty
of comparison is emphasized as VQVAE has shown very sharp image
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reconstructions in 1024×1024 resolution, but provides no practical way of
interpolating between two samples (such as, for instance, in Fig. 2.1).

Finally, AR models constitute a family of powerful generative models
that have no internal representation in a form of latent space. In AR, one
generates samples (or constituents of a sample) conditionally on a previous
sample that is sequentially close, such as drawing a new pixel based on
the previous pixel or previous time step. AR models have been successful
with, for instance, image synthesis (such as PixelCNN [115, 98]). It is also
notable that these models can be used in conjunction with other kinds of
generative models. The major limitations of image AR models are the slow
generation speed and the lack of static internal representation [116, 89].
Samples cannot be represented by a single short code, but rather must be
produced by a relatively long sequence of expansion operations.

These counter-examples highlight that a generative model may have a
number of desirable properties yet completely lack the flexible internal
representation offered by a continuous latent space. Since the latter
appears important for maximum generality, this motivates us to focus on
models that do have it, such as the typical VAEs and GANs.

2.2.2 Bayesian Machine Learning

A useful way to view the learning of models for data is via the lenses of
Bayesian statistics. This theory can explain and justify the deep generative
models such as variational autoencoders, and even basic building blocks
such as Adam optimization [53]. We start from the underlying Bayesian
theory of probability. In order to use it for learning explicit density models,
a computationally (relatively) efficient formulation is found in variational
inference, followed by introducing its specific scalable usage in VAEs. We
finish by looking at the special case of random variables indexed by time
or space, leading to Gaussian Processes.

Bayesian probability theory is founded on the Bayes theorem

P(z|x)= P(x|z)P(z)
P(x)

(2.4)

that provides the relationship between the conditional posterior probability
of observing z given x, the conditional probability of observing x given z,
the prior probability of z and the evidence x. It allows for incorporating
existing information about baseline probabilities of x and z into the con-
ditional probability estimates as well as updating of the probabilities via
accumulation of more evidence (see, for instance, [105]). The variable z
amounts to the latent code that one would like to infer.

In the context of ML, one would typically begin from crafting a model
with parameters θ, which ideally should fit to the N data points in xdata so
as to explain the posterior probability distribution of future observations
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pθ(x|z). Assuming the random variable z is continuous, then, in order to
find out the marginal likelihood of pθ(x), one must integrate over all the
values of z as

pθ(x)=
∫

pθ(z) pθ(x|z)dz . (2.5)

One also need this to find out the posterior distribution pθ(z|x) as in
Eq. (2.4). For simplicity, equivalent logarithmic formulations are usually
introduced in this context.

The task is, then, to efficiently find suitable parameters for θ. This formu-
lation is important since it also serves as the probabilistic interpretation for
density models that seek to represent a distribution for high-dimensional
data x such as images in terms of a low-dimensional code z.

A large dataset or dimensionality of x and z would render Eq. (2.5)
intractable, and therefore we do not expect to find a closed-form analytical
expression for the explanatory variables. A popular approach is thus to
simplify the situation by defining an approximate posterior qφ(z|x) that we
optimize to approach the real distribution pθ(z|x). This approach is called
variational inference (VI) [105].

Instead of solving the intractable marginal distribution log pθ(x(1), . . . , x(N)),
it can be shown that

log pθ(x(i))= DKL
[
qφ(z|x(i))

pθ(z|x(i))
]+L (θ,φ; x(i)) , (2.6)

where the term L (θ,φ; x(i)) ≥ 0 is called the evidence lower bound—or
ELBO—on the marginal likelihood of each x(i), and DKL denotes Kullback–
Leibler divergence. Since both terms on the RHS are positive, maximizing
of the ELBO alone will maximize log pθ(x(i)) as well. One can write the
ELBO as

L (θ,φ; x(i))= Eqφ(z|x)
[− log qφ(z|x)+ log pθ(x, z)

]
. (2.7)

VAEs

Beginning with the setup of variational inference, one can re-formulate
Eq. (2.7) as [58]

L (θ,φ; x(i))=−DKL
[
qφ(z|x(i))

 pθ(z)
]+Eqφ(z|x(i))

[
log pθ(x(i)|z)

]
. (2.8)

Intuitively, the KL term pushes the approximated distribution qφ(z|x(i))
towards the prior distribution pθ(z) that one has selected, such as the
popular isotropic Gaussian distribution. The latter term has the form
of cross-entropy and can be considered a ‘reconstruction loss’, a measure
of how much information was lost when one encodes and then decodes a
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Figure 2.1. An example of latent space image interpolation of 512×512 FFHQ images from
a random run with the pretrained automodulator (Publication III) model. The
real input images are shown at far left and far right, the images next to them
are immediate reconstructions, while the three images in the middle represent
the symmetrically interpolated results.

sample (ideally, the encoding and decoding would just cancel each other
out and one would end up with the original sample).

One could now turn this into an optimization target that one wishes to
maximize with gradient-based methods and learn the approximation with
neural networks. However, directly differentiating through this target is
infeasible since one would have to resort to sampling-based estimators
that yield very high variance [58, 91].

The variational autoencoder is a neural network-based solution that
proposes to solve the optimization in a scalable manner. Instead of directly
optimizing the target Eq. (2.8), one first selects a suitably parametrized
closed-form location-scale distribution for the posterior, such as the Gaus-
sian distribution (or Bernoulli). One then uses a re-parametrization trick
by expressing z as z = µ+σ⊙ ε where ⊙ denotes element-wise product.
For Gaussian distributions, ε ∼ N(0,I). Now, instead of optimizing the
original stochastic z directly, one only optimizes the parameters µ and σ,
while inserting the truly random part N(0,I) into the optimization as an
actual noise (not as a differentiable noise function) drawn from an off-the-
shelf random number generator. This relieves us from actually needing to
differentiate through the stochasticity itself [58, 91].

Latent space A critical feature of VAEs is the regularity of latent space
via which the learned distribution is represented in compact form. As a
matter of empirical fact, in simple cases at least, a VAE tends to learn a
latent space in which salient features of the data are divided along the
axes defined by the dimensionality of the latent variables. This allows for
smooth interpolation in latent space [58].

Challenges The unfortunate hallmark of VAE image models is a charac-
teristic blurriness of reconstructed and sampled images. It is presumed to
be caused at least in part by the KL divergence term in Eq. (2.8). Recall
that KL divergence, by definition, measures the overlap between two dis-
tributions p and q, in terms of samples from q. This makes the measure
asymmetric (and hence not a true metric) and has a problematic impli-
cation. Assume the network attempts to learn the model with posterior
distribution pθ. In order to evaluate the KL divergence, pθ must be non-
zero whenever qφ is non-zero. However, now consider the regions R where
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qφ(x, z) has zero density. Since the divergence will be evaluated in the
points defined by qφ, divergence is not considerably affected by whether
pθ has support on R or not. Hence, the loss function Eq. (2.8) does not
penalize adding support on those regions, resulting in increased variance
of pθ(x, z) and pθ(x) within R. In an image, this appears as blur [59].

In some situations, the minimization of the KL divergence term can
reach too far, causing the distribution of qφ(z|x) to ‘collapse’ to pθ(z). While
this minimizes the loss term, it will actually cause a situation where the
decoder will receive no information about x. The situation can occur if the
decoder is so powerful that it can generate a proper sample even in absence
of that information, a phenomenon most often perceived in combining a
VAE with an AR model [59] such as PixelCNN [98].

Gaussian Processes

Many interesting data involve prior information about the relationship
of the data points. Consider, for instance, a measurement of the same
phenomenon at different times, or recording the same object or scene with
a camera over a certain period of time. The fundamental assumption of
i.i.d., often used in, for instance, variational inference, obviously does not
hold here. Instead, we concern ourselves now with the degree to which the
two measurements are related to each other, that is, how do they co-vary.

One approach to encoding such information is the Gaussian process
model [88]. Consider a pair of variables x1 and x2, with observed values
y1, y2. In this case, one can look into the joint Gaussian distribution of
the samples, where the covariance matrix Σ2×2 determines the dependency
between the two variables, with covariance of zero entailing independence
(and µ as the mean):

p(y1, y2|x1, x2)=N(µ,Σ) . (2.9)

One can also fix the value of, for instance, y1 and evaluate the conditional
distribution of p(y2|y1), which, due to the general properties of Gaussian
distributions, yields another Gaussian.

From here, one can generalize the case into N such variables. This yields
a ΣN×N covariance matrix, in which, typically, the consecutive variable
indices show higher correlation, while the dependencies quickly level off
for the variables further away (Fig. 2.2).

Now, consider, for instance, the problem of tracking the value of a certain
variable yi over time indices i, yielding the vector y. In this formulation,
the points in time are represented by the values of xi, yielding the vector
x:

p(y|x)=N(µ,Σ) . (2.10)

But, as time is continuous, any finite breakdown of the time continuum
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Figure 2.2. Example of a translation (a) and an orientation (b) covariance matrix, with the
diagonal indicating consecutive time points. Brighter yellow regions indicate
higher covariance, while purple falls to zero. Large square-form bright areas
indicate a long sequence or continuum of covariance. Figure adapted from
Publication V.

into xi, . . . , xN would appear severely limited. It turns out we can expand
N into infinity, resulting in a model that can be smoothly evaluated and
sampled from at any point along the x-axis. This is made possible by
replacing the covariance matrix Σ with a covariance function κ.

This approach is taken in Gaussian processes, with the covariance func-
tion serving as a way of encoding a priori similarity between points. A GP
model is usually given in terms of a prior

f (x)∼GP(µ(x),κ(x, x′)) (2.11)

and likelihood

y|f ∼
n∏

i=1

p(yi| f (xi)) (2.12)

for input-output data {xi, yi}n
i=1, allowing classification or regression. Thus,

the mean and covariance functions are defined as

µ(x)= E [ f (x)] , (2.13)

κ(x, x′)= E
[
( f (x)−µ(x))( f (x′)−µ(x′))T] . (2.14)

See, for instance, [88] for more details. The mean µ(x) is usually set to zero
and accounted for in κ(x, x′).

While the covariance function κ is usually chosen to have a parametric
form, there are several well-behaving functions one can utilize. The se-
lection of the function allows for encoding desired characteristics for the
observations p (see, e.g., [26]). For instance, when the observations pertain
to positions, one would require continuity and translation invariance. A
typical suitable function is the squared exponential (also called RBF or
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exponentiated quadratic) covariance function:

κ(p, p′)=σ2 exp
(
−∥p− p′∥2

2ℓ2

)
, (2.15)

where the hyperparameters σ2 indicate the characteristic magnitude and
ℓ> 0 the characteristic lengthscale or distance at which variables remain
correlated. That is, a low value of ℓ indicates all dependencies are short-
term, whereas a large one allows for the variables far apart to still have
an effect on each other.

Consider now the situation in which one is given observations for certain
points in time. Now, on can simply plug in the observations one has, in
order to retrieve a function that then provides the probability distribution
over the rest of the points. All one needs to do is to estimate the remaining
hyper-parameters of the GP function as in Eq. (2.15).

The outstanding benefits of GPs include the ability to yield predictions
with uncertainty estimates with limited data. However, they are limited
by their scalability, as the computational cost of each inference has cubic
O(n3) complexity for n observed data points.

2.2.3 Implicit Density Models

It is possible to construct models that allow sampling of some sort with-
out defining their probability distribution in terms of closed-form explicit
statistical parametrization. Such models can be called implicit. A popular
way to cause such a distribution to ‘emerge’ is to train the sampling net-
work—generator or decoder—with another network that imposes a desired
bias on the generated samples, hence yielding a sample distribution that
follows that bias. In GANs, the network that imposes the bias is called
the discriminator, and the way of imposing it is via attempting to classify
a sample as being from a generator network or another source. In an
overwhelming majority of cases, the latter source is the training data.

When expressed as a ratio between densities, this discrimination relates
to f-divergences, Bregman divergence, and class probability estimation.
When expressed as an arithmetic density difference, the discrimination
relates to Integral probability metrics (IPM), in the form of, for instance,
maximum mean discrepancy (MMD) [106] and moment matching [78].

The typical narrative is to then present the ‘GAN’ as an example of an
‘implicit model’, while other implicit models such as approximate Bayesian
classifiers [38] exist. However, this use of terminology is misleading in at
least two ways. First, a network often makes use of and yields multiple dis-
tributions, especially if we deal with GANs extended with an autoencoder
or multiple generators. In Alpha-GAN [93], for instance, there are three
discriminators for three distributions. Therefore, it might be more proper
to talk about partially implicit models, but for the present purposes, this
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distinction is not essential. Second, despite many ‘GANs’ having consider-
able resemblance to the first model with that name [34], the nomenclature
in this space is inconsistent. While the original GAN, also known as ‘vanilla
GAN’, used two variations of a specific loss formulation, many recent GANs
use alternative formulations, with, for instance, Wasserstein GAN [4, 37]
and MMD-GAN [68] based on IPM. The use of at least one discriminator
and at least one generator seems to be a necessary condition for being
called a GAN.

In certain implicit models that assign the discriminative role to an en-
coder, the GAN term is not used, such as AGE-based models [113], Publi-
cation I, Publication II and Publication III. This choice makes sense, since
those models have an autoencoder structure, and are usually contrasted
with GANs (though, of course, GANs with autoencoder extensions exist,
such as [74]). However, since they also utilized the competition between
the encoder and the decoder, one can describe them as implementing the
principle of adversarial training. (This term, on the other hand, must
be not be confused with the recently very active research on adversarial
attacks, under which the term might be again used differently.)

We hence start with the adversarial training principle, proceed to the
original GAN formulation, and then cover some typical GAN problems,
proposed solutions, and applications.

Adversarial Training

In this thesis, we seek to center around the concept of adversarial training
as the fundamental shared principle that defines both GAN and AGE
models.

In adversarial training, the typical GAN-like setup introduces a ‘gen-
erator’ network G with parameters θ trained to create output such that,
when fed to the associated ‘discriminator’ network D with parameters φ,
the latter’s classification performance is minimized. In contrast, the dis-
criminator is rewarded for its classification performance. The models are
trained in steps one after the other (sometimes with a varying proportion
of consecutive iterations), resulting in a kind of a minimax game. Perhaps
the simplest such setup for the two network losses, with Dφ : RN →R1, can
be expressed as

Lθ = Dφ(x̂) , (2.16)

Lφ = Dφ(x)−Dφ(x̂) , (2.17)

where x̂ are N-dimensional samples produced by the network G and x are
not.

More generally, one can construe adversarial training as a setup in which
an n-tuple of networks is trained so that the objective (loss) function of
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each contains a term that contributes to the loss positively for some, and
negatively for others. This formulation allows us to include a wider range
of models, and not restrict ourselves to classification-based discriminators.

GANs

The original GAN [34] contains the generator G and discriminator D, set
in an adversarial relationship, following the loss functions

LD =−Ex∼pdata(x)
[
log(D(x))

]−Ez∼pz(z)
[
1− log(D(G(z)))

]
, (2.18)

LG = Ez∼pz(z)
[
1− log(D(G(z)))

]
, (2.19)

where x are samples drawn from training data and pz is the prior on input
noise variables. Importantly, the term LG is the exact opposite of the
latter term for LD, placing them in an adversarial relationship during
training. This can also be viewed as a min-max game. In practice, the
authors suggest using the simpler form for LG with purportedly more
stable training properties early in the training:

LG = Ez∼pz(z)
[− log(D(G(z)))

]
. (2.20)

It can be shown that, if the training converges, it will converge to the
saddle point of the loss function in such a way that the distribution of the
classifier will minimize the Jensen-Shannon divergence

DKL

(
pdata

⏐⏐⏐⏐
⏐⏐⏐⏐

pdata + pG

2

)
+DKL

(
pG

⏐⏐⏐⏐
⏐⏐⏐⏐

pdata + pG

2

)
, (2.21)

resulting in the discriminator no longer being able to tell apart whether a
given sample originates from the generated or training set [34].

While the original (and typical) narrative of GANs explains the generator
as trying to ‘fool’ the discriminator by ‘fake’ samples, there is no particular
justification for choosing specifically this description. It is equally valid to
interpret the discriminator as ‘helping’ the generator to improve its sample
quality.

Arguably the most characteristic problem of GAN models is the difficulty
and instability of training. In more clear-cut scenarios, the training process
may simply fail by way of missing the intended level of visual quality
(ranging from very noisy to less-noisy-but-nightmare-like images). In more
subtle failure scenarios, the well-known issue is the ‘mode collapse’ or ‘mode
drop’ phenomena, in which the network succeeds in producing high-quality
samples, but the distribution of generated samples is disproportionately
focused on a relatively narrow set of features. In a supervised setup, this
can result in the sampling process in, for instance, not producing any
samples from some classes, or only one or few different samples from each
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class [97]. This failure mode is compounded by the limited ability of human
evaluators to notice the problem, but it has been approached to some extent
by certain numerical measures, such as Fréchet inception distance (FID)
[43] and Kernel inception distance (KID) [10].

The main source of instability has often been attributed to dimensional
misspecification [3, 95, 104] occurring in GANs associated with f-divergences
[80]. Consider that in order for the generator to learn to produce incresingly
good images, it needs to access a sufficiently stable gradient of the discrim-
inator. But in GANs, both the training data and the generated data appear
as if they were on distinct (though low-dimensional) manifolds that have
little overlap between them. It can then be shown that measures that use
ratios of log probabilities, such as KL divergence (and JS divergence), are
prone to encounter vanishing or extremely sharp gradients.

Various methods have been introduced to stabilize the training process
itself, as well as improve the diversity of generated samples. ‘Improved
GANs’ presented the first major attempt at stabilization, with an as-
sortment of techniques such as virtual adversarial training, minibatch
discrimination, and label smoothing [97]. A step that seems to have had
more lasting impact was the introduction of Wasserstein GAN [4] and the
‘improved WGAN’ (WGAN-GP) [37] that was less punishing on network
learning capacity. The original narrative presents these models in terms
Optimal Transport theory to minimize Wasserstein-1 distance. Later work
[28] has challenged the relevance of this mathematical foundation. How-
ever, WGAN-GP was used successfully in, for instance, [50] and the similar
but arguably better performing gradient regularizer of [75] was used in
[51]. In certain experiments [72], spectral normalization [77] has been
found equally effective as the WGAN-GP formulation, but considerably
faster. Spectral normalization has been also shown to work on adversari-
ally trained autoencoders in Publication I, Publication II and Publication
III.

Encoder-Decoder Networks with Adversarial Training

As VAEs and GANs appear to have complimentary strengths, there have
been many efforts to combine their properties. With respect to VAEs, one
of the outstanding goals in image modelling is to avoid the blurriness
problem characteristic of VAEs (see Sec. 2.2.2). In terms of fundamental
approaches to the architecture, three lines of research have emerged:
(1) autoencoders with separate discriminator networks, (2) adversarially
trained autoencoders with no extra (discriminator) parts, and (3) GAN
models with built-in encoders.

For (1), recall that a VAE is defined in terms of multiple distributions,
defined in Eq. (2.8). The ‘density ratio trick’ can be applied to any of these
distributions by adding a discriminator to draw the line between the values
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that follow the distribution and the values that do not. Hence, attempts
have been made to discriminate between the pθ(x|z) distribution for syn-
thesized and training data by adding a discriminator for the reconstructed
samples (VAE-GAN, [65]), to replace the the KL divergence term with a
discriminator [74, 75], or both [93].

For (2), the trick is to train the encoder and decoder in an adversarial
relation with each other, and make the encoder take the role of the dis-
criminator. This category of models is interesting from the perspective of
simplicity. If one can get by without extra discriminators, one could at the
very least save 1/3 of network parameters, as the discriminator might need
to be of the same size as the encoder (which often is of similar size as the
generator). This approach is used by AGE [113] and IntroVAE [46].

In AGE model, the encoder eφ and the decoder gθ are trained stepwise
by optimizing one after the other. The loss functions for each are different
([113]):

Lφ =DKL
[
qφ(z |x)

N(0,I)
]−DKL

[
qφ(z | x̂)

N(0,I)
]+λX LX , (2.22)

Lθ =DKL
[
qφ(z | x̂)

N(0,I)
]+λZ LZ , (2.23)

where the reconstruction losses (amended to match the actual implemen-
tation [112]) are

LX = Ex∼X
x− gθ(eφ(x))


1 and (2.24)

LZ = Ez∼N(0,I)
[
1−zTeφ(gθ(z))

]
, (2.25)

in sample and latent space, respectively. x are sampled from the training
set for encoder training, while x̂∼ qθ(x |z) and z ∼N(0,I) but then sample-
wise normalized to unity. Here qφ and qθ denote the output distributions of
the encoder and decoder, respectively. The KL divergence can be calculated
from empirical distributions of z. Formulation of IntroVAE [46] is similar,
but closer to the original VAE. Instead of the empirical distribution, the
analytical form of original VAE is used and the re-parametrization trick
is employed. The model is shown to achieve sharp output samples for
CELEBA-HQ [50] and LSUN Bedrooms [125].

For (3), various approaches have been presented, for instance, ALI [25]
and BiGAN [23, 24] use a discriminator for the joint (x, z) pair, allowing
both encoding and decoding. InfoGAN [18] allows learning to encode the
latent codes that are most relevant for interesting disentangled attributes,
in a way that constrains the random sampling but does not attempt to
encode full information of the input images.

Reconstruction-quality trade-off There are many limitations in the works
published in this domain. In many works prior to 2018, the first thing
to note is the ubiquitous use of 64×64 resolution. A cursory glance at,
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for instance, face images at this resolution should make it obvious that
this resolution will miss a considerable amount of detail (see, for instance,
Fig. 3.3). It is then not at all obvious that a model shown to work at
this resolution will scale up to higher resolutions without considerable
issues of stability. In fact, this was clear, for instance, when scaling AGE
(Publication I), and also when scaling BiGAN to BigBiGAN [24], in which
architectural and loss function improvements were needed.

Another issue is that the models that have achieved higher resolution
reconstructions such as IntroVAE and BigBiGAN have not demonstrated
that they could still faithfully reconstruct important details of the inputs.
In [46], IntroVAE was clearly often losing the identity of the input face
images. In fact, the authors only claimed the conservation of ‘overall
topology’, not the conservation of face identity. This renders operations
such as editing rather difficult to begin with.

Successive improvements in this regard have since been shown in AGE-
based models in Publication I, Publication II and Publication III. In Publi-
cation II, the improvements to the conservation of face identity are quanti-
tatively measured in terms of the distance in the embedding space of an
off-the-shelf face recognition model [56], similarly to how one can approach
the regular face recognition, in which one must recognize whether the
identity of two face images is the same. Naturally, similar measures are
not available for, for instance, bedrooms.

2.3 Uses and Evaluation

In order to evaluate image-related DL models, qualitative evaluations
are needed to complement quantitative ones. We look into the former via
the tasks required of the model, and to the latter via various proposed
measurements relevant to the models explored in this thesis.

2.3.1 Qualitative Evaluation and Tasks

Random Sampling The defining feature of a generative neural network is
its ability to generate samples by virtue of one or another defined procedure.
However, one can also generate samples from any distribution defined in
a closed form. For instance, consider the mixture of two Gaussians—by
knowing the closed form expression of the distribution, can can create
samples from it directly. However, in order to generate, for instance, an
image, even a tiny one at 32×32 with three color channels would need 3072
dimensions. While sampling remains possible, learning the probabilistic
model to generate this in closed form is clearly a challenging task. Hence,
we turn to learning such a generative function with a deep neural network.

When the distribution of latent space itself can be expressed in a way that
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allows samples to be procedurally generated—or, even better, expressed in
analytical form—then sampling from the latent space is a simple matter
of generating random latent vectors from that distribution and feeding
them through the generator / decoder of the neural network. While the
dimensionality of such latent vectors in these models (such as 64 for AGE
[113], or 512 for GANs such as [50, 51] and Publications I-V) is often still
high, it is very low in comparison to the dimensionality of actual images.

The fundamental reason why dimensionality reduction of this magnitude
is possible is assumed to be the inherently low-dimensional nature of
typical image domains such as human faces or even bedrooms. Only
very specific faces are realistically possible, dramatically constraining the
manifold the model needs to support.

Reconstruction, inpainting and denoising Generative models with an en-
coder can be expected to be able to reconstruct their inputs. In Autoen-
coders, this is canonically achieved by setting up a straightforward recon-
struction loss. In invertible models such as flow-based models [90, 60],
the input can be trivially reconstructed, and is not a sensible measure of
success. Notably, networks such as Publication I, Publication II and Publi-
cation III tend to carry out both inpainting and denoising as a side-effect
of reconstructing images which originally contain, for instance, occluding
objects.

Interpolation By encoding a sample into latent space, one gains access to
a simple representation of the sample as a vector of floats. If one manages
to train the network so that the linear trajectories between the codes that
correspond to samples in the training distribution manifold are also on
that manifold, then one can simply linearly interpolate between these
points and generate intermediates of the original samples by decoding the
codes between the samples. If the length of an N-dimensional latent vector
must be normalized to unity, one needs to interpolate as if moving across
the surface of the N-dimensional unit sphere.

Scale-specific style-mixing For networks that allow mixing of input im-
ages at different scales, such as Publication III, one can synthesize an
image that assumes its high-frequency (or ‘fine’) features from one image
and other features from another. This allows one to create fusion images
that combine characteristics of the image domain in novel ways.

Attribute modification In the unsupervised training setup, one does not
use any attribute information (such as ‘is this person smiling or not’) during
the training process. However, once the model has been trained, one can
find the latent vector that controls an attribute of interest as follows (see
Fig. 2.3). First, one selects a set of training or testing images A that has
an attribute one are interested in (such as smiling) and another set B that
does not have it. Second, one encodes the images in A and find the mean
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Input Reconstruction Smile on/off Rotate Male↔FemaleAdd sunglasses

Figure 2.3. Examples of feature manipulation in 256×256 resolution CELEBA-HQ test set
images that the model has not seen before, for attributes that the model did
not know about during training. Column 1: the input; Column 2: the recon-
struction; Columns 3–6: various added feature vectors. Each 512-dimensional
feature vector was extracted after training as a simple arithmetical difference
between the latent vector of 32 to 64 training set examples that contain and
do not contain the feature. The difference vector was then added to the latent
code of each new input image and decoded back into a result image. There is
no a priori reason to assume that this would result in a valid image in the
first place, nor that the feature would be transformed. Note that there is no
class information in the training set, which means that during training, the
model has to figure out the existence of these features from scratch. Only a
well-structured latent space can explain the result. Here, the feature intensity
scale λ varies between [−2.0,2.0]. Figure adapted from Publication II. © 2020
IEEE.

latent code for them, and separately do the same for B. The difference
δz between these two average vectors is, then, the latent representation
of the attribute in question (such as the degree of ‘smiling’). In order to
enhance or decrease the presence of that attribute in a new image x, one
simply encodes it into z = φ(x), modifies the latent code by adding the
attribute code to it with some scaling factor λ, and decodes the result back
to image space as xsmiling = θ(z+λδz). Depending on λ, the prevalence of
the attribute in the resulting image has been increased or decreased. The
range of λ must be empirically determined, though in, for instance, face
images of Publication II, the scale was found to be well-behaved in the
range [−2.0,2.0] across many attributes. While the method works with
many common attributes, it may fail by, for instance, not causing any
changes (such as adding beard to a female face), by causing artifacts (such
as creating unrealistic jaw impression to accommodate a wide smile), or
by entangling two attributes (such as making the face older when one
attempts to add baldness, testament to the fact that the exemplar images
did not involve enough young bald faces) (see Publication II).
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2.3.2 Evaluation Metrics

The evaluation metrics for generative models are an open open research
topic. In the case of supervised training, such as classification models,
the problem has a clear ground truth, in the form of the correct class
(although even here the problem is not so clear-cut when one also requires
estimation of uncertainty or confidence). In unsupervised models, ground
truth is available in case of probability density estimation, amounting to
the likelihood of the data under the model. The usefulness of this measure
is, unfortunately, very limited for generative models that operate with high-
dimensional data, as measures such as annealed importance sampling
[122] can be dominated by single outlier samples [108].

In encoder-decoder models, the challenge is rather different. Here, a gold
standard like RMSE (or L2 distance) is easy to measure, yet when we deal
with natural images, it corresponds poorly with human judgment [128]. In
other words, RMSE error may be large between images that look ‘similar’
to us and small for images that look ‘less similar’.

Finally, in the larger scheme, one should be evaluating the quality of inter-
nal representations developed in these models, strongly related to feature
disentanglement and expected downstream task performance. Qualita-
tively, one can estimate this by methods such as image-to-image interpola-
tion (morphing) or attribute manipulation with latent space modifications.
The intuition here is simply that travelling a small distance in a certain di-
rection in latent space will produce similarly small and consistent changes
in the corresponding decoded images, without artifacts. This intuition also
underlies one such quantitative measure, namely, the Perceptual Path
Length [51] (PPL).

Quality and Diversity (IS/FID) Until recently, Inception Score (IS) [97] used
to be the most widely used metric for GANs. Applicable on class-labeled
data, it considers the class prediction of an input image within an Imagenet-
trained Inception network [107] and rewards both low entropy of p(y|x) for
class y and sample x of generator G, as well as evenly represented classes,
in the form of

∫
p(y|x=G(z))dz, resulting in the definition

IS(G)= exp
(
Ex∼pG

[
DKL

[
p(y|x)

 p(y)
]])

. (2.26)

The outstanding problems of IS have led to its reduced use. The main
problem is that the score does not measure variation within each class, so
it is in fact possible to maximize the score by creating a generator that
simply outputs a single high-quality image per class—obviously defeating
the usefulness of the score. Nonetheless, in practice, the score does roughly
correlate with model performance, so it still has limited use.

Fréchet inception distance (FID) [43] was introduced as a remedy to these
issues. Also utilizing the Inception network, FID looks into the feature
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layers of the network (not the final classification result) and compares their
statistical moments (in practice, mean and covariance) for the reference
image distribution (m,C) against those for the synthetic image distribution
(mw,Cw), resulting in

d2((m,C), (mw,Cw))= ||m−mw||22 +Tr(C+Cw −2(CCw)1/2) . (2.27)

FID has been shown to capture both the quality and diversity, while
not being too sensitive to outliers. However, it suffers from a problematic
dependency on sample size [10], which necessitates comparing FIDs of
different models only for the fixed sample size, for which 10k and 50k
have been popular choices. Another issue is that by considering both the
quality and diversity, the measure is effectively providing a single score for
precision and recall (PR), whereas normally one would be interested in PR
curves as a function of model hyper-parameters that affect this tradeoff,
rather than optimizing the single best achievable combination score [64].

Similarity (LPIPS) It is well known that popular L1 and L2 distance mea-
sures, and the square of L2 (RMSE), poorly account for the reconstruction
performance of encoder-decoder models [128]. For instance, for an image
pair where one of the images is very blurry, the degree of blurriness does
not considerably increase the L2 distance between the images.

Learned perceptual image path similarity (LPIPS) [128] was introduced
as a distance measure that more closely matches the human perceptual
estimates of similarity. Similarly to FID score, it uses the feature represen-
tations in the convolutional layers of a pretrained ImageNet model (VGG)
[103] for two images and simply measures the L2 difference in activations
between the two (after appropriate scaling and normalizing). It was shown
to correspond to human comparison more closely than, for instance, direct
pixel-wise L2 distance.

In practice, when comparing faces, this measure suffers from the consid-
erable effect of background differences. To mitigate this in the special case
of pre-centered and pre-aligned human faces, one can use the empirically
efficient cropping around the face when measuring, as in [51], Publication
II and Publication III.

Latent space structure (PPL) Perceptual path length (PPL) was intro-
duced in [51] to measure the degree of disentanglement of latent space.
The metric looks at the expected change (in terms of LPIPS) in a random
image, when its latent representation is translated with a small constant
amount in a random direction. The hypothesis is that the smaller change
one then observes in the image, the smoother the latent space must be.
The benefit of this metric is that this measure of disentanglement is not
dependent on the identity or choice of axes for the latent dimension (such
as requiring that each latent dimension codes for a separate attribute) but
only requires that sufficiently disentangled directions exist somewhere in
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the latent space. The downside is that in absence of other metrics, one
could maximize PPL by reducing output variance, simply by outputting
images on a very narrow range of features, which of course would entail
very small LPIPS everywhere. This effect of LPIPS may explain, for in-
stance, why vanilla VAE results in Table 2a of Publication III get low PPL
despite very high FID.
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3. Generative Models for Image
Manipulation

ML methods for image manipulation come in a wide variety, such as
denoising, style transfer, attribute modification, etc. The grand promise
of such methods is that ML approaches could adapt to the image content
in a way that does not rely on any specific hand-written feature detectors,
transformations or heuristics, but learns them based on examples.

GANs, specifically, have been particularly successful in image processing
and computer vision. For some context, we will list a few representative
examples. The standard random sampling capability of GANs has been
improved over time, from DCGAN [86] to ProGAN [50], StyleGAN [51] and
BigGAN [12]. This capability makes them suitable for image synthesis
for simulation (for instance, [101]) and texture synthesis (for instance,
[49]). Processing of existing images has been achieved, for instance, for the
purposes of super-resolution (for instance, [67, 119, 21], image-to-image
translation (Sec. 3.1.2), video-to-video translation (for instance, [111, 118]),
3D objects (for instance, [121]) and even image editing [129, 82, 13].

Here, we begin from techniques that modify an image based on texture-
level semantics, followed by somewhat more general approaches that
translate an image from one class or domain to another, but without any
immediately accessible internal representation (Sec. 3.1). We then move to
the general-purpose image models (Sec. 3.2) that could, in principle, allow
for learning ‘knobs’ for arbitrary semantics manipulation. In that context,
the most outstanding challenge has been to achieve flexible encoding and
transformations while retaining the diversity and the sharpness of high-
resolution images. Once we have introduced some solutions, we move
further to the challenge of modifying images at different scales (Sec. 3.3).
Finally, we include the time dimension and consider the development of
the latent representations of a moving camera view over time.
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3.1 Image-to-image Translation Without Latent Space

Recent progress in Image-to-image translation can be traced back to both
classical style transfer, and to more flexible GAN-based translation meth-
ods. For the present purposes, the latter can be divided into one-pass
translation where a model is translated once, and to multi-pass case,
where the same model is recursively applied. These approaches map an
input image directly into output image, affording no intermediate ‘latent’
representation that one could directly tap into. We cover each in turn.

3.1.1 Classical Style Transfer

In the seminal work of Gatys et al. [30], the concept of style transfer was
introduced as mapping an image into another in a way that conserves the
semantic content, while making them identical in terms of the texture
and other surface-level properties that, intuitively, one might call ‘style’.
A large body of works have since extended the method itself as well as
achieved similar and superior results with different methods.

The early style transfer [30] was achieved by the relatively simple idea of
considering the Gramian matrix of a certain CNN layer activations as the
‘style’ of an image A, where ‘style’ is considered independent of ‘content’. It
was shown that by transforming another image B so as to display the same
Gramian matrix at the appropriate CNN layer as A, the content (such as
objects) in B tend to stay the same but its overall look and style would now
resemble the source image A.

Typical applications of style transfer include mapping a photograph to
follow various artistic styles or take other texture properties from one
image and apply them to another, while preserving non-textural content.
In a more general sense, style transfer involves treating certain statistics
of samples separately from the data itself, and using them for generative
purposes.

3.1.2 One-pass Translation

Consider the problem of modifying an image from the point of view of a
class or a domain. Synthesis can be conditioned on a specific input image
and the target class information, allowing us to map the image into another
that now belongs to the target class, image-to-image translation. In order to
do this, the model needs to develop an internal representation of some sort,
but unlike the models with explicit latent spaces, it does not immediately
lend itself for evaluation. Still, this ‘rudimentary’ representation may
yield high-quality visual transformation results. These translators are
limited to only specific domain-to-domain translations, and cannot, for
instance, carry out latent space interpolation or traversal, though explicit
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continuous parametrization can be added (for instance, [54]).
The translation was shown to work in supervised case with impressive

image quality first by Pix2Pix [48] show-casing, for instance, translation of
image sketches to photographs. This approach, however, requires train-
ing data that contains pairs of images (an image of the same entity in
both domains) which might be expensive or impossible to acquire. This
requirement was lifted by the cycle-consistent translators (simultaneously
introduced in CycleGAN [130], DualGAN [124] and DiscoGAN [55]) that
can be trained by two sets of images, one from each domain, but without
requiring paired representations of the same entity. The cycle-consistency
requirement is essentially pushing the network to create translations from
A to B in such a way that they can be translated back from B to A with
a loss function penalizing the difference between the original A and the
reconstructed A. This was shown to work in translations such as night
scenes to day scenes, horses to zebras, or maps to satellite images (and vice
versa). The same principles were then applied to videos in Vid2Vid [118].

3.1.3 Multi-pass Translation

In order to expand the capabilities of the ‘regular’ image-to-image trans-
lators, one approach is to consider re-using the model for several kinds
of translations. Instead of, for instance, conditioning the translator on
external parameters, such as in StarGAN [19], a simpler route is available.
One can examine whether the translator can simply be re-used in some
domains as-is. In order for such a setup to make sense, one needs an
application domain that displays gradual transformations along some line
of development. This includes at least certain one-directional continu-
ous processes such as increase of entropy, organic growth, and possibly
also non-natural processes such as systematic building of houses, etc., but
excludes processes with cyclic nature or cases where information is tem-
porarily lost, such as the night-day cycle (you cannot translate a pitch
black night scene back into a daylight scene).

In Publication IV, human face aging was identified as such an appli-
cation domain. First, suitable age domains were created by multi-step
pre-processing of Cross-Age Celebrity Dataset (CACD) [16], split 10 years
apart, centered around 15, 25, 35, 45, 55 and 65. A separate transformer
was trained to do each of the successive domain mappings, that is, 15→ 25,
25→ 35 etc. Next, the article examined what happens if the transformer of
the previous stage is partially re-trained to also carry out the transforma-
tion of the next stage. This revealed that, in fact, one could carry out the
transformations from 25 to 35, from 35 to 45, and from 45 to 55 by using
the same transformer. This setup is a considerable challenge in terms of
image quality, as one not only maps from synthetic images to new synthetic
images, but even feeds the output of the 25→ 35 transformer back to itself,
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Figure 3.1. Image translation sequence in which each successive image is created by
running the previous image to age-increasing transformer. Importantly, the
3rd, 4th and 5th image from the left were created by recursively applying
the same transformer in its own previous output, while the other stages used
separate transformers. (Figure adapted from Publication IV.)

twice. This process is prone to accumulation of translation errors in each
cycle. The outcome of the method is illustrated in Fig. 3.1. One can observe
that the face aging works at least on these selected faces reliably, and
only begins to produce considerable artifacts at the final stages (55, 65).
The training data was in fact scarce for the 65 age domain, which most
likely reduced the performance. Finally, the method was quantitatively
confirmed to work, by using an auxiliary age estimator [2]. It confirmed
that, indeed, the average ages of faces, applied on the validation set, in-
creased as expected during the training. Notably, the training method did
not in any way utilize the information about the age as such; the model
could only see that one domain of faces tends to have patterns of one sort,
and the other domain has patterns of another sort. The success of these
experiments further encouraged the utilization of the cyclic (recurrent)
information flow in which the synthesized image is again passed through
the same network that created it in the first place. This idea was then
utilized further in Publication I, Publication II and Publication III.

3.2 High-Resolution Generative Image Models

As outlined in Sec. 2.2.2, VAE-like models would appear promising for
representation learning, and with CNN-based network architectures, can
also be applied to images. However, due to the blurriness issues, one can
express the research problem as scaling the VAE-like models to sharp and
high-resolution image synthesis.

Because the solution presented here has the nature of combining prop-
erties of autoencoder and GAN literature, the models that served as the
primary building blocks are introduced first, followed by the resulting
hybrid models ([113] and [50] for Publication I and Publication II, [51] for
Publication III).

3.2.1 Adversarial Generator-Encoder Networks

The adversarial generator-encoder network (AGE) [113] is a promising
alternative to VAEs, capable of creating sharper images. It was also supe-
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rior to the typical GAN-based encoder-decoder model of [25] and converged
faster. The major benefit of AGE is the simplicity of only requiring an
encoder and a decoder, without any ad hoc discriminator networks.

In practice, it was further confirmed in Publication I that AGE training
for 64×64 resolution face images in CELEBA dataset tends to result in
reasonably high quality images. However, the training in this resolution
already is rather unstable and prone to occasional collapse. The probabil-
ity of unstable training increases considerably with 128×128 resolution,
evident both in the attempts at setting a baseline in Publication I and in
[46]. In conclusion, there was evidence to suggest that the AGE avoids the
blurriness problem in VAE at the cost of losing the stable training of VAEs.

Given that the AGE training stability issues stem from a minimax setup
similar to GANs, it seemed natural to turn to state-of-the-art GAN stabi-
lization methods to scale AGE to higher resolutions.

3.2.2 Pioneer Networks

In Publication I, the underlying hypothesis is that the AGE could be scaled
up to higher images resolutions by utilizing an assortment of techniques
from GAN literature. A promising direction was offered by the progres-
sively growing GAN (PGGAN) of [50] which introduced various techniques
beyond the canonical DC-GAN [86], with celebrated success. The quality
of some of the generated face images appeared to pass the point of being
indistinguishable from real faces.

Hence, the primary principle suggested for scaling of AGE was the pro-
gressive growing of network architecture of [50], resulting in an AGE
variant called PIONEER (ProgressIvely grOwing geNErative autoencodER).
In addition, to maintain stable training dynamics, PIONEER incorporated
pixel normalization and equalized learning rate [50] for the decoder as
well as the spectral normalization [77] and generator sample buffer [101]
for the encoder. For decoder evaluation, time-averaging of weights was
used. Each method is covered in the following.

Progressive growing When training a model, one might expect that learn-
ing the simple things before complex things would make the training more
stable and predictable, even if not necessarily faster. This idea under-
lies curriculum learning [9], extensively studied in recent years in neural
network training.

A particular kind of curriculum learning can be imposed by training an
image model with images whose resolution gradually increases. While this
idea has been used before (for instance, in StackGAN [127]), [50] used this
principle to achieve break-through quality with face images.

In PIONEER, the growth principle is used for the encoder and the decoder
as illustrated in Fig. 3.2. The training proceeds in stages in which the
image resolution matches the effective size of the convolutional layers.
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Figure 3.2. Illustration of the reconstruction losses (left) and the progressive growth of
the image resolution and architecture (right). Adapted from Publication I.

In the first stage, only 4×4 size images and only the corresponding small
fraction of the stack of convolutional filters are used. Once the stage
ends (after a pre-defined number of steps), the training with 8×8 images
begins and next block of convolutional filters is ‘faded in’ by a weighted
combination of the new filters and a skip connection to the old filters.
Eventually, the weight of the skip connection fades into zero. Once the
training of the 8×8 stage is complete (typically using the same number of
steps as the previous stage), one moves to the 16×16, etc.. Once the target
resolution is reached, one can continue training until convergence.

Publication I showed that in the same way as [50] used this method for
a discriminator and a generator, it could be used for an encoder and a
decoder. While ‘decoder’ and ‘generator’ are essentially synonymous, the
discriminator and the encoder have very different roles despite architec-
tural similarity; one could not assume a priori that they would behave
similarly during training or benefit from the same techniques. In fact,
it was found that the regularization of the discriminator of [50] was not
optimal for the encoder of PIONEER and had to be changed.

PixelNorm One of the popular ways to stabilize GAN training is to in-
troduce regularizers that reduce the oscillation of the performance of
the discriminator and the generator. PixelNorm relies on (or can be con-
sidered equivalent to) ‘local response normalization’ [62] in which each
feature vector ax,y that corresponds to the pixel (x, y) is normalized into

bx,y = ax,y
/√ 1

N
∑N−1

j=0 (a j
x,y)2 +ϵ where N is the number of feature maps and

ϵ= 10−8. The net effect of the regularizer is to ensure that the feature maps
do not ‘spiral out of control’ at any single pixel. The downside is that the
activations of a filter at two different locations are no longer comparable.

Equalized learning rate (EqLR) Consider the effects of learning rate in
gradient updates of the network parameters Eq. (2.2). Smaller rates will
make the updates happen more slowly, potentially allowing for more stable
learning, but at the cost of learning speed.
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As PixelNorm works more as a stopgap to prevent local response values
from escalating too much, it does not directly address the efficiency of the
gradient steps.

To this end, [50] suggested Equalized learning rate (EqLR) to balance the
size of gradient steps with respect to the differences in the characteristic
dynamic range of the output magnitude of each layer. In other words, as
one layer might naturally have a wider range than another, the optimizer
might not properly take the difference into account. EqLR addresses
this by scaling the output of each layer in terms of the size of the output
layer (with no learnable parameters) simply by dividing each weight wi at
runtime with He’s initializer [41]: ŵi = wi

√
2
N where N is the number of

incoming weights.

Time-averaging of generator weights Instead of directly evaluating the
generator whose weights at any given timestep fluctuate with relatively
large variance, one can use a moving average of generator weights θ̂T at
time T as in [50], combining the new regular weights θT with the average
weights with 0<α≪ 1:

θ̂T ←α θT + (1−α) θ̂T . (3.1)

Hence, two generator networks are maintained: one that is trained and
another one whose weights are determined solely as the moving average of
generator weights of the previous time step. The averaged generator is the
one used for all evaluation results and included in the pretrained model;
however, it is never used for training (simply by convention; no particular
reason was given in [50] why it could not be). The original justification for
this average in [50] was heuristic, but [123] also justified it more rigorously.
The intuitive reason for using this approach is that even if the training
is stable over certain period of time, the generator weights at any given
moment might be relatively far from the optimum.

Spectral normalization An efficient but not too restrictive approach to reg-
ularization is the data-dependent Spectral normalization (SpectralNorm)
[77]. Here, one considers the largest eigenvalue of the spectral decomposi-
tion of the weight matrix of each layer. By normalizing it to unity at each
forward inference step, it can be shown that the Lipschitz constant of the
whole network also stays below one. This has previously been suggested
to correlate with convex training [84, 3, 37]. With SpectralNorm, [77]
showed it to considerably improve the stability of training, and [63] further
showed it to outperform other popular regularization and loss function
improvements in GANs. Although the exact computation of singular values
would be computationally infeasible, [77] suggests to use a ‘power iteration’
method of [33, 27].

SpectralNorm appears as an alternative to the rather heuristic regular-
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ization methods such as EqLR and PixelNorm. In PIONEER, SpectralNorm
was used in the encoder after each convolution layer, while EqLR and Pix-
elNorm were correspondingly used in the decoder. In Spectral Norm, the
intermediate matrices required in computation are critical and although
they stabilize relatively quickly, it was important to store them along with
the rest of the model for future use. Although the intermediate matrices
can be re-created in only a few forward passes of the model, this would
make for indeterministic runs, very likely to lead to reproducibility issues.

Generator sample buffer The generator sample buffer [101] is heuris-
tically justified. Here, the hypothesis is that an adversarially trained
encoder, similarly to a discriminator network, would benefit from having
a stable view of the samples produced by the generator/decoder. This is
attempted by maintaining a particular set of generated samples during
training. During the discriminator (or encoder) training steps, one picks a
certain proportion of generator samples from the generator directly, and
some proportion from the buffer. This approach effectively averages the
distribution of generated samples over time, presenting the discriminator
with a more stable view of the generated sample distribution.

Pioneer networks The combination of the previous techniques with AGE-
like training allowed the model to reconstruct sharp CELEBA face images
with 128×128 resolutions, as well as to generate random samples with rea-
sonable quality in CELEBA-HQ [50], LSUN Bedrooms [125], and CIFAR-10
[61]. Already at 64×64 resolution, the proposed model quantitatively and
qualitatively outperformed the baselines on the basic reconstruction task
(see Fig. 3.3). Reconstruction as such is, however, interesting primarily
as a proxy for other tasks. The model also showed smooth latent space
interpolation with CELEBA at 128×128.

3.2.3 Balanced Pioneer Networks

While the regularization techniques introduced here can be formally ex-
pressed, and have some guarantees and provable properties, clearly and
primarily they present themselves as heuristic tools, in such a way that one
simply selects a combination, runs experiments with the hyper-parameters
otherwise considered close to optimal, and compares the differences in
performance.

From 3 to 1 regularizers While the combination of SpectralNorm in the
encoder and the EqLR with PixelNorm in the decoder was a natural
starting point in Publication I due to the strong connection to the ProGAN
architecture, the combination of three regularization techniques strikes
one as a rather heuristic solution whose dynamics may be hard to analyze.
Indeed, the problem is evident in cases where large fluctuations between
the KL terms are observed, or the terms diverge altogether which quickly
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Figure 3.3. Comparison of reconstruction quality between regular PIONEER, ALI, and
AGE in 64×64. The first row in each set shows uncurated examples from the
test set of CELEBA. The reproduced images of PIONEER are much closer to
the original than those of AGE or ALI. Note the differences in handling of the
5th image from the left. ProgGAN (also abbreviated PGGAN) [50] was trained
with L2 reconstruction loss in sample space. (Figure adapted from Publication
I.)

leads to unstable training. The success of Spectral Norm suggests the
possibility of replacing the EqLR + PixelNorm with Spectral Norm alone,
which was done in Publication II. However, the absence of the previous
strong regularizer combination now made the training very unstable.

KL Margin The motivating hypothesis in Publication II was that one is in
fact dealing with instability at two different timescales: the fast time scale
of single gradient steps, and the relatively slow time scale of competition
between the encoder and the decoder networks.

A hypothesis was made that one does not need to regulate training so
as to mitigate instability at every step, but instead, one could combine a
weaker regularization at the ‘fast’ scale (SpectralNorm) with a stronger
regularizer at the ‘slow’ scale. The gradually growing gap between the
KL divergence terms of the generated and training samples is an example
of the latter ‘slow’ scale. (The reader may compare this to the similar
hypothesis for GANs in [28].) To control the latter, a simple solution
(also applied in IntroVAE [46]) was selected. A margin Mgap is added to
limit the maximum loss arising from the KL gap. This would discourage
the encoder from becoming overtly sensitive to the weaknesses of the
decoder, and, hopefully, would then lead to stable training without toning
down individual training steps too much. This decision results in slightly
changed loss functions, in comparison to Eq. (2.23):

Lφ =max
(−Mgap, DKL

[
qφ(z |x)

N(0,I)
]

−DKL
[
qφ(z | x̂)

N(0,I)
])+λX LX , (3.2)

Lθ = DKL
[
qφ(z | x̂)

N(0,I)
]+λZ LZ . (3.3)
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Figure 3.4. Example of reconstruction quality in 256×256 resolution with typical images
from the CELEBA-HQ test set (top row), by the proposed balanced PIONEER
(middle) and baseline PIONEER (bottom). Here, the input images are encoded
into 512-dimensional latent feature vector and decoded back to the original
dimensionality (middle and bottom rows). The encoding–decoding of balanced
PIONEER tends to preserve facial features, orientation, expressions, and
hair style. Small mistakes can still be observed, especially in male subjects.
(Features highly underrepresented in the limited CELEBA-HQ training set,
such as a dark-skinned face with atypical orientation, will result in more
pronounced failures.) Figure adapted from Publication II. © 2020 IEEE

Successful qualitative and quantitative evaluation in Publication II
confirmed the solution indeed helps while simplifying the normalization
scheme. In order to confirm that this specific solution outperforms other
combinations of regularizers, a comparison was carried out. Specifically,
the same architecture was trained on CELEBA-HQ up to 20 million seen
training samples, and FID (of 10,000 samples) was compared, with decoder
using either PixelNorm, EqLR, their combination, SpectralNorm alone,
SpectralNorm with KL margin, or no regularization at all. The results
showed that SpectralNorm with KL margin was vastly superior to oth-
ers at this point of training. Also, a similar comparison was made with
ProGAN directly, by replacing PN and EqLR with SpectralNorm, with
CELEBA-HQ in 128×128 resolution up to 15 million seen samples. The
results show that they perform comparably (FID with PN and EqLR 12.44
and with SN 12.65, see Supplement of Publication II).

In comparison to the regular Pioneer Networks, the performance of the
network was higher or equivalent on all the datasets tried. The increased
quality of reconstructions in CELEBA-HQ is evident in Fig. 3.4.

3.3 Latent Variables as Modulators

AdaIN-based [47] architectures allow using latent variables in a generative
model for modulation of statistical properties of decoder layers. This
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method is first described in its original and GAN context, and then viewed
in the more recent autoencoder context.

3.3.1 AdaIN-based architectures

The classical style transfer [30], it was later superseded by various more
advanced methods, such as instance normalization [114] and adaptive in-
stance normalization [47]. Unlike the method of Gatys et al. that relies on
a slow iterative optimizations process to transfer the style, these methods
employ learnable mappings to style parameters that can be applied in
real-time as a function of the inputs.

In [114], style transfer is generalized to allow, for each data sample, the
1st and 2nd moments of feature maps (mean and variance) to be treated
and manipulated separately from the maps data itself. This considerably
extends the range of possible uses and, in fact, pushes the whole line of
research to a territory such that the term ‘style transfer’ becomes mislead-
ing. For instance, consider driving the statistics of the first layers of a
deconvolutional stack of a pyramidal decoder. There, the statistics might
drive the rotation of the face (as in [51] and Publication III), contrary to
the intuitive notion of ‘style’.

AdaIN We now look into the AdaIn approach of StyleGAN [51], adopted
into Publication III. First, one can describe a traditional image decoder as
follows. It takes in a latent code z and transforms it into a small-resolution
image θ0(z). This image is then fed to the next layer as θ1(θ0(z)) etc., all
the way until the full image has been formed.

In contrast, following the notation of Publication III, an AdaIn-based
decoder has two information streams, the latent ‘modulator’ z and the
content or ‘canvas’ variable ξ. Each decoder layer #i is expressed as
θi(ξ(i−1), z) that take the content output of the preceding decoder layer (see
Fig. 3.5), and the latent code z.

The deconvolutional layer #i operates in two steps. It first computes
the feature maps output χi from ξ(i−1) as usual. Second, based on z, a
new target mean mi j and standard deviation si j are determined for the
activations of each of its feature maps χi j. This is achieved by learning a
separate mapping g i : z 7→ (mi,si).

Finally, each map is re-scaled, yielding the AdaIn normalization:

AdaIn(χi j, g i(z))= si j

(
χi j −µ(χi j)

σ(χi j)

)
+mi j . (3.4)

Both [51] and Publication III implement g i as a fully connected linear
layer, with output size 2Ci for Ci channels. Note that layer #1 starts from
a constant input ξ(0) ∈R4×4.

This structure allows one, for instance, to drive one layer with image A
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Figure 3.5. (a) Modulations in the decoder can come from different latent vectors. This
can be leveraged in feature/style mixing, conditional sampling, and during
the model training (first pass). (c) The second pass during training. Figure
adapted from Publication III.

and another with image B. By using such style-mixing during training,
one can enforce that the layers of the decoder become disentangled with
each other, in the following sense. In this setup, consecutive layers cannot
‘collaborate’, that is, a layer cannot generate its output based on expected
behavior of the preceding layer, as the two might be driven by different
modulating inputs. This forces them to learn to function even in the
presence of different modulators. In a traditional image decoder/generator,
mixing of latent representations would not work due to the entanglement
of the layers.

Another application is to create random samples where certain scales are
conditioned by a specific input image, while the other scales are allowed to
vary randomly. This approach was examined in detail in [42].

GAN formulations In a GAN context, AdaIn has been used to drive the
generator [17] to enable style-mixing capabilities by varying the latent
variable fed to each layer. The approach was taken further by [51, 52] who
added a fully-connected ‘disentanglement’ stack of layers after the latent
vector and, more importantly, an affine mapping from the latent space to
the AdaIN parameters, while completely removing the direct latent input
to the decoder layers. A significant detail in the latter work was also the
addition of layer-specific noise. A learnable scaling parameter is introduced
to adjust the affect of noise for each decoder layer separately. The noise
appears to improve the realism of the outputs. The authors suggest that
by adding the noise, the network does not have to ‘allocate resources’ to
simulate noise-like irregularities characteristic in the data domain, such
as facial skin imperfection, beard details, or every single curl of the hair.

In GAN setting, the use of AdaIn still manifests with some rather counter-
intuitive properties: One would expect to now be able to take an existing
image and apply its properties on another image, but actually, this simply
cannot be done, because these models do not come with a built-in encoder.
One can only carry out such style-mixing amongst randomly generated
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images.

3.3.2 Automodulators

Once the AdaIN-based decoder was shown to work in a GAN context,
but only for random images, it is natural to consider whether it could be
similarly utilized in the autoencoder context. On first glance, one might
consider this a simple engineering change to something like PIONEER, as
in changing one image decoder architecture to another more efficient one.
However, the difference is now more fundamental than that.

First, by using the AdaIN-based decoder along with a built-in encoder,
it now becomes possible to carry out instant style-mixing of any input
image—something that could not directly be done with GAN-based ap-
proaches. (This fact is easy to miss. Note that, for instance, [51] uses the
term ‘input images’ when referring to images that are decoded from latent
inputs that are typically random, and the corresponding image of which is
only found in retrospect.)

Second, the use of this decoder architecture fundamentally changes the
nature of the autoencoder. It now effectively deconstructs the decoder from
a kind of ‘monolithic’ entity into a stack of relatively independently oper-
ating layers. This is made possible due to the decoupling of the ‘content
stream’ ξ from the ‘latent modulator variables’ z. For an autoencoder, this
decoupling has more far-reaching consequences than for a GAN, because
one can introduce different z values at different layers of the decoder,
and as one encodes the resulting image sample into a single z and begins
re-decoding it once more, one can separately track how much of the infor-
mation of each of the original z signals is conserved. In other words, it
now becomes more relevant to view the architecture as a ‘circular’ network
rather than an inverted U shape (see Fig. 3.5). For these reasons, in Pub-
lication III this structure was suggested to constitute a new category of
generative autoencoder models, dubbed automodulators.

In order to train an autoencoder of this complexity, while not succumbing
to the blurriness issues of VAEs, one can pick AGE training as a starting
point. This allows one to use the full machinery of Balanced Pioneer net-
works of Publication III. It turns out that simply replacing the ’classical’
decoder with an AdaIN version works as expected. The only hyperparam-
eters to tune are the learning rate in resolutions up to 32×32 (α= 0.0005
as opposed to α= 0.001) and the length of training in some of the higher
resolutions.

Various training improvements now become possible, however. Most
importantly, one can assume and further extend the idea of ‘style-mixing
loss’ introduced in [51]. Recall that GAN training setup always involves
generating random latents and decoding each of them into an image,
to be fed to the discriminator that attempts to determine whether they
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originate from the generator. With the AdaIN-based architecture, [51]
simply introduces the idea of forming some of these samples by mixing two
or more random latents.

In the autoencoder setup, one can go further. First, consider that an
autoencoder can not only use the sample reconstruction loss (the pixel-wise
difference between the input sample and its reconstructed form) but also
to feed the output of its decoder back to its encoder and use the latent
reconstruction loss, as successfully leveraged in AGE. By virtue of the
ability to encode and decode in this cyclic manner, one could introduce
such reconstruction losses at any layer. In a regular autoencoder archi-
tecture, however, this is not typically even considered worth doing, since
capturing the difference in sample space or latent space would already
back-propagate the error layer-by-layer anyway. However, as soon as you
can use several layer-specific latent variables for a single sample, the
situation changes.

Consider introducing, for instance, z12 on decoder layers #1−2 and z3

on layers #3 and onwards. Now, as the resulting fusion image is decoded,
and encoded again, it will assume a totally new latent code ẑ, which bears
no simple relationship to either z12 or z3. But due to the disentanglement
of the decoder layers themselves, partial decoding of ẑ is possible by only
using decoder layers #1−2. Let us denote the output of decoding z up
to layer #2 as θ1:2(ξ, z). One can hence require that the network should
converge to minimize the difference

L j =
⏐⏐θ1: j(ξ, z1 j)−θ1: j(ξ, ẑ)

⏐⏐ (3.5)

with j = 2 in this example. In other words, one wants the encoder and
decoder to remain consistent, and ensures that even though z3 ̸= z12, and
this must affect ẑ, it should not affect the output of θ1:2(ξ, ẑ) since the layers
should function independently of each other. This difference can then be
turned into a loss term for improved training.

It can then be shown that the FID of random samples produced by mixing
improves when j is selected from uniform random distribution so as to
affect all decoder layers. Intuitively, the effect is to prevent two consecutive
layers from collaborating on operations that one of them could carry out
independently. In absence of a penalty like Eq. (3.5), the color of a car, say,
might end up being added partially by one layer and partially by another,
even though it could really be added solely by the layer further down in
the pipeline (Publication III).

In order to sanity-check that the problem is not trivial to solve with
existing encoder-decoder methods, baseline comparisons were made by
training the same architecture, as well as a similarly complex but classical
architecture, with both VAE and Wasserstein autoencoder (WAE) [109].
Due to the limitations of those training methods, only 128×128 evaluation
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Figure 3.6. 256×256 style-mixing example using the same source images as in [51] under-
lining that the presented model can directly work with unseen input images.
The source input images are shown together with their reconstructions and
mixing results of ‘coarse’, ‘intermediate’, and ‘fine’ layers.

was considered reasonable (while other work in the paper focused on
256×256). Moreover, the results for those models were only compared in
terms of reconstruction power (LPIPS) and latent space smoothness (PPL).
In these categories already, the automodulator was clearly superior, and
hence more precise comparison of the VAE and WAE performance (for
instance, for style-mixing) was not relevant.

Finally, to highlight the various ways in which layer independence could
be leveraged, Publication III introduced a method of enforcing invariant
properties into the decoder layers during training time. The goal is to
ensure that the presence of certain image properties is only affected by
certain decoder layers, and not others. The way to achieve this is to ensure
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that the latent codes of two input samples that differ only in features
that appear at certain spatial scales S (say, orientation of the head, but
not colors) will behave identically at all other layers except the ones that
operate on the scales S. As a proof-of-concept, a simple experiment is
carried out in which human faces are encoded in two ways: as normal and
as horizontally flipped. Assuming that the flipping operation only affects
scales S, one can require that the output of the decoder remains the same
regardless of whether the latent code or its flipped counterpart is fed at
non-S layers. The approach is shown to work, though at the cost of adding
blurriness to the outputs. As the experiment was simply a proof-of-concept,
it is not yet known whether the blurriness problem is going to turn out to
be more general.

3.4 Correlated Latent Representations as Gaussian Processes

Given the ubiquitous amount of video data that has become available in
recent years, there seems to have been disproportionately small amount
of attention directed at dealing with a set of image frames related to the
same target. Hence, in addition to improving the training and evaluation
techniques for sets of mutually independent images, one can also look into
methods that operate on data containing strongly correlated images, such
as temporally consecutive camera frames. This suggests that Gaussian
processes might be suitable for modeling such problems. However, in the
standard GP toolset, there is no established way of encoding priors induced
by camera metadata such as pose information. Here, formulation of such
a kernel is presented (Publication V). Then, we look into how it can be
leveraged in latent spaces.

3.4.1 View-aware Gaussian Process Prior

For computer vision applications, a central piece of data is composed of
image frames, and in the case of sequential images, metadata pertaining
to camera poses (3D translation and 3D orientation) is often available as
well. The GP covariance function should then encode information about
the similarity of the camera views, given the known camera movement
(provided by, for instance, the inertial sensors in the camera). To do
this, the orientation mathematics must be covered in some detail (see
Publication V).

Derivation of the kernel In order to represent orientation information, one
may derive a principled generalization of the standard one-dimensional
periodic covariance function (see Ch. 4 in [88]) with rotation matrices R,
using the geodesic (arc) distance, amounting to rotation angle, as follows.
First, one can carry out the eigendecomposition of R with eigenvectors
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corresponding to the rotation axes, while eigenvalues take the form {1, e±iθ},
where θ is the angle of rotation.

In order to solve θ given R, using the complex definition of cosine, one
gets

θ = arccos
( tr(R)−1

2

)
. (3.6)

Since the relative rotation between two orientations R,R′ ∈SO(3) are given
by RTR′, one arrives at the geodesic distance defined by the rotation
matrices:

dg(R,R′)= arccos
(1

2
(tr(RTR′)−1)

)
. (3.7)

A Taylor expansion for the geodesic distance around the origin yields the
3D counterpart of the standard periodic kernel:

dg(R,R′)≈
√

tr(I−RTR′) (3.8)

and the corresponding non-separable covariance function:

κview(R,R′)= exp
(
− tr(I−RTR′)

2ℓ2

)
. (3.9)

3.4.2 Gaussian Process Priors in Latent Spaces

Given the representational power of latent space in generative models, the
latent codes of successive camera images could be a promising target for
GP methods. A regular VAE can be extended to include a GP component,
training the VAE and GP part separately or in tandem as in GPPVAE [14].
In the resulting model, the posterior probability of a novel image y⋆ for an
object with features x⋆ seen from a view P⋆ is, given training images Y ,
training object feature vectors X , and training views P :

p(y⋆ |x⋆,Y ,X ,P ) ≈
∫

p(y⋆ | z⋆)  
decode prediction

p(z⋆ |x⋆,P⋆,Z ,X ,P )  
GP predictive posterior

q(Z |Y )  
encode training data

dz⋆dZ ,

(3.10)
where z⋆ are the predicted latent representations and Z are latent repre-
sentations of training images. Given fixed views and objects, the task of
GPPVAE is to predict images y⋆ for an object in the unobserved view P⋆.

However, unlike [14], the rigorous view-aware kernel Eq. (3.9) allows
one to predict arbitrary angles, while their method only allows predicting
a specific angle if it is present in the training data. This already marks
a considerable difference between seemingly similar kernel choices. In
ShapeNet chairs [15], these qualitative results also appear sharper (see
Publication V).

Unlike the low-resolution images used in [14], it is also possible to extend
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the approach to high-resolution image data, using higher resolution au-
toencoders or even GANs. Consider encoding images of a camera run into
the latent space of the state-of-the-art face generator StyleGAN [51]. In
absence of a built-in encoder, the process requires a tedious and very slow
optimization process, on the order of 1-2 minutes on V100 GPU for a single
image (over 1000× difference to, for instance, automodulator inference, see
Supplement of Publication III). But in case of GP, if the camera rotation
metadata for the covariance matrix is available, it is enough for one to pick
a subset of frames and interpolate the rest with the covariance matrix. In
the extreme case, the start and the end frame alone are enough.

To understand how GP can apply to a latent space in the first place, one
must postulate the existence of a ‘correct’ latent code zi for each input
image. The encoder will, then, approximate the correct latent code, in a
way that can be interpreted as a single observation z̃i of the ‘correct’ code.
More specifically, one then takes the prior for Eq. (2.11) as

z(P)∼GP(0,κ(P,P ′)) , (3.11)

for camera pose (or view) metadata P, and the likelihood as

z̃i = z(Pi)+εi , (3.12)

where εi ∼ N(0,σ2I) (unlike in Eq. (3.10) where the likelihood model is
learned). As the latent code z̃ = θ−1(yi) is the inverse of the GAN decoder θ

(acting as a noisy image encoder), for the images yi, the GP operates on
data

DGP = {(z̃i,Pi)}n
i=1 (3.13)

encoded from
D = {(yi,Pi)}n

i=1 . (3.14)

This allows us to predict both the ‘correct’ code and estimate uncertainty,
as well as interpolate the latent codes of the missing frames (see Fig. 3.7).
One can observe both the smoothing and predictive interpolation effects
achieved with the GP method.
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Figure 3.7. View-aware GP interpolation between two input frames: Row #1: Frames
separated by equal time intervals from a camera run, aligned on the face.
Row #2: Each frame independently GAN reconstructions. Row #3: Linear
interpolation of the intermediate frames in GAN latent space between first
and last frame (note the lost azimuth angle). Row #4: Interpolation in GAN
latent space between first and last frame by the presented view-aware GP
prior. Row #5: Per-pixel GP posterior uncertainty visualized in the form of
standard deviation of the prediction at the corresponding time step. Heavier
shading indicates higher uncertainty around the mean trajectory. Figure
adapted from Publication V.
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4. Summaries of the Publications

This chapter systematically summarizes and discusses the publications of
this thesis, as well as their relationships to each other.

4.1 Publication I: Pioneer Networks: Progressively Growing
Generative Autoencoder

Publication I develops the use of neural networks for representing and
manipulating of real-world images. To this end, an autoencoder capable of
generating sharp images at high resolutions could be a powerful tool. The
paper succeeded in showing that several techniques used in GANs carried
over to autoencoder context, and hence paved way for further improving
autoencoders, while the large majority of research efforts at the time was
moving to GAN-based models.

The AGE [113] model combines adversarial training ideas with a VAE-
like approach and a circular use of the encode-decode cycle. It was se-
lected as the starting point for the development of the autoencoder model.
Keeping AGE training stable, however, is challenging at 128×128 image
resolution and upwards. In GAN line of research, on the other hand, PG-
GAN [50] produces even considerably sharper images at high resolution,
but can only do random sampling (i.e., it cannot modify existing images).
Hence, the paper set out to combine the strengths of these approaches.
The original AGE used the architecture inherited from DCGAN [86]. Here,
the loss and core training methodology was adopted from AGE. This was
combined with several components of PGGAN: the crucial principle of pro-
gressively growing architecture, the equalized learning rate (EqLR) and
pixelwise feature vector normalization (PixelNorm) regularizers for the
decoder network. For the encoder, an architecture similar to the PGGAN
discriminator network was used (without the final binary classifier layer
or the minibatch std layer). For the encoder, the spectral normalization
(SpectralNorm) regularization [77] was used. Finally, the exponential av-
eraging of decoder weights (when evaluating) was adopted from ProgGAN
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and the generator sample buffer from [101].
With the resulting PIONEER Networks, state-of-the-art reconstruction

sharpness was achieved with CelebA (up to 128×128) and reasonable ran-
dom sampling results from 256×256 CelebaHQ and LSUN datasets and
32×32 CIFAR-10 datasets. Comparisons were made with regular AGE,
the typical encoder-equipped GAN (ALI) [25] and ProgGAN-L2, created
by training an encoder for a pre-trained PGGAN decoder using L2 recon-
struction loss. Sample quality and diversity was evaluated with FID, and
reconstruction capabilities with RMSE and sliced Wasserstein distance
[85]. Qualitative performance was shown for reconstructions, random
sampling and interpolations in latent space.

4.2 Publication II: Towards Photographic Image Manipulation with
Balanced Growing of Generative Autoencoders

Publication II continues the development of Pioneer Networks and ef-
fectively supersedes the regularization and loss function design of the
previous paper, mostly demonstrated for the CELEBA-HQ [50] dataset.

Analysis of Pioneer Networks made it clear that there are often problems
with prolonged training. The problems appeared to correlate with relatively
large swings in the gap between the KL divergence of the encoder and the
decoder. Meanwhile, the three different normalization methods (EqLR,
PixelNorm and SpectralNorm) used in Pioneer Networks seemed like a
rather ad hoc and heavy-handed approach to regularization. In order to
tackle the stability and simplify the training, EqLR and PixelNorm in
the decoder where replaced by SpectralNorm that already was used in
the encoder. The KL gap was regulated by simply preventing this loss
component from increasing beyond a certain margin.

It was observed that sufficient margin values for several datasets were
located on a narrow range and, while empirically set, they behaved with
reasonable predictability. Training stabilized in general, and the results
improved considerably in CelebaHQ, reaching 256×256 resolution with
reconstructions (see Fig. 2). One can then consider this improved ver-
sion—the ‘Balanced Pioneer Networks’—as the more streamlined version
of the PIONEER.

The improved model was then used for modifying input images based on
attributes that were specified by exemplar images, such as male vs. female
transition, adding/reducing smile, etc. (see Fig. 6). Although training fully
unsupervised, one can then define intended attributes by taking the mean
latent vector corresponding to a set of faces with the intended attribute,
another mean of the faces without it, and leveraging the difference vector
as the one used to add or remove the attribute to images. Though such
manipulation is commonplace in GANs, it had previously been less useful
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in the autoencoder context due to the limitations of image quality.
The regularization change was further evaluated by comparing various

combinations of EqLR and PixelNorm against SpectralNorm, and showing
the latter consistently outperformed the other ones separately and in
combination (see Fig. 3b).

4.3 Publication III: Deep Automodulators

Publication III sets out to adopt the generator architecture StyleGAN [51]
into the PIONEER, in order to allow for instantly combining the latent
representations of new ‘real’ input images in a scale-specific manner to
create fusion images. It turns out that doing so is not merely incremental
work, but essentially introduces a new category of generative autoencoder
models, in which one does not use the latent vector to simply drive the sig-
nal through the decoder, but creates the decoder data flow by modulation of
the first and second order statistics of the decoder convolutional activation
layers. Such an architecture has certain curious properties, perhaps the
most significant of which is the ability to mix the latent codes of two or
more source images at different scales. Such mixing could be now used for
any input images during evaluation, and also during training.

Furthermore, a novel way of using the principle of recursive (or circular)
usage of the model is identified. StyleGAN introduced a ‘style-mixing
loss’ that improved the decoupling of decoder layers by introducing mixed
generated samples during training. In the automodulator architecture,
this can be taken even further since one can run samples through the
decoding and encoding phases for as many times as desired. This allowed
introducing an extra layer mixing loss that further improved the results.
The encoder architecture and the rest of the training directly used the
method of Publication II.

Visually, sharp images were shown for style-mixing at 512×512 resolution
(see Fig. 3, left, and Supplement Fig. 14). Although the quality remains
inferior to StyleGAN, the differences are arguably at the level of detail
that is getting harder for human eye to observe. More importantly, the
difference to VAEs is now considerable. While it is possible to show the
style-mix at any combination of 9 levels of detail (4×4, 8×8, etc.), the evalu-
ation follows the [51] in picking the ’coarse’, ’intermediate’, and ’fine’ levels,
bundling together several layers, which empirically leads to better-looking
combinations. Style-mixing is also shown for LSUN Cars (see Supplement
fig. 15), demonstrating that, for instance, orientation and surface details
are distributed to the ’coarse’ and ’fine’ layers in the same manner as with
faces. Reconstructions and interpolations are also demonstrated with at
least the same level of quality as with Balanced Pioneer (see Supplement
fig. 10 and 13). Random samples are demonstrated for FFHQ, LSUN
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Bedrooms and LSUN Cars (see Fig. 3, Right).
Quantitatively, the purely generative (and fully invertible flow) models

are compared separately from encoder-decoder models, since the latter have
intrinsically more power. As expected, GAN models were clearly superior
in image quality and diversity measures, whereas the automodulators
were better than VAE and Wasserstein autoencoder baselines with the
same architectures, in terms of reconstruction faithfulness (LPIPS), sample
quality (FID), and latent spaces smoothness (PPL).

The paper also evaluated the effects of different loss function components
on the FID results in CELEBA-HQ 256×256, both on regular sampling
and on mixed random samples, and showed that the layer mixing mixing
loss as well as the adoption of robust loss [5] to replace L1 in sample
reconstruction loss do improve results.

4.4 Publication IV: Recursive Chaining of Reversible
Image-to-image Translators for Face Aging

Publication IV examines the principle of recursive usage of generative
models from the point of view of image-to-image translation. The key idea
is to explore the re-use of models normally suited only for one specific
transformation (other extensions include, for instance, multi-way trans-
formations like [19]). Instead of architectural advancements, the focus
is on combinatorics: the ways to chain transformers together as well as
recursively applying a model on its own previous output.

Early works on image-to-image translation focused on learning a 1-to-1
mapping from one domain to another. These mappings can be often learnt
efficiently even in weakly supervised fashion by training with two sets of
images such that they contain similar objects or scenes but the members
of each set share a common style of representation. Such translations
had previously been shown to produce high-quality images for some image
domains. This raises the question of whether it is possible to learn a more
flexible super-translator by chaining together multiple regular translators,
and whether there are problem domains where one could use the cyclic
transformations by feeding the output of a translator back to itself. It
turns out that synthetically aging a human face is an illustrative problem
to tackle in this manner.

The phenomenon of face aging is presented as one of domain migration,
so that a dataset of Cross-Age Celebrity Dataset (CACD) [16] faces are
bundled based on apparent age as 0-14, 15-25, 25-35, 35-45, 45-55, and
55+. In order to do this, the paper utilizes an auxiliary age estimation tool
[2] the performance of which was found quite consistent among regular-
looking faces. CycleGAN-like translators are then trained to carry out
these mappings, and once a translator has been trained, it is repurposed
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to also try to carry out the next-stage translation.
In order to choose which translators to re-use, a simple meta-algorithm

(see Algorithm 1) is defined whereby one greedily compares the perfor-
mance of the partially re-trained previous transformer with the more
recent model trained only on the new mapping. If the model that special-
ized in, for instance, 35 → 45 translation is no better than the translator
that was trained on 25→ 35 translation, then the separate 35→ 45 transla-
tion is discarded and the previous one is simply re-used, and so on. Indeed,
it is found that the 25 → 35 translator is roughly equivalent to the sepa-
rate 35 → 45 and 45 → 55 translators. The fact that the translator can be
re-used suggests similar physiological process taking place, which means
the model might even uncover regularities in developmental paths hidden
in the training data.

Notably, the performance of the models is compared by using an auxil-
iary age estimator (see Fig. 2). That is, the performance of the models
is compared by asking whether the age estimator actually considers a
translated face 10 years older than it was before, but there is no gradient
or other information flowing back to the training of the models. While the
age estimator in itself does not directly measure the quality of the outputs,
it gives an exceptionally intuitive measure of the model performance.

Since the cyclic transformers are in fact trained by mapping domains to
both directions, one can also map faces towards the younger age. Though
the meta-training method does not optimize for this across longer trans-
formation sequences, it works well for each individual translator, and
the paper also visually demonstrates transformation trains that go both
towards the younger and towards the older (see Fig. 1).

4.5 Publication V: Gaussian Process Priors for View-aware
Inference

Publication V bridges a wide class of computer vision models, including
image encoder-decoder models, with the well-established methodology of
Gaussian processes. Despite a huge volume of video data available, the
previous publications and the vast majority of image models in general
have focused on datasets where images are assumed independent of each
other. Scenarios with multiple observations of the same entity could natu-
rally benefit from incorporating uncertainty estimation and utilization of
auxiliary data, such as camera calibration metadata in the case of camera
runs and video. In order to tackle the encoding and representation of
consecutive and hence heavily correlated image frames, Gaussian process
models are explored, as they are well-suited for handling such data sets.

To apply GP methods on images, one can utilize prior knowledge of
camera lateral and rotation movement by incorporating it directly into a
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covariance function of a GP prior. This paper rigorously derives a ‘view-
aware’ kernel, one with separable orientation and translation parts, where
the orientation kernel allows for encoding ‘similarity’ of neighboring cam-
era orientations in 3D. Various theoretical advantages of the proposed
kernel are presented, and it is compared to other similar kernels, pointing
out performance improvements in a typical feature tracking experiment
with a moving mobile camera.

The proposed kernel is then compared in the same experiment as done
in [14] using ShapeNet [15] models, in which the visual shape of an object
(such as a chair) is predicted from a given angle (see Fig. 3). Importantly,
the presented kernel allows to predict the shape for an arbitrary angle,
while their formulation only allows predicting a specific angle if it is present
in training data. A small improvement is observed in MSE measurements
against their results.

Finally, a method to incorporate the kernel in a general encoder-decoder
context is presented, adding a time-dimensional aspect to the models such
as those in Publications I-III. Here, once an image is encoded into the latent
space of the given model, the latent code is treated as ‘an observation’ of
the postulated ‘correct but unknown’ latent code. Since any neural network
model can only learn an approximation, epistemically, the ‘correct’ latent
code is only a useful mathematical construct. This allows us to treat the
sequence of such observations with the same GP framework as before.

The power of GP can now be utilized to predict missing frames in an
encoder-decoder setup. The highest quality generator network at the time
of publication, the StyleGAN [51], is selected. In absence of an actual
encoder, an expensive optimization-based ‘inversion’ process of [83] is used
instead. GP can then be applied to interpolate any number of missing
frames in a chain of known frames, using the proposed kernel. In the
general case of multiple frames, this results in a denoising effect in a
sequence of reconstructions. In the extreme case where only the first and
the last visual frame are given, the task is to predict all the missing frames.
The power of the kernel stems from the prior data of camera movements,
the correlations between which are captured by the covariance matrix and
then leveraged to stand as covariances between latents, yielding predicted
latents for any frame between the known start and end frames. Fully
reconstructed camera runs using these methods are shown, comparing the
original camera run, the direct StyleGAN reconstruction, the GP-based
smoothing, and GP-based prediction based on the start and the end frames.
Predictions follow the correct original frames very closely. As shown for
comparison, simple linear interpolations cannot do the same, precisely
because the nonlinearities in the camera motion (standstill or back-and-
forth motions) are not captured (see Fig. 5).
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5. Conclusion

The main focus of this thesis is on the use of autoencoder models, supported
by exploration into recursive usage of image models in Publication IV
and the extension to temporal dimensions in Publication V. Most of the
landscape of comparisons is spanned in terms of VAE and GAN models. In
addition, recently, flow-based models such as GLOW have also been used
for similar purposes ([59]). These models have certain desirable properties
which can prove superior to some of the line of research carried out here.
However, as of this writing, in comparison to the models presented in this
thesis, flow models in image domain suffer from certain major restrictions
(see, for instance, computational requirements for training in [59]) that,
for many applications, remain limiting. This has motivated leaving them
outside the scope, except for baseline comparisons in Publication II and
Publication III.

The different paradigms of AEs and GANs let us view the presented
autoencoder developments in two different ways. From the perspective
of GAN research, the significance of a built-in encoder has typically not
been considered a key problem, and the emphasis on output quality (and
more recently, diversity) has been obvious. However, from the perspective
of autoencoders and VAE models, the improvements made in the quality
and resolution of images in Publication I, Publication II and Publication
III have been considerable.

A similar dichotomy of views occurs in terms of image resolution. On the
surface, it might seem like scaling a method up from 64×64 to 256×256 or
1024×1024 is a mere matter of typical hyperparameter adjustment such as
larger architectures and perhaps different learning rates. However, the
issue is far more complicated than that, as soon as one considers both the
instability and lacking mode coverage of regular GAN training and the
blurriness of VAE models, all contributing to challenges to the scaling. In
other words, a larger scale may call for considerable changes to the models
and their training.

In terms of the methods of this thesis, the intended suggestion is that the
key methods would generalize to new problems in image representation
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and manipulation. Evaluation of the applicability of these methods to
other data domains, such as graph and sequential data, would be a natural
topic for follow-up research.

The evaluation of each sub-technique used in the publications, such as
enforcement of scale-specific invariances in the automodulators or the GP
interpolation of latent representations, may constitute valuable contribu-
tions in their own right. In the GP interpolation, end-to-end training of the
whole model with an autoencoder was not yet tried out. Recent methods
towards this end, such as [45], could apply. The success of the progressively
growing architecture method (introduced by [50]) in PIONEER context sug-
gests there might be a wide range of DL algorithms that could similarly
benefit from the principle of progressive growth.

Especially in terms of Publication III and Publication V, it appears that
the one has only scratched the surface of what the proposed methods
could make possible. Consider, for instance, the various ways in which the
decoupled decoder layers of Publication III could be separately trained and
tuned, and it might be even possible to switch individual layers between
separately trained networks, extending the notion of transfer learning.
In the bridging Publication V, all the applications presented are merely
suggestive of a whole domain of applications.

Certain challenges and open questions remain about training time and
generalizability of the results in new image domains. The application
of Publication III in LSUN Cars is telling, since it indicates that, first,
the model can learn a rather different dataset reasonably well without
changing any hyper-parameters between FFHQ and the LSUN Bedrooms.
Second, it highlights the familiar need for well-structured training data, as
the variation in the structure of images drawn from that dataset is huge,
preventing the model from learning more than the typical ‘well-behaving’
image structure.

An open question remains in terms of whether one needs an autoencoder
in the first place, as opposed to first training a GAN generator and then
separately training an encoder to that GAN. While, for instance, in Publica-
tion I this was shown to yield results inferior to the PIONEER model, much
more focused efforts and detailed comparison would be needed to reach
strong conclusions. The working hypothesis in this thesis has been that
if it was trivial to ‘just add an encoder’ to a GAN, such encoders would be
ubiquitous by now. They are not. As long as there is insufficient evidence
either way, it is reasonable to presume that the learning of encoder-decoder
combinations and generators-to-which-encoders-can-be-later-trained are
two distinct problems.

The outstanding benefit of especially the approaches Publication I, Publi-
cation II and Publication III is the relative simplicity and generality. Of
course, for each single problem, such as for specific kinds of image transfor-
mations, it is to be expected that one can train a specialized (for instance,
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image translation) model that performs better than these generic models.
In long-term, however, it is suggested that a general-purpose autoencoder
model will simply require less hyper-parameter tuning and architecture
design than GAN-with-encoder models (where the straight-forward imple-
mentation will, of course, regularly require 50% more parameters).

The final question remains in terms of what are the benefits of using
AGE as opposed to other modern autoencoder models, including GANs
equipped with autoencoders. Despite some baseline comparisons such as
those in Publication I and Publication III, systematic comparison remains
a future research topic. The unquestionable benefit of the AGE-like ap-
proach (one shared with IntroVAE [46]) is the avoidance of a separate
discriminator, which concretely yields architectural simplicity and consid-
erably less parameters to learn and fit in memory. As for other differences,
designing a fair comparison experiment would be somewhat involved, since
the difference in the number of parameters can be accounted for in several
ways. Ideally, one could separately explore the case of a smaller and a
larger budget for model size. Finally, comparison between IntroVAE and
PIONEER was not carried out, so the relative benefits of each have not
been established. It is not known whether the AGE base could have been
replaced with IntroVAE.

Research on these topics progresses at great speed. For this reason alone,
it is suggested that architectural simplicity, such as that in the PIONEER

based approaches, provides intrinsic value and staying power that make
them potential building blocks for future DL systems.
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Errata

In Publication I, the implementation suffered
from PyTorch bug 12671 [110] which prevented
CelebaHQ reconstructions in 256×256 resolu-
tion and reduced the diversity of images in Fig.
6. The bug was mentioned in the follow-up
work Publication II.
In Publication I and Publication II, the en-

coder implementation had a mislocated LReLU
activation function (with p = 0.2) at the second-
last layer, biasing the latent space distribution.
This may have made the reported results worse
across the board. The effect was mentioned in
the Supplement of Publication II.
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