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tor analysis, which captures statistical dependencies between the data sources in 
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discrete events. The assumption is that the sources correlate only during events 
with known timings, inferred from a stimulus stream for instance, but the type or 
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Useat viimeaikaiset neurotieteelliset kokeet voidaan nähdä data- 
analyysiongelmina, joissa on kaksi tai useampi datalähde: sekä aivoaktiivisuus 
että ärsykkeen piirre-esitys, tai kuten tässä diplomityössä, kaksien eri aivojen 
aktiivisuudet. Näissä asetelmissa luonnollinen analyysimenetelmä on kanoni
nen korrelaatioanalyysi tai sen probabilistinen laajennos usealle datalähteelle, 
ryhmäfaktorianalyysi. Nämä menetelmät kaappaavat tilastollisia riippuvuuksia 
tai korrelaatioita datalähteiden välillä. Tässä työssä luovutaan oletuksesta, 
että datalähteiden välillä on olemassa koko kokeen yli kestäviä korrelaatioita 
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keskiarvoistamisen yleistyksenä. Tässä työssä kehitettyä mallia sovelletaan 
kahden henkilön MEG-mittaukseen, missä tehtävänä on tunnistaa kumpi näistä 
kahdesta koehenkilöstä on lausunut jonkin sanan.
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Symbols and abbreviations

Symbols

D
G(a,b)
К
AA(/x,S)
N
W
W(V,n)
У
Y
z
Z

Data dimensionality
Gamma distribution with shape parameter a and rate b
Latent dimensionality, number of factors
Gaussian distribution with mean д and covariance £
Number of samples 
Factor loading matrix
Wishart distribution with scale matrix V and degrees of freedom
Data point
Data matrix (N x D)
Factor score or latent variable 
Matrix of latent variables (N x K)

Operators and functions

|£| Determinant of matrix £
[AW Element on the ith row and jth column of matrix A
(•) Expectation
Ar Transpose of matrix A
5(y) Dirac delta function evaluated at у
£>kl (p||g) Kullback-Leibler divergence between p and q
TrA Trace of matrix A
INI Vector norm, ||x||^ = x7£_1x

Abbreviations

CCA Canonical correlation analysis
FA Factor analysis
GFA Group factor analysis
MCMC Markov Chain Monte Carlo
MEG Magnetoencephalography, a functional neuroimaging technology 
VB Variational Bayes
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Chapter 1

Introduction

1.1 Overview

Recently, neuroscientific experiments have been performed with increasingly more 
complex, natural stimuli ranging from speech and music to movies, which poses 
challenges for conventional data analysis. A practical solution is to include more 
data, from multiple sources, into the modelling phase. A case where we would 
naturally be interested in finding dependencies between multiple sources is that of 
studying common responses of multiple subjects, each interpreted as a separate data 
source, exposed to the same stimuli (Kauppi et al., 2010). Another natural multi
source setup treats the brain activity and a feature representation of the stimulus 
as two data sources, using the dependencies between them to characterize responses 
to complex natural stimuli for which no clearly defined trials, epochs or events can 
be specified (Ylipaavalniemi et al., 2009).

One of the most typical approaches to consolidate information from two data 
sources is canonical correlation analysis (CCA; Hotelling, 1936; for a recent review 
see e.g. Klami et al., 2013) CCA finds linear combinations of the features of each 
data set such that the correlation between these combinations is maximized over 
the whole experiment. In recent years CCA has gained popularity in neuroscience, 
for all brain imaging techniques. Koskinen et al. (2012) used a Bayesian mixture 
of CCAs model to find dependencies between the brain activity measured by mag
netoencephalography (MEG) and continuous speech. Campi et al. (2013) used a 
non-linear CCA variant for analyzing MEG data from an experiment in which sub
jects were given the same naturalistic stimulus consisting of tactile, auditory and 
visual blocks. Correa et al. (2010) applied CCA to investigate how EEG relates to 
fMRI measurements. Deleus and Van Hulle (2011) studied functional connectivity 
in fMRI using a variant of CCA, which generalized the method for more than two 
data sources. Another multi-view generalization called group factor analysis (GFA) 
was presented by Virtanen et al. (2012b).

The CCA-based approaches assume that the correlations between the data sources



Chapter 1. Introduction 2

last over the whole experiment. Often however, the observed correlations might be 
weak and temporally localized. For example, it is unreasonable to expect a strong 
correlation between the brain activity and naturalistic auditory stimulation during 
periods of low stimulus activity, or when the subject is not paying attention to the 
stimulation. Instead, we should expect that the degree of correlation varies during 
the experiment and, in particular, the correlations are stronger during some tempo
rally localized periods of interest. In this work we propose a novel extension to the 
CCA-family that purposefully seeks to find such temporally localized correlations.

The proposed solution is based on the GFA model (Virtanen et al., 2012b), 
extending it to support temporally localized correlations. It is assumed that the 
data sources are independent except during short temporal windows associated with 
events in the experiment. The timings of these events are assumed to be known, at 
least approximately, but there can be different types of events that trigger different 
kinds of correlations during the events. From this perspective the proposed model 
can be interpreted as a generalization of the classical MEG analysis method, where 
the response to events is found by averaging over repetitions of the same event (Luck, 
2005). Even in a very complex naturalistic stimulus some events can be extracted 
for example from the stimulus recordings, but it is often not obvious how to group 
them together for averaging. Our model learns such a grouping automatically by 
assigning with each event a specific type of correlation, and it is also robust for 
imprecise timing of the events. In a sense, it allows estimating the average responses 
even when we cannot say in advance to which phenomena the events correspond, 
while extending the definition of an interesting event to one that elicits a specific 
type of correlation between the data sources.

The main goal of this thesis is to describe the computational model. The model 
is demonstrated on a recent naturalistic MEG recording. The proposed model is 
applied on a two-person MEG setup where the brain activity of two individuals 
interacting with each other are being simultaneously recorded, with the instrumen
tation setup of Baess et al. (2012). The experimental setup is that of a word game; 
the two persons interact by alternatingly uttering isolated words that are supposed 
to form a story, and the MEG recordings of the individual subjects are treated as 
two data sources. The beginnings of the word utterances are considered as events 
and imprecise estimates of their timing are obtained by monitoring the microphone 
signal. The model then assumes that the MEG signals correlate during these events 
but not outside them, and it is shown that the model automatically recognizes the 
two different types of correlations between the sources. These types correspond to 
the obvious dichotomy of which subject utters the word, which provides a ground 
truth for validating the model.

1.2 Structure of the thesis

The rest of this thesis is structured as follows. Magnetoencephalography and some 
traditional data analysis methods applied therein are presented in Chapter 2. Chap
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ter 3 gives an overview of Bayesian inference in general. Then, Chapter 4 develops 
the necessary background in factor models, covering classical factor analysis and 
canonical correlation analysis along with their Bayesian or probabilistic formula
tions.

Group factor analysis and the proposed extension to event-related data are pre
sented in Chapter 5. The model and inference algorithms are experimentally evalu
ated in Chapter 6 and Chapter 7. Finally, some discussion and conclusions are given 
in Chapter 8.

1.3 Contribution of the thesis

The thesis contributes a novel extension to the broad field of factor analysis models, 
motivated by a task in the analysis of MEG data, that is assumed to consist of 
multiple types of events sparsely located over the length of an experiment. The 
work that resulted in this thesis will also be presented at the NIPS 2013 workshop 
on Machine Learning and Interpretation in Neuroimaging (Remes et al., to appear).
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Chapter 2

Magnetoencephalography

This chapter gives a brief introduction to magnetoencephalography (MEG) as a 
neuroimaging technology and reviews data analysis methods often employed in MEG 
studies.

2.1 MEG principles

MEG is a non-invasive neuroimaging technique that allows studying neuronal activ
ity in a living brain; non-invasiveness refers to the fact that MEG does not require 
surgical procedures or exposing the subject to any radiation or strong electromag
netic fields. Neurons are the information-processing units of the brain. They can 
send electrical impulses to other neurons nearby or in distant parts of the brain. 
MEG measures the associated magnetic fields that are generated by the electrical 
activity when multiple neurons fire synchronously in a small region of the brain 
(Hämäläinen et al., 1993).

Measuring very weak magnetic fields such as those produced by brain activ
ity requires very sophisticated and sensitive magnetometers, superconducting quan
tum interference devices (SQUID) currently being the standard (Hari and Salmelin, 
2012). The magnetometers are arranged in a helmet-shaped array consisting of more 
than 300 SQUID sensors on modern devices; a typical MEG scanner is depicted in 
Figure 2.1.

2.2 Signal space separation

Signal space separation (SSS) is a pre-processing technique often employed in MEG, 
presented by Taulu et al. (2004, 2005). SSS separates the signals captured by the 
MEG sensors that originate inside the sensor array, that is signals generated by the
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Figure 2.1: MEG scanner with a patient. Image from the National Institute of 
Mental Health, National Institutes of Health, U.S. Department of Health and Human 
Services.
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subject, from those emanating outside the array. This is made possible since the rel
atively high number of sensors oversamples the magnetic fields of both biomagnetic 
origin and external disturbances.

The sensors of an MEG device are contained in a source-free volume, and the 
magnetic field В is a gradient of a harmonic scalar potential V, as in В = —VV, 
where V2V = 0. Solutions to the Laplace equation can be expressed using the 
spherical harmonic functions У(т(0,</>) as

V(r) = E É + e É /WAW».*>- (2D
1=0 m=-Z 1=0 m=-l

Here the first summation corresponds to sources that are inside the sensor array 
while the second summation is for the sources more distant from the origin. The 
constants aim and ßim characterize the sources. The measured magnetic signal 
vector ф, when the expansion in (2.1) is truncated to orders Lm and Lout, can be 
written as

.Lin I -^out ^
Ф ~~ ^ ^ ^ ^ &lm3-lm “b ^ ^ ^ ^

1=1 m=—l 1=1 m=—l

or in more compact notation as

Ф = Sx = (Sin Sout)

by denoting
Sin (al,-l) • 1 1 ! аГ/,пГ'т ) >

Xin 11 • • • j ®iinlj„)
and similarly for Sout and xout. The new bases S are determined from the geometry 
of the MEG device, and the harmonic amplitudes x are estimated from

where Sf is the pseudo-inverse of S. The magnetic signal can be then reconstructed 
without including the external disturbances as

Ф Sinxin.

2.3 Data analysis

2.3.1 Event-related fields analysis

It is difficult to distinguish a response that is elicited by some stimulus based on a 
single trial of presenting it, since there obviously always exists other brain activity
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that is not related to the stimulus presentation, possibly some external artifacts 
disrupting the magnetic fields and measurement noise. However, by averaging over 
many replications of the same stimulus it becomes easier to study the event-related 
magnetic fields (ERF), which are revealed from the low signal-to-noise ratio MEG 
signal. This is based on the observation that the other on-going activity is not locked 
to the stimulus and will cancel out eventually. Mathematically, the averaging can 
be written as follows,

(2.2)

71=1

Here yn(t) refers to the measured MEG signal at time t during nth repeated pre
sentation of the same stimulus. Many pre- and post processing techniques may also 
be employed in addition to simple averaging. If there exists some consistent re
sponse the stimulus, the averaged time series exhibits peaks at some latencies, and 
the locations and magnitudes of these peaks are often of great interest in cognitive 
neuroscience (Luck, 2005).

2.3.2 Inverse problem

The inverse problem in MEG refers to the problem of finding the actual locations 
in the brain that were activated during an experiment and were responsible for 
generating the measured magnetic fields. Various methods for solving the inverse 
problem have been suggested, some of the most common ones including the minimum 
norm estimate (MNE; Hämäläinen and Ilmoniemi, 1984), minimum current estimate 
(MCE; Uutela et al., 1999) and various Bayesian approaches (see, for example, Wipf 
et al., 2010). These approaches limit the solution space by favoring simpler source 
configurations, in terms of the norm of the total current.

These methods are not considered in more detail here, because source estimates 
for the data that are analyzed in the experimental part of the thesis were not pro
vided. Moreover, the use of these methods would increase the dimensionality of the 
data that are sparse in the source space, which would bring additional difficulties to 
the analysis; possible benefits could include easier interpretability of the results.
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Chapter 3

Bayesian inference

3.1 Introduction

In the Bayesian approach to statistical modelling, not only the observable or latent 
variables are taken to be random variables but one considers the model parameters 
to be random variables as well. The Bayesian approach allows one to take the prior 
information one may have about the model parameters into account in a principled 
manner using suitable probability distributions that encode the information.

Consider a model with some parameters and latent variables together denoted 
as 0. All of our prior information is included in the prior distribution p(@). We 
wish to obtain more information about the parameters 0 by observing data Y. The 
probability of observing Y given some parameter values 0 is the likelihood p(Y|0). 
Inference in Bayesian modelling is based on the posterior distribution of the model 
parameters, given by the famous Bayes’ formula

P(0|Y) -
p(Y|0)p(0)

P(Y)
(3.1)

Using the posterior distribution, one can calculate any statements regarding the 
parameters, including the expected value, variance, credible intervals, or test hy
potheses. The quantity

P(Y)= [ p(0,Y)d©
Jg

is called the model evidence, which can be used for tasks such as model selection.

The computations needed to obtain the posterior distribution in most Bayesian 
models encountered in practice are non-trivial and most of the time not analytically 
tractable. Next, an example is presented of a simple Bayesian model, for which it is 
possible to analytically derive the posterior distribution of the parameter of interest, 
to further clarify how the Bayesian modelling machinery works. In the rest of the 
chapter a review on two common approaches to approximate inference is given, first 
on sampling methods, and second an approach based on variational optimization.
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3.2 Example: normal mean

Here we consider the task of estimating the mean of normally distributed variables 
x with known variance a2 and unknown mean p. The likelihood is then

x\p ~J\f(p, a2). (3.2)

As prior information we assume that the mean parameter is also normally distributed 
with a mean p0 and variance a\ as

H ~ Н(цо,(т1). (3.3)

We might, for example, assume that the mean should be somewhere near zero, so 
we could then set the values p0 = 0 and <7q = 1.

Now, given an observation x, we wish to update our beliefs about the mean //, 
which corresponds to calculating the posterior distribution p(p\x). The density of 
the normal distribution is given by

ЛГ(*к<,2)=vibexp - rf) ■

The posterior is now given by the Bayes’ formula (3.1) as

p(p\x) ocp(x\p)p(p),

where p(x\p) and p(p) are as in (3.2) and (3.3), respectively. By a simple calculation 
we get

p(p\x) oc exp ^-^(x - /г)2) exp - Pof^j

= exp ^(x2 - 2xp + p2) - - 2№o + Ato)

■exp ("2 (-*? - щ)+" (å ■+1) - (£+й))
oc exp

where we denote

Thus we conclude that the posterior for the mean is the normal distribution p(p|x) = 
Af(p\pi,a2), which can be interpreted as a weighted mean between between the prior 
belief and the observed value.
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3.3 Markov chain Monte Carlo

Markov chain Monte Carlo (MCMC) methods provide a way to obtain a random 
sample from a posterior distribution of model parameters, or more generally from 
a distribution that can only be evaluated up to a constant multiplier. That is, we 
know the density of variable в as

m =

where p{0) is a non-normalized density and Z is an unknown normalization constant. 
This indeterminacy makes evaluating expectations

</(*)> = / тмм
Je

also difficult. MCMC methods provide a sample of size N from the distribution р(в) 
that can be used to approximate the expectation as

t=l

where 0(<) is the ith realization of the random variable in the given sample. Note 
that р(в) does not appear here, as the variates 0(l) are already present in the correct 
proportion, as dictated by the probability distribution. Probabilities

P(6 G A) = f p{6)de 
JeeA

can also be easily approximated using the MCMC samples as in

Р(в€/1) = ^((««еА),

where /(•) is the indicator function.

As the name suggests, MCMC produces samples from a intractable distribution 
by building a Markov chain that converges to a stationary distribution that equals 
the desired difficult probability distribution. Next an overview of the two most 
popular MCMC approaches is presented.

3.3.1 Metropolis-Hastings

The Metropolis-Hastings algorithm produces samples using a simpler proposal dis
tribution q(91-) to provide, conditional on the current state of the chain, a proposal 
which is then accepted as a sample from the desired distribution with some proba
bility, or rejected in which case the previous sample of the chain is kept.
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A proposal O' is accepted with probability

№)я(№Ю
p(0W)9(0'|0«)’ (3.4)

where 0h) js the current state of the chain (Bishop, 2006). The ratio p(0')/p(0) is 
possible to evaluate as the normalization constant is cancelled out since it does not 
depend the values 6^ or O'. If the proposal was accepted the next state of the chain 
becomes 0h+i) — Q', and if not, 0h+i) = 0(0.

In the example in Section 3.2, the M-H sampler could also be employed to pro
vide samples from the posterior of the parameter p. If the proposal was a Gaus
sian centered at the previous state p^ with a variance A2, that is g(/rh+1)|^(*)) = 
H(p(l+l)\p(l\\2), the acceptance probability (3.4) would be

p{x\p')p(p') _ ехр(-2^(ж - p')2) exp{~2^(p' - Po)2)

p(x\pW)p(pW) exp(-^(x - /x«)2) exp(-2^(/r6) - p0)2)'

3.3.2 Gibbs sampling

Gibbs sampling is a special case of Metropolis-Hastings sampling where each pro
posal is accepted with probability 1. It requires that we are able to compute the 
conditional distributions of each variable given all other variables. Gibbs sampling 
is perhaps the most popular method used for inference in Bayesian models. To see 
how this sampling procedure is a special case of Metropolis-Hastings, consider a 
MH-step that updates the variable 0k while keeping the other variables fixed. 
The proposal for the transition from в to в' is given by дк(в'\в) — р(0'к|0_fc). The 
acceptance probability in (3.4) is then

р{в')дк(в\в') p{ffk\ff_k)p(ß'_k)p{Ok\&_k)
“ р(в)дк{в'\в) р(0к\в_к)р(в.к)р(0'к\в_к) ’

where the last equality follows from the fact that в'_к — 0_к. (Bishop, 2006)

To illustrate the Gibbs sampling algorithm, consider sampling from a probability 
distribution with three variables, Q\, 62 and 03. Then the Gibbs sampling algorithm 
proceeds as follows:

1. Initialize 0^ and 0^\

2. Set г <— 1,

3. Sample ø|I+1) | 0^,0^ ~ p(0i \ 02\0^),

4. Sample <+1) | <+1), Of ~ p(02 | 0<<+1), <#>),

5. Sample 0<i+1) | вЧ+1),0$+1) ~ p(03 | ^<+1), <+1)),
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6. Repeat from 3 with i 4— i + 1.

The sampling is continued until we have collected a desired number of samples.

Again considering the example in Section 3.2, the analytical posterior there was 
derived based on the fact that the variance in the likelihood was assumed fixed. On 
the other hand, if the variance was also a random variable with some prior p(a2), the 
posterior distribution derived for p would correspond to the Gibbs sampling step, 
where p was sampled conditional on the variance a2, that is

ц\а2,х ~./V(pi,<7i),
where the parameters pi and a2 would depend on the previous value of a2 in the 
latest iteration of the Gibbs sampler.

3.4 Variational methods

Variational methods for graphical probabilistic models consist of a very wide variety 
of different algorithms, and an extensive review is given by Wainwright and Jordan 
(2008). In the present work we specifically concentrate on the so-called variational 
Bayes (VB) or the mean field family of variational methods, that are very widely 
adopted in many practical applications of Bayesian modelling in machine learning.

The term variational here refers to the view that these methods seek to find 
functions (probability distributions) that maximize a certain criterion that is de
rived in the following; this kind of optimization is studied in mathematics under the 
name of calculus of variations. There are two main advantages of variational Bayes 
over MCMC methods. The first one is that VB provides an explicitly defined cost 
function that can be monitored to assess the convergence of the method, whereas in 
MCMC there exists no general rule for how many samples should be collected from 
the posterior distribution. Variational Bayes also provides a deterministic approx
imation although this factor is somewhat mitigated by the fact that the algorithm 
is often initialized randomly. VB is also typically computationally more efficient 
than sampling methods. An obvious disadvantage of VB is that it can never pro
duce exact results unless the assumed factorization just happens to be correct, while 
a proper MCMC method will eventually provide samples from the exact posterior 
when the number of samples approaches infinity.

Variational Bayes assumes that the true posterior distribution can be approxi
mated by a simpler factorized distribution of the form

9(e) = n^)~p(0lY)’ (3-5)
t

where the are disjoint subsets of the parameters 0. The Kullback-Leibler diver
gence

Dkl (g||p) = J q(x) log (3.6)
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can be characterized as a kind of a distance measure between two probability dis
tributions q(x) and p(x), but strictly speaking it is not a distance metric, since the 
KL-divergence is not symmetric. The goal in variational Bayes is to minimize the 
divergence Dkl (g(©)||p(0|Y)) between the factorized approximation and the pos
terior; obviously the divergence is zero when q(Q) = p(0|Y) and greater than zero 
otherwise, which can be seen by applying the Jensen’s inequality as follows,

Dkl (q\\p) = ~ j q{x) log > - log J q{x)1̂ ~dx = 0.

The Kullback-Leibler divergence can be related to the logarithm of the model 
evidence which can be written as

logp(Y) = J q(Q) logp(Y)d0

<?(©) log
P(Y,Q) 
P(0|Y) 
p(Y, 0)

de-I= J 9(6) log P^(_y^ de + J q(Q) log 

= £(9) + £»kl(9(0)||p(0|Y)).

g(Q)

P(0|Y)
de

Since Z?kl (9(0)||p(0|Y)) is always non-negative, it holds that logp(Y) > C(q), 
where C(q) is called the variational lower bound for the model evidence, and can 
also be written in the form

= (toggle,-M)i(e>, (3.7,

where the expectation is taken with respect to the approximation 9(0). Note that 
minimizing the Kullback-Leibler divergence is also equivalent to maximizing the 
variational lower bound.

It is straight-forward to show that the optimal q(ßi) is found by

log q(9i) = (logp(Y|0) + logp(0)),(e_f) + constant, (3.8)

where ©_< denotes all model variables excluding вг. This result suggests a coordinate 
ascent algorithm, where (3.8) is applied in turn for all i, for finding all terms q(9i) 
in the factorization (3.5).

As seen from (3.8) the computations needed are actually very similar to what 
is done for deriving the conditional distributions for Gibbs sampling, except that 
for VB some possibly complicated expectations need to be evaluable. As with 
Gibbs sampling, the example in Section 3.2 could be extended for unknown variance 
a2. With variational approximation, the factorized distribution could be written as 
p(p,a2\x) & q(p)q{a2).

In some cases variational Bayes (with too much factorization) is known to in
troduce significant biases, such as in latent Dirichlet allocation (LDA) models as
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shown by Teh et al. (2006), who proposed an approximation with less factorization 
assumptions that performed much better. Even in cases where (3.8) is not ana
lytically tractable, it is possible to work around the issue using techniques such as 
constructing further lower bounds (Jaakkola and Jordan, 2000), stochastic gradient 
search (Paisley et al., 2012), or replacing the mean-field formulation by a Gaussian 
mixture with parameters to maximize the lower bound (Gershman et al., 2012). 
The variational approximation may not always answer all questions one might have 
about the model and the data, such as the predictive density, which may still be 
intractable, or the true (log) evidence of the model, for which we gain only a lower 
bound. Importance sampling using the variational density q(0) as the proposal 
distribution can be used to generate samples from the exact posterior (Opper and 
Saad, 2001; Ghahramani and Beal, 2000).

While these alternative approaches to variational inference are interesting, the 
application of the methods in this thesis is restricted to the standard mean-field 
variational Bayes, with one parameter not treated probabilistically but instead ob
taining a point-estimate by maximizing the variational lower bound for the model 
evidence within each step of the VB algorithm.
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Chapter 4 

Factor models

This chapter first presents the necessary background on the statistical methodology 
in classical factor analysis model and its Bayesian formulation, and canonical cor
relation analysis. Then it proceeds to look at more advanced extensions of factor 
models that incorporate different kinds of sparsity in their loading matrices.

4.1 Factor analysis

The goal in applying factor models is to reduce the dimensionality of the data, to 
gain better understanding of the data by means of interpreting the structure of the 
lower-dimensional representation. A thorough view into the classical factor analysis 
model is given by e.g. Harman (1976) and many multivariate statistics textbooks 
such as Härdle and Simar (2003).

The classical factor analysis model is typically written as

Yi - Ц = Wzi + £i. (4.1)

In the context of factor analysis, e* are called uniquenesses (which otherwise may 
be called e.g. error or noise) that explain the unique, independent variation of each 
variable, which is not adequately modelled by the common factors z*. Since they 
are assumed to be independent, they have a diagonal covariance matrix

Ф-1 = Var(e) = diag(V’_1).

The loading matrix W relates the common factors to the observations yt. The mean 
vector ß is often taken to be 0, since the data can be centered as a pre-processing 
step.

The factor model (4.1) in essence is a model for the data covariance

£ = Var (Y) = ((у -ц)(у- n)T) = WWT + Ф1. (4.2)
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Maximum likelihood estimation for the model is done usually by assuming the 
data to be distributed as a multivariate Gaussian1

y~Af(/x,£) (4.3)

with the covariance matrix £ parameterized as in (4.2). Then the log likelihood 
function is simply

/V 1 N
C{W, Ф|¥) (X -- log |£| - - - д)тЕ-Чу, - tl)

t=i

-—loglBI-ylHE-'S), (4.4)

where £ is as defined in (4.2) and S is the sample covariance matrix S = Х)<=1(у<-
ц)(у{ — ti)T■ Then maximizing the likelihood in (4.4) with respect to the model 
parameters one obtains the estimates of W and Ф.

It is notable that the model in (4.1) is in principle unidentifiable, since for any 
orthogonal matrix R (that is, RRT = I), we can transform the model as W = 
WRT and zi = Rz,, from which follows that the likelihood remains the same since 
Wzj = Wzi- Many different methods for determining the rotation matrix R have 
been developed. These criteria often aim to produce loadings that are more easily 
interpretable, which usually means that the loading matrix should be sparse, that 
is, contain many values that are nearly zero. The varimax rotation introduced by 
Kaiser (1958) is one of the most commonly used criteria, maximizing the sum of the 
variances of squared loadings of each factor.

4.2 Canonical correlation analysis

Canonical correlation analysis (CCA, Hotelling, 1936) is a standard method for 
studying correlations between two sets of variates, denoted here by X and Y. CCA 
finds linear combinations of the original variables, u = Xwx and v = Ywy, dubbed 
the canonical variates, that are determined such that their correlation is maximized. 
Formally, it can be written as the solution of the optimization problem

maximize wj£Xywy
W*,Wy

subject to w^£xwx = 1, (4-5)

wy £ywy = 1,

where £Xy is the cross-covariance matrix of X and Y, and £x and £y the covari
ance matrices of X and Y, respectively.

1Multivariate Gaussian density is A/"(y|/i, £) = (2тг) fc/,2|£| 1/,2exp ^—5 ||y -
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CCA can also be constructed as a specific probabilistic model, whose maximum 
likelihood estimate corresponds to the formulation of (4.5) up to a rotation of the 
projection matrices (Bach and Jordan, 2005). The probabilistic model is given by

z ~ A/"(0,1), z 6 RK, min{£)b D2} > К > 1, 
x I z ~ M{Wiz + /i1,4'1),
У I z ~ Af(W2z + /i2, Ф2).

Bayesian analysis of this model has been given by Klami and Kaski (2007) and 
Wang (2007), both placing automatic relevance determination (ARD) priors for the 
projections W and the full covariance matrices Ф. Later Virtanen et al. (2011) and 
the extended journal paper by Klami et al. (2013) presented a more robust model 
by replacing the full covariances with a spherical noise model and assuming a group- 
wise sparse ARD prior on W that allowed the latent variables to explain variation 
present in only one of the data sources.

4.3 Bayesian factor analysis

A Bayesian analysis for the factor analysis model needs to specify appropriate prior 
distributions for all the model parameters, including the loading matrix W and the 
noise precision matrix Ф. Making explicit that all parameters are random variables, 
the data points have independently

yJWjZj, Ф ~ A/”(WZi, Ф”1), (4.6)

where Ф is the noise precision matrix. In some earlier work on Bayesian factor 
analysis models (Press and Shigemasu, 1997) the precision is assumed to be a full 
positive definite matrix with a Wishart prior2

Ф ~ W(V,z/) (4.7)

such that the prior mean is diagonal, that is, V is a diagonal matrix; v denotes 
the degrees of freedom. More typically it is assumed that the noise precision is a 
diagonal matrix Ф = diag(i/>) with each element of -ф having a gamma prior

Фг~в(а,Ь), (4.8)

which is more in line with the classical model.

Both of these approaches are motivated by the assumptions of the classical fac
tor analysis model that the unique factors should be independent. The Wishart 
prior however will allow the posterior of Ф to be non-diagonal depending on the

2Wishart density is given by W(X|V, v) = 2~‘/p/2|Vj-‘'/2rp(t'/2)~1|X|(1/~p-1)/2 exp(- Tr(V-1X)/2), 
where p is the dimensionality of the matrices.
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strength of the prior parameters, thus making the model more robust with respect 
to misspecification of the number of factors.

The added flexibility of the Wishart prior model comes at a price, since for high
dimensional data the number of parameters (which is proportional to the square of 
data dimensionality D2) may greatly exceed the number of samples available, making 
the estimation of the precision matrix difficult. Virtanen et al. (2011) demonstrated 
this issue with their canonical correlation analysis (CCA) model, that featured only 
a diagonal matrix with dataset specific precisions, performing vastly better than an 
earlier CCA model proposed by Wang (2007) that used a full Wishart prior for the 
noise precisions.

Many types of priors have also been suggested for the loading matrix W. A com
mon prior is the column-wise automatic relevance determination ([) ARD;] (]bishop 1999bayesian 
prior that is constructed hierarchically as

wfc|afc ~ ^(O.a^1!) (4.9)

where the precision parameter has a gamma prior

ctfc ~ G{a, b). (4.10)

This kind of construction automatically determines the latent dimensionality of the 
data by driving columns that are not necessary for modelling the data to have values 
close to zero when the corresponding t»*, gains very large values, which possible when 
the hyperparameters a and b have small values as to give a closely uninformative 
prior distribution.

In factor analysis, the latent variables are typically assumed to be independently 
Gaussian,

z< ~W(0,I). (4.11)

Other kinds of priors have also been proposed for different situations such as account
ing for temporal or spatial dependencies using Gaussian processes for the loading 
matrices and latent variables (Luttinen and Ihler, 2009).

4.4 Sparse factor analysis

When the dimensionality of the data becomes relatively high, many elements of 
the factor loading matrix also become zero in practice. In other words, one single 
factor explains variation in only a small subset of the original variables. From a 
Bayesian viewpoint, this kind of prior information should be taken into account in 
the modelling process, which is not done in the classical factor analysis model or in 
the basic Bayesian formulation thereof.

For example, Knowles and Ghahramani (2011) present a sparse factor analysis 
model where element-wise sparsity in the loading matrix is achieved using the Indian
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buffet process (IBP) prior. The formulation easily includes many other formulations 
of sparse factor analysis as special cases with rather small modifications of the priors 
or hyperparameters. The Indian buffet process defines a distribution over infinite 
binary matrices. The model uses the binary matrix to automatically select which 
elements of the loading matrix are zero or non-zero. Especially, only a finite number 
of columns will have non-zero values, thus determining the number of factors needed 
to model the data.

Another popular prior for sparsity in Bayesian models is automatic relevance 
determination (ARD). ARD has been often used previously in both classification 
(Tipping, 1999) and regression (MacKay, 1995) settings to determine which of the 
inputs are relevant in the specific classification or regression task. Fokoue (2004) 
introduced the use of ARD priors in Bayesian factor analysis, more specifically, each 
element Wy of the loading matrix is given a prior

W^-MO^r.1),

otij ~ G(a, b).

This kind of approach is also adopted in group factor analysis (GFA), described in 
the next chapter, that uses ARD to determine the relevance of groups of variables 
in a given factor.
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Chapter 5

Extending group factor analysis

5.1 Group factor analysis

Group factor analysis (GFA) is an extension of Bayesian CCA (Klami et al., 2013) 
to multiple data sources. Alternatively, it can be seen as an extension of factor 
analysis that treats the data sources similarly to how factor analysis treats individual 
variables. This is achieved by formulating a factor analysis model for the feature- 
wise concatenated data and making the loading matrix of the model sparse such that 
factor loadings in one column that cover variables from one of the original data sets 
are simultaneously either zero or non-zero. The model was introduced by Virtanen 
et al. (2012b), and is presented in the following.

Letting yjm^ E RDm denote the ith sample of the mth data set, the model is 
given by

(5.1)

The data are modeled with unknown latent variables z, E RK corresponding to К 
factors, which are then mapped to the observation space with the linear projections 
W(m) specific to each source. The latent variables are shared between all sets and 
can hence model correlations between the sources.

Typically the data sources have also non-trivial variation independent of the 
other sources, which cannot be modeled with the spherical noise model X = т ~ 11. 
GFA models them with some of the К factors by controlling the values of W(m) with 
a specific type of sparsity constraint; if some factor к is independent of the source 
m, we want w^m) (the kth column of W(m)) to be zero. The desired structure is 
achieved with the automatic relevance determination (ARD; MacKay, 1995) prior

(5.2)

where each of the «-parameters has independently an (almost non-informative)
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becomes large, then the corresponding column of W(m^ is almost zero and thus the 
fcth factor in the model is irrelevant in explaining the variation in data set m.

To provide an alternative viewpoint, denote 
the matrix

a = (a^1) ... a^)7

T
. Then

acts as a kind of a loading matrix indicating which factors load on which data 
sets. This shows how GFA generalizes regular factor analysis to model relationships 
between the data sources instead of individual variables.

The variation that is not explained by the components is then modelled by 
independent noise, with the view-specific noise precision having a gamma prior

Tm ~ G(a,b). (5.3)

The precision parameter can be given a practically non-informative prior by setting 
the parameters a and b to very small values such as 10~14.

To further clarify the model, a mapping from the mathematical notation above 
to the example application studied in this thesis can be described as follows. There 
are M = 2 sources that correspond to MEG recordings of two subjects. Each sample 
is a time instance and the features are the MEG gradiometer sensors. The factors for 
which o4'n) is small for both m model correlations between the two brains, whereas 
the remaining factors model correlations between the gradiometer sensors of each 
subject. The model automatically learns, using the ARD prior, how many factors 
to use for both tasks.

In an example involving more data sources, a collection of three data sets for 
instance, the factor loading matrix might have a structure like

/W, At ВД
w = w2 a2 0 .

\w3 0 0 /

This would be interpreted such that there is some variation that is present in all data 
sets, which corresponds to factor loadings in columns of Wj’s. Additionally there is 
some variation that is present in data sets 1 and 2 but not in 3, corresponding to 
columns denoted by A,’s. Thirdly there are some factors specific only to data set 1, 
denoted by factor loadings in Bi.

It would be possible to simply enumerate all possible combinations how the 
factors are “active” within the data sets. However, if all combinations would have 
the same number of factors, the total number of factors would become prohibitively 
large if one had more than only very few data sets. The total number could be 
restricted if there was prior information about which combinations were possible, 
but that is not the case in exploratory data analysis. Thus the model needs to be 
able to effectively learn the correct sparsity structure of the factor loading matrix 
without performing an exhaustive search.
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GFA also contains some other proposed models as special cases. When M = 1 
the model reduces to Bayesian PC A by Bishop (1999). Bayesian CCA presented by 
Virtanen et al. (2011) and Klami et al. (2013) is recovered when M = 2. When each 
of the “data sets” is one-dimensional, GFA becomes a basic sparse factor analysis 
model with element-wise ARD prior on the loading matrix.

5.2 Event-related model

As mentioned in Introduction, GFA and other CCA-based models assume that the 
correlations persist over all of the samples, that is, over the whole experiment. Next 
an extension of GFA is introduced that relaxes this assumption, and instead assumes 
that the data sources correlate only during pre-specified events. The timing of these 
events is assumed to be known, but there can be different types of events, for example 
events consisting of either auditory or visual stimuli, that induce different kinds of 
correlations between the sources. The goal is to learn linear mappings describing 
the nature of these different types of correlations, while simultaneously inferring for 
each event to which category it belongs.

Outside the events the data sources are assumed to be independent but there 
can still be correlations between the different features within each data source. The 
correlations are modelled with К factors that use source-specific latent variables 
z(m) correlations between the sources are modeled with E event categories,
each capturing the correlations with К additional factors that use latent variables 
z- shared between the sources but specific to the event category. The resulting 
model is

(5.4)

where 7? is a binary variable indicating whether event e is active in sample i. For 
every sample that is outside the events, set 7f = 0 for all event categories, whereas 
for the remaining samples it is required that the set of consecutive samples during 
a specific event belong to exactly one event category. Finally, set z- = 0 if 7® = 0. 
Figure 5.1 illustrates the resulting factorization for a setup where one has M = 2 
data sources and E = 2 event categories.

For controlling the complexity of the model an ARD prior is again used for the 
source-specific loading matrices W(m); the model hence learns how many factors it 
needs for modeling the variation independent of other sources. The factors used 
for modeling the correlations during the events use the same prior as regular GFA, 
which allows learning which specific sources reflect the correlation.

As an aside, it would be entirely possible to do full Bayesian inference on the 
indicator variable more similar to standard practice in mixture models. This ap
proach would still be a bit different from the standard, as it would be desirable to 
include the discussed restrictions. One possible way to consider those restrictions 
would be to give some kind of a sparse prior on the mixture coefficients.
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Figure 5.1: Factorization of the data matrices in the proposed model, with gray color 
indicating non-zero elements. For the samples that do not belong to any event the 
two data sources are independent and modeled with the noise models. The samples 
within the events choose one of the event categories and use the factors specific to 
that category for modeling correlation during the event.

5.3 Inference

For inference in GFA and the extended model the variational Bayesian methodology 
is adopted as described in Section 3.4. This section first presents the variational 
inference for GFA complemented with the additional sets of loading matrices and 
latent variables for the event-related extension, and then proceeds to the inference 
on the indicator variable 7 which is not treated in a fully probabilistic way.

The factorized approximate posterior is written as

M / Dm N

9(0) = П 9(<*(m)Mrm) Yl 9(Wrfm)) П 9(z!
m=l V d= 1 t=l

E / N M D

*П П?«)ГТ'<й“)ГЬ<*5>
e=l \i=l m= 1 d= 1

where D = J2m=\ An- With this factorization the algorithm will update the noise 
models (one for each data source) and the E shared event components separately, 
which allows for simpler updates following very closely those for Bayesian CCA by 
Klami et al. (2013).

5.3.1 Variational updates

This section presents the variational updates for GFA including the event-related 
extension. As mentioned, the updates follow very closely those for Bayesian CCA 
(Klami et al., 2013) and GFA (Virtanen et al., 2012b), and thus are presented here 
without lengthy derivations.
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Loading matrices W and W

The approximate posterior for the loading matrices is given by

q{ W(m)) = n^(W!mVw<"hSw<m>),
i=l

Sw1(m,=diag<a^) + (rm)(ZTZ>,

(w<m>) = ( Y<"*> - ^ (Ze) (wIm))Tj (Z'm>) Sw(m) (tto) .

(5.6)

Here Wjm) denotes the tth row of the matrix W(m). The updates for are
similar except for replacing the summation over events by (Z) and using

the hatted latent variables Z*,.

ARD parameters a and d

The VB updates for the ARD’s a parameters only depend on the corresponding 
loading matrices, and are thus identical for both the data source specific noise models 
and the event clusters,

,(«<”>) = ne(a<">|a!’",,l>Sm)). (5.7)
i=l

(m) i 1 i-,
a] = ao + 2^m’

<f> = to + 5 [(w<

e instead of
(m)

The variational distributions for d*m) are the same except for using W 

W(m). As this is a gamma distribution, the expectations are given by 
For calculating the variational lower bound, we need the expectation of the logarithm 
^logctjm)^ = ip(a[m)) — log(b|m)), where ip(-) is the digamma function.
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Latent variables z and z

Each data source has their own noise model and the variational distributions corre
sponding to the latent variables are given by

q(z[m)) = Af (z^m)|/Xz(m) , £z(m)) , (5.8)

s-(1m) = i + (rm> (w^Tw^y

/*,<■»> = <T„> (wl">)T |yh> -jr-,' (wf1) (z-)^j .

The latent variables ze for each of the event clusters have the following variational 
distributions

q(il) = TfV (z'|Mä.,£ä.) + (1 - Tf)j(ån, (5.9)

s,-.1 = I+E <r„) (wr)Twr>),
m=l

M T
= É w (wim)) (y,w - (w<”>) (z.)) .

Noise precisions r

In the following Ze is the matrix of latent variables which has been multiplied by 
the indicator variable 7е, that is [Ze\i = 7fz®, to make the notation a bit easier. 
The variational distribution for the noise precision parameters are given by

— Q(Tm I) j 
= o -(- NDm/2,

bm = b + i (Tr (YtY) + TV ((w'ml7 W1'"^ (ZTZ)) +

5> ((*Г,Т<*’) (<z„)) +
2TV ((Z) (wH)T (wlm)) (ze)T) - 

2 Tr (v*"1) ^(Z) (w{m)Y + 53 (Ze) (w<m^Tj

(5.10)

Some of the cross-terms are not included in bm since z and zJ cannot both be 
non-zero when г ф j.
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5.3.2 Optimizing indicators 7f

The extended model developed in this thesis introduces a new variable 7, and next 
the necessary derivations needed for updating that parameter within the overall VB 
algorithm updating the whole model are provided. For interpretability a full poste
rior approximation for 7? is not provided but instead type-II maximum likelihood 
is used to provide binary decisions for each sample.

The objective function that needs to be optimized is based on writing the vari
ational lower bound

Д7) <x (logp(Y|0,7)) - <511)

as a function of 7, omitting the constant terms. The relevant terms of the first part, 
the likelihood, are

(logp(Y|©,7)) «5^5^ ( - -
t=l m= 1 \

where for clearer notation e-m^ = y-m) — W("'!z|"l\ Noting that 7tfc7' = öki and 
(7?)2 = 7?, (5.12) is a linear function of 7. The second part of the lower bound in 
(5.11) comes from the prior

.(m) 5>?w-
e=l

(5.12)

N E

-EE
i=l e=l

where the expectation depends on the corresponding 7*; z is Gaussian when 7=1, 
with parameters given by the VB updates in (5.9), and a delta spike at zero when 
7 = 0. Since it assumed that each event should be allocated to exactly one category, 
all the samples within one event are coupled to have identical 7®.

The optimization problem is easy to solve due to linearity of (5.11) as a function 
of 7. The experimental section demonstrates a scenario where it is further assumed 
that the event categories are equally common. This can be expressed as a linear 
constraint, which allows using generic integer linear programming solvers, such as 
lp.solve (Berkelaar et al., 2004) for finding the optimal values of 7. This opti
mization remains tractable at least for hundreds of events and a small number of 
event categories (2 or 3), as is demonstrated in the experimental part of this thesis. 
In the implementation of the model, the length of an event is assumed to be the 
same fixed constant for all events, although it is straight-forward to change this for 
other applications by slightly modifying the optimization problem.

■5 "å-i w (5.13)
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Chapter 6

Experiments with simulated data

6.1 Setup

In this chapter the proposed method is evaluated on simulated toy data that is 
generated exactly according to the assumptions of the extended GFA model. This 
is done simply for the purpose of confirming that the model works as expected and 
can find the desired structure in the data, when ground truth is known exactly. 
Learning the model with simulated data allows also to study sensitivity on the 
choice of the tunable parameters, namely the dimensionality of the noise and event 
category specific factors (although ARD should also help to determine this), and 
the length of each event which is assumed to be a fixed constant.

A simulated data set consisting of three data sources is constructed. Each source 
has 200 features and 2000 samples, with a 10-dimensional noise model and spherical 
noise with standard deviation Tm^ = 4. Events are generated from three separate 
categories or clusters, each event consisting of six consecutive samples; each category 
is a three-dimensional factor model. In each sub-model, one of the factors is shared 
by all data sources, and the two other factors exhibit some group-sparsity: •

• Cluster 1: one factor switched off in data source m = 1 and another factor in 
source m — 3,

• Cluster 2: switched off in m = 1 and m = 2,

• Cluster 3: switched off in m = 2 and m — 3.

Each event category thus induces different kinds of correlations between data sources, 
and consists of 14 individual events. All loading matrices and latent variables are 
generated independently from standard normal distributions, when not dictated to 
be zero by group-sparsity or the event indicator variables 7. The category-specific 
factors should also be identifiable up to sign and permutation because of the chosen 
group-sparsity.
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In all experiments, the dimensionality of the noise models is kept fixed with К = 
15 which allows for some flexibility during learning, but the five extra factors should 
eventually get switched off by ARD. The best model according to the variational 
lower bound among ten random initializations was chosen with each set of different 
parameters.

6.2 Results

6.2.1 Varying cluster dimensionality К

The true dimensionality of each event cluster being К = 3, values ranging from 
К — 2 to К — 5 were tried.

The best models for all cases but К = 5 were able to correctly find the true 
clustering of the events. The models also correctly identified the group-sparsity 
with the de parameters for the loading matrices in each of the event categories; 
the extra component when К — 4 had high values of o? for all data sources. When 
К - 2 one of the factors that should have been in the cluster sub-model was simply 
missing, and there existed extra factors in the data source specific noise models 
instead.

Measuring the correctness of the learned latent variables and loading matrices 
by correlation between the ground truth and learned value indicates that they are 
found by rather high accuracy. Correlation with latent variables was approximately 
98% (or -98% if the sign was reversed). Loading matrices were also discovered very 
well, yielding correlations of approximately 85% or better.

It is possible that since the case where К = 5 is already quite a flexible model 
compared to the true model, the variational Bayes algorithm may easily get stuck 
in bad local optima due to initialization. To reach a local optimum corresponding 
to the true model, both the cluster assignments and the dimensionality detection by 
ARD would need to be concurrently correct enough to not get stuck.

6.2.2 Varying event length

As the data were generated with event duration of 6 samples, the sensitivity to the 
choice of the event length parameter was tested by varying it from durations of 5 
samples to 8 samples, while keeping the cluster dimensionality fixed at the true value 
of К = 3.

The model discovered the true clusters exactly with all the choices of event 
length. The learned models were inspected in a similar manner as when varying 
the cluster dimensionality; no significant differences were observed. These results 
indicate that the performance of the proposed model is at least not overtly sensitive 
to the choice of this parameter.
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Chapter 7

Neuroscientific experiment with 
MEG

7.1 Motivation

The main motivation for developing the proposed extension to group factor analysis 
came from a neuroscientific data analysis task. In the following experimental setup, 
the data are naturally seen as coming from two different sources, more specifically 
two separate but simultaneously recorded MEG of two subjects, which invites the 
use of GCA-like methods that decompose the data into parts that are specific to 
each data source and into signals that are present in more than one data source.

The data also demonstrate a situation where it is not reasonable to assume 
that global correlations should exist between the data sources; brain activity of 
two different subjects is hardly likely to have meaningful correlation. During the 
experiment there exists however some distinct moments where the subjects interact 
shortly, which may elicit responses in both persons at the same time.

This experiment thus provides a realistic scenario to assess whether the proposed 
method could prove useful in a real-world application.

7.2 Experimental setup

Data that are used in this chapter come from an experiment where pairs of partic
ipants were simultaneously recorded at separate MEG devices and an audio-visual 
link was provided for communication between them (Baess et al., 2012). The pairs 
were instructed to play a word game where they took turns in saying one word at a 
time and the words were supposed to make up a sensible story. The length of the 
games ranged from 88 to 172 words between the different pairs, or approximately 
5 minutes. The MEG data were preprocessed using the signal space separation
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method (Taulu et al., 2004), and the data were downsampled to 67Hz from the 
original sampling rate of 1000 Hz and high-pass filtered at 3 Hz.

An event is defined here as a word spoken by either participant. An event 
begins at the beginning of a spoken word and lasts approximately half a second 
(30 samples). Outside these events it is assumed no correlation between the brain 
activities exist. In total the events correspond to about 15% of the duration of the 
experiments, which implies that traditional methods seeking for global correlations 
should have difficult time capturing these temporally localized effects.

The model is learned with К = 25, and two event categories with 4 components 
each. Thus most of the variation in the data will be captured by the 25 components 
in the subject-specific noise models and the additional activity during the events by 
the lower-dimensional models with 4 components. The number of components was 
chosen based on a heuristic given by classical PCA: roughly 25 principal components 
account for about 90 percent of the variance. For each pair, the best model is chosen 
by comparing the variational lower bounds of 50 random initializations.

The expected result is that the two event categories should correspond to the 
speaker identities for each individual word; these should obviously elicit different 
kinds of correlations between the subjects. For validating whether the model learns 
these categories more accurately than simpler alternatives, the proposed model is 
compared with linear dimensionality reduction followed by к-means clustering of the 
samples within the events. The individual samples within the events are clustered 
into two clusters, and then each event window is clustered using a majority vot
ing scheme based on the cluster assignments of the individual samples within the 
window. For the dimensionality reduction step two alternatives were tried, PCA 
that assumes the sources to be independent and GFA that attempts to model global 
correlations between them. Both alternatives were used with 25 components per 
data source. In effect, these comparison methods can be thought of as attempts to 
de-couple the elements of the proposed model into separate elements, and hence the 
comparison reveals the advantage of learning the joint model at once.

7.3 Results

The order of clusters being unidentifiable, the clusters are labeled solely for the 
purpose of measuring the accuracy by assigning the label with most matches within 
a cluster. For the proposed model the mean accuracy over 7 pairs of participants is 
0.82; three pairs get over 0.9 accuracy but for all pairs it is significantly better than 
chance (p < 0.005, all pairs, random permutation test). Full results are shown in 
Table 7.1. The permutation tests were done by sampling R — 106 random clusterings 
where clusters were of equal sizes, choosing the better labeling as above, and then 
calculating the accuracy. P-values were then simply estimated by comparing the 
accuracies from the random clusterings to the accuracy of the proposed model.
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Table 7.1: Clustering accuracy of words with respect to the speaker. For each pair 
the best method is written in boldface; see text for more details.

Pair Number of events Proposed model GFA + k-means PCA + k-means
A 102 0.90 0.55 0.57
В 104 0.92 0.51 0.51
C 172 0.62 0.55 0.59
D 116 0.76 0.61 0.59
E 88 0.96 0.50 0.60
F 170 0.75 0.57 0.51
G 160 0.81 0.58 0.52

The comparison methods solve the task considerably worse, irrespective of the 
dimensionality reduction technique. The improvements are most likely due to the 
proposed method learning the background noise simultaneously with the events 
and allowing the temporal profile to vary between each individual event; k-means 
clustering assumes that an event can be characterized by a single mean vector.



Chapter 8. Discussion 32

Chapter 8

Discussion

8.1 Related work

In addition to the k-means clustering with linear dimensionality reduction scheme 
that the proposed method was compared to in the experiments with MEG data, 
there exists some related work that could potentially be applied or extended to 
work with these kind of data.

Categorizing data into event categories in a similar sense as the model in this 
thesis has recently been considered by Imoto et al. (2013), who proposed a model 
closely related to topic models. They analyzed acoustic data, where each acoustic 
signal is supposed to be described by a combination of acoustic topics. The acoustic 
event sequence, that composes the acoustic signal, is then generated according to a 
distribution depending upon the topics. This or a similar model could be applied 
to the MEG data analyzed in this thesis; the topics could correspond to the event 
categories describing the words spoken by the two speakers, if the data were split 
completely into short events or signals. Their model or topic models in general 
do not account for multiple data sources; however, Virtanen et al. (2012a) have 
proposed an approach to model these kind of data in the context of topic models.

The idea of separating brain activity into parts with factors that are active only 
during stimulus events and other factors that are always active, modelling the on
going activity and noise, has also been explored by Nagar ajan et al. (2007). The 
approach was extended in this thesis in two ways. The stimuli may consist of multiple 
unknown categories and each block of stimulus samples is automatically assigned to 
one category. Secondly, the proposed model allows modelling correlations between 
multiple data sources.
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8.2 Conclusion

CCA-based methods have been used to study problems in neuroscience where data 
are collected from multiple sources. This thesis presented a new CCA model that 
looks for temporally local correlations during pre-defined events, and thus in a way 
generalizes the usual event-based analysis prevalent in the MEG community. Vari
ational Bayesian methods were employed for computing the approximate posterior 
distribution of the model. The proposed model was first evaluated on simulated 
data from the model and then applied to a two-person MEG experiment.

The results on the real MEG data show that the proposed model is able to sep
arate the two event types in an unsupervised manner, and greatly outperformed 
straight-forward application of к-means clustering. While no definitive neuroscien
tific interpretations of the results can be given here, the results indicate that the 
MEG data contain informative features that can be found by jointly modelling the 
two data sources.
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